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Preface
The joint workshop event LWA 2008 (Lernen-Wissen-Adaptivität) was held 
held from Oct., 6-8 2008 in Würzburg, Germany. Like in the years before 
the LWA hosted a broad scope of workshops of the special interest groups 
for 
• Adaptivity and User Modeling (FG-ABIS)
• Information Retrieval (FG-IR)
• Knowledge Discovery and Machine Learning (FG-KDML)
• Knowledge and Experience Management (FG-WM)

In addition to the separate workshops of each special interest group we 
invited two talks covering current research questions in computer science:

• Flexible, autonome Verhaltenskontrolle: Erlernen und Adaption von 
Sensomotorischen Raumrepräsentationen
Martin Butz (COBOSLAB, University of Würzburg)

• Der Faden der Ariadne oder warum alle Ontologen spinnen
Ralph Traphöner (empolis GmbH)

We are grateful for the support of several member of the Intelligent Systems 
group at the University of Würzburg, especially Petra Braun for handling 
almost all issues with bureaucracy, and our students Stefan Mark, Fabian 
Haupt, Johannes Dienst, Andreas Wittek, Katja Rommel and others for their 
technical support. 

Joachim Baumeister and Martin Atzmüller
Würzburg, October 2008

We thank our sponsors for their generous support!
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1 The ABIS Workshop
ABIS - ‘Adaptivität und Benutzermodellierung in interak-
tiven Softwaresystemen’ - is the special interest group on
Adaptivity and User Modeling in Interactive Systems of the
German Computer Society.

The ABIS Workshop has been established as a highly in-
teractive forum for discussing the state of the art in person-
alization and user modeling. Latest developments in indus-
try and research are presented in plenary sessions, forums
and tutorials to discuss trends and experiences.

2 User Modeling and Adaptivity for
Web 2.0 and Social Computing

This year’s ABIS Workshop focuses on novel techniques
for realizing adaptivity in Web 2.0 applications and on user
modeling for Social Computing applications that aim at
supporting the communication between users.

Web 2.0 and Social Computing enable applications to
obtain more data about a user while interacting with the
system. Popular applications have gathered huge data sets,
providing new possibilities to apply existing personaliza-
tion and user modeling techniques.

Besides new data, new interactions between users are
fostered by Social Computing and Web 2.0 applications.
The usage of this collaboration offers a new information
source for adaptation and user modeling in software sys-
tems.

3 Workshop Overview
The program commitee received submissions from re-
search and industry within the broad area of User Model-
ing and Adaptive Systems. Special emphasis of this year’s
workshop was on submissions in the following areas:

User models for adaptive systems

• Modeling behavior of users

• Modeling user’s context

• Reasoning on user models

• Interpretation of user behavior and user feedback

• Machine learning for user modeling

• Web 2.0 User Modeling

• Privacy of user modeling data

Behavior of adaptive systems

• Context aware adaptive systems

• Adaptivity in Web 2.0 applications

• Adaptivity in Social Computing

• Evaluation of adaptive systems

• E-Learning in Web 2.0

4 Program Chairs
• Melanie Hartmann (Technische Universität Darm-

stadt, Germany)

• Daniel Krause (Leibniz University Hannover, Ger-
many)

• Andreas Nauerz (IBM Research and Development,
Germany)

5 Program Committee
• Armen Aghasaryan (Alcatel-Lucent, France)

• Fedor Bakalov (Uni Jena, Germany)

• Mathias Bauer (mineway GmbH, Germany)

• Susanne Boll (Die Carl von Ossietzky Universität
Oldenburg, Germany)

• Manfred Broy (Technische Universität München, Ger-
many)

• Ingo Brunkhorst (L3S Research Center, Germany)

• Michael Fahrmair (DoCoMo Euro-Labs, Germany)

• Felix Flentge (Technische Universität Darmstadt, Ger-
many)

• Manuel Görtz (SAP Research Darmstadt, Germany)

• Sabine Graf (National Central University, Taiwan)

• Nicola Henze (Leibniz University Hannover, Ger-
many)

• Eelco Herder (L3S Research Center, Germany)

• Hagen Höpfner (International University in Bruchsal,
Germany)

• Tsvika Kuflik (University of Haifa, Israel)

• Bhaskar Mehta (Google Zurich, Switzerland)

• Wassiou Sitou (Technische Universität München,
Germany)

• Stephan Weibelzahl (National College of Ireland, Ire-
land)
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Adaptivity “2.0”: Challenges on the Road ahead to Next-Generation Adaptive
Systems

Alexandros Paramythis
Institute for Information Processing and Microprocessor Technology

Johannes Kepler University Linz
A-4040, Linz, Austria

alpar@fim.uni-linz.ac.at

Abstract
The field of adaptive systems is rapidly and
surely becoming part of the mainstream. Ever
since the advent of Amazon, intelligent person-
alization is steadily becoming an integral part of
commercial systems and services. At the same
time, progress in other aspects of computing is
having a major impact on research efforts in the
area: web 2.0 technologies are redefining what
hypermedia are for and about; social software,
shared annotations and tagging are bringing forth
the reality of distributed user models and the
need to consider users as social beings rather than
as individuals; the inescapable ubiquity of com-
puting, all the way from intelligent built environ-
ments to smart clothing, is enriching the inter-
action context and offering a wealth of new de-
terminants and constituents for adaptivity; secu-
rity is taking on new meaning as we now have to
protect not only against attacks on our networks
and systems, but also on the very algorithms at
the heart of personalization; and all this while
we are still in the process of transforming tradi-
tional measures of interaction quality to properly
account for systems that may never exhibit the
same self to two different users. This talk will
explore some of the challenges that define the
changing landscape of our field, and will hope-
fully serve as the basis for interesting and fruit-
ful exchanges during and beyond the ABIS work-
shop.
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User Modeling and User Profile Exchange for Semantic Web Applications

Fabian Abel, Nicola Henze, Daniel Krause
Distributed Systems Institute, Semantic Web Group, Leibniz University of Hannover

Appelstraße 4, 30167 Hannover, Germany
{abel,henze,krause}@kbs.uni-hannover.de

Daniel Plappert
mindmatters GmbH & Co. KG

Neuer Kamp 30, 20357 Hamburg - St. Pauli, Germany
daniel.plappert@mindmatters.de

Abstract

The usage of applications, which are located on the Web,
changes the usage of personalization massively: Users in-
teract with most applications seldomly, often just once, but
still can benefit from advantages of personalization. We
present the User Modeling Service, a service to model a
user across various applications. Our service is not re-
stricted to a specific domain and can hence be integrated
into arbitrary Web applications. To enable the reuse of user
profile data from different applications, we adhere to well-
known Semantic Web technologies. In addition, we devel-
oped an easy-to-use Web interface, which allows users to
inspect, control, and modify their data. This Web interface
is also used to create access policies, which allow users to
specify on a fine-grained level which application or Web
Service is allowed to access which part of the user profile.

1. Introduction
In today’s Web users enjoy the benefits of personal-

ization in different applications and for various purposes.

However, all personalization techniques require sufficient

descriptions of the characteristics of the user to deliver good

results. There are two general strategies to gather informa-

tion about the user. User data can either be received via

direct, explicit input (e.g. questionnaires to determine an

initial user profile) or it can be derived implicitly from the

observations made when the user interacts with the applica-

tions.

While both approaches are accepted well by the users

and proved to work, these approaches are inadequate for

Web applications, because there is a vast amount of appli-

cations that only solve specific (possibly unusual) problems.

Users access these applications only seldomly or just once.

In such scenarios users, on the one hand, do not take the

effort to invest time to fill a questionnaire and, on the other

hand, the applications do not receive enough user feedback

to model the user profile implicitly. There are solutions pro-

posed for this problem which separate the user modeling

components from the applications and create generic com-

ponents. Other approaches try to exchange user profile data.

The first type of applications have the problem that the user

modeling system has to be aware of the application-specific

vocabulary and knowledge, while the latter type of applica-

tions need a common language to be able to exchange data

about users.

New issues arise as more people become aware of pri-

vacy issues regarding the storage, processing, and exchange

of their personal data. In a multi-application personaliza-

tion framework, users still shall be able to control which

application should be able to access which part of the user

profile and for which purpose (see [15]).

In this paper, we present the User Modeling Service,

UMService for short, which is a central repository for stor-

ing, maintaining, and querying user profile data. It is em-

bedded in the Personal Reader Framework1, a Semantic

Web framework for rapid development of highly flexible,

Web Service based, and personalized Web applications.

The Personal Reader approach addresses the issue of keep-

ing data central while keeping central components indepen-

dent of domain and application specific knowledge. Fur-

thermore, we show how the access to RDF-based user pro-

files can be controlled by applying policies which can be

defined via the Web interface of the UMService.

2. Related Work

The first approaches to separate user modeling from the

application, like the GUMS [9] or the BGP-MS [16], man-

1http://www.personal-reader.de
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aged to maintain user profiles apart from the original appli-

cation. However, they did not provide any mechanism to

exchange or reuse user profile data.

Systems that allow to maintain user profiles and ex-

change user profile data like for example CUMULATE [18]

implemented a broad domain knowledge and hence can be

used only for one specific domain (in the CUMULATE case

the E-Learning domain). Another system, which can be

used domain independent is the Generalized User Model-

ing Ontology (GUMO) [11]. It is mainly a generic and ex-

tendable2 ontology that allows to express various user pro-

file statements. However, as the ontology grows – which is

required to support new application domains – it becomes

hard to ensure consistency and to find appropriate instances

in the ontology to reuse.

Other generic approaches like Personis [14] and ap-

proaches for cross-domain and cross-technique user mod-

eling [5, 4, 7] are based on a data level and do not describe

the stored information in a semantic fashion. Hence, appli-

cations have to specify exactly what kind of information in

which storage format they need. A search using inference

to specify the required information on a semantic level is

not possible.

We have deliberately chosen a centralized component to

model the user instead of a decentralized approach like [17]:

Both approaches bear the same high-level problems like in-

consistency, need for meta-data, data integration etc. How-

ever, in our opinion centralized user modeling lacks the low

level problems of locating the needed data and duplication

of code that is necessary for maintaining the user profiles.

3. A Distributed User Modeling Framework

The Personal Reader Framework [1, 12] (see Figure 1)

enables a fast development of interoperable, personalized

Semantic Web applications. Therefore, applications are

split into different parts and encapsulated in reusable Web

Services. The Framework distinguishes mainly three differ-

ent kinds of services: a) Personalization Services, b) Syn-

dication Services, and c) a Connector Service. The Syn-

dication Services (SynServices) contain the business logic

of an application and maintain the user interface. To re-

ceive (personalized) data, SynServices invoke Personaliza-

tion Services (PServices), which allow for personalized ac-

cess to a specific part of the Semantic Web. A typical Per-

sonal Reader setting could look as follows (cf. [1]): Person-
alization Service A provides users with recommendations
for scientific publications according to the users’ interests.
Service B offers detailed information about authors or re-
searchers. By integrating both services via a Syndication
Service users can browse publications they like within an
embedded context.

2an experimental version can be found at http://www.ubisworld.org
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Figure 1. Architecture of the Personal Reader
Framework

To find appropriate PServices, the SynService utilizes

the Connector Service, which is a kind of enhanced UDDI

repository. The Connector Service furthermore enforces the

user’s PService usage pattern. For example, users can define

that only those PServices shall be selected which are free of

charge or which are trusted by a trust authority. A detailed

description of the RDF-based messages passed between the

different services can be found at [13].

4. The User Modeling Service (UMService)

The User Modeling Service (UMService) is a centralized

service, which is implemented within the Personal Reader

Framework. With simple store, update, and query com-

mands, every Personal Reader service (SynServices and

PServices) can access the UMService.

As the Personal Reader Framework is an application

independent framework, centralized components of the

framework have to be domain-independent. Therefore, the

UMService does not aim on modeling the user on its own,

but relies on the abilities of the applications. This conforms

to the nature of applications, which are certainly aware of

the domain, the meaning of the user interactions, and the

conclusions which can be drawn out of it.

4.1. Data Storage

As storage format we have chosen the Resource Descrip-

tion Framework (RDF). RDF enables to annotate informa-

tion by relating statements to ontology concepts. As the

base vocabulary for our ontology, called the User Model-

ing Ontology (UMO), we selected Heckmann’s General-
ized User Modeling Ontology (GUMO) described in [11].

An UMO example statement is shown in Figure 3.
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<rdf:Description rdf:about="#HobbyStatement">
<umo:subject rdf:resource="#Pete"/>
<umo:predicate rdf:resource="#hasHobby"/>
<umo:object rdf:resource="#sailing"/>
<umo:ambit rdf:resource="&umo;hasInterest"/>

<umo:scope rdf:resource="#importanceInterval"/>
<umo:scopeValue>important</umo:scopeValue>
<umo:identityValue>neutral</umo:identityValue>

<umo:owner rdf:resource="#Pete"/>
<umo:creator rdf:resource="#schedulerService"/>
<umo:method rdf:resource="#questionnaire"/>
<umo:confidence>100</umo:confidence>

<umo:start>2008-06-01</umo:start>
<umo:durability rdf:resource="&umo;month"/>
<umo:replaces rdf:about="#oldHobbyStatement">

</rdf:Description>

Figure 2. An example statement expressed in
the User Modeling Ontology

UMO consists of four segments, which contain the fol-

lowing attributes:

Main Segment provides the attributes user, subject, pred-
icate, object, ambit, scope, scopeValue, and identi-
tyElement.

Explanation Segment contains creator, method, evidence,

confidence, and trust.

Validity Segment consists of start, end, durability, and re-
tention.

Administration Segment provides administrative at-

tributes like notes, replaces, and deleted.

4.1.1 Main Segment
The Main Segment stores the basic statement about the

user. Every statement is addressable by its own URI, there-

fore subject, predicate, and object represent the reified RDF

triple. The attributes subject and user can differ from each

other. E.g. to model the fact that Pete’s credit card has the

number 123, we allow to create a statement whose owner

(user) is Pete and whose subject is the credit card. The

predicate and object values can be chosen freely from the

application’s domain specific ontology. The ambit predicate

relates the statement into one of six domain-independent

classes of statements about the user. Possible values are:

• hasActivity describes statements about activities of the

user, e.g. hobbies

• hasDone describes statements about passed activities

of the user

• hasPreference describes statements about the prefer-

ences of the user

• hasInterest describes statements about the interests of

the user

• hasKnowledge describes statements about the knowl-

edge of the user

• hasConfiguration describes statements about configu-

rations of the user, e.g. program settings

The ambit therefore allows services to classify their own

statements and especially the predicates of their domain

ontologies into the generic UMO. This enables a basic

mapping between statements of different applications and

hence an exchange of user profile data across different on-

tologies: E.g. an application A utilizing the domain on-

tology OA stores a statement S = (u, oa:interest, dbpe-
dia:SemanticWeb) with the ambit hasInterest in the UM-

Service. If another application B, which utilizes a different

domain ontology OB, queries the UMService for knowl-

edge of the user (hasKnowledge), the UMService will not

return the statement of application A. Hence, application

B is aware that no appropriate data is stored in the UM-

Service although neither application B nor the UMService

itself can process the ontology OA directly. On the other

hand, if application B queries for interests of the user (has-
Interest) then it will receive statement S. Although B does

not understand the full meaning of (u, oa:interest, dbpe-
dia:SemanticWeb), it can, based on the ambit hasInterest,
still interpret that user u has interest into the object of the

statement. By requesting additional information about db-
pedia:SemanticWeb, utilizing the Link Data principle, ap-

plication B is able to draw further conclusions about the

particular interest of the user.

The predicates scope, scopeValue, and identityElement
are used to describe the value of a property: scope describes

the interval from which values can be selected. Intervals can

either be numerical, e.g. from 1-10, or enumerations like

excellent, good, average, bad. To automatically map dif-

ferent intervals to each other, identityElement contains the

neutral element. The scopeValue predicate finally contains

the actual value of the statement chosen from the specified

interval.

4.1.2 Explanation Segment
The Explanation Segment contains the author of the state-

ment (creator), which method was used to create the state-

ment (e.g. was it a direct input of the user, or a derived infor-

mation based on user interaction). Furthermore, it contains

the evidence of the statement that describes the prerequisites

that caused the statement. The evidence is important for a

service to preserve its trustfulness, e.g. if a service A bases

its assumptions on wrong data from service B and hence de-

livers wrong data about the user, then distrust regarding this

statement can precisely be mapped to service B.
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The confidence value contains the certainty of the creat-

ing service that the statement is true. In contrast, trust holds

the percentage of agreement of the user to this statement.

Both values, confidence and trust can be used to calculate

the accuracy of the statements of a specific Web Service.

4.1.3 Validity Segment
The Validity Segment defines how long – counting from

start – a statement shall be valid. If the validity can be de-

fined precisely, the predicate end is used. This holds for

statements like “Pete plays tennis from 6-7 pm”. The va-

lidity of other statements like “Pete is currently in a good

mood” cannot be specified precisely. Therefore, the pred-

icates durability and retention are used: durability con-

tains vague time specifications like seconds, minutes, hours,

years, etc. To respect the durability of a statement, we use

a linear function that decreases the confidence value of the

statement as it becomes older. The retention predicate con-

tains the point of time when a statement shall be deleted and

hence, should not be used again.

4.1.4 Administration Segment
The Administration Segment contains various meta data:

notes are a free-form text field with arbitrary content, re-
places refers to an older statement which is replaced by the

current statement. Statements which shall be deleted are

marked with deleted and are not delivered any more from

this point of time. Finally, the user can decide whether the

statement should physically be removed or recovered.

4.2. Access Control

For access control we provide an enhanced SESAME3

endpoint. With SeRQL, an RDF query language similar to

SPARQL, services can access and exploit the raw RDF data

stored in the UMService with the help of powerful and ex-

pressive queries.

In [2], we have shown how to protect an arbitrary

RDF repository like SESAME by enforcing access policies.

Therefore, we have shown how to use the Protune Policy

Language (see [6]) to specify policies which protect the ac-

cess to RDF data. We implemented an access control layer

(AC4RDF) on top of a SeRQL endpoint, which extends the

original query in a way that deny and allow rules are re-

spected by the query. Afterwards, the original SERQL end-

point is invoked with the extended query and the result can

be directly delivered to the invoker without further need of

access control processing. We have shown that the policy-

based query extension approach is superior to other access

control approaches, e.g. in terms of expressiveness, perfor-

mance, or maintainability.

Instead of more simple access rules, like pattern-based

access restrictions described for example in UserQL [10],

3www.openrdf.org/

a) deny(access(rdfTriple(X, _, _))) :-
rdfTriple(’X’, deleted, "true").

b) deny(access(rdfTriple(X, _, _))) :-
rdfTriple(_ , replaces, X).

Figure 3. Example Protune deny policies

Protune policies can exploit the full graph structure of the

RDF document. Thus, for example access to a specific

statement can depend on the condition if another statement

is present in the user profile data store or not. Furthermore,

Protune already has a large number of build-in predicates,

e.g. to include time constraints or constraints concerning

the invoking Web Service.

Furthermore, the Access Control Layer is used to enforce

the described behavior of the UMService. For example, the

two policies illustrated in Figure 3 enforce that a) no state-

ment is accessible which is marked as deleted and b) no

statement is accessible which is replaced by another state-

ment.

4.3. User Interface

To enable non-technical users to use the UMService, we

provide an easy-to-use interface which does not require any

specific knowledge about RDF or policies. This user inter-

face is divided into two parts: a) the data access and modi-

fication interface, which allows a user to access and modify

the user profile data and b) the access policy editor interface

which allows users to define their own access policies in a

graphical fashion.

4.3.1 Data Access and Modification
The data access and modification interface (Profile Manager

- see Figure 4) allows users to exploit and adjust their own

user profile. Therefore, they can change the trust value of

the statement to express their agreement or disagreement

with the statement. Furthermore, if they consider a state-

ment as fully inappropriate, they can also remove complete

statements. We decided to not let users modify single prop-

erties of the statements as this would on the one hand re-

quire a complicated user interface which describes the pos-

sible values and checks if the new statement complies to the

ontology constraints. On the other hand it would also re-

quire application ontology creators to describe their ontolo-

gies in detail, which is hard to be enforced in a distributed

architecture.

4.3.2 Access Policy Editor
If a service attempts to access statements from the UMSer-

vice for which there are no access policies defined yet (nei-

ther allow nor deny policies), the operation of the service

fails due to the deny-by-default behavior and the user is for-

warded to the Policy Editor [3]. Afterwards, an overview is

presented to the user which is adapted to the context of the

7

ABIS



Figure 4. User interface to review, modify and delete the statement in the UMService

failed operation, i.e. only those Statements are displayed to

the user which were requested. This is important as the user

profile can contain thousands of statements which would

make it impossible to visualize the statements in an easy

and efficient manner. The policy editor itself is split into

a part which outlines the actual RDF statements and a part

which allows the specification of corresponding access poli-

cies (see Figure 5).

The Policy Editor makes the user aware of how specified

policies will influence the access to the RDF statements.

Therefore, RDF statements are colored according to the ef-

fects of policies (e.g. if a statement is not affected by any

policy it may be colored yellow; green statements indicate

that at least one service is allowed to access, etc.).

If conflicts occur, e.g. a statement is covered by a deny

and an allow rule, the user is informed about this conflict.

The user can define which policy should be applicable by

specializing the other policies, so that the modified policy

does not longer fit to the conflicting statement. If the con-

flict is not resolved, the deny policy overlaps the allow pol-

icy as disclosing a private user profile information is a big-

ger problem than hiding a public user profile information.

For expert users, we have implemented an extended Pol-

icy Editor which allows to edit Protune policies directly.

However, for most purposes this is not needed.

5. Conclusion and Future Work

We presented the User Modeling Service, a central com-

ponent for maintaining user profiles in the Personal Reader

Framework. The main advantage of the UMService is that

it does not contain domain specific knowledge and can be

used for arbitrary applications. The User Modeling Ontol-

ogy allows on the one hand the usage of a domain specific

vocabulary and on the other hand allows to specify the con-

tent of the statements in a generic way. Thus, different ap-

plications can exchange user profile data with each other

and are able to partially process unknown domain knowl-

edge. All user profile statements are stored in an RDF

repository, which makes them easy accessible and search-

able from other applications. To ensure that users have full

control over their data, we extended a SESAME endpoint

with AC4RDF, a mechanism to enforce access policies on

top of an RDF repository.

We provided two user interfaces that enable users to ex-

ploit and maintain their user profiles and that allow users to

specify access policies. Both interfaces were designed with

the purpose to support non-technical users while using the

UMService. Therefore, users do not need to have knowl-

edge about RDF data or policies.

In the future, we plan to provide the UMService not

only within the Personal Reader Framework, but also to

exchange user profile information with other user model-

ing frameworks. This would on the one hand enable the

User Modeling Service to access large repositories of al-

ready existing data and on the hand would enable non Per-

sonal Reader applications to use the UMService abilities.
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Abstract
An important aspect of adaptive systems is the
description of the user-system interaction, which
can be used to derive new information about the
user and to trigger adaptations, for instance by
means of adaptation rules. In this paper, we
present an approach that describes user actions
by means of probabilistic deterministic finite-
state automatons (PDFA), which are generated
from an annotated corpus of user interactions.
Based on a training set, different acceptors are
created from recording data and can be employed
by an adaptation framework to trigger adaptation
rules. An evaluation of this approach with a pro-
totype of an interactive TV system is presented.

1 Introduction
When adapting a system to user behavior, the description of
the user-system interaction plays a crucial role. The system
observes the user behavior and updates the user model or
triggers adaptations of the system based on these observa-
tions. Therefore, an accurate and comprehensive means of
describing user actions is required for adaptive interfaces.

The user-system interaction can be seen as a sequence
of low-level events, such as button presses or speech ut-
terances. A log component records these events and ei-
ther stores them to a log file or processes them in real-
time. For example, if the user presses a red button on a
remote control, a certain action is triggered, e.g. opening
a result screen in a digital TV system. From the low-level
log data, it is not directly comprehensible which action was
performed, i.e., a red button press can be seen, but not that
it opens the result screen. A speech utterance can open the
same menu, creating a completely different log entry for
the same action. Therefore, a more intuitive and tangible
high-level description for user actions is needed.

One approach of describing user behavior based on low-
level system events are hand-crafted state automatons. Cre-
ating such automatons is a tedious and error-prone task
and has to be performed by a person who has detailed
knowledge about the system, such as the system devel-
oper. Statistical user modeling is one approach of describ-
ing the user. In [Winkelholz and Schlick, 2004], variable
length Markov chains are used for finding regularities in
user traces. [Levin et al., 2000] use a Markov decision pro-
cess for modeling the user-system interaction as a basis for
learning and adapting the dialog strategy in a spoken lan-
guage system. Our approach does not use the statistical
description of the user interaction for adapting the system
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Figure 1: An example of a probabilistic deterministic finite-
state automaton.

directly, but to trigger adaptation rules instead. Rather than
predicting user actions, this approach provides a method
for extracting meaningful interaction sequences from the
user-system interaction in multimodal systems.

In this work, an approach is presented that describes
user actions using probabilistic state acceptors, which are
trained from recording sessions where sequences of log
events have been annotated. These annotations are used
to train the acceptors, which are then used either with log
data or in a running system. Finally, the acceptors trigger
rules in an adaptation framework.

This work is carried out in the context of multimodal
systems, i.e., systems that have a graphical interface and
can be controlled by a haptic input device and speech input
at the same time. Recordings created for the evaluation of
a prototype of a speech-enabled system, developed in the
DICIT project [Matassoni et al., 2008], are employed to
assess this approach.

This paper is outlined as follows. First, the background
of this work is introduced. Next, the application of prob-
abilistic automatons to user action classification is intro-
duced and an evaluation is presented. After explaining how
adaptation rules are triggered in an adaptation framework
using this approach, future work is discussed.

2 Background
This section introduces probabilistic deterministic finite-
state automatons and the data used for the evaluation of
this work.

2.1 Probabilistic Deterministic Finite-state
Acceptors

Probabilistic deterministic finite-state automatons (PDFA),
described in detail in [Vidal et al., 2005a], consist of states
and transitions between these states. A state change is trig-
gered by a certain event, which occurs with a certain prob-
ability. An example is given in Fig. 1. In state ’A’, the
event ’x’ triggering a transition to state ’B’ occurs with a
probability of 35 %, whereas the event ’y’ going to state
’C’ occurs with a probability of 65 %. Every state can be a
final state with a certain probability.
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[1181741700770] button {PowerOn}

Figure 2: Exemplary log line, showing a timestamp and a
button press event (class “button”) of the “PowerOn” but-
ton.

A state acceptor is a special case of the state automa-
ton that is used to check if an automaton matches a given
sequence. Starting at the initial state, the respective transi-
tion for every element of the sequence is taken. If none is
found, the automaton does not accept the sequence. Other-
wise, this step is repeated until a final state is found. The
probability of the accepted sequence for this automaton can
be computed by multiplying the transition probabilities of
all used transitions. Therefore, the acceptance probability
of the automaton in Fig. 1 for the sequence (x, w) is 17.5 %.

A PDFA can be generated from a set of sequences as fol-
lows (cf. [Vidal et al., 2005b]). Starting at an initial state,
a transition and a new state are added to the automaton for
each element of the sequence. If the transition already ex-
ists, its weight is increased instead. After the automaton
is constructed, the probabilities of every transition can be
computed from the transition weights.

2.2 The Log Data
The presented approach was tested using a set of log files
from evaluation sessions of a prototype of the DICIT sys-
tem [Matassoni et al., 2008], which is a speech-enabled in-
teractive TV system including an electronic program guide
(EPG). During the user evaluation of the system, log data
of user sessions was collected by a logging component of
the test system.

Every log file is a sequence of system events, such as
remote control, speech input, or system state changes. An
event consists of a timestamp, a type, and a number of pa-
rameters that are different for each type. An exemplary log
line is given in Fig. 2.

3 Describing User Behavior using PDFAs
User actions are represented by certain log data sequences,
e.g. pressing the “up” and “down” buttons for scrolling.
Therefore, describing user behavior using PDFAs com-
prises the following steps. First, recordings need to be per-
formed in order to create log data. This log data can then
be annotated by assigning so-called interaction classes to
certain sections of the recording. A PDFA can be created
from these annotations for every interaction class. Option-
ally, the PDFAs can now be assessed with additional log
data to evaluate them by annotating the additional log files
using the PDFAs and comparing them to manual annota-
tions. Finally, the PDFAs can be employed by an interac-
tive system to determine what the user is currently doing,
which requires a component in the interactive system that
can apply the PDFAs to live log data.

3.1 Annotating the Log Data and Creating the
PDFAs

In order to create the PDFAs for different interaction
classes, annotations have to be created first. The anno-
tation was performed with a custom graphical evaluation
and annotation tool [Wesseling et al., 2008], which dis-
plays log events from a recorded session in timeline views.
Sequences of events are selected in these timelines and
an interaction class is assigned to every meaningful se-
quence. However, there are many different sequences

number percentage
same 519 82 %
different - not recognized 106 17 %
different - value 9 1 %

Table 1: Evaluation results of 5 log files with a total number
of 634 user actions from 34 different interaction classes.

that describe the same interaction class. For instance, the
“ChannelChange” action, which changes the current chan-
nel, can be executed using different commands: pressing
the “channel up” and “channel down” or number buttons
on the remote control or using speech interaction by saying
the channel number or name. Each of these interactions
produces different sequences of log events for the same in-
teraction class. In these recordings, 34 different interaction
classes were identified. The sequence length of these inter-
action classes is between 2 and 28, with the average length
being 4.4.

The annotated sequences are extracted from the log data
and PDFAs are created as described in Sect. 2.1, with ev-
ery event corresponding to a transition. However, the con-
text, i.e., the screen in which an action was performed,
is relevant for some interaction classes. For instance, the
action associated with some buttons is different in each
screen, and therefore, the information which screen was
active when the button was pressed has to be included in
the event. On the other hand, the context should not be in-
cluded for patterns that are the same in different areas of
the system, such as scrolling. Hence, the context is omitted
for these patterns. The interaction class definition therefore
contains the information whether the context should be in-
cluded by adding the currently active graphical screen to
the event parameters.

3.2 Matching
The purpose of matching is to determine the interac-
tion classes of a log sequence by finding out which sub-
sequences are accepted by the PDFAs trained before. For
recorded log data, sub-sequences are created for every log
position, whereas the latest event sub-sequence is taken
for live user sessions. A match factor is computed for all
PDFAs for these sub-sequences, and the pattern is accepted
if the factor is above a certain threshold. Since the proba-
bilities of the branches of long and complex patterns can be
low and since longer patterns should be recognized prefer-
ably, the probability is multiplied with a length factor to ob-
tain the match factor. The element with the highest match
factor is selected if more than match was found for a certain
sequence.

3.3 Evaluation
A preliminary evaluation of this approach was performed
by annotating 10 log files, with 5 being used to train the
PDFA models and 5 being automatically processed. The
results of the comparison of the automatic and the manual
annotations are shown in Table. 1. Even with this limited
data set, a match rate of 82 % could be achieved. Differ-
ences can occur for different reasons. First, an action can
be present in the manual annotation, but not in the auto-
matic one, or vice versa (different - not recognized), mean-
ing that an action did not occur in the training data or is
misrecognized. Using more training data can therefore re-
duce these kinds of errors. Second, a wrong class can be
found (different - value), which occurs only 9 times in the
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Figure 3: Overview of the system architecture.

checked recordings. These error can for instance occur if
there are ambiguities in the annotations.

3.4 Limitations
The approach presented in this paper has limitations. First,
as all statistical approaches, it highly depends on the anno-
tations, i.e., only patterns occurring in the annotations can
be recognized. For instance, if a certain action is triggered
either by pressing the red button or saying “Record”, but
the red button is never pressed, then the red button is not
included in the “Record” interaction class. In addition, the
consistency of the annotations is very important. The more
errors are in the annotations used for training the PDFAs,
the lower the recognition rate will be.

Moreover, a list selection might consist of scrolling and
pressing the OK button. In this case, the number and order
of “up” and “down” key presses is relevant, which is not
reflected well by the probabilistic nature of this approach.
Therefore, the selection of every list item would need to
create a separate event to make it applicable for this ap-
proach.

4 Using the PDFAs for Adaptations
Adaptive systems often employ rule languages to define the
adaptations, for instance [Tran et al., 2008] or [Dolog et
al., 2003]. The purpose of the PDFAs presented in this
work is to trigger rules in an adaptation framework for in-
teractive systems. The adaptation framework comprises a
knowledge base that uses an ontology to describe the sys-
tem (system model), the user (user model), and the user-
system interaction (interaction model). By storing all in-
formation using the same formalism, it is available to the
adaptations in a uniform way. The adaptations are defined
as rules in a rule language that can exploit all the infor-
mation provided by the knowledge base. Rule are used to
update the knowledge base or to perform adaptations to the
system.

In addition to the components of regular rules, which
have a condition and a list of actions, the rules used in this
framework have an event part that defines when the rule
is triggered. One rule trigger type can an interaction class
detected by a PDFA matcher, providing a comprehensive
means to describe when the rules are executed based on the
user-system interaction.

An overview of the adaptation architecture is given in
Fig. 3. First, user actions generate event sequences, simi-
lar to the event sequences from log files. These sequences

are then analyzed by the PDFA matchers and interaction
classes are extracted. All adaptation rules that have the re-
spective interaction classes as their triggers are evaluated
and perform adaptations of the interactive system.

5 Conclusions and Future Work
An approach for describing the user-system interaction of
interactive systems was presented, using interaction se-
quences as triggers for adaptation rules. First, log sessions
are annotated to create a corpus of user interaction classes,
from which PDFAs are generated. These matchers are then
used in the interactive system to extract the known interac-
tion patterns from the user-system interaction. An evalu-
ation showed that even with a small data set of 5 training
sessions and 5 test sessions, a match rate of 82 % could be
achieved.

As future work, this approach could be extended to de-
scribe user behavior, which is more complex than describ-
ing user actions. However, behavior sometimes is charac-
terized by the absence of events, e.g. if the user is idle be-
cause help is required. Therefore, the applicability of this
approach to a more general kind of user behavior will be
examined. Moreover, we will investigate how to use unsu-
pervised learning instead of annotated log data.

A task model (cf. [Paternò et al., 1997]) describes the
possible user interaction on an abstract level. By combin-
ing it with the interaction patterns, it is possible to describe
both what the user can do (task model) and what the user
is actually doing (interaction model). For example, this en-
ables the system to provide help if the user cannot finish
a certain task or information about previously unused fea-
tures.

In addition to adaptations, the PDFAs can be employed
for the evaluation of interactive systems. More conclu-
sions can be drawn from high-level information about the
user-system interaction than from low-level events. For in-
stance, task completion rates can be computed more easily
if the task does not have to be described by low-level log
data alone. Using an automatic annotation can reduce the
evaluation effort.
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Abstract
In today’s Web 2.0, mashups allow users to bring
together data and services from various Web ap-
plications in order to create a new integrated tool
that serves their needs. Nowadays, there is an
increasing number of frameworks that provide
users with a GUI environment to manually as-
semble different data sources and services into a
mashup. However, in order to create such tools,
the user must possess a certain level of techni-
cal knowledge. In this paper, we introduce a
framework that automatically selects and com-
bines Web services to create mashups. We also
describe the user model that stores knowledge
about user interests and expertise, which are used
by the framework in order to generate mashups
tailored to the needs of individual users.

Keywords: Mashups, Portals, Adaptive Hyper-
text, User Modeling, Persoanlization

1 Introduction
Recently, Web 2.0 techniques have gained wide popular-
ity among Web users. Users are nowadays enabled not
only to communicate on the Web, but also to create Web
content and tools. One of the most well known examples
of such tools created by users are mashups. A mashup
can be defined as a situational Web application that ex-
tracts and combines data from different sources to sup-
port special user needs and tasks [Merrill, 2006], [Zang
et al., 2008], [Wong and Hong, 2007], [Ankolekar et al.,
2007]. An example of a mashup is Housingmaps1 by Georg
Rademacher, which places housing data from Craigslist2

on a Google Map. There is an increasing number of frame-
works that provide users with a GUI environment to man-
ually construct mashups. However, in order to aggregate
different data and services, the user needs a certain level of
technical knowledge.

In this paper, we propose a framework for automatic
generation of user-sensitive mashups in Web Portals based
on the semantic description of information services and
knowledge about users interests and expertise. The aim of
our framework is to provide Portal users with situational
applications that merge enterprise internal and external ser-
vices to support them with background information and re-
lated content. In Section 2, we give a brief overview about
current related work. The basic concepts and modules of

1http://www.housingmaps.com
2http://www.craigslist.org/

the Mashup Framework are explained in Section 3. Sec-
tion 4 and 5 contain detailed explanations on service com-
position and user modelling for generating user-sensitive
mashups.

2 Related Work
The present approaches to mashup development concen-
trate mainly on either manual or tool supported develop-
ment. Prominent examples are IBM QEDWiki3, Microsoft
Popfly4, and Yahoo Pipes5. In general, mashups are created
manually aggregating different data sources with certain
operators. However, the overall functionality is limited to
the number of available data sources and aggregation oper-
ators. Further, with the increasing number of components,
the task to efficiently select, combine, and configure com-
ponents and operators appropriately becomes more com-
plex and time consuming. Rahm et. al. propose a frame-
work architecture for the development of dynamic data in-
tegration mashups, which works on a high-level script lan-
guage to define mashups [Rahm et al., 2007].

Although there could be some efficiency in reusing exist-
ing mashups from a registry like ProgrammableWeb6, users
would be forced to select appropriate ones that meet their
current context, interests, and expertise. Probably, there
will be no significant reuse of existing mashups anymore,
because of their specific orientation to the user, who created
them. In our view, mashups are situational applications that
should be generated automatically.

Lathem et. al. propose the manual creation of mashups
from RESTful services [Lathem et al., 2007], which are
described by SA-REST, a novel semantic service descrip-
tion language. However, any enterprise mashup frame-
work has also to consider the SOAPful services in or-
der to leverage strategic investments in Service-Oriented-
Architectures (SOA) made by companies. Therefore, we
propose to use WSDL as Service Description Language
that supports SOAPful and RESTful services through dif-
ferent bindings.

Ankolekar et. al. [Ankolekar et al., 2007] propose that
the development of mashups should leverage the technolo-
gies of the Semantic Web such as RDF [Manola and Miller,
2004] or OWL [Smith et al., 2004] to overcome the limi-
tations of current mashups. In our view, this goes along
with a separation of the (semantic) data and presentation of
mashups.

3http://services.alphaworks.ibm.com/qedwiki/Microso
4http://www.popfly.com/
5http://pipes.yahoo.com/pipes/
6http://www.programmableweb.com/
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3 Mashup Framework
Our mashup framework provides the user with personal-
ized mashups automatically generated based on the knowl-
edge about the user and the information about the context
the user is acting in. The framework augments the docu-
ments that users are reading with background information
and related content gathered from different sources and ag-
gregated into one integrated tool. Imagine a finance man-
ager reading a news bulletin about rumors of a planned
merger of her company’s competitor with another company
and the consequences this has for the stock market. Our
framework can augment this news bulletin with the infor-
mation that could help the manager to make the right deci-
sions. For instance, the framework can display a side menu
that shows the situation on the stock market, including the
stock quotes of the companies mentioned in the text. An-
other side menu can be displayed to provide an executive
summary of the technology mentioned in the article and the
list of people from her department who are familiar with
this technology.

Figure 1 illustrates high-level components of the system
architecture of our framework. In order to automatically
augment the portal content with relevant information, we
need a component that is able to extract machine-readable
semantics from the content. For this purpose, we use the
Calais7 Web service and UIMA framework (Unstructured
Information Management Architecture)8. These analysis
engines are able to extract certain types of entities, such as
person, company, location, etc.

The semantics extracted from the content are used by the
personalization engine to identify the concepts that are rel-
evant to the user. The selection of concepts is based on the
personalization rules defined in the personalization model
and the knowledge about the user interests and expertise
stored in the user model.

After the personalization engine has identified the user-
relevant concepts, the engine invokes a composition re-
quest, where it specifies the selected concepts and sends
it to the service composition module. The goal of the ser-
vice composition module is to find the services that pro-
vide background information and related concept on the
selected concepts. The composition module creates the
composition (mashup model) by an multi-objective evolu-

7http://www.opencalais.com/
8http://incubator.apache.org/uima/

Figure 1: Mashup Framework

tionary algorithm, which operates on the semantic service
descriptions of the service registry. The service registry
maintains the references to the semantic and technical ser-
vice description of each registered REST or SOAP service.
After the composition, the module provides the generated
mashup model to the mashup handler, which in its turn in-
vokes the services and requests the presentation module to
display mashup on the Web page.

4 Service Composition
Our framework provides mashups build upon data retrieved
from information services. We propose to use a module for
service composition that enables the system to retrieve all
user relevant background information because single ser-
vices will often not be able to provide all needed informa-
tion. Service composition could be defined as creation of a
new composite service from a combination of existing ser-
vices [Singh and Huhns, 2005], [Küster et al., 2005]. The
resulting plan should determine how the system achieves
some desired information state.

We first propose several requirements and objectives for
an automatic service composition for generation of user-
sensitive mashups. The service composition should be cor-
rect considering data flow and semantics. Ensuring the se-
mantic correctness depends on whether the semantic ser-
vice description language is expressive enough to describe
the information services. Further it is not enough to evalu-
ate only the inputs and outputs of the information services
[Klein et al., 2005], because these describe the services in-
sufficiently. Therefore, the planner should rely on the in-
formation state transition of the services.

The composition algorithm should scale for a registry
with thousands of services, because the mashup has to be
provided immediately to the user. However most AI plan-
ning approaches do not achieve this objective[Küster et al.,
2005]. A problem simplification could be achieved due to
the fact that real world effects are not modeled for informa-
tion services. A real world effect could be buying a book,
or selling an item. Anyhow it is possible that the service
provides references to business processes, which provide
those functionality.

Further we propose that the planner should also be able
to incorporate user prefererences on service properties[Lin
et al., 2008]. Example of such preferences could be the
quality or price of service. Due to this, the utility of each
service and service composition will be different for differ-
ent users. For example a high data quality and low return
time of a stock quote service may have a higher utility for a
portfolio manager than a news reporter. The incorporation
of utility enables the use of Multi-Attribute Utility Theory
(MAUT), which allows to determine the total utility of a
service composition based on the preference structure of
a specific user. The planner should be able to deal with
missing knowledge. This means that the planner also finds
services, which does not directly contribute to the target
information state, but which are necessary for the overall
information flow [Küster et al., 2005].

For that reason we propose to use an multi-objective evo-
lutionary algorithm for service composition that considers
the special problem domain and that operates efficiently on
the search space. The algorithm uses the semantic service
descriptions of the library to determine the correctness of
a possible solution. Further it allows the incorporation of
user preferences by a special fitness function. In addition
it can deal with incomplete knowledge, because it always
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assesses the possible solution as a whole. This means that
the fitness function can determine if a service is important
for the information flow of the whole solution, even if it not
directly contributes to the target information state.

5 User Modeling and Personalization
In our framework, we aim to automatically generate per-
sonalized mashups that satisfy information needs of indi-
vidual users. For this purpose, we construct a user model
that reflects user features, such as demographic charac-
teristics, interests, and expertise as well as a personaliza-
tion model that defines how the user features and mashup
content are matched up. Additionally, we construct do-
main models that both the user model and personalization
model refer to. We have chosen the finance domain for
our proof-of-concept implementation. Therefore, in our
domain model we define the concepts that the users from
financial realm may work with.

Our user model consists of two parts: static and dynamic.
The static part defines the user’s demographic characteris-
tics, such as date of birth, gender, mother tongue, etc. The
dynamic part represents the user’s interests and expertise;
this part is constructed as an overlay model [Brusilovsky,
2001]: The interests and expertise of an individual user are
represented as a subset over the domain model. In the over-
lay user model, we refer to concepts from the domain ontol-
ogy and specify fuzzified values that represent the degree
of interest the user has in these concepts and also indicate
the fuzzified values that show how much expertise the user
possesses in these concepts.

In the personalization model, we define the personaliza-
tion rules that govern what and how the mashup content
should be provided to the user. The personalization rules
are specified in the Event-Condition-Actions form [Con-
sortium, 1996] shown in Listing 1, where event denotes a
situation when the user encounters a certain concept in the
document she is reading, condition is combination of user
features and context descriptions, and actions are the in-
formation gathering-actions that should be provided to the
user when the event occurs. In order to combine different
user features and context descriptors, we represent them as
dimensions. In its turn, the actions are specified at the in-
tersection of these dimensions. E.g., in order to represent a
personalization rule for an event when a student of a busi-
ness school, interested in banking, with no knowledge in
this field, is reading a news article that contains a bank in
the text, we need to create three dimensions: User Inter-
ests, User Expertise, and Document Concept and plot val-
ues ’Banking’, ’Novice’, and ’Bank’ respectively. At the
intersection of these values, we specify what information
should be delivered to the user, which in this case, could be
the website of the bank, an encyclopedia article about the
bank, and news related to this bank.

on
(event)

if
(condition)

then
(actions)

Listing 1: Personalization Rule Formula

6 Conclusion
In this paper, we have introduced our framework for
automatic generation of user-sensitive mashups, based

on composite information services. In our future work,
we will evaluate an prototypical implementation of our
framework in the IBM WebSphere Portal.

IBM and WebSphere are trademarks of International Business
Machines Corporation in the United States, other countries or
both. Other company, product and service names may be trade-
marks or service marks of others.
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Abstract
Although asynchronous HTTP technologies have
grown in importance with the emergence of
Web 2.0, most web-based Adaptive Hyperme-
dia Systems (AHS) still exclusively use server-
side monitoring of user behaviour to set up the
user model. This paper discusses how asyn-
chronous technologies and client-side observa-
tion may lead to more accurate and detailed
user models, and how that might benefit next-
generation AHS.

1 Introduction
Typical user-adaptive systems gather information about the
user, create a user model based on this information and
then apply the user model to make predictions about the
user or make decisions [Jameson, 2006]. Currently, most
web-based AHS acquire information primarily by tracking
HTTP requests of resources or by retrieving it directly from
the users [Barla, 2006], which is mainly due to technical
reasons [Putzinger, 2008].

The current paper points out some disadvantages of this
approach to data acquisition and user modeling and puts
forth ideas on how user models in AHS may be improved
by means of asynchronous technologies.

2 Drawbacks of traditional user modelling
techniques

Traditionally, observation of interaction between user and
web-based AHS has been based on HTTP requests for
pages or other system resources. These requests are logged,
processed and interpreted in the context of the system’s
application domain. For instance, in AHA! [De Bra and
Calvi, 1998] the requested pages are mapped to concepts;
having requested a page the user is assumed to be famil-
iar with the corresponding concept. Additional informa-
tion about the AHS domain can add further semantics to
the request-based approach; such information can be ei-
ther directly expressed in the system (e.g., the definition of
prerequisite concepts in AHA! [De Bra and Ruiter, 2001]),
or extracted dynamically at runtime (e.g., keyword-based
analysis of page content in PAADS [Bailey, 2002]).

More recent systems also take into account the times-
tamps of requests in order to calculate the time spent on
a page [Posea et al., 2006]. This additional information
helps to set up a more detailed user model and allows more
specific assumptions on the user’s behaviour (e.g., by dif-
ferentiating between quickly browsing through pages and
having had the time to read the contents).

However, no matter how elaborate these systems are, the
user’s (inter-)actions on the browser/client side still remain
a “black box”. Due to this lack of information some as-
sumptions about the user can not be drawn while others are
inevitably ambiguous. Examples that demonstrate the lim-
itations of such techniques are:

• Determining whether a user has spent time on the
page: Even if users request a page, they may close
it immediately afterwards, go away, work or look at
something else (outside the system). There is no in-
formation on what happens after the request.

• Determining whether a user has had a look at the
whole page: Especially on large pages, parts may have
never been visible to users, if they have never scrolled
down to the bottom.

• Determining whether a user has read a page: Even
if the amount of time spent on a page is sufficient to
assume the users might have read its contents, they
might not have gone through the page with a speed
that would have allowed them to read the contents
thoroughly.

• Determining whether a user is interested in the page:
There is no server-side possibility to tell whether the
user has further processed the page, copied or printed
parts of the page, etc., which could be used to deter-
mine special interests.

• Determining whether a user has understood a page: Of
course this can be tested separately, but if unobtrusive
observation should be used to set up the user model, it
is even harder to tell whether users might have prob-
lems with understanding the contents if there is no in-
formation on their client side actions.

• Determining why a user has skipped a page: There are
several reasons why a page might have been skipped
after a short glance: the user might be an expert who
is already familiar with the subject, a novice regarding
the content to be to difficult or a person that is not
interested in the topic at all.

Summing up it may be concluded that although the in-
formation obtained from logging the user’s requests on sys-
tem pages and resources allows some inferences, the gath-
ered data might not be sufficient for setting up an accurate
user model. Therefore, it would be helpful to receive more
fine-grained information on the user’s interactions. The
approach described in the current paper tries to focus on
continuous monitoring of interactions instead of data con-
sumption, which will provide new ways for setting up user
models in AHS.
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3 State of the art / Related work
Farzan and Brusilovsky used the “time spent reading” in
the “Knowledge Sea” system to get more information on
user interaction [Farzan and Brusilovsky, 2005]. How-
ever, this information has not been directly used for user
modelling, but for social navigation support in order to
determine the relevance of the page. Goecks and Shav-
lik [Goecks and Shavlik, 2000] have used JavaScript to log
mouse and scrolling activities, summed up into a “level of
activity”, which – based on the keywords extracted from
the visited pages – have been used to determine the “inter-
ests of the user” in an agent-based system. Hijikata [Hi-
jikata, 2004] showed that text tracing, link pointing, link
clicking and text selection based on keywords that have
been extracted from a page is better suited to determine
the user’s interest in a set of keywords than relying solely
on the contents of a whole page.

Despite evolutionary steps such as the above, most of
the past research done on this topic in terms of adaptive hy-
permedia has had to face technical boundaries. Whereas
desktop applications have been able to use all types of
user input, hypermedia systems had to face the limita-
tions of browsers and the strict HTTP request-response
cycle, which made it almost impossible to send informa-
tion on client-side interactions to the server (except for
workarounds like refreshing iframes sending data via hid-
den form fields). As a result, web server log files (or equiv-
alent) have been primarily used as a basis for analysing user
behaviour [Hofmann et al., 2006].

Several solutions have been developed to overcome these
difficulties and to allow client-side user-monitoring. One
was to use JavaScript and hidden form fields [Hofmann et
al., 2006] sending information on idle time together with
the subsequent request, which still does not allow continu-
ous observation. Other approaches used custom browsers
(like “The Curious Browser” [Claypool et al., 2001] and
“AVANTI” [Fink et al., 1996]) or browser plugins [Goecks
and Shavlik, 2000], which while effective, limited the ap-
plicability of the approach.

Thanks to asynchronous web technologies like AJaX and
Flash it is now possible to monitor the user’s actions di-
rectly, continuously and unobtrusively within common web
browsers. However, although it has been stated that these
technologies might be used to retrieve more detailed infor-
mation on user interaction [Putzinger, 2008], they have not
yet been used to improve user model granularity and ac-
curacy (also because in most cases the research on users’
interactions had a different focus). The current paper pro-
poses potential approaches in this direction.

4 Improving user models with client-side
activity data

As explained in section 2, actions on the client side are
not yet being widely monitored continuously to set up a
user model. An interaction-based user model having access
to this data could make several additional assumptions on
the user, which an adaptive system would definitely benefit
from.

Technically, the information can be acquired by means
of asynchronous technologies like AJaX, Flash or Java Ap-
plets. They all allow monitoring of user actions and provide
a way to directly, immediately and unobtrusively send this
information to the server where it can be further processed
and evaluated. During analysis, the system will typically

seek to identify activity patterns from which further infer-
ences can be made.

As an example, consider the case of determining if a
page has been read. A system enhanced as proposed, could
have access to the following indicators to make that deter-
mination:
• Focus: Usually a page being read should have the fo-

cus. Reading on an inactive, but still visible browser
window while in parallel taking notes in a different
window can be regarded as an exception.

• Time spent: Reading a page requires the user to re-
main on it sufficiently long to read its contents.

• Scrolling: If a longer page (larger then the displayed
window) is being read, the user has to scroll through
the page. The scrolling has to be slow enough to
be able to read the text (dependent on the number of
words as well as on how many lines have been scrolled
down in what time). Scrolling back up a few lines may
indicate the user has not understood parts of the text
and is now reading the text more thoroughly.

• Mouse activity: A user sitting in front of the screen
and reading a page will probably (but not necessarily)
move the mouse unintentionally. Mouse movements
can also be used to determine the locus of attention.
Text tracing, i.e. marking parts of a text, is a strong
indicator of the user’s attention, no matter whether it
is done unintentionally during reading or intentionally
in order to copy the text.

• Keyboard activity: Not only mouse events, but also
keyboard events like shortcuts for copying, printing or
selecting text indicate that the user is actively working
with the currently displayed text. Especially cursor
and function keys have to be monitored.

• Partial or repeated reading: Users might not open,
read or skip a page just once, but also return to a page
having been accessed before. It is also possible that a
user reads part of a page, follows a link for further in-
formation and then returns to read the rest of the page.
Therefore it would be helpful not to regard the page as
a whole, but to split pages into smaller pieces and/or
define the parts of the page that have been read.

It is argued that inferences based on such larger bodies
of evidence will inevitably be more accurate than it was
possible before. Furthermore, considering patterns in user
behaviour, it might also be possible to make assumptions
on the users’ knowledge, even if they are just glancing at a
page and skip it before reading the contents. For example,
an expert user might scroll through a page quickly, but still
slow enough to have a glance at the content and then move
on to a more specific topic while a novice or a person not
interested in the content of the page might stop scrolling at
the beginning, read a few lines and then go back to a more
basic or a completely different page.

In addition to enabling more accurate inferences, having
access to additional data allows more fine-grained repre-
sentations of user state. For instance, a user’s state in re-
lation to a page can now specifically indicate which parts
of a page a user has read or skimmed through, whether any
parts of the page have been revisited at a later time, etc. Or,
alternatively, several levels of reading a page may be dif-
ferentiated, like glancing at a page, reading half of a page,
reading everything thoroughly and using parts of the page
for further interactions like printing, copying, etc.
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5 Anticipated benefits
The two main benefits of a user model based on informa-
tion about the user’s client side actions are improved accu-
racy and increased level of detail. Better accuracy results
in a more reliable user model and, consequently, in higher-
quality adaptations. As granularity is improved, more de-
tailed information is available that can be used for adapta-
tion, e.g. by defining new/more detailed rules within exist-
ing adaptation engines. For instance, prerequisites may not
only be defined by “having requested the page once”, but
by “having read at least 50% of the page”, which improves
the system without complicating the authoring process.

Additionally, the information stored in the user model
might not only be used to apply rules, but also serve to
generate new information (e.g. by determining interaction
patterns for user groups in order to be able to distinguish
between “not needing a piece of information because of
prior knowledge” and “not being interested in a topic”). As
standardized web technologies are going to be used, the
current approach will address a larger community (reaching
also people that might not be willing to install and/or use
extra software), which offers an additional benefit: More
data will be available, which will help to generate informa-
tion not only about particular users, but on user groups as
well, which may support collaboration and group learning.

Moreover, the proposed approach has the potential to
help shift the focus of user modelling from a content-based
orientation to an activity-based one, which will create new
challenges, but also a large variety of additional possibil-
ities for adaptivity. Furthermore, the model may contin-
uously be modified and held up-to-date. Combined with
the fact that asynchronous technologies offer the possibil-
ity to initiate actions and adaptations detached from the
request-response cycle, just-in-time adaptations may take
place, e.g. immediately offering possibilities to contact a
currently available user possessing the required knowledge
when determining a user might need help.

6 Outlook and future work
Ongoing work is focusing on the development of libraries
for such detailed and action-based user-monitoring and -
modelling and on setting up a prototype of an AHS includ-
ing these libraries based on the proposed modifications. It
will use AJaX to monitor user behaviour; especially in-
teractions mentioned in section 4 indicating attention and
interest. The gathered information and the deriving user
model will be used within an existing AHS (in addition to
its existing user model) that by this time will be integrated
into the e-learning platform “Sakai” [Sakai, 2008] as adap-
tivity features need to be integrated into commonly used
systems in order to be used more frequently and offer their
benefits to a larger community [Hauger and Köck, 2007].

A first evaluation will show the contents/properties of
both user models to the learners having used the system.
They will be asked to evaluate quality and accuracy of both
models and to compare their values by telling which ones
are fitting better. Moreover, a second step of evaluation will
compare the system’s adaptations based on both models.
This is because for some users it may be difficult to e.g.
specify a “percentage level of interest” while it is easier to
tell whether an adaptation has been helpful or not.

System and evaluation aim at validating the approaches
proposed in this paper and at demonstrating the capabilities
of asynchronous technologies, which will hopefully help to
enhance and enrich future AHSs.
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[Hauger and Köck, 2007] D. Hauger and M. Köck. State
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Abstract
In this paper we present the concept of hy-
brid personalization, the combination of multiple
atomic personalization mechanisms. The idea of
hybrid personalization is related to hybrid rec-
ommender systems, but works on a conceptual
level—it is decoupled from the actual adapta-
tion in the user interface. This has as an advan-
tage that one can optimize the adaptation ‘behind
the screens’ or—conversely—attach a new visu-
alization mechanism to the personalization tech-
nique. We show the practical benefits of this lay-
ered, hybrid adaptation mechanisms by means of
a case study on personalized curriculum planning
where it is recommended which course could or
should be followed at which state in the learning
process.

1 Introduction
Adaptive hypermedia systems are commonly defined as
systems that reflect some features of the user in a user
model and apply this model to adapt various visible aspects
of the system to the user [2]. Typical adaptation techniques
include text modification, the addition, removal or anno-
tation of hyperlinks, personalization of search results and
recommendations. These visible end results of the person-
alization process are based on a more conceptual adapta-
tion decision, which on its turn is based on information on
the users’ preferences, needs, interests, location and back-
ground.

A conceptual adaptation decision, such as ‘I want to pro-
vide my users with book recommendations’ can be visual-
ized in many different ways. Many online stores provide
their users with an explicit list of ’Items Recommended
For You’ on the personalized portal page. Based on the
same model of their customers, they often customize prod-
uct listings, to satisfy their customers and to increase their
sales. Conversely, one could base a list of recommenda-
tions on various different techniques, varying from seman-
tic matching of book titles, topics or contents to collabo-
rative techniques. Whether an adaptation is successful de-
pends on both the adaptation decision process (in this ex-
ample the selection of books to recommend) and the way it
is shown to the user (explicit recommendations, reordering
of results, emphasis on selected items) [12].

Whereas the concept of layered evaluation [22]—
which separates the various steps that lead to the actual
adaptation—is often discussed in the literature, in most
adaptive systems there is no separation between the adapta-
tion concept and the way it is visualized. We think this is a

missed opportunity. In particular if there are many aspects
that one can personalize for, it would be useful if one could
easily switch between concepts or algorithms—or combine
them—to optimize the actual personalization in the user in-
terface. One could also allow the user to adapt the adapta-
tion, by adapting weights or selecting aspects to take into
account.

In particular in the field of e-learning, there is a need for
more flexibility and control on the adaptation decision pro-
cess. The relevance of courses or course elements, and the
order in which they could or should be followed, depends
on many factors. To name a few:

• the learners’ knowledge, interests, goals and tasks,
background, individual traits, context of work [4]

• pedagogic and formal constraints, as is often the case
in formal curricula [21]

• preferences concerning, for example, where the
course is given, on which day, in which language, by
which teacher, kind of examination, costs, etc. [15]

The variety in approaches, assumptions and techniques
explored by researchers in the field of adaptive educational
hypermedia—as can be observed in the proceedings of
recent conferences, such as EC-TEL1, UM2, and AH3—
shows that there is no formula for success. In this paper
we present a hybrid personalization approach, which al-
lows flexible selection, combination and configuration of
various atomic adaptation techniques. Our implementation
of a Hybrid Personalization Service is used for position-
ing course offers in an interactive visualization pane, which
allows students to effectively plan their curricula. Four
atomic personalization services—of which two work on the
course’s metadata, and the remaining two use collaborative
and statistical techniques—are used for creating an initial,
personalized advice for a curriculum that the students can
further adapt to their needs.

The remainder of this paper is structured as follows. In
the next section we explain the theories and techniques re-
lated to hybrid personalization. In Section 3 we describe
the issues associated with curriculum planning, which are
addressed by our system. We argue that it is essential that
the learners plan their curricula themselves—rather than
using an automatic curriculum generator—and that they
need the system to provide personalized feedback on the
relevance of each option, from various perspectives. In
Section 4 we present the Hybrid Personalization Service,

1European Conference on Technology Enhanced Learning
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its constituent atomic personalization mechanisms, and its
user interface, the Graphical Curriculum Planning Tool.
We end the paper with a discussion and concluding re-
marks.

2 Theoretical and Technical Background
Hybrid Web Recommender Systems is a relatively new and
active research area [5]. A hybrid recommender system
is one that combines multiple recommendation techniques,
which may be collaborative, content-based, demographic
or knowledge-based. By combining these various tech-
niques one can leverage the problem of not having suffi-
cient data on the user or on the content. There are various
ways in which atomic recommender systems can be com-
bined, among which [5]:

• the input of all atomic recommender systems is com-
bined, with a certain weighting scheme

• the system switches between the available recom-
mender systems

• the different recommendations are presented next to
one another

• the recommender systems are used consecutively

Recommender systems are typically associated with the
creation of top-n lists and the reordering of search results.
However, one can do various other things with a ranked list
of items. The ranking can be used for common personal-
ization techniques, such as annotation, highlighting, cross-
linking and personalized graphical overviews [3] [19]. An-
other advantage of decoupling the view from the model
is that one can use multiple personalization techniques
simultaneously—which implies that one does not have
to summarize the (possibly orthogonal) outcomes of the
atomic personalizers into one weighted average. Further-
more, by allowing the user to adapt the view, one can get
different perspectives on the same set of objects. In earlier
work, we created a system for the visualization of user nav-
igation the Web [13], in which one could visualize various
aspects of each page visit (duration, frequency, page size,
Web site) with adaptable color coding, labels and markers.

In the past decade, several layered frameworks for adap-
tive systems have been developed, among which the AHA!
Framework [9] and the LAOS Model [8]. E-learning sys-
tems that are meant for deployment increasingly support
the SCORM standard [10], which allows the same con-
tent to be used in different systems (‘to be played in dif-
ferent players’). Whereas these architectures are quite dif-
ferent from a conceptual point of view, frameworks that
were meant for the evaluation of adaptive systems [22] dif-
fer mainly in level of granularity. In essence, they separate
the adaptation process in the following different phases:

• in the data acquisition phase the information on user
and context is gathered, for example by monitoring
the interaction

• in the knowledge inference phase the data is trans-
formed into a user model; in this phase, the data be-
comes ‘meaningful’

• in the adaptation decision making phase the infor-
mation in the user model is used for deciding on a
(conceptual) adaptation; in most systems this phase
is fairly straightforward in the form of simple if-then
rules

• in the adaptation execution phase the actual adapta-
tion is carried out

In most systems the adaptation execution phase is merged
with the decision making phase. However, it has been
shown in several studies (for example in [18]) that the way
an item, such as a link, is visualized, has a strong impact on
the user. Conversely, several studies—among which [7]—
report that similar-looking lists, but based on different al-
gorithms, may perform radically differently.

Within e-learning, we can see a shift from author-
predefined adaptation rules to collaborative filtering tech-
niques and the use of Web 2.0 interaction mechanisms [6].
With a huge pool of data, many candidate user groups to
compare the user with, and several methods at hand, it be-
comes even more important to experiment with and opti-
mize the conceptual adaptation decisions—in an iterative
process, including user studies [17]—while keeping the in-
terface itself constant.

3 Case Study: Curriculum Planning
Later in the paper we will present our prototype Hybrid
Personalizer, which provides a flexible personalization so-
lution for the TenCompetence Graphical Planning Tool for
Competence Development Programs (CDP). In this section
we provide some details on curriculum planning in order to
appreciate the underlying personalization concept and the
reason why we considered a hybrid combination of several
atomic personalization services.

Whereas most current standards and tools for e-learning
provide relatively sophisticated functionality for the man-
agement of learning activity, only little support is provided
on the level of curricula. Universities and other educational
institutes do have overviews of the courses that are given,
or provide standard curricula. However, if a learner has
goals that are somehow not standard, she needs to resort
to the course descriptions and make a planning on her own.
Mentors as well have little support for providing advice and
need to resort to their experience. This problem becomes
even more apparent if we leave the structured environment
of (higher) education and concentrate on corporate learning
and lifelong learning.

In corporate and lifelong learning, employers and em-
ployees can choose between potentially many course offer-
ings, varying in:

• the competences that they provide

• the level of knowledge and skills that one learns (from
beginner to advanced)

• the domain in which they are applicable

• the nature of courses and examination (from formal
learning to informal workplace learning)

• availability, schedule, planning, costs

• etcetera

In the remainder of this paper, we call these kinds of curric-
ula competence development programs (CDPs), to indicate
that they need not be (predefined) curricula and need not
consist of units that were envisaged as courses (spending
an afternoon with a colleague, or reading a book on a cer-
tain topic might do the trick as well).

The amount of available learning activities and their
scopes may be overwhelming—in particular if several in-
stitutions combine their offerings (regional, national, in-
ternational). For course designers this implies that they
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need to indicate in which situations and for what goals
their offerings are suitable. For curriculum designers this
implies that they need to interrelate courses, offer several
alternatives, indicate benefits and drawbacks, create a re-
alistic time schedule for the potential learners. For learn-
ers this implies that they should be advised on the learn-
ing possibilities that match their current competence level
and that work toward their desired competence level (learn-
ing goals), taking into account their restrictions and prefer-
ences. In order to accomplish this, we need editors, visual-
izations and interactive tools to work with a large amount
of offerings. Further, selection and structuring mechanisms
(we call them positioning and navigation) should be avail-
able to find the right stuff in the huge basket. As these
tools rely on the underlying (meta)data, we need standard-
ized descriptions of learning activities and their role within
competence development programs (CDPs).

The aim of our research and development activities is
to provide tools for supporting stakeholders in the field of
lifelong learning in their activities related to the design, cre-
ation, selection, personalization and usage of competence
development programs. One issue is that we do not exactly
know what these tools should look like, as support for the
creation of curricula is lacking in virtually all e-learning
systems. Apparently, this is something that still is being
done (or rather needs to be done) by hand. There are some
good reasons why:

• various failed attempts in the field of adaptive educa-
tional hypermedia have shown that you can’t predict
with 100% certainty the learners’ goals

• as one almost always needs to trade-off, a system just
can’t come up with the curriculum; best it can do, is
to provide several options

• the process of creating a CDP, based on an initial idea
of a goal, helps in making the goal more concrete. The
further one is in the process, the more context one has
and the better one can decide whether a learning ac-
tivity is relevant/fun/interesting

• curricula are not just planned completely beforehand

At schools or Universities, students are offered curricula
that typically consist of a fixed, obligatory part and some
space that they can fill in themselves. In practice, students
revise their study plan each year, based on their past year’s
experiences, available courses and personal factors, such
as time constraints, focus in study goals and preferences.
Often they also discuss their choices with their peers and
with their mentors, who have to approve the plan. In life-
long learning, we see the same effect. On the one hand,
many companies offer fixed, possibly obligatory, training
programs. On the other hand, lifelong learners plan their
learning activities based on current, possibly short-term
needs (‘I need to learn how to work with PhotoShop for
this project.’), career planning and personal interests (the
latter often also in the learner’s private time).

Which learning opportunities learners take up, depends
on a large number of factors. Apart from current train-
ing needs and wishes, factors as balance between private
life and work, current offerings in the neighborhood or re-
gion, support from their chefs and personal motivation play
an important role. Instead of (automatically) generating
a supposedly ’perfect’ competence development program,
we need to support the learners in planning their learning
activities themselves.
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Figure 1: How information about the learner, the learning
activity (here abbreviated as LA), and about other learners
influence the learning activity’s location on the screen.

4 Supporting Curriculum Planning with the
Hybrid Personalizer

In this section we decribe our approach and its implementa-
tion in the system called Hybrid Personalizer. We provide
details about how we combine simple recommendation ser-
vices and therefore exploit their complementary features in
order to build up a single hybrid personalization service for
curriculum planning.

4.1 A personalization approach to Curriculum
Planning

The Hybrid Personalizer serves as a recommender system
for learning activities, such as courses. The recommenda-
tion is computed based on information available about the
learner, the learning activities, and the behavior of other
(successful) learners. The recommendation provided by
our system is two-fold: on the one hand, it ranks learn-
ing activities based on how close they are to the learner’s
current knowledge level; that is, learning activities that
are still too advanced are scheduled at a later point in the
initial recommended visualization of the curriculum (or
rather, competence development program). On the other
hand, as a second dimension, our system ranks learning ac-
tivities based on to what extent they match the learners’
preferences—as explicitly indicated in their profiles and as
estimated from the behavior of similar users. These two
orthogonal aspects—at what point to plan a learning ac-
tivity in the CDP and the extent to which learning activi-
ties are preferred to one another—are visualized in a two-
dimensional diagram, in which each learning activity gets
an initial position on the horizontal and vertical axes. In
Figure 1 we depict the two axes, of which the values are
determined as follows: learning activities that are more ad-
vanced or that typically appear later on in the curriculum
are located higher (further away from the learner’s initial
point) in the proposed plan—which means that it is not rec-
ommended to involve in this activity right away; learning
activities that match best with the learner’s preferences or
that are selected most by peer learners are placed in the
middle, whereas less preferred activities are located in the
periphery. As a result, the initial graphical overview can be
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Figure 2: The TENCompetence Planning Tool empowered
with the Hybrid Personalizer. Circles represent learning
activities. Activities located in the lower middle are rec-
ommended. Hovering over the circles activates surrogates
detailing the learning activity.

read from the bottom to the top, with the middle line rep-
resenting the recommended activities in the recommended
order.

By placing the learning activities in this way, the learner
is provided with a personalized view on the learning net-
work. This results in a better overview of the opportunities
for the learner: the learning activities that best match the
learner’s current knowledge level are placed in the lower
middle of the screen and can be considered the recom-
mended next steps. Figure 2 shows a screenshot of the pro-
totype Graphical Planning Tool, which provides the actual
visualization of the two different rankings. Following Ben
Shneiderman’s ‘overview first, details on demand’ [20] the
learning activities are initially only depicted with their ti-
tles and a color coding that indicates what learning goal
the course serves. Upon hovering over the object with
the mouse, more details are displayed in a popup window.
The learner can actively engage with the learning activi-
ties, move them around, reschedule items, exchange one
alternative for another, and eventually create her personal
development plan. The complete interaction design is be-
yond the scope of this paper, which focuses on the hybrid
personalization technologies that work in the background.

4.2 System Features and Architecture
The Hybrid Personalizer consists of two features to provide
a personalized view for curriculum planning tools:

1. computation of recommendations for learning activi-
ties

2. computation of learning paths through the whole set
of learning activities.

We briefly detail these two features in the following.
Compute recommendation values. For recommenda-

tion purposes, our system computes two dimensional rec-
ommendation values for each learning activity by taking
into account information about the learner, other learner’s
behaviour, and the learning activity.

Compute recommended learning paths. A learning
path is a sequence of learning activities typically guiding
a learner from an initial state of knowledge to a learning
goal. Computing the learning paths follows the ideas pre-
sented in [1]. Given a learner’s current state of knowledge
and her learning goal, the Hybrid Personalizer is able to
create a learning path to be suggested.

Figure 3 depicts the architecture of our system. It is
partitioned into three layers. The bottom layer comprises
the so-called Atomic Personalization Services. Each of
these services acts as a recommendation service on its own.
The middle layer takes care of calling the Atomic Ser-
vices, gathering information about the learner, and decid-
ing which atomic service’s output to combine and in what
way. The upper layer comprises the graphical user interface
actually showing the result of the hybrid personalization
service by retrieving the personalized information from the
middle layer.

4.3 The Atomic Personalization Services
As input for our hybrid personalization system, four
Atomic Personalization Services are exploited (see the first
layer in Figure 3). Each of them provides a complementary
aspect of the final recommendation by returning a numeri-
cal value representing how much a certain learning activity
fits the learner’s current situation. For this computation,
each Atomic Service exploits a certain facet of the infor-
mation available describing the learner and the learning ac-
tivities. In the following we briefly introduce each Atomic
Service.

Positioning Service. The positioning service estimates
the relevance of a learning activity by applying Latent Se-
mantic Analysis (statistical comparison of textual contents)
on the learning activities and the learner model [14]. Intu-
itively, the positioning service recommends learning activ-
ities that are more similar to the learner model. The learner
model is supposed to contain a portfolio, a set of documents
describing a learner’s current state of knowledge. The po-
sitioning service does not require any learner metadata to
exist, but has the disadvantage that it inherently introduces
some uncertainty.

Navigation Service. The navigation service uses collab-
orative filtering techniques for determining the most pop-
ular followed steps after having completed a learning ac-
tivity [11]. Intuitively, this service provides a higher rank-
ing to learning activities that were successfully attended by
other learners in the same situation. Similar to the posi-
tioning service, the navigation service does not require any
metadata and makes use of the ‘wisdom of the crowds’. As
a disadvantage, this service requires a relatively large user
base and might not properly take envisaged didactics into
account.

Curriculum-based Service. The curriculum-based ser-
vice imposes an order on learning activities (in this case
typically courses), by comparing their prerequisites and
learning outcomes: if a learning activity B requires com-
petences that can be learned from learning activity A, B is
placed after A; that is, B is ranked less high than A. We
based our implementation for this service on the approach
described in [1]. This top-down technique requires meta-
data in terms of prerequisites and learning outcomes on the
learning activities (which is an authoring effort), but is able
to generate suggested paths that follow didactic principles.

Preference-based Service. The preference-based selec-
tion of learning resources analyzes to what extent a learning
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Figure 3: The three layer architecture of the Hybrid Personalizer.

activity matches the learner’s preferences [15]. Preferences
may concern anything ranging from type of assessment and
study load to where the course is given and the costs asso-
ciated with it. Therefore, this service requires preferences
to be specified by the learner, such as ‘I prefer oral exams
to written ones.’.

These four services take various aspects of the learner’s
situation into account and combine these aspects with the
information available about the learning activities. The
four services are complementary in terms of the informa-
tion they use: the first two follow a bottom-up approach
while the last two compute recommendations in a top-down
fashion. In other words, the former two extract implicit
information from available data via Information Retrieval
techniques (Latent Semantic Analysis for the Positioning
Service and Collaborative Filtering for the Navigation Ser-
vice). The latter two services exploit metadata informa-
tion in order to compute recommendation. In the following
section we show how we merge these two complementary
approaches by combining the four Atomic Services.

4.4 Becoming Hybrid—Combining the Atomic
Services

The atomic Personalization Services—as introduced in the
previous section—form the constituent parts of the ad-
vanced integrated Personalization Service, which we call
the Hybrid Personalizer. Each of the atomic services pro-
vides the middle layer with complementary information on
which learning activity suits best a learner’s needs and pref-
erences in her current situation. Combining these com-
plementary input values is the challenge that the Hybrid
Personalizer is dealing with. As it has been stated previ-
ously, the four atomic services can be divided into two bot-

tom up approaches, namely the navigation and positioning
Web Services, and into two top-down approaches, namely
Preference-based and Curriculum-based personalization.

Merging the output of the four atomic services in order to
provide a single personalized view on the learning space is
a challenging task. There are arbitrary many ways of com-
bining the output of the atomic services. This may depend
on the information available for computing the personal-
ized locations; if there are no portfolios available for the
current learner, the Positioning Service cannot be applied.
Depending on the data available one may also want to put
different weights onto the results of the atomic services,
leave some of them out, or even let the user decide how to
configure the Hybrid Personalizer. Since any decision on
how to combine the services has to be taken carefully and
may be tuned according to the mentioned conditions, we
developed and integrated a configuration component that
allows a fine-grained tuning and adoption of how the re-
turned values of the atomic services are used to compute a
single personalization value. By this means, the strategy of
the hybrid personalization can be modified easily.

5 Conclusions and Future Work
In this paper we have introduced the concept of hybrid per-
sonalization, which is based on the idea of hybrid recom-
mender systems and allows for a flexible combination of
various adaptation techniques, ranging from knowledge-
driven to content-driven approaches. We instantiated this
approach for supporting curriculum planning in a learning
context. We implemented the Hybrid Personalizer, which
provides conceptual adaptation decisions, based on a num-
ber of atomic personalization services. These services can
be combined in various different ways and the output of
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the Hybrid Personalizer can be attached to several visual-
izations or hypermedia personalization techniques.

The concepts of hybrid personalization are inspired by
the fields of hybrid recommender systems and layered
(evaluation of) adaptive systems. In theories and frame-
works on adaptive (educational) hypermedia systems, the
separation of model, view and controller are well taken into
account, but in the actual implementation they often end
up being merged. With our prototype implementation as
presented and discussed in this paper, we haven shown the
practical benefits of keeping these layers separated.

Currently, the combination of the four personalization
services and their weights is based on ‘heuristics and intu-
ition’. We plan to evaluate the graphical curriculum plan-
ner with students, who will use the planner for planning
their study activities for the upcoming year(s). The ob-
served usage data, as well as transcriptions of the user com-
ments, will be used for an informed configuration of the
Hybrid Personalizer. Further, the user interface of the con-
figuration tool for the wrappers is currently not suitable for
end users. As it is important that users can scrutinize [16]

the configuration of the hybrid personalization service—
to adapt the output to their needs and to be provided dif-
ferent perspectives—we aim to develop a user interaction
paradigm that hides the complexity from the user, but that
still provides a wide range of configuration possibilities.

We have applied hybrid personalization to the field of
e-learning, making use of e-learning oriented personaliza-
tion mechanisms. To conclude this paper, we would like to
stress that the same principle can be applied to other fields,
including personalized news sites, desktop search and e-
commerce.
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Abstract
Many sites are created by people who lack pro-
fessional training in web design. We present
‘SiteGuide’, a tool that helps amateur web de-
signers to decide which information will be in-
cluded in a new web site and how the information
will be organized. SiteGuide takes as input URLs
of web sites from the same domain as the site the
user wants to create. It automatically searches
the pages of these example sites for common top-
ics and common structural features. On the basis
of these commonalities it creates a model of the
user’s needs. The model can serve as a starting
point for the new web site. Also, it can be used
to check whether important elements are missing
in a concept version of the new site and, if neces-
sary, to adapt the initial design.

1 Introduction
Even the smallest companies, institutes and associations
are expected to have their own web sites. However, many
small organizations lack the expertise to create high qual-
ity web sites themselves and neither can they afford to hire
a professional web designer. Consequently, many sites are
build by amateurs. For these inexperienced web designers
building a site takes a lot of time and the resulting web sites
are often of low quality.

Existing tools that support authoring of web sites, such
as Abobe’s Dreamweaver1 and Microsoft’s Frontpage2,
provide an environment in which sites can be created, but
they do not help users to decide which topics need to be
included in the site and how the content must be organized
[Falkovych and Nack, 2006]. These tools are a solution for
users who do not know HTML, but not for users who are
not experienced web designers.

In this paper we present ‘SiteGuide’, a tool that helps a
user to create a setup for the content and the structure of a
new site. SiteGuide models the implicit needs and expecta-
tions of the user and gives the user advice on how to create a
site that meets these requirements. The user does not need
to enter his (or her) requirements explicitly. This would
be undesirable, as beforehand designers of web sites often
do not know exactly what they want. Moreover, learning
the input format for the requirements can be a drawback of
using such a system. Instead, SiteGuide offers a natural in-
terface in the tradition of the web 2.0: the user can specify

1http://www.adobe.com/products/dreamweaver
2http://office.microsoft.com/frontpage

his requirements in the form of examples. The user pro-
vides some examples (typically 3 to 10) of web sites from
the same domain as the one he wants to create. For in-
stance, a user who wants to build a site for a small amateur
soccer club enters URLs of web sites of other small soccer
clubs that he likes. From the examples SiteGuide automat-
ically deduces what the user has in mind and how this can
be accomplished.

When a user enters a set of URLs in SiteGuide, the sys-
tem overlays the sites in such a way that pages with similar
topics or structures are mapped onto each other. The result
of this process is a model of the sites that describes the fea-
tures that the sites’ pages have in common. For example, in
the soccer club domain, a feature could be that all example
sites contain information about youth teams or that pages
about membership always link to pages about subscription
fees. The model is presented to the user in human readable
format and serves as a setup for the new web site. When
the user has already created a first draft of his site, the draft
is compared automatically with the model, so that missing
topics or deviating information structures are revealed.

Reviewing example sites to get a better picture of what
is needed is not a new idea. This step is commonly per-
formed during the design of a web site [Newman and Lan-
day, 2000]. However, until now this step had to be per-
formed manually which is very time-consuming. More-
over, when a user goes through the examples by hand, there
is a large probability that important features of the sites are
overlooked. SiteGuide enables an efficient, thorough and
structured review of a set of example sites.

In this paper we explain the algorithms behind the
SiteGuide system. In addition, we present the results of a
preliminary evaluation study, in which we apply SiteGuide
to web sites from three different domains and evaluate the
resulting example site models.

2 Related work
There are many tools available that allow users to cre-
ate web sites without typing HTML. Tools such as
Dreamweaver1 and Frontpage2 offer attractive graphical
user interfaces that enable users to easily insert text, pic-
tures, hyperlinks, forms, etc. However, as discussed, these
tools do not offer any support to users who do not know
which content or links they want to insert. Specialized au-
thoring tools have been developed in the context of adap-
tive hypermedia, e.g. AHA! [De Bra et al., 2007], MOT
[Cristea and De Mooij, 2003] and VIDET [Armani, 2005].
With these tools users can specify relations between pieces
of content that determine how the material is adapted to
users with certain characteristics. When a user knows what

26

ABIS



the web site should look like and how the adaptive compo-
nent must behave, these authoring tools enable him to im-
plement the site in an efficient and intuitive way. However,
again these tools do not help users to choose the appropri-
ate pieces of content or the relations between them.

Web site optimization systems help owners of web sites
to make their sites more efficient. These systems analyze
the contents or the log files of a site and generate recom-
mendations for improvement. A classic example is the
PageGather system [Perkowitz and Etzioni, 2000], which
generates index pages containing links to pages that are
frequently visited together in a user session. Hollink et
al. [2007] automatically analyze the log files of a site to
discover patterns in the behavior of users who navigate
through a menu. The patterns are used to optimize the effi-
ciency of the menu. These and other optimization systems
(see [Pierrakos et al., 2003] for an overview) are of great
value for the optimization of existing sites, but they do not
offer support for the creation of new sites.

Ontology mapping refers to the task of finding concepts
in one ontology that match concepts in another ontology.
Most ontology mapping algorithms first compare the texts
of the labels of the concepts and then use the relations be-
tween the concepts to refine the mappings (e.g. [Heß, 2006;
Hu and Qu, in press]). This methodology is similar to the
one followed in this work, where web pages play the role of
concepts and hyperlinks are relations. However, there are a
number of differences. First, labels of ontological concepts
are usually much shorter than the texts of web pages. Sec-
ond, ontology mapping aims to create one-to-one mappings
between single concepts of two, or in rare cases three, on-
tologies. The topics that we try to identify can be spread
over several pages and large numbers of web sites. Finally,
ontological relations usually have clear semantics that re-
strict the allowed mappings. The meaning of hyperlinks is
much less clear, so that we cannot use consistency checking
to discover low quality mappings.

It is well known that users often cannot accurately for-
mulate what they need. For this reason, systems for image
and video retrieval allow users to specify their queries by
means of examples: when a user enters an example image,
the system retrieves similar images or videos (e.g. [Snoek
et al. , 2004]). In text search engines example web pages
can not be entered directly, but in some systems search re-
sults are accompanied by links called ‘more like this’ or
‘similar pages’ (e.g. [Spink et al., 2000]). When one of
these links is clicked the user receives a page with search
results that are similar to the result that belongs to the link.
This functionality is comparable to the SiteGuide system.
In both cases the example-based approach helps users to
formulate what they need: search engines focus on the
needs of users who search for information and SiteGuide
on the needs of web designers.

3 Problem definition
In this section we will describe the task of the SiteGuide
system. There are two usage scenarios, which are in shown
in Figure 1. In both scenarios the user starts the interaction
by inputting the URLs of the entry pages of a set of example
web sites. SiteGuide scrapes and analyzes the sites and
captures their commonalities in a web site model. In the
first usage scenario the model forms the end point of the
interaction and is outputted in human readable form to the
user. In the second scenario the user has already created
a first draft version of his new site. He enters the URL

example
sites

draft of
new site

differences

model
human

readable
statements

human
readable

statements

build
model

compare

format

format

Figure 1: The two usage scenarios of the SiteGuide system.
−� denotes the scenario 1. −� denotes scenario 2.

of the entry point of the new site in SiteGuide. SiteGuide
compares the draft with the model of the example sites and
outputs the differences.

Figure 2 shows the structure of an example site model.
A model consists of a number of topics that represent the
subjects that are addressed at the example sites. To commu-
nicate the model to a user, SiteGuide uses a subset of the
following five properties to characterize a topic’s content
and structural features:
• has keywords X
• has title that contains terms X
• has URL that contains terms X
• is pointed to by links with anchors that contain terms X
• is linked to or from topic Y

Here X is a list of terms and Y is another topic.
Besides the characterizing properties, a topic can have

secondary features that describe how the topic is repre-
sented at the example sites:
• over how many pages the information on a topic is

spread
• the number of incoming and outgoing links of the

pages that address the topic
• examples of pages that address the topic
In the first scenario the model is outputted as a series

of natural language statements. An example is shown in
Figure 3(a). The output of scenario 2 are similar statements
that describe the differences between the example sites and
the draft (e.g. Figure 3(b)).

topic 2

properties
...

topic 3

properties
...

topic 4

properties
...

topic 1

secondary features

properties

topic 5

properties
...

� keywords: weather, wind

� title: Weather conditions

� 2 to 3 incoming links
� example page:
www.surf.com/weather.html

Figure 2: Example of an example site model. A model con-
sists of topics that have properties and secondary features
(only shown for topic 1). Frequently occurring hyperlinks
between topics are denoted by arrows.

4 Method
SiteGuide creates a mapping between the pages of the var-
ious example sites. The mapping forms the basis of the
example site model. In this section we first explain the for-
mat of the mapping. Then we describe how SiteGuide mea-
sures the quality of a potential mapping and how it finds the
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a. All example sites have pages with keywords ‘lessons’, ’train-
ing’ (e.g. page ‘www.example.com/surfing lessons.html’) that
have a link to a page with the term ‘events’ in the title (e.g. page
‘www.example.com/upcoming.html’).

b. All example sites have pages with keyword ‘weather’ (e.g. page
‘www.example.com/weather.html’), but the new site does not.

Figure 3: Examples of output statements of SiteGuide for
usage scenarios 1 (a) and 2 (b).

mapping that maximizes the quality measure. Finally, the
generation of the example site model and the comparison
between the model and a draft of the new site are discussed.

4.1 Mapping format
Figure 4 shows the format of a mapping between a set of
example sites. The mapping comprises a number of map-
ping elements that represent topics. A mapping element
consists of page sets. Each page set contains all pages from
one example site that handle on the mapping elements’
topic. All pages of the example sites occur in at least one
mapping element, but they can occur in multiple elements.

In the simplest case the page sets contain only one page,
so that a mapping is created between individual pages. For
example, a mapping element can contain for each site the
page about surfing lessons. However, if on one of the sites
the information about surfing lessons is split over several
pages, these pages are placed together in a page set and
mapped as set onto the other pages about surfing lessons.
It can also happen that a mapping element does not con-
tain page sets from all sites, because some of the sites do
not contain information on the element’s topic. Pages oc-
cur in more than one mapping element, when they contain
content about more than one topic. For instance, suppose
that on one site the information about surfing lessons is on
the same page as the information about membership fees,
while on the other sites these topics are on distinct pages.
In this case the combination page should occur in two map-
ping elements: one about lessons and one about fees.

4.2 Quality measure
The main task of SiteGuide is to find a good mapping be-
tween the example sites. Therefore, it must be able to es-
timate the quality of a potential mapping. Intuitively, the
quality of a mapping depends on three criteria:

1. A mapping is better when the pages within one map-
ping element are more similar.

mapping
mapping element

page set site A

page a1 page a2

...

page set site B

page b1 page b2

page set site ...

...

...

mapping element

page set site A

page a3 page a4

...

page set site B

page b3 page b4

page set site ...

...

... ...

Figure 4: Format of a mapping between example sites.

2. A mapping is better when it maps the sites at a more
detailed level.

3. A mapping is better when it connects more pages.
We formalize these criteria in a quality measure. The

quality of a mapping is the average quality over all map-
ping elements in the mapping. The quality of an element is
defined by the similarity between its page sets.

We identify five factors that contribute to the similarity
of page sets. These factors correspond to the five character-
izing properties mentioned in Section 3: similarity between
texts of pages, between their titles, between their URLs, be-
tween the anchors of the links that point to the pages and
between the pages’ places in the link structures. The qual-
ity of a mapping element is a linear combination of these
similarities. The quality of element M in mapping M is:

quality(M,M) =
∑

simi∈Sims

(wi ·simi(M,M))−c · |M|

Here Sims are measures for the five types of similarity (ex-
plained below). The similarities are weighted with weight-
ing parameters wi, which add up to 1. c is a parameter.
The term −c · |M| substracts a fixed amount (c) for each of
the |M| page sets in the mapping element. Consequently,
a page set only improves the score of an element if it bears
a similarity of at least c to the other page sets.

To determine the similarity between the texts of the
pages in a mapping element, we compute for each page set
in the element the average similarity to each other page set.
Text similarity between two pages is expressed as the co-
sine similarity between the terms on the pages ([Salton and
McGill, 1983]). This measure enables SiteGuide to iden-
tify the parts of the texts that pages have in common and
ignore the site-specific parts. Stop word removal, stem-
ming and tf · idf weighting [Salton and McGill, 1983] are
applied to increase accuracy. The text similarity of an ele-
ment is the sum of the text similarities of its page sets.

Anchor text similarity is the cosine similarity between
the anchor texts of the links that point to the pages. In the
computation of this similarity, the anchors of all links that
point to a page are treated together as one document.

For the computation of page title similarity and URL
similarity we use the Levenshtein distance [Levenshtein,
1966] instead of the cosine similarity. Levenshtein distance
is more suitable for comparing short texts as it takes the or-
der of terms into account and works at character level in-
stead of term level.

The link structure similarity of an element is the propor-
tion of the incoming and outgoing links that are mapped
correctly. This means that if page a is mapped onto page
b, then the children of a (the pages which a links to) must
be mapped on the children of page b. Similarly, the parents
of a must be mapped on the parents of b. The more chil-
dren and parents are mapped correctly, the higher the link
structure similarity.

Together the five similarity measures satisfy the criteria
for a good mapping that we defined above. A mapping ele-
ments scores higher on the measures when the pages in its
page sets are more similar (criterion 1). When the page sets
contain a few, highly similar pages, the average similarity
between the pages is higher than when large sets of pages
are mapped onto large sets (criterion 2). Finally, similar-
ity is maximized when an element contains page sets from
more sites (criterion 3).

When the example sites differ strongly in the way the
information is divided over the pages, a trade-off must be
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made between criteria 1 and 2. In this case similarities be-
tween individual pages are low, so that elements with small
page sets will have low similarity. Creating elements with
large page sets increases similarity, but decreases the num-
ber of elements. The quality measure enables SiteGuide to
find the optimal trade-off.

4.3 Finding a good mapping
SiteGuide needs to find a mapping with a high similarity.
A naive approach would be to list all possible mappings,
compute for each mapping the similarity score, and choose
the mapping with the highest score. Unfortunately, this ap-
proach is not feasible, as the number of possible mappings
is extremely large. Each mapping element contains a sub-
set of the pages of the example sites. A mapping is a subset
of the possible mapping elements. As a result, the number
of possible mappings is at most 22ns

, where s is the number
of example sites and n is the average number of pages per
site.3 To make the problem computationally feasible, we
will use a heuristic approach that allows us to find a good
mapping without considering all possible mappings.

We create an initial mapping in which each page occurs
in exactly one page set and each page set contains exactly
one page. In other words, the initial mapping is a one-to-
one mapping between pages. The initial mapping is built
incrementally. First, we create a mapping between the first
and the second example site. For each two pages of these
sites we compute the text, title, URL and anchor text simi-
larity and weight these factors. In this stage we do not con-
sider link similarity as link similarity cannot be computed
for a mapping element in isolation but requires a complete
mapping. The so called Hungarian Algorithm [Munkres,
1957] is applied to the two sites to find the one-to-one map-
ping with the highest similarity. Then, the pages of the third
site are added to the mapping. We compute the text, title,
URL and anchor text similarity between all pages of the
third site and the already formed pairs of pages of the first
two sites and again apply the Hungarian Algorithm. This
process is continued until all example sites are included in
the initial mapping.

The initial mapping is refined by means of a hill climb-
ing method. In each step we try a number of modifications
to the current mapping and compute the effect on its simi-
larity score (including all five types of similarity). When a
modification improves the score it is retained; otherwise it
is undone. We keep trying modifications until we can not
find any more modifications that improve the score with a
sufficient amount.

Five types of modifications are used. Together, these
modifications suffice to transform any mapping into any
other mapping, so that, in theory, the optimal mapping can
always be found. However, in practice this does not always
happen, because the hill climbing algorithm can get stuck
in a local maximum. The types of modifications are:
• Split a mapping element: each page set in the mapping

element is placed in a separate mapping element.
• Merge two mapping elements: place all page sets of

the elements in one large element. If the elements con-
tain page sets from the same site, the sets are merged.

• Move a page from one mapping element to another
mapping element.

3The actual number is a little lower, because we do not need
to consider mappings with empty mapping elements or mappings
with elements that are subsets of other elements.

• Move a page from a mapping element to a new empty
mapping element.

• Copy a page from a mapping element to another map-
ping element.

These modifications can be applied to all mapping ele-
ments. To increase efficiency, we try modifications of ele-
ments with low similarity first.

There are various reasons why the hill climbing process
can improve the initial mapping. First, page sets can be
formed with more than one page and pages can be included
in multiple page sets. Second, for the computation of the
total similarity also link similarity is used. Finally, the hill
climbing process can overcome possible negative effects of
unfortunate choices made in the initialization phase as a
result of the order in which the example sites are added.

4.4 From mapping to model
The next step is to transform the mapping into a model of
the example sites. Each mapping element becomes a topic
in the model. Topics are characterized by the five properties
mentioned in Section 3. Which properties are used depends
on the values of the various similarity measures. When an
element scores high on text similarity, SiteGuide extracts
keywords from the text. When URL gives a high similarity,
terms from the URLs are used, etc.

To find the secondary features of the topics, SiteGuide
analyzes the page sets and links of the corresponding map-
ping elements. It determines for each site over how many
pages the information on a topic is spread and counts the
number of incoming and outgoing links. In each element
the pages that are most similar to the other pages in the
element become the example pages for the topic.

In the first usage scenario (see Section 3), SiteGuide out-
puts the example site model in the form of human readable
statements. An example is the statement in Figure 3(a).

In the second scenario SiteGuide compares the exam-
ple site model to a draft of the new site. It creates a
mapping between the example site mapping and the draft.
For this it uses the same method that created the example
site mapping, except that this time it does not alter the al-
ready created page sets of the example sites nor the map-
pings between them. Once the draft is mapped, SiteGuide
searches for differences between the draft and the exam-
ple site model. It determines which topics in the model do
not have corresponding pages in the draft and reports that
these topics are missing on the new site (e.g. Figure 3(b)).
Conversely, it determines which topics of the draft do not
have counterparts in the example sites and reports that the
new site is the only site that contains these topics. Finally,
it compares the secondary features of the topics in the new
site to the features of the topics in the example site model
and reports the differences.

5 Evaluation
We evaluate the mapping method on sites from three do-
mains: windsurf clubs, primary schools and small hotels.
For each domain 5 web sites were selected as example sites.
We purposely chose very different domains: the windsurf
clubs are non-profit organizations, the school domain is an
educational domain and the hotel domain is commercial.
To be able to evaluate the quality of automatically created
mappings we manually constructed for each domain a gold
standard mapping. In the gold standards, pages with sim-
ilar topics are mapped onto each other. Table 1 shows the
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domain sites total min-max topics mapped % pages
pages pages in g.s topics mapped

in g.s. in g.s.
hotel 5 59 9-16 20 10 81%
surfing 5 120 8-61 38 14 76%
school 5 154 20-37 42 24 80%

Table 1: The number of example sites and the total, mini-
mum and maximum number of pages in the example sites.
The number of topics in the gold standards, the number of
topics in the gold standards that are found in more than one
site (mapped topics) and the percentage of the pages in the
gold standards that are mapped onto at least one other page.

main properties of the three evaluation domains and the
gold standard mappings.

The quality of mappings is expressed by three measures:
precision, recall and f-measure over mapped pairs of pages.
For each two pages from different example sites, we check
whether the two pages occur in one mapping element in the
gold standard mapping and in the mapping that we want to
evaluate. When Pgold are the page pairs in the gold stan-
dard and Ptest are page pairs in the test mapping, the mea-
sures are defined as:

precision = |Ptest ∩ Pgold|/|Ptest|
recall = |Ptest ∩ Pgold|/|Pgold|

f-measure = (2 · precision · recall)/(precision + recall)

5.1 Results
To test the influence of the various similarity measures, we
performed a series of experiments in which we varied the
weights of the measures. On all three domains text similar-
ity proved to be the most important factor. In other words,
giving a high weight to the text similarity resulted in high
precision and recall. This corresponds to the intuition that
the text on a page gives most information on the page’s
topic. In the hotel and the surfing domains URLs also
appeared to be effective. In the school domain including
URL similarity did not improve the mapping. In this do-
main 3 of the 5 sites had URLs that were meaningless iden-
tifiers, such as ‘www.fendraytonschool.co.uk/page6.html’.
The page titles were in all domains not very informative as
on many sites all pages had the same title. The same holds
for the link similarity: many sites had a simple one-layer
menu that linked (almost) all pages to (almost) all other
pages. The anchor texts did differ between pages. Most
likely, the reason that anchors did not work well, is that
anchor texts are too short to provide enough information.

The influence of the minimum similarity, parameter c,
can be seen in Figure 5. The figure shows the situation
for the school domain; figures for the other domains look
similar. When the minimum similarity increases, we re-
quire mapped pages to be more similar. As a result, only
the best matching pages are mapped, so that precision is
increased, but recall decreased. Thus, with this parameter
we can balance the quality of the topics that we find against
the number of topics.

When the SiteGuide system is used by a real user, it obvi-
ously cannot use a gold standard to find the optimal param-
eter settings. Fortunately, we can estimate roughly how we
should choose the parameter values by looking at the result-
ing mappings. Mappings with too few pages per mapping
element do not reveal very much about the similarities of
the example sites. Mappings with too many pages per map-
ping element do not give much information either, as they
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Figure 5: Quality of mappings of the example site from the
school domain created with various values of the minimum
similarity c.

map almost everything on everything. In our experiments
we found that parameter c had a good value if the average
number of pages per element was between 1.25 and 2.

Good similarity weights can be found by looking at
the distribution of the similarities. If all page pairs have
roughly the same score on a similarity measure, apparently
this measure is not informative, which means that the mea-
sure should receive a low weight. High weights should be
assigned to similarities with high entropy (high scores for
a small number of page pairs).

Table 2 shows the scores of the mappings with the high-
est f-measures. The table suggests that SiteGuide creates
better models for smaller sites. On smaller sites there are
fewer possible mappings, so that the probability of finding
a correct mapping is larger.

domain precision recall f-measure
hotel 0.55 0.36 0.43
surf 0.34 0.21 0.25
school 0.47 0.14 0.21

Table 2: Quality of the example site mappings created with
the parameter values that maximized f-measure.

Inspection of the example site mappings showed that
SiteGuide was able to discover many useful topics. We give
a few examples. In the school domain SiteGuide created
a mapping element that contained for each site the pages
with term dates. It also found correctly that 4 out of 5
sites provided a list of staff members. In the surfing do-
main, an element was created that represented pages where
members could leave messages (fora). In the hotel domain
all pages about the types of rooms were grouped into one
element. These examples demonstrate that SiteGuide can
indeed help a user to formulate his requirements. Output
statements about these elements provide useful tips about
the site that the user wants to build. In this way, the general
idea of ‘I want something like these sites’ is transformed
into a list of very specific requirements. Following scenario
2, a user can get feedback on his draft site. For example,
when the owner of the fifth school site uses SiteGuide, he
learns his site is the only site without a staff list.

Not all elements in the mappings represented exactly one
topic. In an element about weather conditions, we found a
page about surfing locations. It is easy to see where this
mistake originated: the location page provided information
about the conditions in the various locations and therefore
contained weather related terms, such as ‘wind’, ‘wave’
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and ‘water’. In the hotel domain an element with four pages
about prices of rooms included one page about the restau-
rant of one of the hotels. Although, these elements are not
entirely correct, the general topics are still clearly recog-
nizable, so that useful statements can be generated. Some
topics that the sites had in common were not found at all,
because the terms did not match. Two school sites pro-
vided information about school uniforms, but on the one
site these were called ‘uniform’ and on the other ‘school
dress’. These examples show the limitations of the term-
based approach. To be able to correct these mistakes, more
semantically informed methods are needed. In the future,
we will extend SiteGuide with WordNet [Fellbaum, 1998],
which will enable it to recognize the proximity between
terms like ‘uniform’ and ‘dress’.

6 Conclusions and outlook
In this work we addressed the problem of providing as-
sistance to amateur web designers who want to build a
web site but are not able to accurately express their re-
quirements. The SiteGuide system allows web designers
to specify their needs in an informal way by means of ex-
ample web sites that are similar to the one they would like
to create. SiteGuide automatically analyzes the example
sites and returns a model that describes the main features
that the sites have in common. In addition, it can show
differences between example sites and a first version of a
new site. In experiments done with example web sites from
three domains, SiteGuide proved able to find many impor-
tant features of the sites. The techniques presented here
could be used for other, similar tasks as well. Examples in-
clude identifying website copycats or identifying the ’most
typical website’ for a domain.

Although the first results of SiteGuide are promising,
more evaluation is needed. We are currently testing the
tool’s ability to discover mistakes in a draft design of a
web site. We remove topics and links from a web site and
add unnecessary information. The corrupted site is entered
as draft in SiteGuide together with a set of example sites.
These experiments enable us to see how many of the miss-
ing features SiteGuide is able to reveal. Another experi-
ment that we are currently evaluating will reveal how cor-
rect and understandable the identified topics are to users.
For this, we ask non-experts to describe the topics that are
presented to them in the form of Figure 3. These descrip-
tions are then evaluated with respect to a gold standard.
Further user studies are also planned and will co-occur with
the development of a more sophisticated user interface.

The current version of SiteGuide maps sites on the ba-
sis of superficial textual features. Our experiments suggest
that the example site models can be improved by includ-
ing more semantics. We are planning to connect SiteGuide
to WordNet or domain specific ontologies to improve the
mapping of web pages.

Besides the contents and the link structure, a web de-
signer also decides on the web site’s style. Example sites
can provide inspiration for style features, such as colors
and the use of images. Therefore, including these features
in SiteGuide could be a valuable addition to the system.
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Abstract

Adaptivity has become a prominent research
topic during the past decades. There is a va-
riety of application areas where adaptation can
add benefit to systems, reaching from shopping
portals to e-learning platforms. Despite the large
body of work, Computational Intelligence (CI)
techniques have been under-explored and there-
fore also under-exploited within the area of user-
adaptive systems. This paper discusses the po-
tential of employing CI approaches for the im-
plementation of adaptivity within e-learning sys-
tems. Furthermore, it identifies scenarios where
these techniques can improve the performance of
an adaptive component. Specific focus is placed
on the provision of guidance in e-learning sys-
tems, in particular with respect to communica-
tion/cooperation (as opposed to traditional focus
on guiding learners through learning materials).

1 Introduction
Recent years have seen the importance of adaptivity grow
within web-based systems in general and the field of e-
learning in particular. Yet, the approaches of implement-
ing adaptivity have not evolved much. Often adaptive be-
haviour is achieved by comparatively simple means, e.g.
rule bases. Although such approaches evidently suffice for
a wide spectrum of adaptive behaviours, they fall short in
situations where it would be reasonable for the the system
to acquire new knowledge or identify patterns at run-time.

The basic idea of this piece of work is to introduce ap-
proaches for implementing specific kinds of adaptation us-
ing CI (comprising various kinds of numerical informa-
tion processing/representation) techniques and technolo-
gies. The premise of this proposition is that such technolo-
gies offer opportunities for a larger and more fine-grained
spectrum of modeling and adaptation steps.

The discussion will focus on guidance, which is an im-
portant topic within adaptive systems. The term guidance is
used here to refer not only to providing individualized help
in finding a path through materials, but also, more impor-
tantly, to facilitating communication/cooperation among
users. Possible incarnations of the later type include sug-
gesting partners based on the rating of users’ knowledge,
predicting users’ readiness and willingness to participate
in activities, observing communication habits, etc. CI can
arguably help to improve a system’s performance in these
areas and also increase the benefit of adaptivity in general.

2 Communication and Cooperation in
Adaptive Systems

Communication and cooperation facilities are essential for
almost every multiuser platform and reach from simple
tools like a blackboard to more elaborate ones like shared
document management. The synchronous form of coop-
eration is often termed “collaboration” and enables joint
work via realtime cooperation facilities such as videocon-
ferencing or desktop sharing. Communication incorporates
both synchronous and asynchronous communication. Co-
operation presumes communication but also includes more
advanced means for concurrent (or at least joint) activity.

We refer to facilities such as chat, forum, blackboard,
and private messages as communication tools and to shared
notes, shared documents, group-based tasks or assignments
as cooperation tools. In adaptive systems, user activities via
such facilities are monitored and used as part of the input
that goes into building up the users’ models. User activities
can reveal a lot of information about an individual’s com-
munication/cooperation habits and preferences. In turn, the
system can use that information to characterize and classify
users with respect to their cooperation-oriented character-
istics. Moreover, the system can draw conclusions based
on the correlation between a user’s communication/co-
operation activities with learning performance and activity.

Adaptive e-learning systems mostly provide guidance,
e.g. to help a user find a learning path fitting individual
needs, knowledge and aims. In fact, guidance can be used
in more ways as it actually is the case in most systems. It
can also be applied to communication/cooperation ([Soller,
2007], [Brusilovsky and Peylo, 2003] ). Our approach dif-
fers from most of what is found in existing systems in var-
ious ways. First, we do not focus on resources but on ac-
tivities. Second, we do not operate on a closed space (e.g.
set of learning materials), but an open “space” of activities.
For cooperation guidance, also the definition of success dif-
fers from the one we are used to. When guiding learners
through materials, the aim is e.g. to ensure that they see all
relevant resources, whereas when guiding activities we try
to identify what leads to effective cooperation.

3 Adaptation Steps
This part describes forms of adaptation for communica-
tion/cooperation that could be achieved using ”intelligent”
approaches. The issues mentioned were chosen as descrip-
tive examples – there is a variety of matters where adapta-
tion can be improved with the help of the same techniques.
A main part of adaptive behaviour is based on prediction.
Within the scope of e-learning it includes predicting a stu-
dent’s performance in tests, preferred learning paths, and
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the readiness to participate in communicational activities.
In order to draw assumptions, the system must be fed with
user information, which is done by observing user/system
and user/user interaction. Being able to infer knowledge
and predict activity, the system can offer adaptation within
the communication/cooperation area, including suggestion
of communication partners and team constellations, either
by identifying neighbours or by identifying differences.

In order to illustrate the proposed approach, we intro-
duce an example that will be referred to later. Our sce-
nario comprises a learning environment including a wide
communication/cooperation area which is connected to the
learning section in the sense of learners having to cooper-
ate and work in groups to solve tasks. Group formation and
partly also selection of tasks is to be done by the system but
can be revised by an administrator or tutor. Students should
be grouped according to their learning and communica-
tion/cooperation behaviour. Thus, the system must be able
to observe and characterize an individual’s learning style,
level of activity, activity patterns characterizing coopera-
tive learning and communication habits in order to predict
the performance within a group. Additionally, the system
has to be capable of rating cooperation among learners in
order to identify and address problems in this area.

Some of the steps described cannot be readily imple-
mented using a rule-based system, because it cannot dis-
cover novel patterns at run-time by itself – expressing such
patterns in rules requires a large investment in human re-
sources for activity observation and interpretation, and high
levels of expertise in formulating the resulting rules. CI ap-
proaches can be helpful in discovering patterns with no or
little human intervention and automatically creating com-
putable representations of these patterns. This would, in
turn, enable easier integration of new adaptation knowledge
with minimal input from the developers. As often CI entails
the problem of the developer losing control about the sys-
tem’s actions, it is important to use techniques that allow
keeping the processes transparent (section 5).

4 Information to Be Collected
Information retrieved by the system and used as input for
CI approaches includes: users’ online time, actions related
to communication/cooperation (handling read, write, up-
date, delete actions separately), users’ current knowledge,
and learning activities (e.g. the time users need for a test,
the time spent on the content before taking a test, the per-
formance in a test), etc. In addition to this kind of data
which is observable relatively easily, the content of com-
municational activity can also be of interest. Many of these
information units are interrelated. To find out patterns and
dependencies is the system’s task. There are several ques-
tions that are interesting: How is a user’s time spent on
communication related to the learning curriculum? Does
the knowledge state influence communication/cooperation
activity? What is the degree of similarity between a user’s
activity level in the communication/cooperation area and in
the content area? How active or passive is a user in general?

These pieces of information provide a promising basis of
data in order to achieve the intended forms of adaptation.
Yet, there are some potential challenges to be aware of.
First, we have to consider that learner behaviour and cog-
nition/learning are actually related. Each person might just
have an idiosyncratic collaboration behaviour that works
best for that person but we must not eliminate that in some
cases this is not transferable to others. Second, the com-

munication/cooperation behaviour that learners show is not
necessarily good or optimal behaviour. Additionally, be-
haviour also depends on the tool – changing the tool to an
adaptive version may also lead to changes in the behaviour.

5 Technologies
In this paper we will focus on pure neural networks, com-
bined neuro-fuzzy approaches and Bayesian networks as
representative CI approaches. These techniques were cho-
sen because of characteristics making them suitable for our
scenario (see subsections) and compose an initial set that
may still be extended later.

5.1 Neural Networks
Artificial Neural Networks (ANNs) are biologically in-
spired simulations of physical neural networks.

The proposed approach involves employing a custom
combination of supervised and unsupervised learning ([Si-
son and Shimura, 1998], [Amershi and Conati, 2007]) to
relate activity patterns with desired outcomes. This will
be achieved by providing the system with success and fail-
ure “indicators” that are used to characterize group work
and outputs. When applied over a multitude of users and
groups for certain types of tasks, the network will start iso-
lating the factors that may lead to positive (or, conversely,
undesirable) outcomes in the given task context. For in-
stance, a high level of communication may be found to be a
prerequisite for successful joint work on a specific task. An
ANN working as described can not only discover activity
clusters but also adapt its components (meaning changing
link weights and eventually activating new neurons), and,
more importantly, it does so without depending on continu-
ous human intervention. Humans don’t have to undergo the
whole process of detecting patterns, putting them into rules
and feeding them back into the system. Instead, they can
define desirable outcomes and let the ANN work towards
learning what activity patterns lead to them; they can also
assess the results and choose to perform corrections akin to
supervised learning to fine-tune the network’s operation.

5.2 Neuro-Fuzzy Approaches
ANNs have a lot of advantages but also some drawbacks.
Often processes are not transparent enough to observe the
network’s behaviour, i.e. the hidden sector can turn to be
some kind of blackbox. This can make it hard or even im-
possible to transfer results to other scenarios. Most ANNs
are lacking explanation capability [Andrews et al., 1996],
i.e. they are able to find solutions to problems but are hardly
able to reason about them. Rule extraction is more compli-
cated than with other technologies (but possible [Taha and
Gosh, 1996]). Because of these issues, ANNs are likely to
be used with other technolgies in an integrated approach.
For us, an ANN can be an excellent “frame” (cf. character-
istics in section 5.1) but can achieve more transparent and
better transferable results if applied in combination with
another technique to circumvent the “blackbox-syndrom”.

Fuzzy modeling is based on a rule structure and is well
applicable for inference systems if human expertise at a
high level is available for rule definition, evaluation and
adaptation. Fuzzy logic can be combined with ANNs in
order to take advantage of their respective strengths and
overcome their weaknesses (e.g. approaching a more trans-
parent “hidden” layer). This is achieved by extracting the
fuzzy inference engine from the fuzzy system and integrat-
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ing it in the ANN but keeping the ANN’s ability to learn
and autonomously adapt its behaviour.

5.3 Bayesian Networks
A Bayesian Network (BN) specifies dependence properties
between variables (probabilities for values are conditioned
on the variable’s parents). Learning has been an impor-
tant research issue also within this field (e.g. [Heckerman,
1995]). The main idea is to refine the network structure and
probability distributions based on given data.

BNs hold promise for implementing adaptivity in e-
learning systems, e.g. because they allow the combination
of domain knowledge and data. This is relevant in order
to feed the system with information before much data is
available. A BN can also derive causal relationships [Heck-
erman, 1995] by correlating facts (e.g. a low participation
value of a group member and a related document not be-
ing ready in time). This is important in e-learning where
it is often hard to define the correlations between learning
and cooperation activity. The BN is in most cases fed with
data that has gone through preprocessing; it does not have
to continually correlate all pieces of information. Yet, the
BN must be able to do simple correlations (e.g. determine a
learner’s activity level). In our example, a BN is potentially
capable of solving the classification problem because it can
discover clusters of similar paths and can therefore define
patterns autonomously that may be revised by humans later.
A BN is also able to include new domain knowledge, occa-
sionally updating probability distributions.

6 Previous Work
Although a lot of work has been done in the area of adaptive
systems in the past decades, also within the e-learning sec-
tor, there was not much activity concerning adaptive sys-
tems based on technologies like ANNs or BNs. Still, even
if there is no big community for CI within the adaptive
systems field, there have been attempts to combine both.
For example, [Vasilyev, 2002] gives a detailed summary of
the theoretical background of new approaches (including
ANNs) for learning classifier systems. [Goren-Bar et al.,
2001] evaluate an approach using a self-organizing map.
[Webb et al., 2001] give an introduction on machine learn-
ing for user modeling, identify characteristics of user mod-
eling in relation to CI, and point out challenges to be faced.
[Stathacopoulou et al., 2003] present an ANN-based fuzzy
modeling approach to assess knowledge. [Amershi and
Conati, 2007] and [Sison and Shimura, 1998] focus on the
description and evaluation of machine learning approaches.
Their work will also be used as reference in order to specif-
ically apply CI to adaptive systems in the e-learning sector.

7 Conclusions
Summing up, the usage of CI technologies in user modeling
can definitely contribute to improved adaptation and reduc-
tion of human effort to ensure quality and “up-to-dateness”
of model data. These approaches can address problems
simpler ones are having with (semi-)autonomous pattern
recognition, classification and evaluation at run-time. In e-
lerning there are scenarios where a system should be able to
predict users’ behaviour not only based on test results (this
can also be achieved by a simpler technology), but also on
correlations of a user’s activity in communication, the way
of learning or working in a team with the actual learning
performance. Thus, e-learning is an excellent application
environment for CI in adaptive systems.

The full integration of such approaches into an existing
environment and evaluation in a “real-world” scenario will
be performed within a related PhD thesis. Adaptivity in e-
learning is much more popular in the research area than
within well-known and -established e-learning platforms
([Hauger and Köck, 2007]). Thus, it will be an interest-
ing contribution to the field of adaptive e-learning to bring
adaptivity into a widely-used system ([Sakai, 2008]) and
apply advanced technologies of CI where until now sim-
pler but more limited approaches have been dominating.

Acknowledgements
The work reported in this paper has been partially funded
by the Socrates Minerva “Adaptive Learning Spaces”
(ALS) project (229714-CP-1-2006-1-NL-MPP). For infor-
mation on the ALS project please refer to the project’s web
site: http://www.als-project.org

References
[Amershi and Conati, 2007] S. Amershi and C. Conati.

Unsupervised and supervised machine learning in user
modeling for intelligent learning environments. In Proc.
of the 2007 Int. Conf. on Intelliget User Interfaces, 2007.

[Andrews et al., 1996] R. Andrews, J. Diederich, and A.B.
Tickle. Survey and critique of techniques for ex-
tracting rules from trained artificial neural networks.
Knowledge-Based Systems, 1996.

[Brusilovsky and Peylo, 2003] P. Brusilovsky and C.
Peylo. Adaptive and intelligent web-based educational
systems. Int. Journal of Artificial Intelligence in Educa-
tion, 2003.

[Goren-Bar et al., 2001] D. Goren-Bar, T. Kuflik, D. Lev,
and P. Shoval. Automatic personal categorization using
artificial neural networks. In Proc. of the 8th Int. Conf.
on User Modeling, 2001.
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Abstract
In this paper, we discuss how users and de-
signers of existing learning management systems
(LMSs) can make use of policies to enhance
adaptivity and adaptability. Many widespread
LMSs currently only use limited and proprietary
rule systems defining the system behaviour. Per-
sonalization of those systems is done based on
those rule systems allowing only for fairly re-
stricted adaptation rules. Policies allow for more
sophisticated and flexible adaptation rules, pro-
vided by multiple stakeholders and they can be
integrated into legacy systems. We present the
benefits and feasibility of our ongoing approach
of extending an existing LMS with policies. We
will use the LMS ILIAS as a hands-on example
to allow users to make use of system personaliza-
tion.

1 Introduction
Our working life is accompanied by the growing need for
lifelong learning. Web-based learning systems have since
long been deployed in universities and enterprises to help
closing the knowledge gaps of students and employees re-
spectively. Furthermore, they are used by people in their
leisure time. Therefore, lifelong learning is associated with
a large diversity in interests, knowledge, and backgrounds.

Conventional learning management systems (LMSs)
provide rich functionality, but lack adaptation features
[Hauger and Koeck, 2007] and therefore cannot cater all in-
dividual user needs. Such individual needs could be adap-
tive navigation or adaptive presentation of content for stu-
dents. Teachers might be interested in system adaptability
features, e.g. means to let the system notify the user on cer-
tain events, trigger actions on events or easier integration
of adaptation. Adaptive Educational Hypermedia Systems
(AEHSs) do offer adaptation for students, but they are often
prototypic systems that provide hand-tailored, application-
specific user and domain models and that are used only by
a small audience [Paramythis and Loidl-Reisinger, 2004].
By contrast, conventional LMSs are already used by a large
number of institutes and users. Therefore, it would be very
useful if one could integrate adaptation features into such
legacy learning management systems.

Policy languages, together with engines that interpret the
policies, can offer an easy-to-integrate solution for doing
so. Depending on the language used, policies can be ap-
plied for negotiations, for access control and explanations.
This provides means for making a system scrutable.

In this paper we describe our approach to extend an ex-
isting LMS – the ILIAS learning management system [IL-
IAS Website, 2008] – with adaptive features by means of
policies. We will show how policies can be used for creat-
ing flexible adaptation rules and for lowering the burden of
system administrators.

The paper is structured as follows. In the next section we
introduce a real-world scenario, which reveals the current
need for adaptation at the Hannover Medical School1. In
Section 3 we introduce the concept of policies and describe
our first application: utilization of policies for social nav-
igation support. The architecture, implementation, work-
flow, and furthermore a discussion of our approach are pre-
sented in Section 5. We end this paper with related work,
conclusions, and future work.

2 Real-World Scenario
The Hannover Medical School (MHH) makes use of a
learning management system, called ILIAS [ILIAS Web-
site, 2008], as a central repository provided for their medi-
cal students containing learning material for many courses.
Since eLearning has been integrated into the MHH curricu-
lum and the use of ILIAS is now mandatory, the activity
on the learning platform has significantly increased. There
are currently more than 1200 active users (activity within
two months before ascertainment). Most of the material
is intended to be used in a blended learning fashion, but
teachers also provide a lot of additional material for self-
study of the students. The structure of medical studies is
organized in school years. Therefore, the top categories in
ILIAS were organized according to the academic year of
the students. This structure allows for rudimentary adap-
tivity. For example, if a student is in her second year, she
can access ’study year 2’ and ’study year 1’ (for reference
purposes), but all following study years are not accessible.

2.1 Disorientation and Information Overload
We learned from non-published usability oriented surveys
that the structure described previously is insufficient. Al-
though the learning material is organized in learning mod-
ule hierarchies and below this level even by topics, many
students complained about losing overview not knowing
which of the material is relevant for them. The vast amount
of learning material available led the students to get disori-
entation similar to lost in hyperspace [Edwards and Hard-
man, 1999]. To make things even worse, ILIAS currently
also offers only rudimentary features for users keeping
overview over their own learning history.

1http://www.mh-hannover.de
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(01) execute(adaptLearningUnitColor(LU, blue)) ←
(02) currentRequester(RequestingUser),
(02) RequestingUser.studyY ear : StudyY ear,
(03) in([V isitNumber], rdbms : query(”ILIAS 3 9 4”,
(04) ”SELECT COUNT (∗) ” &
(05) ”FROM lo access ” &
(06) ”WHERE lm id =′ ”& LU & ”′ ” &
(07) ”AND usr id IN (” &
(08) ”SELECT usr id FROM rbac ua ” &
(08) ”INNER JOIN object data ON (rol id = obj id) ” &
(08) ”WHERE type =′ role′ AND title =′ ”& StudyY ear & ”′)”
(09) )),
(10) V isitNumber >= 20.
(11) currentRequester(RequestingUser) → type : provisional.
(12) currentRequester(RequestingUser) →
(13) ontology :< http : //www.L3S.de/policyFramework#currentRequester > .

Figure 1: Example policy for color-coding a learning unit blue under certain conditions

Beside this, there are more issues that we identified by
surveys and discussions with all stakeholders of the ILIAS
system. For instance, medical studies are characterized by
their intensive and very continuous learning process. At the
MHH, summative assessments in all courses are performed
at very high frequency. Most of those assessments are per-
formed by all students of the same study year at the same
day. Even though the students do not carry out the assess-
ments directly in ILIAS, ILIAS provides practice material
for these formative tests. Therefore, a very high activity can
be expected on the learning platform some days before such
a summative assessment, especially in the night until the
morning (see [Koesling et al. (GMA), 2008]). Due to the
time pressure, the students’ problems in finding the desired
material are even impaired. They lose time in searching ap-
propriate material rather than working with it. For this rea-
son, teachers seek means to stimulate or enforce students
to spread their learning and training activities more evenly
in time.

2.2 Identified Issues
The demands of the stakeholders we identified mainly point
toward adaption and system personalization of the LMS.
This is not a specific problem of ILIAS. [Hauger and
Koeck, 2007] showed that widespread LMSs generally lack
adaptability and adaptivity features. There is an alterna-
tive, Adaptive Educational Hypermedia Systems (AEHS),
but those systems are not that widespread as LMS and do
focus on a very limited knowledge domain, which is usu-
ally hand-crafted. However, there are already approaches
to extend those systems with policies [Koesling et al. (AH),
2008] to overcome specific limitations.

In case of LMSs, we found that all issues identified are
too complex to be implemented each separately in an eco-
nomic way into the ILIAS source code. Similar to AEHSs,
ILIAS – like many LMSs – has internal, proprietary rule
systems. There is need for a generic solution that opens the
behaviour of the LMS for a more flexible control instance
than an internal and proprietary rule system. To implement
the required degree of flexibility, it is also not sufficient to
let only administrators adapt the behaviour. All stakehold-
ers of the system should be given means to adapt the LMS
to their needs.

We therefore analysed the ILIAS system and plan to ex-
tend this LMS with a system personalization functionality

that is flexible enough to enable each of the stakeholders
to adapt their learning environment by the use of so-called
policies. There are currently several policy languages avail-
able a detailed comparison is provided by [De Coi and
Olmedilla, 2008]. Following their conclusions, we choose
Protune [Bonatti and Olmedilla, 2005], as this policy lan-
guage seems currently the most mature one. The main fea-
tures of Protune are described in 3.

In order to enhance ILIAS with adaptive functionality
our solution furthermore has to access internal system func-
tions of ILIAS. Our architecture will use generic compo-
nents to encapsulate LMS-specific functionality, so that it
can easily applied to any other web-based LMS.

3 Policies
A policy is generally understood as a statement that de-
fines the behaviour of a system. Policies are intended to
guide decisions and actions. In today’s software systems,
policies are primarily used for solving security and privacy
concerns – such as controlling access to sensitive user data
– and to model business rules, for example: New customers
of an online shop have to pay in advance, while regular cos-
tumers may be allowed to pay after delivery. In the scope
of eLearning, similar policies would be possible.

3.1 Policy Example: Color-coding
Let us assume that the administrator of an LMS wants
to define a policy, that learning units that had at least 20
visits of other students of the same study year should be
blue-colored to indicate that it was deemed interesting by
other students. In the Protune policy language this may be
written as shown in Figure 1. Similar to logic programs
(cf. [Lloyd, 1987]), the predicate execute in line 1 holds, if
each statement in the lines 2-10 hold. The variable Visit-
Number has to be greater or equal to 20 (cf. line 10). Visit-
Number is set by executing a SQL query, which returns the
number of students, who have accessed the learning unit
LU and are in the same StudyYear as the RequestingUser.
Lines 11-13 represent meta-rules defining additional state-
ments about the predicates used. Line 11 states the type
of the predicate, in particular it defines that the predicate
currentRequester is an action to be performed, which is
uniquely identified by means of the ontology provided in
line 13.
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Figure 2: Personalization of User Template

Of course, there can be more sophisticated policies de-
fined, also allowing for various degrees of coloring, de-
pending on the amount of visits. The example in Figure
1 is intended to demonstrate that the policy can include
logic statements, known from programming languages like
Prolog, but also other elements, like SQL statements. It is
intended to give a flavor of the Protune policy language.

The general applicability of policies in open infrastruc-
tures for lifelong learning was examined by [De Coi et al.
(EC-TEL), 2007]. They gave an overview of both policy
languages and policy engines, which are used to evaluate
policies. The declarative nature of some policy languages
enables users to define what the system should do, and do
not require knowledge about how the system realizes it.
Policy engines like Protune [Bonatti and Olmedilla, 2005],
operate on a rule-based policy language, that has a declar-
ative nature. In general, policy engines also provide rea-
soning support. In addition, Protune offers the previously
mentioned explanations. This means, users have the possi-
bility to specifically ask the system, why a certain answer
was deduced or a decision was taken.

A remarkable feature of Protune policies is that they also
allow for integrating external or environmental information
into the decision making process. By performing nego-
tiations, the user can be asked for particular preferences,
credentials, etc. Furthermore, integration of policies into
existing systems can be easy. The Protune policy engine
is in further development to be called in a service-oriented
manner.

3.2 The Need for Policy Templates
Policies can provide learners and teachers with a very flex-
ible means to personalize the system to their needs. How-
ever, our observations show, that policies are still complex
to be set up freely by the regular user. Looking at the exam-
ple policy in section 3, it is unlikely that a regular user will
be able to define a sophisticated policy. On the contrary,

administrators can be expected to have the skills to set up
policies as complex as needed and are also aware of specific
actions and events that can be used in the policies within the
LMS. It is therefore desirable to let administrators define
templates for policies for regular users. Those templates
(possibly wrapped by user-friendly interfaces) can recom-
mend available options for the students and restrict them in
their choices. This proceeding makes the creation of own
policies easier, since the process is mainly a personaliza-
tion. The use of policy templates does not only make the
creation of policies easier for users, the restriction also al-
lows the administrator to limit the events and actions that
the user can use within her own policies to adapt the sys-
tem. Policy templates can thus be compared to email filter
rules or personal firewalls.

4 Use Case: Social Navigation Support
We designed an architecture to enable the flexible use of
policies within a learning management system, which is
described in the following sections. To demonstrate the
usefulness of this architecture, we created policies and tem-
plates for a particular, simple use case. As described in Sec-
tion 2, the students using ILIAS asked for a functionality
to emphasize learning units that were visited by other stu-
dents, leading them to relevant material. Such a social nav-
igation support has already been explored in many systems
like, e.g. Knowledge Sea II (see [Farzan and Brusilovsky,
2005]). However, we only aware of systems, that imple-
ment this functionality as fixed component. We are not
aware of any system that allows the addition of such be-
haviour afterwards on a flexible base.

In our use case, the students will be enabled to use pre-
built policy templates (see Section 3.2), which are decou-
pled from the core system. Those policies enable the stu-
dents to color-code learning units in three shades of an
arbitrary color, according to some selectable preferences.
Hence, they personalize the policies according to their
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needs. A student may choose to count only visits from stu-
dents from specific groups or roles, e.g. students of her own
study year (see Figure 1). He can choose the amount of vis-
its needed to instruct the system to use a specific shade of
a user-defined color or leave the coloring based on aver-
age visiting numbers computed within the policy. He may
also choose to limit the color-coding to visits that happened
in a certain period of time. Another choice is the option
not to count visits, but annotations that other students left
in learning units. Figure 2) demonstrates these user op-
tions in a form-based web interface. However, user input
could also be collected, e.g. by more guided wizard di-
alogs. In [Farzan and Brusilovsky, 2005], annotations were
recognized as being even more significant than visits. How-
ever, the students in the ILIAS of the MHH make rarely use
of annotations. The system could thus recommend certain
values to the user, making the selection process very easy
and fast.

However, because the students will visit new learning
units without any coloring support, the system has to deal
with a cold start problem. The first students may browse or
visit less important learning units first, resulting in wrong
color-coding in the end. In the initial implementation of
our system we solve this problem by enabling teachers to
use policies in order to pre-indicate some relevant learning
units, based on estimations of their relevance.

5 Implementation
In this section we explain the general architecture of our
implementation, that consists of several elements (see also
Figure 3). The policy engine as interpreter of the policies is
the core element. According to [Westerinen et al., 1999]),
this element is the Policy Decision Point (PDP). Since Pro-
tune is currently realized in Java while ILIAS is based on
PHP, there are several ways to access Protune from ILIAS.
We decided for requests based on web services because this
results in well-defined interfaces and enables us to benefit
from the advantages of service-oriented architectures, like
easy replaceability. The PDP has access to a Policy Infor-
mation Base (PIB), containing all policies defined by the
stakeholders. As we found in 5.2, there is a also need for
Policy Authoring Points (PAP) for different kind of stake-
holders, presenting different web interfaces. While the ad-
ministrator has access to direct editing of a policy, other
stakeholders do get a specific interface for personalizing
policies. In order to store the template defined by the ad-
ministrator, we also need a template repository.

To extend ILIAS by a sophisticated rule system, like the
Protune policy engine, the implementation needs to execute
system functions of ILIAS on system level, to set system
or object properties and to enforce PDP decisions: the Pol-
icy Enforcement Point (PEP). The PDP furthermore needs
to request a variety of system properties to be included as
triggering conditions for the stakeholders’ policies within
the policy engine. The PEP will be integrated in a wrap-
per, which is specific to the LMS used within the concrete
implementation. The realizaton of the wrapper also deter-
mines all conditions and actions that can be used within the
policies. In contrast to the wrapper, all other components of
the architecture are generic and are applicable for arbitrary
LMS.

5.1 Workflow
The workflow of this architecture has to be initiated from
certain positions within the LMS. In detail, there have to

be several control points within the control structure of IL-
IAS. If such a point is reached, a call to the policy engine
is initiated. In case of our approach, the policy engine re-
turns additional commands that have to be executed within
the LMS or properties that have to be changed. The control
points need to be placed before or during certain activities
that are executed in the LMS. Those activities can be di-
rectly initiated by the system, e.g. generation of webpages,
or initiated by the user, e.g. the start or downloading of
learning units. Pointcuts known from aspect oriented pro-
gramming (AOP) are a possibility to implement such con-
trol points without touching the original code of ILIAS.

There is also a need to initiate policy engine calls on
events occuring in the LMS not directly initiated by the user
being affected, like e.g. the login of a user or the receive
of a chat message. The amount and integration locations of
those points within the control structure of the LMS deter-
mine the spectrum of design freedom that is available with
policies afterwards. Policies can only react on events and
initiate actions that are enabled by the wrapper within the
LMS. Those events and action are LMS-specific. For our
use case, a call during the webpage generation is sufficient.

5.2 Discussion
The policy code of Section 3 contains an important draw-
back. In this case, the system would have to ask the
PDP specifically whether a certain learning unit has to be
colored in blue. Policies were developed in the research
field of trust management to determine access rights on
objects or services and return boolean values indicating
those rights or returning a list of items, for which access
is granted. Policies were not intended to extend the flexi-
bility of an LMS. If the policies are formulated as above,
the system needs either to anticipate the kind of adaptation
of the user or to check for each possible adaptation, during
the webpage generation. The first option would require pre-
evaluation of policies. [De Coi et al (PEAS), 2007] presents
an approach to pre-evaluate polices, but only regarding to
deduction of access rights. Since we have to decide on ac-
tions and not access rights, pre-evaluation may not be fea-
sible for our approach. The second option, to check for
each possible adaptation, will fail mainly because of per-
formance issues.

In evaluations [De Coi et al. (EC-TEL), 2007] it was
found that one call to the policy engine using the TuPro-
log logic interpreter currently takes approx. 200 millisec-
onds. If called several times in a row, this duration is pretty
long for web-based applications, enforcing economical use
of those calls. Therefore, we developed the approach to
insert calls to the policy engine only at the control points
presented in Section 5.1 and those policy engine calls re-
turn actions and parameters to be executed. Those actions
are afterwards performed within the LMS. Because we also
used an old, non-optimized version of the Prolog policy
engine we do also expect a high increase in performance
when switching to the newest version.

6 Related Work
General learning management systems like Moodle, Sakai,
or ILIAS have very simple rule systems. Those systems
offer no or rudimentary adaptivity features. However, there
are already attempts to enhance generic LMS like Moodle
with adaptive functionality (see [Tiarnaigh, 2005]).

Policies based on the Ponder policy language are ex-
plored in [Yang et al., 2002] within collaborative eLearning
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Figure 3: General architecture for ILIAS rule system extension

systems, but this work only focusses on security and pri-
vacy aspects, not on extending the adaptivity of eLearning
systems. Another work that is very close to our approach
is the SeLeNe project [SeLeNe Project Website, 2004] run-
ning until 2004. SeLeNe developed a so-called reactivity
feature comprising a change detection mechanism based on
ECA rules. However, conditions were based on RDF query
languages only and actions were limited to notifications.
Using a policy language like Protune allows for arbitrary
conditions and actions.

The general idea of integrating sophisticated policies
into eLearning environments, as we intend it in this paper,
is discussed in [De Coi et al. (EC-TEL), 2007]. However,
the idea of enhancing legacy learning management systems
was only explored on a general level and without address-
ing the policy creation problem for different stakeholders.
We are not aware of any other advanced research on policy-
based behaviour control in technology-enhanced learning
environments.

The idea of providing policy templates is not new, but
there are currently no sophisticated policy template editors
available, allowing for definition of policies, based on logic
rules. We are furthermore not aware of any similar work
enabling learners to adapt learning environments by pre-
defined sophisticated policy templates outside the focus on
security or privacy.

7 Conclusions and Future Work
In this paper we presented an approach to use policies for
extending existing general-purpose learning management
systems with adaptive features. By means of rules that can
be developed by administrators, teachers, and learners, all
stakeholders can adapt the system to their needs and re-
quirements, which can be created from policy templates.
Therefore, we presented a generic architecture and we will
demonstrate the practicability of our approach by extending
the ILIAS system with adaptable social navigation tech-
niques.

We are currently researching and developing tools for
many of the open issues we pointed out in this paper. For
example, we are enhancing the ILIAS extension and are

working on an editor that allows administrators to define
policies templates for users.

An important aspect of our work is that it takes place
in a ’real life’ situation. This creates the opportunity to
test and further refine the adaptive features and the way
they can be configured and manipulated, based on usage
statistics and feedback from a large pool of users. Adaptive
and adaptable functionality is specifically demanded by the
stakeholders and not imposed as an interesting technique
that might be useful. In this paper we demonstrated, how
Policies can be used for system personalization, but Poli-
cies can be means to make also more sophisticated adaptive
functionality in legacy systems possible.

We are currently implementing our approach for a visual
adaptation: We will further need to investigate in detail,
how it fits with content-related adaptations and the exact
limitations of policies within the eLearning context.
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Abstract
Several applications support the adaptation of
course material. Even though most of these sys-
tems allow to specify interaction preferences or
even employ user modeling techniques, every
system is an island with this respect. In partic-
ular, different systems cannot share user models
or predict preferences in the absence of prior in-
teractions. We use ideas from the theory of Com-
munities of Practice to consolidate user models
and to extend current approaches towards a CoP-
sensitive adaptation.

1 Motivation
At the Jacobs University Bremen we offer a lecture on Gen-
eral Computer Science (GenCS) to an international stu-
dent body. There we are challenged with the students’
different mathematical backgrounds. The majority of our
students believe that these mathematical discrepancies are
very problematic, especially in the beginning of a course.
Students reported that they had problems to get acquainted
with the professor’s notation systems; some had the feeling
that the pace of the course was inappropriate, while others
did not face any problems.

We believe that the theory of Communities of Practice
(cf. Section 2) can help to understand and countervail
these discrepancies. Students do not share the same under-
standing as the lecturer. They actually form various sub-
communities that e.g. differ in their preferred notations,
basic mathematical assumptions, and mathematical perfor-
mance. Instead of enforcing students to become acquainted
to the lecturer’s practice, we want to adapt the lecture tak-
ing the social context as well as the emergent nature of ed-
ucational communities into account.

Several applications1 support the adaptation of course
material providing different perspectives on the lecture ma-
terial wrt. to the presentation, e.g. in terms of the notation
system, the structure, as well as the selection of content (cf.
Section 3). Even though most of these systems allow the
user (student or lecturer) to specify interaction preferences
or even employ user modeling techniques, every system is
an island with this respect. In particular, different systems
cannot share user models or predict preferences in the ab-
sence of prior interactions. We use ideas from the theory of
Communities of Practice to consolidate user models across
systems as well as to extend current processes towards a
CoP-sensitive adaptation.

1We focus on systems with semantically enriched arti-
facts, such as ACTIVEMATH [Act07], CONNEXIONS [CNX08],
SWIM [Lan08], or panta rhei [pan08c]. However, our approach
can be extended to other (non-semantic) systems.

2 Communities or Practice
According to [LW91], CoPs are groups of people who
share an interest in a particular domain. By interacting and
collaborating around problems, solutions, and insights they
develop a shared practice, i.e. a common repertoire of re-
sources consisting of experiences, stories, tools, and ways
of addressing recurring problems. The concept is widely
used in education to emphasize that learning should involve
the engagement in a community of practice “to bring the
experience of schooling closer to everyday life” [LW91].

In this paper, we apply the theory of CoPs to the Sci-
ence, Technology, Engineering, and Mathematics (STEM)
education. We observed that STEMicians (i.e. students,
professors, and teaching assistants) primarily interact via
their artifacts, including documents in a more traditional
understanding such as course materials, homeworks, and
books as well as documents in a wider interpretation such
as forum postings, ratings, and tags. We assume that inter-
actions and preferences of STEMicians are inscribed into
these artifacts and aim at extracting and modeling their
practice based on semantic technologies (cf. [Koh06]). We
further experienced that STEMicians use various tools to
accomplish their daily tasks. Consequently, their reper-
toire of artifacts, including preference settings, is scattered
across various systems and so is the repertoire of their
CoPs.

We build on the notion of portfolios, which integrate a
single user’s collections of semantically marked up artifacts
from several systems, in particular, their user data and pref-
erence settings. Based on these single-owned portfolios,
we propose CoPfolios, which include artifact collections
and preferences of a CoP (cf. Section 4).

In this paper, we focus on the preferences specifications,
which form the user’s or CoP’s views or lenses (cf. Sec-
tion 3). These can be (partially) interpreted by systems to
allow user- and CoP-specific adaptations wrt. presenta-
tion, structure, and selection of artifacts (cf. Section 4).
This is especially valuable in scientific education systems,
where students should be encourage to address course ma-
terials from different perspectives and potentially identify
discrepancies with their former education to reduce mis-
understandings (cf. Section 6). Moreover, the notion of
CoPfolios allows new students to reuse a CoP’s preference
specification to receive an initial CoP-specific adaptation
of the course without prior investments.

3 State of the Art
In the following we list related work that provides a notion
of lenses for the presentation, selection, and structuring of
artifacts:

In [KMR08; KMM07] we discuss notation preferences
and context on semantically marked up artifacts. We
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reified notation preferences of scientists into artifacts,
that is notation specifications [KMR08], which are ap-
plied onto the meaning of artifacts (e.g. represented in
OPENMATH [Ope07] or Content-MATHML [W3C03])
to adapt the artifacts’ presentation (e.g. in Presentation-
MATHML [W3C03]).

But lenses are not limited to notations; they also in-
clude metadata used for structuring (or ranking) and select-
ing artifacts. For example, the eLearning system ACTIVE-
MATH [Act07] includes user models [Mel01] to generate
user-specific courses. These learner models include con-
cepts, competencies, and layout preferences and are used
to select and adapt appropriate course fragments to com-
pile individualized study material.

The educational knowledge repository CONNEX-
IONS [CNX08] utilizes the term lenses [KBB08;
Fle07] to express the approval and authorship of or-
ganizations and individuals. Conceptually, lenses are
selection of content in the CONNEXIONS repository to
help readers find content that is related to a particular topic
or focus. Technically, CNX lenses are tags that match
multiple articles in the CNX content commons.

Slashdot [sla08] is an online system for sharing
technology-related information, so called “nerdy”-news.
The system implements an collaborative reviewing ap-
proach to assess quality of user-submitted news and com-
ments. The ratings are application of structural or selective
lenses, since they implement a ranking of the news corpus.

4 Portability via Portfolios and CoPfolios
Portfolios and CoPfolios include several interrelated types
of artifacts such as papers or discussion items as well as
profile data, such as email, name, or address, and pref-
erence settings, e.g. with respect to general subscription
preference, ratings, or notation systems. These types of ar-
tifacts are initialized by system-specific data provided by
systems such as SWIM, panta rhei , ACTIVEMATH, CON-
NEXIONS, or slashdot. Each system provides an export
to and import from these portfolios and CoPfolios, to fa-
cilitate the sharing of artifacts across several systems (cf.
Figure 1).

4.1 Envisioning the Sharing of User Data
A user creates an online profile in the SWIM system, in-
cluding personal data as well as discussions, watch items,
and notation preferences, which implement his views or
lens on the SWIM content. He authorizes the export of his
user data into his portfolio. SWIM maps the user’s artifacts
into the portfolio types: For example, wiki discussions are
mapped to general discussion items, while watch items are
mapped to subscription preferences. The user then logs into
the panta rhei system (for the first time) and authorizes the
system to import his user data from the portfolio. The panta
rhei system now maps the portfolio types into its system-
specific data structures and applies the user’s preferences
on the panta rhei content without further investments by
the user. For example, discussion items are interpreted as
forum postings; while the subscription preferences in the
user’s portfolio are used to initialize the email notification
in panta rhei . Being a notation aware system, panta rhei
can even interpret the user’s notation preferences and adapt
its content respectively.

4.2 Envisioning the Sharing of CoP Data
A professor wants to create a CoPfolio for his course. The
initial course CoPfolio is a subset of the professor’s portfo-

Figure 1: Portability of user and CoP data.

lio, including his slides, recommended readings and pref-
erences. The CoPfolio can be imported in several eLearn-
ing environments such as SWIM, panta rhei , or ACTIVE-
MATH, which are able to interpret the professor’s settings.
All registered students can apply the course lens onto the
material and receive an initial slide collection, which is se-
lected, structured, and presented according to the profes-
sor’s lens. During their interaction with the system, the
students initialize their own portfolio and create their own
lenses. For example, based on the competence tracking in
ACTIVEMATH, a student’s lens points to all concepts from
the course corpus, which the student still needs to focus on.

Figure 2: Portability of user and CoP data.

As illustrated in Figure 2, portfolios and CoPfolios pro-
vide an networked and emergent structure that takes the dy-
namics of communities into account: The professor’s port-
folio initialize the course CoPfolio (1). The CoPfolio is
used to initialize student portfolios (2), which are modified
throughout the students’ interaction (3). The course CoP-
folio can change based on the students’ individual prefer-
ences and contribution to the course (4); these changes can
provide feeback to the professor to e.g. speed up or slow
down the pace of his course (5). Vice versa, changes to
the professor’s portfolio (6) influence the course (7) and,
transitively, the student’s portfolios (8).

5 Managing Portfolios and CoPfolios
We propose the community of practice toolkit (CoPit) for
managing portfolios and CoPfolios. Technically, CoPit
maintains pointers to artifacts in other system’s databases
as well as profile and preference data (cf. Figure 4). An up-
per system ontology, potentially based on SIOC [SIO07],
supports the mapping between artifact types in portfolios
and CoPfolios and system-specific concepts and, thus, fa-
cilitates data portability (cf. Figure 3).

The authentication and rights management of CoPit is
based on [Ope08]. For the representation of notation pref-
erences we refer to our representation format [KMR08].
However, these approaches need to be extended to facilitate
the authentication of CoPs as well as the representation of
further CoP data and preferences.

6 Case Study
We will carry out two experiments within our Gen-
eral Computer Science lecture based on two web-
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Figure 3: The upper system ontology is instantiated by the
SWIM, the panta rhei , and the CoPit system ontology.

Figure 4: Portability of user and CoP data.

application: An online precourse [pan08b] and a course
system [pan08a] (cf. Figure 4). The former prepares new
students before arriving on campus. The precourse CoP-
folio points to slides and problems, both stored in the sys-
tem’s internal database. Students can interactively solve
multiple-choice problems, discuss problems with other stu-
dents in a forum, and provide feedback by rating the course
material. Moreover, they can specify the notation back-
ground by manually selecting notations. The students’ in-
teractions, e.g. ratings, discussions, scores, and notation
preferences can be exported into portfolios.

The course system presents slides and homeworks, both
stored in a version control system. The course CoPfolio
provides an initial lens based on the professor’s settings.
Alternatively, students can authorize the import of the for-
merly created portfolios and apply their own lenses. A
course forum and rating facilities enable the discussions
and feedback throughout the course, which updates the stu-
dents’ portfolio and course CoPfolios and eventually has an
impact on the professor’s portfolio. Students can share their
portfolios with others and publish them for further compu-
tations. Their preferences can then be used to identify sub-
communities in the course and to infer the respective (Sub)-
CoP lenses. Consequently, students and teachers may ac-
cess the course from different angles using their own, oth-
ers, or (Sub)-CoP lenses of the course and identify potential
discrepancies and misunderstandings.

7 Conclusion
We emphasized that existing adaptation approaches should
be integrated in order to relieve users from the instantia-
tion of the user models and preference settings. Moreover,
we illustrated how the theory of Community of Practice
can help to facilitate a CoP-specific adaptation of course
materials based on the common preferences of CoPs. We
proposed portfolios and CoPfolios which consolidate an in-
dividuals and a CoP’s repertoire and focus on the sharing
and portability of preference data, which we conceptually
view as lenses. Our further work focuses on the imple-

mentation and evaluation of our approach. We will develop
CoPit, which manages portfolios and CoPfolios and facil-
itates the integration of existing systems. Moreover, a case
study on our General Computer Science lecture shall allow
us to substantiate our still rather visionary and experimental
approach and to evaluate our two course systems.
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71032 Böblingen, Germany
{andreas.nauerz|martin.welsch}

@de.ibm.com

Fedor Bakalov and Birgitta König-Ries
University Jena

07743 Jena, Germany
{fedor.bakalov|koenig}
@informatik.uni-jena.de

Abstract
Today, Portals provide users with a central point
of access to companywide information. Initially
they focused on presenting the most valuable
and widely used information to users providing
them with quick and efficient information ac-
cess. But the amount of information accessi-
ble quickly grew and finding the right informa-
tion became more and more complex and time
consuming. In this paper, we illustrate options
for adapting and recommending content based
on user- and context models that reflect users’
interests and preferences and on annotations of
resources provided by users. We additionally
leverage the entire communitys’ interests, pref-
erences and collective intelligence to perform
group-based adaptation. We adapt a Portal’s
structure (e.g. navigation) and provide recom-
mendations to be able to reach content being of
interest easier. We recommend background in-
formation, experts and users with similar inter-
ests. We finally construct a Portal’s navigation
structure entirely based on the communitys’ be-
havior. Our main concepts have been prototypi-
cally embedded within IBM’s WebSphere Portal.

1 Introduction
In recent years Enterprise Information Portals have gained
importance in many companies. As a single point of access
they integrate various applications and processes into one
homogeneous user interface. Today, typical Portals con-
tain thousands of pages. They are no longer exclusively
maintained by an IT department, instead, Web 2.0 tech-
niques are used increasingly, allowing user generated con-
tent to be added to Portal pages. This tremendous popu-
larity and success of Portals, has its downsides: Their con-
tinuous growth makes access to really relevant information
difficult. Users need to find task- and role-specific informa-
tion quickly, but face information overload and feel lost in
hyperspace. The huge amount of content results in com-
plex structures designed to satisfy the majority of users.
However, those super-imposed structures defined by Por-
tal authors and administrators are not necessarily compli-
ant to the users’ mental models and therefore result in long
navigation paths and significant effort to find the informa-
tion needed. This becomes even worse, once user gener-
ated content is added, where the structure may not follow
the design the administrator had in mind. In addition, the
more content a Portal offers, the more likely it becomes

that users are no longer aware of all the resources avail-
able within it. They might thus miss out on resources that
are potentially relevant to their tasks, simply because they
never come across them. Thus, on the one hand, users ob-
tain too much information that is not relevant to their cur-
rent task, on the other hand, it becomes cumbersome to find
the right information and they do not obtain all the infor-
mation that would be relevant.

In this paper, we therefore propose steps towards the
next generation of Portals: Portals, that are adaptive and
context-aware. Instead of providing all possible informa-
tion, only those should be presented which are relevant in
the user’s current needs. To be more precise, we want Por-
tals that

• are able to dynamically adapt their structure, such as
the navigation and page structure to better suit users’
needs. These adaptations can be done automatically
or can be used to issue recommendations to the user.

• automatically provide additional in-place, in-context,
background information on information pieces the
user is interested in. For instance, a reference to
a place could be supplemented by the Google maps
view on that place or a user could be given informa-
tion about resources with similar content to the one
they are just viewing.

• automatically provide links to help if users get lost or
are unfamiliar with something. For instance, a user
struggling to fill out a form for the first time could be
directed to a colleague that frequently uses this spe-
cific resource.

So, what do we need to achieve adaptivity and context-
awareness? First of all, information on the available re-
sources, the users and their behavior is required. Second,
this information needs to be exploited to adapt the Portal.
In the following sections, we are first taking a closer look
at what information it is exactly that we need and - maybe
even more importantly - how this information can be ob-
tained. We will show that a mixture of automated extrac-
tion and user input is the most realistic approach here for
the time being. We will then explore possibilities to use
the information to adapt the Portal in a number of different
ways. Finally, we will provide some insights into the re-
sults of the evaluations we have carried out so far and into
the future work that we intend to perform. Before all this,
however, we will give an overview of related work.

2 Related Work
A lot of research has been done in the field of adaptive hy-
permedia [Brusilovsky, 2001], systems that build and apply
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user and usage models to adapt web sites to the user’s con-
text (interests, preferences, needs, goals, etc.). One possi-
ble approach to derive those models and enable adaptation
is to analyze user access data, as Perkowitz and Etzioni
[Perkowitz and Etzioni, 1997] propose. Projects in this
context include PageGather [Perkowitz and Etzioni, 2000],
Letizia [Lieberman, 1995] and WebWatcher [Joachims et
al., 1997]. Especially with respect to navigation adapta-
tion Smyth and Cotter [Smyth and Cotter, 2003] describe
an approach to speed up navigation in mobile Portals sig-
nificantly.

Providing background information or interlinking
information pieces is based on the ability to either allow
users or programmatic, automated, annotators to annotate
information pieces. We have described the first approach in
[Nauerz and Welsch, 2007] already. The second approach
is based on information extraction from unstructured
machine-readable documents. Although the approach to
perform the extraction is often differing, most papers in
this area regard information extraction as a proper way
to automatically extract semantic annotations from web
content. Most of these systems are based on machine
learning techniques, e.g. [Dill et al., 2003].

Generally, regarding the recommendation of expertise,
systems that help to find experts are called expertise find-
ers or expertise location engines [Zhang and Ackerman,
2005]. A general architecture for recommendation systems
that allow locating experts is described in [McDonald and
Ackerman, 2000]. More specifically Streeter et al. present
Who Knows, a system which recommends experts having
knowledge in specific topics based on profiles created from
observing the documents they have selected and worked
with previously [Streeter and Lochbaum, 1988]. Newer
systems that use information about social networks to find
experts are e.g. [Kautz et al., 1997].

Collaborative ranking, i.e. ranking which takes into
consideration entire communitys’ interests, has recently
become more important. Access patterns are used to
assess the importance of single web pages [Caverlee et
al., 2006]. Improved versions of the original PageRank
[Page et al., 1998] and HITS [Kleinberg, 1998] algorithms
have been developed (cp. FolkRank [Hotho et al., 2006],
CollaborativeRank [Michail, 2005]). So far, all these
algorithms have mainly been used to improve the ranking
of search results returned by search engines as response
to users’ queries. We will use the ideas underlying
collaborative ranking to calculate recommendations and
even to dynamically adapt Portal structures to better suit
single users’ or entire communitys’ needs.

Other work focuses on personal recommendation of
content based on its relatedness to certain tag terms.
[Wu et al., 2006] propose a modified version of the HITS
algorithm to determine experts and high-quality documents
related to a given tag. Tagging systems allow not only
recommending content, but also users knowledgeable in
certain areas. Based on metrics like ExpertRank [Farrell
and Lau, 2006], these users could be recommended and
searched. In contrast to the HITS based approach we
utilize an improved metric to determine related resources.

3 Information about Users, Behavior, and
Resources

From a conceptual point of view (cp. fig. 1) Portals are
comprised of various resources such as pages and portlets

(artifacts residing on pages delivering content). These re-
sources are arranged based on Portal models, often initially
created by some administrator with the aim to satisfy the
majority of all users and not the preferences of each single
user. We therefore need information about individual users
(or groups of users) and their behavior as a basis for adap-
tation. We apply different techniques such as web mining
to construct user models reflecting users interests and pref-
erences; we use information from their static profile (native
language, home country, working location, age, etc.), their
interaction behavior (pages and portlets they work with;
tags they apply to resources), and their social network to
derive knowledge about their needs. We observe the con-
text (date, time, location, ...) in which they interact to parti-
tion the user model in so called profiles like private or busi-
ness. Additionally, we need enriched information about the
resources available in the system. We illustrate how we ex-
tract information pieces of certain type in order to provide
background information by connecting to external sources
and to interlink them in order to issue recommendations.

3.1 Extracting Information about Users
User Model
In order to perform reasonable adaptations or to provide
users with recommendations we need to understand users’
interests and preferences. Therefore we construct user
models reflecting their behavior. We use static information
from users’ profiles (describing their age, native language,
etc.), as well as dynamical information which we retrieve
via web usage mining.

Web Mining [Liu, 2006] is the application of data min-
ing techniques to discover (usage)-patterns within web
data. Web usage mining is the extraction of usage patterns
from access log data modeling certain aspects of the behav-
ior of users (or the entire community). Our system has been
incorporated into IBM’s WebSphere Portal. Analyzing its
logs reveals information about, among other things, sev-
eral events, e.g. when pages (or portlets) are created, read,
updated or deleted, when pages (or portlets) are requested,
when users are created, updated, deleted and many more.

Analyzing the log allows to understand which pages
and portlets a user typically works with. Obviously, the
user model must allow the calculation of the utilization of
pages and portlets from the historical data available. We
do this by measuring how often a user interacts with cer-
tain pages and portlets. Of course, we also consider inter-
actions that occurred recently to be more important than
interactions that occurred in the past and we hence apply
time-weighting factors when calculating the utilization of
pages and portlets based on the target hits they received.

More generally, we apply techniques from the area of
frequent set mining [Liu, 2006] to analyze the usage of
pages and portlets. We use the Apriori algorithm [Agrawal
and R., 1994], a standard association rule mining algo-
rithm, to determine items, such as pages and portlets that
co-occur frequently. We apply the GSP algorithm [Srikant
and Agrawal, 1996], a standard sequential pattern mining
algorithm, to determine sequences of items, such as pages
and portlets, that co-occur frequently. Comparing the item-
sets even allows to find users behaving similarly.

Tagging Behavior Analysis. We additionally analyze
users’ tagging behavior to understand both, single users’ as
well as the entire communitys’ interests and preferences.
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Figure 1: Conceptual overview

Tagging - the process of assigning tags to objects -
has become a popular technique to describe, organize,
categorize and locate resources. A tag is a (relevant)
keyword or term associated with or assigned to a piece
of information, thus describing the item and enabling
keyword-based classification of information. Our concept
allows users to annotate uniquely identifiable resources of
a Portal, such as pages, portlets, and even other users.

Tagging behavior analysis is based on the assumption
that tagging expresses interest in a resource. Hence,
resources being tagged more often by a user are of higher
importance to him. And since tagging is a collaborative
process we can also assume that resources being tagged
more often by all users are of higher importance to the
entire community. Thus, analyzing users’ tagging behavior
allows us to better understand both, single users’, as well
as the entire communitys’ interests and preferences.

A second assumption is that different tags being used in
the system are semantically related. This means that they
have a different semantic distance which can be calculated.
Generally, if the same two tags T1 and T2 are applied to
the same resources R1 . . . Rn often, they often have a
small semantic distance, or, in other words are strongly
semantically related. Understanding the semantic relation
between tags we can perform various adaptations and
recommendations, e.g., reorder pages in the navigation
hierarchy or recommend related content to users based on
their current selection.

A third assumption is, that analyzing and comparing the
tagging behavior between all users allows partitioning them
into groups of ”similar behavior”. Users within the same
”behavioral cluster” can be provided recommendations and
adaptations based on what a major subset of other users
being part of the same cluster have already done.

Finally, by analyzing and comparing users’ tagging
behavior we can determine experts for certain (content)
areas. We can assume that a user tagging certain resources
has knowledge about how to deal with them. Hence, we
can recommend this user to the other users as an expert
knowledgeble about the tagged resources.

Social Network Analysis. Finally, the analysis of users’
explicit contacts allows to determine users’ interests and
preferences, too. The assumption is that the fact that users

directly know each other can be an indication for similar
job roles and hence for sharing similar knowledge.

Context Model
Focusing on user models only neglects the context users
are acting in. Hence, these could be regarded suitable
models, only, if the role, the interests and preferences of
users will not change too much over time. In reality, needs
usually change if a user’s context changes. For example, a
user who is in the process of planning a business trip will
need resources that provide information about hotels, rental
cars, and flights. When the same user returns to his tasks as
a project manager, he will need a completely different set
of resources. Of course his interests and preferences will
be totally different in both roles and obviously he needs
access to totally different resources (pages, portlets, etc.).

The analysis of users’ tagging behavior can even be
used to evaluate users’ context and to determine resources
being of special interest in certain contexts.

Generally we can analyze how tags are applied in
correlation to values of certain context attributes. For
instance, we can analyze when (date and time) certain
tags are applied. As an example, if a user applies the tag
private only on Saturdays and Sundays we can assume
that resources tagged with this tag are of special interest
on these days only. Alternatively we can analyze which
device is used when certain tags are applied. E.g., if a
user applies the tag traveling only if using his PDA we can
assume that resources tagged with this tag are of special
interest when using this device.

Vice versa, we can analyze tags that already have
been assigned to resources being used to determine and
switch the context. E.g., if a user starts to use resources
mainly tagged private we might want to switch to the
corresponding context profile.

Our solution allows single users to have several context
profiles between which either the system switches automat-
ically, based on context attributes being observed ( date,
time, location, etc.), or the user switches manually. New
profiles can be defined using a profile management port-
let which allows to specify the initial settings of a profile
(which theme to use, which skin to use, etc.) and to asso-
ciate it with a set of context attributes (date, time, location,
etc.) which define when it should become active.
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Our adaptation and recommendation components utilize
both the information stored in the user and context model,
to perform their operations (i.e. to adapt structures such as
the navigation). Technically, the user model is partitioned
in a separate partition for each context profile available in
the context model. To determine the best matching profile,
the system permanently observes a set of defined context
attributes. Users always have the option to outvote the sys-
tem’s decision and to manually switch to another profile.

As only one context profile can be active at one specific
point in time, whatever people do only influences the
user model partition associated to the currently active
profile. For example, if the currently active profile is trip
planning, the navigation behaviour will have no effect on
the user model partition associated with the profile project
management.

3.2 Extracting enriched Information about
Resources

To extract enriched information, which we need e.g. to rec-
ommend background information about the resources, we
currently allow for the usage of three different mechanisms:

Automated Tagging. Here the system analyzes markup
generated by the Portal to find occurrences of identifiable
information pieces of certain types such as persons, loca-
tions, etc., and wraps these into semantic tags. We have
integrated the UIMA framework 1 and written customized
analysis engines able to identify such information pieces.

Semi-automated Tagging If the system cannot unam-
biguously identify the type of an information piece it still
allows users to mark it and tell the system of what type it is.
We call this process semi-automated tagging. For instance,
if we find a fragment ”Paris H. was sighted leaving a Hotel
in Paris” it becomes difficult for the system to determine
whether Paris is a name or a location. The user can
then mark the corresponding information pieces and tell
the system their type. The information pieces are then
wrapped into a semantic tag exactly as outlined before.

Manual Annotating Moreover, our system allows
semantically tagged information pieces to be annotated
manually again. For example, if the name of three persons
Alice, Bob, and Charly often appear somewhere in the
Portal system, e.g. in blog- or wiki portlets, our system
automatically determines these fragments to be of type
person, wraps them into semantic tags and allows for
advanced interaction with these information pieces. Our
tag engine allows these enriched fragments to be annotated
e.g. with the term project-x which indicates that all three
persons are somehow related to this project. This means
that the options for manual annotating allow for an even
more fine-granular categorization of information pieces.

4 Exploiting the Models for Adaptation and
Recommendation

Now that we have described which information about the
Portal resources and users are available to our system, we
can explain how this information is used to improve the
user experience with the Portal. We propose methods to

1http://www.research.ibm.com/UIMA/

adapt the content, to recommend content, to offer addi-
tional information and to recommend experts. In the fol-
lowing, more details about the approach are given.

4.1 Adapting the Portal Structure
Within the context of this project we have come up with
different solutions allowing for adaptation and recom-
mendation of the Portal’s structure. Most of them focus
exemplarily on the adaptation of the navigation.

Manual Adaptation. First, options to manually adapt
the navigation have been introduced. Therefore we imple-
mented specialized portlets that allow each single user to
generate her own navigation matching her preferences best.
The first portlet allows users to generate their own naviga-
tion by hiding irrelevant nodes (pages) and by reordering
nodes being part of the navigation in order to reach relevant
nodes more quickly. The second portlet allows users to
record paths (i.e. sequences of pages) traveled often. These
recordings can be recalled later and navigated through by
just clicking previous and next links. The recordings can
even be exchanged with other Portal users which allows
experts to record common paths for their colleagues.

Automated Adaptation. Automated adaptation relieves
users from generating an optimized navigation manually.
We leverage our user models to understand users’ needs.
We use a structure reordering algorithm to rearrange pages:
more important nodes are promoted to better navigational
positions, less important ones demoted or even hidden.
Continuous adaptation, based on the most current user
models available, guarantees that the navigation perma-
nently fits the users needs as best as possible. As soon as
users’ behaviors change their user model changes, too and
hence the navigation provided.

Automated Recommendation. Especially users that
navigate according to the aimed navigation paradigm
[Robertson, 1997] will not like permanent adaptations
because of their aggressiveness. Automatic provisioning
of recommendations avoids the permanent restructuring of
the navigation while still providing users with shortcuts.
We blend-in recommendations into the Portal’s theme that
provide users with reasonable shortcuts to relevant pages.
These shortcuts are dynamically generated depending on
the current navigational position. Our recommendation
system applies a MinPath algorithm [Anderson et al.,
2001]. We try to predict shortcuts to nodes that are far
away from the current node but have a high probability to
be navigated to. The probability itself is calculated based
on Markov chains as described in [Anderson et al., 2002;
Smyth and Cotter, 2003].

Context-adaptivity. As mentioned above, users may
have several different context profiles. By switching to
a different profile, the Portal will be adapted accordingly
based on the information contained in that profile.

Tag-based Adaptation. Based on the users’ tagging be-
havior analysis described in the previous sections, we can
create alternative navigation structures and page layouts,
e.g., pages annotated more frequently can be placed at bet-
ter positions, or portlets annotated with semantically sim-
ilar tags could be grouped together. In addition, pages
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can rearranged according to their semantic distances that,
which ensures that semantically related content has a small
click distance.

Tag-Based Recommendation. Besides adaptations,
recommendations might be issued for tags and resources,
as the similarity calculations provide values for both. Tag
similarity allows us to recommend related tags, based on
the currently selected one. E.g. a system might be, among
others, comprised of the tags IBM, WebSphere, Downloads.
Additionally, we can recommend related resources based
on the tag similarity. E.g., if a user has selected a page
entitled Company News and tagged it with the tags IBM,
News, we can recommend the page WebSphere Portal
News tagged with tags IBM, News, WebSphere Portal.

Finally, to identify users being part of the community
with a similar tagging behavior a tag-user matrix is created
(comparable to the tag-resource matrix). Each column in
this matrix reflects the tagging profile of a user. Calcu-
lating the semantic distance between two columns of this
matrix reveals the similarity of two users in terms of their
tagging history. Our work about expert user determination
and implicit social network construction based on users
tagging behavior is described in more detail in [Nauerz
and Groh, 2008].

4.2 Adapting and Recommending Background
Information and Related Content

Recommending Background Information
When reading web sites, users want background informa-
tion at their fingertips. If they do not understand what an
abbreviation or a term stands for, who a certain person
actually is, or, where a certain city is actually located, they
want to be able to retrieve this information as easily and
quickly as possible. We provide an environment which
unobtrusively enriches the information pieces to allow for
such look-ups.

Fig. 2 shows our system in action: it illustrates how a
fictious person name (John Doe), a location (Stuttgart),
and a currency have been identified within a text fragment
residing in a portlet and are visualized to the user. Pop-ups
provide the users with background information.

Recommending Related Content
Analyzing occurrences of semantically tagged information
pieces also allows us to recommend related content. For
instance, if the term WebSphere Portal is identified in a
news portlet and hence semantically tagged as a product
name our system would provide users with background
information about WebSphere Portal probably by linking
to the product site. But, within a Portal system, the same
term might occur at many other places, e.g. in a wiki
portlet where users have posted some best practices, tips
and tricks when working with this product, in a blog
where users have commented on the product and so forth.
We track all occurrences and recommend (an appropriate
subset) of them as related content as soon as the user
interacts with one single occurrence.

This can even be taken one step further. As men-
tioned above, we allow users to annotate already seman-
tically tagged information pieces. This way we can rec-
ommend related content not only by having identified ”ex-
actly matching” occurrences of semantically tagged infor-
mation pieces, but also by having identified similarly an-
notated, but differently semantically tagged, information

pieces. For example, if Alice, Bob, and Charly have been
tagged as persons and a user annotated them with the term
project-x to express their relationship to this project, this
allow us to recommend other users of the community as re-
lated ”content” as soon as one user is clicked, just because
they all seem to be assigned to the same project.

Fig. 2 shows how we can recommend related informa-
tion for the detected information pieces Stuttgart and John
Doe (other people probably working in the same team, on
the same project etc.).

4.3 Recommending Expertise
As said, user models also tell us about with which pages
and portlets a user is typically working with. The first
assumption is that users working with certain pages and
portlets more often have more expertise about how to use
them than other users have. The second assumption is that
users working with the same pages and portlets more often
have a similar behavior and hence interests and preferences.

For example, if users A, B, and C often work with the
pages and portlets underneath the page entitled My News
we can, on the one hand assume that they have knowledge
about how to deal with the pages and portlets provided
here, and, on the other hand assume that they have similar
interests as they do similar things. A user D accessing the
same pages and portlets rarely can then be presented with
A, B, and C as experts when dealing with the information
and services provided. We have designed a specialized
portlet that, shows the contacts added explicitly by the
user, the contacts that system has determined to behave
similarly, and the contacts currently performing similar
actions withing the Portal (e.g. viewing the same page or
working with the same portlet).

5 Conclusion and Future Work
In this paper we have presented a solution for adapting and
recommending content and expertise to satisfy Portal users
needs and improve collaboration among them. We have
shown means to collect the necessary information and to
adapt the navigation structure, to recommend background
information, related content and expertise.

All the approaches proposed in this paper have been im-
plemented and integrated into IBM’s WebSphere Portal.

For initial evaluation purposes we have set up a demo
system and performed some initial surveys. 100% of all
participants (all computer scientists, male, 25-50 years old)
regarded the system as useful. Of course, we plan to per-
form more systematic evaluations within the next months.

Future work includes the extension of our recom-
mendation and adaptation techniques. We are currently
enhancing our user model with the knowledge about the
users’ interests and expertise. We plan to introduce a
component that extracts machine-readable semantics from
the content of pages that the user has accessed in order to
identify the concepts that the user is interested in and has
knowledge about. We are also currently working on im-
plementation of an algorithm for automatic selection and
composition of services that provide related content and
background information. Furthermore, we are interested
in more sophisticated visualization mechanisms. E.g., at
the moment, we are evaluating how to embed user- and
context adaptive (Voronoi) Treemaps to allow users to
navigate through the entire information space.
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Figure 2: Recommending background information and related content

IBM and WebSphere are trademarks of International Business
Machines Corporation in the United States, other countries or
both. Other company, product and service names may be trade-
marks or service marks of others.
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Abstract
Today, Portals most often present the navigation
in form of tree-like structures to users. These
trees follow a representation of data with a nat-
ural hierarchy. Single nodes are either parents
or children. This representation style has several
drawbacks: for reaching the leaves users have to
traverse rather long paths. During the traversion
of the tree users get often lost and, finally, the
content relations remain unclear. It is not ob-
vious where the ”most” content is located, too.
We regard treemapping (a method for displaying
tree-structured data using nested polygons) as a
promising technology to overcome these draw-
backs. We especially focus on adaptive treemaps
displaying different treemaps to different users -
always trying to satisfy each single users’ indi-
vidual needs. Our main concepts have been pro-
totypically embedded within IBM’s WebSphere
Portal.

1 Introduction
Portals provide users with a central point of access to com-
panywide information. Initially they focused on present-
ing the most valuable and widely used information to users
providing them with quick and efficient information access.
But the amount of information accessible quickly grew and
finding the right information became more and more com-
plex and time consuming. As the amount of content stored
in such systems grew, the navigation structures providing
access to this content became more and more complex, too.
They are most often presented in form of tree-like struc-
tures to users. Here, trees are graphs with a specific struc-
ture (connected graph with n−1 edges); they follow a rep-
resentation of data with a natural hierarchy. Single nodes
are either parents or children. The result is a complex hi-
erarchical navigation through which users have to navigate
over and over again. Administrators are usually concerned
with creating structures that satisfy the majority of all users.
They are normally not interested in (i.e. do either not have
the relevant knowledge or the necessary time) creating the
perfect arrangement for each single user.

Tree-like navigation structures have several drawbacks:

• For reaching the leaves people have to traverse rather
long paths. Additionally they have to know which
places to look at, which can be rather difficult if the
administrators view is completely different.

• Users get often lost in these structures (”lost in hyper-
space phenomenon”).

• It is also not immediately clear how content is re-
lated and where the ”most” content is located (which
node has more children than another) which makes
overview browsing difficult.

• Additions and changes that lie deep in the structure of
a webpage may not even be noticed though they are of
interest to a user.

• The area used to display conventional navigation
menus is not utilized to its full capacity leaving vast
spaces blank.

Thus, people are seeking new ways for navigating
through large information spaces such as Portals.

Treemaps, among other representations, seem to be
very promising in overcoming these drawbacks. As said,
treemapping is a method for displaying tree-structured data
using nested polygons. Treemaps display rows of data as
groups of polygons that can be arranged, sized and colored
to graphically reveal underlying data patterns.

Brian Johnson & Ben Shneiderman in their widely cited
paper [Johnson and Shneiderman, 1991] consider the al-
gorithm ”best suited to hierarchies in which the content of
the leaf nodes and the structure of the hierarchy are of pri-
mary importance, and the content information associated
with internal nodes is largely derived from their children”.
The parallels to Portals are obvious: The content of a Portal
is served via small artifacts, so called portlets. One or more
portlets can be aggregated to a Portal page. One may view
Portal pages, navigation pages and portlets as nodes of nav-
igation graphs and thereby meet the definition of Johnson
and Shneiderman.

This visualization technique allows end users to easily
recognize complicated data relationships that are otherwise
non-obvious. It especially gives them a feeling how things
are related, prevents getting lost, and shows them where
”more or less” content is available at once without the need
for much traversal.

Treemaps make 100% use of the available display space
and efficiently display large trees in limited space. All the
leaf nodes can be viewed. Area-size and color coded at-
tributes of a node can be recognized very easily. So, the
advantage of this technique for users is that vast amounts of
data can be seen in one fell swoop - and simply. The fun-
damental data can then be accessed through zooms, sliders,
hierarchical views or other ways of drilling down into the
information.

This graphical approach also takes advantage of the hu-
man ability to extract information from pictures and note
even subtle changes.

Our novel interesting extension is the development of
adaptive Treemaps: Extracting users interests and pref-
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erences from user models (which we create via web us-
age mining, tagging behavior analysis etc. as described in
[Nauerz and Welsch, 2007; Nauerz et al., 2008b; Nauerz
et al., 2008a] allows us to present an individual Treemap
navigation to each user or group - always trying to satisfy
each single users individual needs best and aid him in ac-
complishing his specific task.

In this paper we present our integration of adaptive
treemaps into a Portal system. We generate user- and
context-sensitive treemaps and thereby give users an alter-
native to the usual treelike navigation at hand which reflects
their interests and needs.

2 Related Work
Treemaps, including various extensions, have drawn quite
some attention over the last years. The initial proposition
by Johnson and Shneiderman and their basic SliceAndDice
algorithm [Johnson and Shneiderman, 1991] was followed
by different algorithms. In 1999 Bruls et al. proposed
Squarified Treemaps which improved the aspect ratio of
the shown polygons [Bruls et al., 1999]. This was done
at the cost of preserving the ordering of the nodes. Thus, in
2001 Shneiderman and Wattenberg introduced the concept
of Ordered Treemaps (now called Pivot Treemaps) [Shnei-
derman and Wattenberg, 2001]. Very recently Balzer and
Deussen combined the concept of Treemap with Voronoi
diagrams which were already used to categorize large data
sets [Balzer and Deussen, 2005].

Despite the efforts of improving the algorithm itself, oth-
ers focused on possible applications. Fiore and Smith visu-
alized the activity of Usenet groups based on an extended
Squarified algorithm [Fiore and Smith, 2001]. Another
usecase was shown by Chu et al. in 2000: they displayed
the results of search engines like Google. Therefore they
categorized the results by key phrases from the pages and
sized the resulting polygons according to their relevancy
[Chu et al., 2007]. One application which is currently in
use is the SmartMoney Map for visualizing stock market
data [Wattenberg, 1999].

3 Concepts
As depicted in fig. 1 Portals are comprised of resources
such as pages and portlets. Models organize these re-
sources in tree-like structures. Single pages are equipped
with portlets which deliver actual content. Thus, creating a
simple, not yet adaptive, Treemap is a relatively trivial task
as Portals already maintain tree-structures describing their
navigation topology. For single users these trees only differ
due to different authorization privileges.

Next, to come to adaptive Treemaps we need met-
rics reflecting the assumed importance of nodes (pages or
portlets) to users. Therefore we construct user models re-
flecting users’ interests and preferences. In order to built
these models, we apply web usage mining techniques. We
record and analyze users’ (navigation) behavior while they
are interacting with the Portal. Thus we get to know their
interests (i.e. in which pages/portlets they are more inter-
ested than in others).

As users’ interests highly depend on the context they
are acting in, we slice the model into different context
”profiles” each matching a certain ”context scenario” (e.g.
”travelling”). Due to this we do not only know about users’
general interests, but also about their interests in certain
”situations”.

Leveraging information from user- and context models
allows us to derive a weight function which assigns a level
of importance to each node.

We refer the interested reader to our previous work
[Nauerz and Welsch, 2007; Nauerz et al., 2008b; Nauerz
et al., 2008a] to learn more about our approaches for con-
structing user- and context models.

Once the tree is generated we choose between several al-
gorithms to create the actual Treemap. The algorithms can
be categorized by the following criteria: the ordering of the
siblings may or may not be preserved. When associated
weights change in time the Treemap-polygon attached to a
navigation node may change its position as well as its size.
The rate of changing positions of polygons is called stabil-
ity of the algorithm and can be measured with certain met-
rics [Shneiderman and Wattenberg, 2001]. Another point
is the aspect ratio of the shown polygons. There may be
some rather long but slim polygons. This is of great con-
cern to us, because in real world applications it would be
quite difficult to spot or use such polygons effectively.

To date, six primary treemap algorithms have been de-
veloped to create the Treemap:

• BinaryTree -
Partially ordered, high aspect ratios, stable

• SliceAndDice [Johnson and Shneiderman, 1991] -
Ordered, very high aspect ratios, stable

• Squarified [Bruls et al., 1999] -
Unordered, lowest aspect ratios, medium stability

• Ordered/Pivot [Shneiderman and Wattenberg, 2001] -
Partially ordered, medium aspect ratios, medium sta-
bility

• Voronoi [Balzer and Deussen, 2005] -
low aspect ratios, good stability, ordering varying

• Strip [Bederson et al., 2002] -
Ordered, medium aspect ratios, medium stability

While applying these algorithms we included some ex-
tensions to encode additional information:

The basic algorithms always split the whole area of the
parent node between its children. This way one can only
see leaf nodes. All internal nodes are hidden, although they
might contain some useful content which should be acces-
sible, too. To solve this problem we made use of a tech-
nique called nesting as already proposed in [Johnson and
Shneiderman, 1991]: the algorithm reserves only a part of
the parents’ area for their children. This leaves a border
area of the parent node visible and thereby accessible.

Since a Treemap is a graphical representation of the hi-
erarchy there are plenty of ways to encode additional infor-
mation into it:

• Filling color for each polygon (hue, saturation, inten-
sity)

• Style of borders (solid, dotted, ...)

• Opacity

• Blinking effects

The additional information encoded can be of various
types:

• Show the semantical relationship between content
(portlets or pages). Relationships could be derived for
example from users’ tagging behavior.
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Figure 1: Conceptual overview

• Highlight recently updated content, especially w.r.t.
content from which we know that a particular user
might be very interested in.

• Highlight new content that made it into the Portal.

• Highlight content that might be of interest a user w.r.t.
to a certain task (”context-sensitivity”).

• Adapt not only to single users, but also to entire
groups, communities, etc.

• Visualize the overall interests of all users or certain
groups.

Both lists are not complete, but should give an idea of
what is possible. Of course one should avoid information
overload. If confronted with too much information at once,
users can get confused. Then all advantages might get nul-
lified.

Some of the information is better shown in an info box
aside. When a user points at a certain area, he sees a box
containing additional informations. This way he has more
influence on what he sees and at which time. Thereby the
Treemap itself has fewer tasks to solve. The information
shown in an info box is not limited to metrics of any kind
like the ones mentioned above. Here everything can be dis-
played reaching from a tag cloud to a summary of the page
or even a small thumbnail-alike preview.

4 Implementation

Figure 2: Example of an Ordered Treemap

To test several algorithms we have developed a proto-
type which we embedded into IBM’s WebSphere Portal. In

addition to the Portal’s ordinary navigation menu, the pro-
totype presents an adaptive Treemap to its users.

First, based on the hierarchical organization of pages and
portlets, the prototype constructs a navigation tree. Each
node (page or portlet) as a part of this tree is assigned a
weight which reflects the assumed importance it has to the
user. The weights being assigned are based on the infor-
mation we gain from the previously mentioned user- and
content models. Once the (weighted) tree is generated it
is passed to a renderer. So far we have implemented ren-
derers for SliceAndDice, Ordered Treemap and Voronoi
Treemaps. The renderer generates a SVG-file which is fi-
nally presented to the user.

The SVG (cp. fig 2) enables users to zoom in and out of
the Treemap to reveal further details and nodes that were
not shown in the overall display. Other features allow lim-
iting the depth of the shown nodes so that only nodes with
a certain distance to the root node are displayed.

5 Conclusion and Future Work
The results we got so far from our prototype implementa-
tion are quite promising. We are able to display adaptive
graphical representations of the entire content stored in the
Portal. This allows users to understand the Portal’s struc-
ture and to reach content particularly of interest to them
more quickly.

In the future we focus on the integration of more sophis-
ticated algorithms for weight calculations. Additionally we
plan to include more information, like the ones mentioned
in section 3, into the Treemap. One important question
here is how much information we can integrate before
users get confused. Another point of research is which
other Treemap-like algorithms might be applicable.

IBM and WebSphere are trademarks of International Business
Machines Corporation in the United States, other countries or
both. Other company, product and service names may be trade-
marks or service marks of others.
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Abstract
In the design, development and evaluation of 
adaptive systems, usability aspects are largely 
ignored so far. A correct but badly designed ad-
aptation decision might spoil the purpose. This 
paper provides an example of a usability evalua-
tion with an adaptive collaborative system. The 
results suggest that the representation format of 
recommendations did not strongly affect standard 
usability measures. However, comparing differ-
ent design versions helped users to identify 
strengths and weaknesses. 

1 Usability in Adaptive Systems 
The lack of evaluation studies of adaptive systems as been 
noted frequently for a number of years [Chin, 2001] [Pa-
ramythis & Weibelzahl, 2005]. While the volume and 
quality of studies in the field seems to gradually improve, 
the effects of usability on adaptation seem to be widely 
ignored so far. 

In fact, most systems reported in the literature remain at 
the prototype level with often poor usability. From a phi-
losophy of science perspective, this is perfectly acceptable 
in many cases, as these prototypes are just vehicles to 
provide proof of concept or to demonstrate the quality of 
certain modelling or inference approaches as opposed to 
commercial applications. However, in the long run, the 
scientific community will have to demonstrate effects and 
impact of adaptive systems in real or realistic settings in 
regard to different application areas. 

2 Adaptive System Development and 
Evaluation

We argue that formative evaluation should be an inherent 
part of any interactive software system development, in 
particular in the case of adaptive systems. 

In order to guide the selection of features and criteria so 
called Layered Evaluation has been proposed [Brusi-
lovsky, Karagiannidis and Sampson, 2001] [Paramythis, 
Totter and Stephanidis, 2001] [Weibelzahl, 2001]. The 
idea is to break down the adaptive system into its logical 
components and to evaluate these components (respec-
tively their interaction) separately in order to avoid con-
founding of factors. The following stages with associated 
criteria have been suggested [Paramythis and Weibelzahl, 
2005]: (a) collection of input data, (b) interpretation of the 
collected data, (c) modelling of the current state of the 
“world”, (d) deciding upon adaptation, and (e) applying 
adaptation. 

The last two stages are often seen as a unity, but there 
is a clear rationale for a separation of these stages. While 
the overall adaptation decision might be appropriate the 
system might still fail to implement this decision in a suit-
able way. For example, an adaptive educational system 
might decide to recommend skipping a section of an on-
line course, because the learner has acquired sufficient 
knowledge about that section. While an explicit textual 
hint (“It seems that you have sufficient knowledge about 
this section and you may proceed to the next chapter”) 
might guide the learners to the next chapter, a more im-
plicit form of recommendation such as link annotation 
might fail to convey its meaning to the learner. Moreover, 
link annotation may be implemented in different ways, 
including the traffic-light metaphor or small icons indicat-
ing the state. While all these adaptations rely on the same 
information they may differ widely in terms of impact on 
effectiveness, efficiency and usability of a system.  

This paper provides an example of an evaluation in re-
gard to this last stage: applying adaptation. We were in-
terested in the effects of different design options in an 
adaptive collaborative system based on the same adapta-
tion data. 

3 The Peer Finder 
The work reported in this paper was conducted in the con-
text of a project that aims to develop a set of components 
to support collaborative learning. One of these compo-
nents envisaged is an adaptive search for peers. Using the 
infrastructure provided by the adaptive learning system 
AHA! [de Bra and Calvi, 1998], the system is able to infer 
the current knowledge of a learner about concepts covered 
by a on-line course. The system also models whether 
learners are in general available to provide help to peers 
and whether they are on-line (i.e., working on the same 
course at the moment). 

We designed three prototypes of this Peer Finder com-
ponent that allows learners to identify peers that can pro-
vide help. The prototypes differ in terms of the number of 
recommendations and the functionality available to 
change or refine this list of recommended peers. 

3.1 Design A: Listing & Preferences 
The first design option can be seen as a kind of baseline. 
Initially, five random peers with their state are presented. 
The learner can list all available peers or all peers who 
have high knowledge about the course concept (see 

). While no legend of the icons is shown, hovering over 
the icons reveals the meaning (e.g., “high knowledge”, 
“available for help”).  

Figure 
1
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The user can also request a list of all classmates along 
with their contact details (“see all”). 

3.2 Design B: Dynamic Refinement 
In a second design version, the three criteria availability 
for help, knowledge and on-line state are made explicit in 
the form of checkboxes. Changing criteria dynamically 
refines the list of peers. Only the top 5 peers (according to 
knowledge) are shown (see ). Figure 3

In the same way as in design A, on request (“see all”) a 
full list of all classmates is provided. 

3.3 Design C: Search criteria 
The third design variant adopts a traditional search style 
approach. Initially, only the search criteria are shown. 
While the functionality is very similar to design B, the 
layout forces learners to think about and express their 
criteria. Rather than showing the top 5 peers, a list of all 
peers that fulfil the set criteria along with their contact 
details is shown (see ). Figure 2

All three designs are based on the same style and col-
ours as well as the same set of icons to identify the states. 

4 Method
We were interested in how learners would interact with 
the different versions and what their experience would be 
like. For the purpose of this study, functional prototypes 
of all three versions were placed in the context of an on-
line learning environment (Sakai). The homepage for an 
imaginary course on communications was created, includ-
ing a brief course description, calendar and “messages of 
the day”. The class consisted of 22 learners with different 
states. 

Participants were randomly assigned to one of three 
conditions and completed the following procedure (see 

): They were briefly introduced to the scenario of 
the on-line course and asked to imagine they were looking 
for help in regard to the last lecture. 

Figure 5

They were then shown one of the three Peer Finder ver-
sions embedded in the Sakai learning environment and 
asked to identify a classmate that they want to contact for 
help. At this stage they assumed that there is only one 
version, “the Peer Finder”. 

They interacted with the Peer Finder until they were 
satisfied to have identified a suitable person. During this 
phase the gaze position was recorded using a remote eye-
tracker (SMI RED4). 

They completed the SUS usability questionnaire 
[Brook, 1996] comprising 10 items on different usability 
aspects. In three open questions they were asked to com-

ment on their positive and negative experiences as well as 
on suggestions how the system could be improved. 

Only then they were shown all three versions in parallel 
and asked to explore them. Again, they completed the 
SUS for the remaining two designs. 

Finally, participants had to rank the three versions ac-
cording to the subjective preference and provide a reason 
for their ranking. 

5 Results
A total of eight users (four female, four male) with vari-
ous backgrounds (degree to PhD level, different disci-
plines and professions) completed the procedure. Partici-
pants could easily identify with the scenario and grasped 
the functionality of all three versions very quickly. Only 
one person stated that the scenario could have been more 
detailed, but nevertheless succeeded in finding a suitable 
peer who might help. 

5.1 Usage
The total procedure took about 15 minutes. The interac-
tion with the Peer Finder ranged between 20 seconds and 
2 minutes per design. Almost all participants explored the 
functionality for a while (e.g., changing criteria), before 
selecting a peer. 

In the case of the design A, two participants revised the 
list by selecting the first two columns (user and availabil-
ity status) and verbally declared that they understood the 
meaning of each column and icons. 

In the case of design B, two participants explored the 

Figure 1: Screenshot of design A (listing & preferences) 

Figure 3: Screenshot of design B (dynamic refinement) 

Figure 2: Screenshot of design C (search criteria) 
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first column and the second, observing the dynamic char-
acteristic of the system when they selected one or two 
options. 

In the case of design C, three participants used the 
“search” button at least two times to check the results of 
their options.  

All participants selected either a peer who is “available 
for help” or a person who is “on-line” and has “high 
knowledge”. This suggests that participants recognized 
the significance of the criteria and icons. 

5.2 Usability
All three designs scored pretty high in the SUS usability 
questionnaire (65-73 on a scale of 0-100, see ). 
No significant differences were found (test power 1-� 
between .07 and .59). We also controlled for the sequence, 
but found no differences between first and subsequent 
ratings (1-�=.63). To our surprise the most simple version 
(design A) scored highest and had the smallest variance. 

Figure 4

5.3 Preference 
Asking participants for a preference did not reveal any 
differences between the systems. We analysed preferences 
as follows: the first preference received four scores, the 
second two scores and the third one score. Design A and 
B received a total score of 19, while option C scored 18. 

5.4 Gaze-tracking 
Tracking the gaze position confirmed, that participants 
needed some time to get full orientation, exploring the 
other available components of the learning management 
system on the same page, before that started actually look-
ing for a collaborator. We were particularly interested in 

the time spent exploring different areas of the peer finder. 
As shown in , and to our surprise, people spend 
most time reading the names of potential collaborators 
(“category “users”), rather than the availability status or 
knowledge status. In fact, the knowledge status was pretty 
much ignored both in design A and B (not visible in C).  

Figure 6

To ours surprise many participants also seem to have 
ignored the explanatory sentence (“I am looking for 
someone who …”) in design B. Knowing that their behav-
iour was observed, participants might have felt under 
pressure to identify peers as quickly as possible. 

5.5 Comments
Participants commented positively on the design of all 
three versions (“straightforward, easy, step by step to find 
peer”, “easy and efficient”) and the availability of the dif-
ferent types of information about a peer (“enabled me to 
quickly identify the person that could help”, “showed me 
persons available at once”, “real time”). The dynamic 
change in design B was not welcomed by all participants, 
as one was looking for the “go” or “search” button and 
another one felt that “the steps were not obvious”. 

One participant suggested to provide more information, 
e.g. a profile of each peer, on request. 

6 Discussion
The preliminary analysis does not identify a preference 
among the design variants. While a sample size of eight 
may limit the generalisation of results, we are confident 
that major usability issues would have been detected with 
at least one of the measures used (cf. [Nielsen and Lan-
dauer, 1993] and [Virzi, 1992]). The main lessons learnt 
from this small scale study include: First, the most com-
prehensive and flexible design (C) is not necessarily pre-
ferred by users or more efficient as illustrated by the simi-
lar dwelling times. Secondly, not all information available 
through the interface is actually considered by users as 
expected. Thirdly, the study provides an example of the 
advantages of Layered Evaluation. Having checked the 
design will now allow further evaluation with the inte-
grated system, e.g., testing whether user states are per-
ceived to be accurate and trustworthy. Otherwise, a nega-
tive performance of the Peer Finder might have been ei-
ther the result of the design or of a faulty modelling or 
adaptation process. 

1. Introduction of scenario 
2. Exploration and use of one of the three ver-

sions 
3. SUS usability questionnaire for first ex-

plored design 
4. Open ended feedback questions 
5. Exploration of the two other versions 
6. SUS usability questionnaire for remaining 

two designs 
7. Ranking 

Figure 5: Overview of procedure 
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Retrieval�Technologien für die Plagiaterkennung in Programmen

Fabian Loose� Steffen Becker� Martin Potthast und Benno Stein
Bauhaus-Universität Weimar

99421 Weimar
<vorname>.<nachname>@medien.uni-weimar.de

Abstract
Plagiaterkennung in Programmen (Quellcode)
funktioniert analog zu der in Texten: gegeben
ist der Quellcode eines Programms dq sowie
eine Kollektion D von Programmquellen. Die
Retrieval-Aufgabe besteht darin, in dq alle Co-
deabschnitte zu identifizieren, die aus Dokumen-
ten in D übernommen wurden.
Im vorliegenden Papier werden Parallelen und
Unterschiede zwischen der Plagiaterkennung in
Texten und der in Computerprogrammen auf-
gezeigt, ein neues Maß zum Ähnlichkeitsver-
gleich kurzer Code-Abschnitte vorgestellt und
erstmalig Fingerprinting als Technologie für ef-
fizientes Retrieval aus großen Codekollektionen
(|D| ≈ 80.000) demonstriert. In den von uns
durchgeführten Experimenten werden kurze Co-
deabschnitte aus D, die eine hohe Ähnlichkeit zu
Abschnitten aus dq aufweisen, mit einer Precisi-
on von 0.45 bei einem Recall von 0.51 in kon-
stanter Zeit gefunden.

1 Einleitung
Ein Quellcodedokument ist ein Computerprogramm oder
ein Teil davon, geschrieben in einer bestimmten Program-
miersprache. Ähnlich wie der Autor eines Textes schreibt
ein Programmierer den Quellcode seines Programms unter
Zuhilfenahme externer Ressourcen, wie zum Beispiel dem
World Wide Web. Recherchiert wird unter anderem nach
Algorithmen, Programmbibliotheken und Quellcode. Das
Web ist in dieser Hinsicht eine reichhaltige Quelle, nicht
zuletzt wegen der zahlreichen Open-Source-Projekte, die
ihren Quellcode vollständig veröffentlichen [siehe 1].

Es ist üblich, dass ein Programmierer fremden Code in
seinen eigenen integriert, um die Entwicklung seines Pro-
gramms zu beschleunigen. Das geschieht nach dem Motto
„das Rad nicht noch einmal zu erfinden”, da für häufig auf-
tretende Progammierprobleme robuste Lösungen existie-
ren. Die Benutzung fremden Codes für eigene Zwecke ist
jedoch nicht ohne Risiko, denn Quellcode ist urheberrecht-
lich geschützt. Darüber hinaus wird der Code oftmals nur
unter bestimmten Lizenzbedingungen veröffentlicht oder
die Innovation, die zur algorithmischen Lösung eines Pro-
blems geführt hat, ist patentiert. In diesem Zusammenhang

[1] Vertikale Suchmaschinen wie z.B. Krugle (www.krugle.com)
und Google Code (code.google.com) unterstützen Program-
mierer bei der Suche.

bezeichnen wir die Verwendung von fremdem Code bei
Verletzung des Urheberrechts als Plagiat.

Je größer ein Programmierprojekt ist und je mehr Ent-
wickler daran beteiligt sind, desto schwerer ist es, den
Überblick über die Verwendung von Programmcode Dritter
zu behalten. Das wird zusätzlich erschwert, wenn die Ent-
wicklung eines Programms einem externen Dienstleister
überlassen wird (Stichwort: Outsourcing). Auf der einen
Seite ergibt sich für den Herausgeber eines Programms dar-
aus das Risiko, für eventuelle Verfehlungen der Entwickler
rechtlich belangt zu werden; auf der anderen Seite haben
Rechteinhaber ein Interesse daran, Plagiate aufzudecken.

In der vorliegenden Arbeit geben wir einen umfassenden
Einblick in die automatische Plagiaterkennung in Quellco-
de: wir vergleichen sie mit der Plagiaterkennung in Text
[siehe 2], stellen ein neues Code-Retrieval-Modell für kurze
Codeabschnitte vor, führen erstmals die Anwendung von
Fingerprinting auf Quellcode für das Retrieval aus großen
Quellcodekollektionen vor und schließen mit einer experi-
mentellen Evaluierung in realistischer Größenordnung.

Im nachfolgenden Unterabschnitt wird die vorliegende
Retrieval-Aufgabe diskutiert und ein Überblick über aktu-
elle Forschungen zur Erkennung von Text- und Quellcode-
plagiaten gegeben. Abschnitt 2 gibt einen Überblick über
bekannte Retrieval-Modelle für Quellcode aus der Perspek-
tive des Information-Retrieval, Abschnitt 3 gibt eine kur-
ze Einführung in zwei Verfahren zum Fingerprinting und
in Abschnitt 4 werden die durchgeführten Experimente be-
schrieben sowie die Ergebnisse diskutiert.

1�1 Retrieval�Aufgabe und Forschungsüberblick
Die Frage, ob ein Dokument dq plagiierte Passagen ent-
hält, formulieren wir nach Stein et al. [2007] wie folgt als
Retrieval-Aufgabe: Gegeben sei eine Kollektion von Doku-
menten D, finde die Passagen sq aus dq, für die ein Doku-
ment dx ∈ D existiert, das eine Passage sx enthält, deren
Ähnlichkeit ϕR zu sq unter dem Retrieval-Modell R hoch
ist.

Ein Vergleich von dq mit allen Dokumenten aus D ist
nicht effizient, da D üblicherweise groß ist – im Fall von
Textdokumenten käme das ganze WWW in Frage. Da-
her werden Indextechnologien eingesetzt, die das Retrieval
von Dokumenten bzw. Passagen aus D erleichtern. Zwei
verschiedene Ansätze werden verfolgt, nämlich die Ver-
wendung bestehender Schlüsselwortindexe großer Such-
maschinen und die auf die Plagiaterkennung spezialisier-

[2] Bei einem Textplagiat beansprucht ein Autor die Urheber-
schaft für einen Text, der ganz oder in Teilen aus nicht re-
ferenzierten Quellen übernommen wurde.
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Abbildung 1: Gegenüberstellung verschiedener Ansätze zur Plagiaterkennung. Grundsätzlich ist dieses Vorgehen sowohl für Textdoku-
mente als auch für Programmquellen denkbar, jedoch variiert der Aufwand zur Lösung der Einzelaufgaben bei Text und Code.

te Indizierung von Dokument-Fingerprints (siehe Abbil-
dung 1).

Schlüsselwortindexe werden mit Hilfe von Verfahren
zur fokussierten Suche für die Plagiaterkennung in Texten
nutzbar gemacht (Si et al. [1997]; Fullam and Park [2002]).
Eine kleine Anzahl von Kandidatendokumenten wird aus
D extrahiert, die aufgrund ihrer inhaltlichen Ähnlichkeit zu
dq als wahrscheinliche Quellen für Plagiate in Frage kom-
men. Anschließend werden die Passagen aus dq mit jeder
Passage der extrahierten Dokumente verglichen.

Beim Hashing-basierten Retrieval wird zunächst ein
neuer Index für D erzeugt, in dem jedes Dokument als
sogenannter Fingerprint repräsentiert wird (Stein [2007];
Potthast [2007]; Broder [2000]; Hoad and Zobel [2003]).
Der Fingerprint eines Dokuments ist eine kleine Menge
Hashcodes, die so berechnet wird, dass mit großer Wahr-
scheinlichkeit ähnlichen Dokumenten dieselben Hashcodes
zugeordnet werden. Auf diese Weise genügt es, den Finger-
print für dq zu berechnen und daraufhin mit wenigen Index-
Lookups alle ähnlichen Dokumente aus D zu extrahieren.
Werden Fingerprints für alle Passagen in D indiziert, lassen
sich unmittelbar alle verdächtigen Passagen in dq identifi-
zieren.

Bei der intrinsischen Analyse werden Plagiate aufgrund
von Brüchen im Schreibstil in dq identifiziert, der mit Hilfe
einer Reihe von Merkmalen wie zum Beispiel der durch-
schnittlichen Satzlänge oder der Anzahl von Funktionswor-
ten pro Satz etc. quantifiziert werden kann (Meyer zu Eis-
sen and Stein [2006]). Weicht der Schreibstil einer Pas-
sage aus dq statistisch signifikant vom durchschnittlichen
Schreibstil des gesamten Dokuments ab, so liegt der Ver-
dacht nahe, dass die Passage plagiiert wurde.

Die bisherige Forschung zur Plagiaterkennung in Quell-
code befasst sich ausschließlich mit einem speziellen An-
wendungsfall: die Plagiaterkennung in kleinen Kollektio-
nen studentischer Programmierübungen. In diesem An-
wendungsfall ist das Retrieval aus größeren Quellcodekol-

lektionen unnötig, so dass sich die meisten Arbeiten nur
darauf konzentrieren, Retrieval-Modelle für den detaillier-
ten Vergleich von Quellcodedokumenten zu entwickeln.
Der nächste Abschnitt gibt einen Überblick über diese Mo-
delle und verweist auf die einschlägigen Arbeiten. Index-
basiertes Retrieval für Quellcode wird einzig in der Ar-
beit von Burrows et al. [2006] betrachtet. Hier wird ei-
ne Art Schlüsselwortindex eingesetzt, um, ähnlich wie im
oben genannten heuristischen Retrieval, zu dq ähnliche Co-
de-Dokumente aus D zu extrahieren. Fingerprint-Indexe
sind diesem Ansatz sowohl vom notwendigen Speicherauf-
wand als auch vom Retrieval-Aufwand her überlegen. Ei-
ne auf Stilmerkmalen basierende intrinsische Plagiaterken-
nung wurde für Quellcode bislang nicht in Betracht gezo-
gen.

2 Retrieval�Modelle für Quellcode
Im Information-Retrieval wird ein reales Dokument d
durch ein Modell d repräsentiert. Für Dokumentrepräsen-
tationen wird außerdem ein Ähnlichkeitsmaß ϕ definiert,
das die inhaltliche Ähnlichkeit zweier Dokumente quanti-
fiziert. Dokumentrepräsentation und Ähnlichkeitsmaß sind
Teil des Retrieval-ModellsR.

Die Dokumentrepräsentation soll den Inhalt des realen
Dokuments in einer für die vorliegende Retrieval-Aufga-
be geeigneten Form abbilden. Das beinhaltet ein Abwägen
zwischen einer möglichst exakten Repräsentation auf der
einen Seite und geringer Komplexität, die Repräsentation
zu erzeugen und Ähnlichkeiten zu berechnen auf der ande-
ren. Eine Repräsentationsform zu finden, die eine hohe Re-
trieval-Qualität bei geringem Aufwand ermöglicht, ist eine
der wichtigsten Aufgaben im Information-Retrieval.

Tabelle 1 gibt einen Überblick über die bislang für ei-
ne Plagiaterkennung in Quellcode vorgeschlagenen Retrie-
val-Modelle. Um eine Einschätzung einzelner Modelle zu
ermöglichen, erläutern wir für jedes Modell, welche An-
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Tabelle 1: Retrieval-Modelle für Quellcode.

Code�Retrieval�Modell R Kompilierbarkeit Laufzeit Referenz
Dokumentrepräsentation d Ähnlichkeitsmaß ϕ von d von ϕ

Attributbasierte Vektormodelle |d| = Dimensionalität von d

Softwaremetriken Kosinusähnlichkeit – O(|d|) Ottenstein [1976],
Grier [1981]

n-Gramme des Token-Strings Jaccard-Koeffizient oder
Kosinusähnlichkeit

lexikalisch O(|d|) Clough et al.
[2002]

Winnowing: Auswahl von
n-Grammen des Token-Strings

Jaccard-Koeffizient oder
Kosinusähnlichkeit

lexikalisch O(|d|) Schleimer et al.
[2003]

Strukturbasierte String-Modelle |d| = Tokenlänge von d

Token-String Shared-Information:
Kompressionsrate zweier
Token-Strings zusammen.

lexikalisch O(|d|2) Chen et al. [2004]

Token-String Greedy-String-Tiling: Summe
der längsten gemeinsamen
Sub-Strings.

lexikalisch O(|d|3) Prechelt et al.
[2000]

Token-String Local-Alignment: Summe der
längsten gemeinsamen
Sub-Strings, die ungleiche
Stellen besitzen dürfen.

lexikalisch O(|d|2) Burrows et al.
[2006]

Token-String Longest-Common-Sub-
sequence: Längste gemeinsame
Teilfolge von Token.

lexikalisch O(|d|2) siehe Abschnitt 2

Strukturbasierte Graphenmodelle |d| = Knotenanzahl in d

Abstract-Syntax-Trees Hashing-basierte Suche nach
längsten gleichen Teilbäumen.

syntaktisch O(|d|) Baxter et al.
[1998]

Conceptual-Graphs Spezialisierte Suche nach
isomorphen Teilgraphen.

semantisch O(|d|3) Mishne and
de Rijke [2004]

Program-Dependence-Graphs Suche nach isomorphen
Teilgraphen.

semantisch NP-vollständig Liu et al. [2006]

forderungen an die Kompilierbarkeit an ein Programm d
gestellt werden, und mit welcher Laufzeitkomplexität die
Ähnlichkeit zwischen zwei Code-Dokumenten berechnet
werden kann.

Die Kompilierbarkeit von d wird anhand der aus dem
Compilerbau bekannten Konzepte bewertet, die zur Be-
schreibung der Übersetzung eines Dokuments aus seiner

Tabelle 2: Abstrakte Code-Token und ihre Häufigkeit.

Token�Typ Beispiel Häufigkeit �� �
APPLY System.out.print(’!!’); 32.66
VARDEF int i; String text; 12.12
ASSIGN i = i+5; i++; i += 5; 8.82
BEGINIF if (test) { 6.19
ELSE } else { 1.68
ENDIF } // end of ’if’ 5.55
NEWCLASS test = new A(); 5.27
BEGINFOR for (i=0; i<n; i++) { 0.93
ENDFOR } // end of ’for’ 0.93
BEGINSWITCH switch (expr) { 0.13
ENDSWITCH } // end of ’switch’ 0.13
CASE case 5:, default: 1.04
BEGINWHILE while (condition) { 0.36
ENDWHILE } // end of ’while’ 0.36
BEGINDO do { 0.02
ENDDO } while(condition); 0.02
(21 weitere in Prechelt et al. [2000])

Programmiersprache in die Sprache der Zielplattform be-
nutzt werden. Es gibt drei aufeinander aufbauende Stufen,
die lexikalische, die syntaktische und die semantische Ana-
lyse. Bei der lexikalischen Analyse wird der Quellcode in
Token unterteilt. Es handelt sich dabei um das Vokabular
der Programmiersprache, wobei Schlüsselworte, Sonder-
zeichen oder frei benannte Variablen möglich sind. Jedes
Token ist von einem bestimmten Typ; Beispiele für Token
sind in Tabelle 2 gelistet. Das Ergebnis dieses Analyse-
schritts ist ein Token-String. In der syntaktischen Analyse
wird überprüft, ob der tokenisierte Quellcode wohlgeformt
ist, d.h. ob der Code konform zur Grammatik der Program-
miersprache ist. Das Ergebnis dieses Analyseschritts ist ein
Syntaxbaum. Im letzten Analyseschritt, der semantischen
Analyse, wird die statische Semantik des Codes geprüft,
also z.B. ob die Typen von Variablen mit denen der zuge-
ordneten Werte übereinstimmen. Das Resultat ist ein attri-
butierter Syntaxbaum, der Informationen über die statische
Semantik enthält, und der als Grundlage zur Übersetzung
des Quellcodes in Maschinensprache dient.

Die Laufzeitangaben in der Tabelle beruhen größtenteils
auf Worst-Case-Angaben im referenzierten Papier. Spezia-
lisierte Heuristiken erlauben hier zum Teil deutliche Ver-
besserungen.

Um den Inhalt eines Quellcodedokuments zu repräsen-
tieren genügt es nicht, das Dokument als eine Menge von
Token zu betrachten. Das steht im Gegensatz zu Textdo-
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kumenten, bei denen die Bag-of-Words-Repräsentation in
vielen Fällen hinreichend ist. Bei Quellcode ist das Vo-
kabular stark eingeschränkt, so dass ein typisches Doku-
ment schon fast das gesamte Vokabular der Sprache ent-
halten kann. Daher werten selbst die einfachsten Quell-
coderepräsentationen Informationen über die Struktur des
Quellcodes aus. Wir unterscheiden drei Gruppen von Co-
de-Retrieval-Modellen: (1) attributbasierte Vektormodelle,
(2) strukturbasierte String-Modelle und (3) strukturbasierte
Graphenmodelle.
Attributbasierte Vektormodelle. Ein Dokument d wird
als Vektor d repräsentiert, dessen Dimensionen Token-n-
Gramme sind, n < 5. Eine weitere Form attributbasierter
Vektormodelle berechnet für d eine Reihe von Softwareme-
triken, die dazu dienen, die Komplexität eines Programms,
den Kontrollfluss oder den Programmierstil zu quantifizie-
ren. Nach Verco and Wise [1996] ist letzteres Modell je-
doch untauglich zur Quantifizierung von Ähnlichkeit. Statt-
dessen könnte es sich aber in der Plagiaterkennung für die
intrinsische Analyse eignen.
Strukturbasierte String-Modelle. Diese Modelle wählen
den Token-String, der das Ergebnis der lexikalischen Ana-
lyse beim Kompiliervorgang ist, als Repräsentation für ein
Dokument d. Dabei werden die konkreten Token in d durch
ihre Typbezeichnung ersetzt (vgl. Tabelle 2).

Token-Strings sind eine weit verbreitete Repräsentati-
onsform für Quellcode und eine Reihe von Ähnlichkeits-
maßen wurden für sie vorgeschlagen. Dabei beruhen die
Maße Shared-Information, Greedy-String-Tiling und Lo-
cal-Alignment jeweils auf derselben Annahme, dass inhalt-
lich ähnliche Token-Strings längere Sub-Strings gemein
haben. Das trifft für hinreichend lange Token-Strings im
Allgemeinen zu, doch je kürzer die verglichenen Token-
Strings sind, desto seltener ist das tatsächlich der Fall. Ein-
schübe im Code oder umsortierte Befehle sind im Hin-
blick auf Plagiate bei ansonsten inhaltlich gleichen Code-
Schnipseln oft zu beobachten. Die vorgenannten Ähnlich-
keitsmaße degenerieren hier, da die Ähnlichkeitsberech-
nung nicht mehr feingranular genug ist.

Für kurze Quellcodedokumente schlagen wir daher ein
neues Ähnlichkeitsmaß vor, dass auf der Berechnung der
Longest-Common-Subsequence zweier Token-Strings be-
ruht. Im Gegensatz zum längsten gemeinsamen Sub-String
können bei der längsten gemeinsamen Teilfolge zweier
Strings ungleiche Stellen übersprungen werden. Beispiels-
weise ist für die Token-Strings sq = ”ABCD” und sx =
”ACED” der längste gemeinsame Sub-String wahlweise
”A”, ”B”, ”C” oder ”D”, während die längste gemeinsame
Teilfolge ”ACD” ist. Letzteres kommt im Falle von Token-
Strings einer realistischeren Einschätzung der Ähnlichkeit
des zugrunde liegenden Quellcodes näher als Sub-Strings.
Die Ähnlichkeit zweier Token-Strings berechnen wir auf
Grundlage dieser Idee wie folgt:

ϕ(sq, sx) =
2 · |lcs(sq, sx)|
|sq|+ |sx|

,

wobei lcs(sq, sx) die längste gemeinsame Teilfolge von sq

und sx bezeichnet.
Strukturbasierte Graphenmodelle. Vertreter dieser Retrie-
val-Modelle repräsentieren ein Dokument d als Syntax-
baum oder als attributierten Syntaxbaum. Folglich werden
größere Anforderungen an die Kompilierbarkeit von d ge-
stellt. Im Verhältnis zu den oben genannten Repräsentatio-
nen werden Dokumente hier deutlich exakter repräsentiert,

was sich auch auf den Aufwand der Ähnlichkeitsberech-
nung auswirkt. Eine Ausnahme diesbezüglich ist das Mo-
dell von Baxter et al. [1998], bei dem eine auf Hashing ba-
sierende Strategie zur Identifikation ähnlicher Teilbäume in
den Syntaxbäumen zweier Dokumente eingesetzt wird.

Wir gehen davon aus, dass in der Plagiaterkennung dem
detaillierten Vergleich von Quellcodedokumenten ein heu-
ristisches Retrieval voraus geht (vgl. Abbildung 1). Da-
her sind für diese Aufgabe Retrieval-Modelle zu präferie-
ren, die nur geringe Anforderungen an die Kompilierbar-
keit der Dokumente stellen. Der Grund dafür ist, dass im
Web Quellcode oftmals in Form von Code-Schnipseln zu
finden ist, die unvollständig bezüglich der Grammatik der
Programmiersprache sind, und dass die benötigten Biblio-
theken zur semantischen Analyse nicht vorliegen. Es ist
zu beachten, dass bezüglich des heuristischen Retrievals
von Quellcode unter Zuhilfenahme existierender (vertika-
ler) Suchmaschinen bislang keinerlei Forschung existiert.

In einer geschlossenen Retrieval-Situation, in der alle zu
vergleichenden Dokumente im voraus bekannt sind (z.B.
beim Vergleich studentischer Programmierübungen), kom-
men nur das Graphenmodell von Baxter et al. [1998] oder
das von uns vorgeschlagene Token-String-Modell in Frage.
Ersteres bietet eine hohe Retrieval-Qualität bei einer gu-
ten Vergleichslaufzeit, während letzteres vor allem auf den
Vergleich kurzer Code-Abschnitte spezialisiert ist.

3 Fingerprinting für Quellcode�Retrieval
Mit Fingerprinting wird ein Verfahren bezeichnet, bei dem
ähnlichkeitssensitives Hashing eingesetzt wird, um ähnli-
che Dokumente zu identifizieren ohne sie direkt miteinan-
der zu vergleichen.

Nach Stein [2007] ist der Ausgangspunkt dafür ein Re-
trieval-Modell R und eine speziell konstruierte Hashing-
Funktion h

(ρ)
ϕ : D → N, die die Menge der Dokumentre-

präsentationen D unterR auf die natürlichen Zahlen abbil-
det. Dabei kann h

(ρ)
ϕ mit einem Parameter ρ variiert wer-

den, der abhängig vom eingesetzen Hashing-Verfahren ist.
Mit einer Schar h

(Π)
ϕ von Hashing-Funktionen, parame-

trisiert mit einer Menge unterschiedlicher Parameter Π,
lässt sich die Ähnlichkeitsfunktion ϕ ausR wie folgt nach-
bilden:
h(Π)

ϕ
(dq) ∩ h(Π)

ϕ
(dx) �= ∅ ⇔ ϕ(dq,dx) ≥ 1− ε,

wobei h
(Π)
ϕ (dq) die Menge der Hashcodes von dq ist, die

alle Hashcodes h
(ρ)
ϕ (dq) mit ρ ∈ Π enthält. ε bezeichnet

einen Ähnlichkeitsradius mit 0 < ε 
 1.
h

(Π)
ϕ (dq) wird als Fingerprint von dq bezeichnet. Die

Indizierung von Fingerprints geschieht mit Hilfe eines In-
verted-File-Index, der Hashcodes auf Postlisten von Doku-
menten abbildet, deren Fingerprints den jeweiligen Hash-
code teilen. Folglich können, ausgehend vom Fingerprint
h

(Π)
ϕ (dq), alle zu dq ähnlichen Dokumente in D in kon-

stanter Zeit gefunden werden.
Im Allgemeinen berechnen ähnlichkeitssensitive Ha-

shing-Funktionen h
(ρ)
ϕ den Hashcode für ein Dokument in

drei Schritten (Stein and Potthast [2007]):
(1) Dimensionsreduktion d ⇒ d′. Die Reduzierung der

Dimensionalität der Dokumentrepräsentationen d un-
ter R dient in erster Linie der Reduzierung der mög-
lichen Freiheitsgrade, da ähnlichkeitssensitives Ha-
shing ein Verfahren der Raumpartitionierung ist, und
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Tabelle 3: Quellcode-Fingerprinting mit (Super-)Shingling und Fuzzy-Fingerprinting.

Hashing�Funktion h
(ρ)
ϕ �Super��Shingling Fuzzy�Fingerprinting

Code-Retrieval-Modell R d: n-Gramme des Token-Strings
ϕ: Jaccard-Koeffizient

d: n-Gramme des Token-Strings mit Gewichtung
ϕ: Kosinusähnlichkeit

Parameter ρ Menge von Zufallspermutationen {π1, . . . , πk},
wobei πi : V → {1, . . . , |V |} jedem n-Gramm
aus V eine Position aus {1, . . . , |V |} in der Per-
mutation zuordnet.

Fuzzyfizierungsfunktion σ : R → {0, . . . , r−1},
die die reellen Zahlen R auf {0, . . . , r− 1} abbil-
det. Die Bildmenge steht für die r linguistischen
Variablen des zugrundeliegenden Fuzzy-Schemas.

(1) Dimensionsreduktion Shingling. Selektion von d
′ ⊂ d, so dass für al-

le n-Gramme v ∈ d
′ gilt: Es existiert ein πi in

ρ und πi(v) = minx∈d(πi(x)). Jedes n-Gramm
in d

′ minimiert also mindestens eine der Zufalls-
permutationen bezüglich der n-Gramme in d. Auf
diese Weise wird die Dimensionalität – die Größe
des Vokabulars V – typischerweise um eine Grö-
ßenordnung reduziert.

Normalisierung von d mit den a-Priori-
Wahrscheinlichkeiten jedes Token-n-Gramms
(vgl. Tabelle 2), ermittelt auf Grundlage einer
großen Dokumentkollektion.

Reformulierung von d in ein niedrigdimensio-
nales d

′ (weniger als 100 Dimensionen). Jede Di-
mension von d

′ erhält als Gewicht die Summe der
Gewichte einer Teilmenge der Dimensionen des
hochdimensionalen, normalisierten d. Die Teil-
mengen werden im Voraus zufällig oder mit Do-
mänenwissen gebildet.

(2) Quantisierung Die n-Gramme aus d
′ werden mit Standard-

Hashing-Funktionen zu unterschiedlichen Hash-
codes verrechnet, die die Menge d

′′ bilden. Die-
se Menge kann bereits als Fingerprint verwendet
werden. Sie ist in der Regel mit mehr als 10 Ele-
menten aber noch zu umfangreich, um effizientes
Fingerprinting zu ermöglichen.

Fuzzyfizierung der Vektorkomponenten von d
′

mit der Fuzzyfizierungsfunktion σ. Der reellwer-
tige Vektor d

′ wird so zum ganzzahligen Vektor
d
′′.
Die im Fuzzy-Schema definierten linguistischen

Variablen sind z.B. „kleine Abweichung”, „mitt-
lere Abweichung” und „große Abweichung” vom
Erwartungswert.

(3) Kodierung Supershingling. Die Hashcodes d
′′ werden sor-

tiert, und anschließend der Reihe nach, getrennt
durch Leerzeichen, zu einem String verknüpft.
Dieser String wird abermals in n-Gramme un-
terteilt, und anschließend werden die Schritte 1
und 2, parametrisiert mit einer Zufallspermutati-
on π noch einmal ausgeführt. Das Ergebnis des 2.
Schritts ist der Hashcode h

(ρ)
ϕ (d).

Kodierung des Hashcodes h
(ρ)
ϕ (d) nach folgender

Formel:

h
(ρ)
ϕ (d) =

|d′′|∑
i=0

d
′′[i] · ri

,

wobei d′′[i] die i-te Vektorkomponente von d
′′ ist.

Referenz Broder [2000] Stein [2005]

die Anzahl aneinandergrenzender Raumregionen ex-
ponentiell mit der Dimensionalität steigt.
Es gibt zwei Möglichkeiten zur Dimensionsreduktion:
Projektion und Einbettung. Bei der Projektion wer-
den eine Reihe von Dimensionen selektiert, die in der
niedrigdimensionalen Repräsentation verbleiben, die
übrigen Dimensionen werden verworfen. Bei der Ein-
bettung werden die Dimensionen des niedrigdimen-
sionalen Raumes aus denen des hochdimensionalen
Raumes neu berechnet.

(2) Quantisierung d′ ⇒ d′′. Hier wird das niedrigdimen-
sionale d′ einer bestimmten Raumregion zugeordnet,
die durch den Vektor d′′ beschrieben wird, indem zum
Beispiel reellwertige Komponenten diskretisiert wer-
den. Im Idealfall werden hinreichend ähnliche Vekto-
ren derselben Raumregion zugeordnet.

(3) Kodierung d′′ → N. Wird eine durch d′′ beschrie-
bene Raumregion beobachtet, kann sie mit einer Ko-
dierungsvorschrift auf eine natürliche Zahl abgebildet
werden. Diese Zahl dient als Hashcode h

(ρ)
ϕ (d).

Fingerprinting wird in der Plagiaterkennung dazu ver-
wendet, verdächtige Passagen in Bezug auf ein Dokument
dq aus einer Menge von Dokumenten D zu extrahieren,
wobei der Fingerint-Index die Fingerprints aller Passagen

sx aus D indiziert.
Es haben sich für Textdokumente in den Experimenten

von Potthast and Stein [2008] zwei Hashing-Verfahren als
erfolgreich erwiesen: (Super-)Shingling und Fuzzy-Finger-
printing. In Tabelle 3 wird jedes Verfahren nach dem oben
vorgestellten Schema erläutert. Beide können auf ein Code-
Retrieval-Modell angewendet werden.

4 Evaluierung
In unseren Experimenten testen wir das in Abschitt 2 vor-
geschlagene Code-Retrieval-Modell basierend auf Token-
Strings und Longest-Common-Subsequence und verglei-
chen es mit einem anderen Code-Retrieval-Modell. Wei-
terhin vergleichen wir die Retrieval-Qualität der in Ab-
schnitt 3 vorgeschlagenen Fingerprinting-Verfahren Su-
pershingling und Fuzzy-Fingerprinting beim Retrieval von
Code-Abschnitten aus einer großen Kollektion von Quell-
codedokumenten. Die Retrieval-Qualität eines Verfahrens
messen wir anhand seiner Precision und seines Recalls. Er-
steres misst für ein Retrieval-Ergebnis den Anteil relevan-
ter Dokumente an allen gefundenen Dokumenten, letzteres
misst den Anteil der gefundenen relevanten Dokumente an
allen relevanten Dokumenten.
Testkorpus. Grundlage für unseren Testkorpus ist der
Quellcode des Open-Source-Projekts „Java New Operating
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Abbildung 2: Oben: Precision und Recall von Shingling und Fuzzy-Fingerprinting abhängig von Ähnlichkeitsintervallen. Unten: Preci-
sion und Recall von Shingling-Varianten abhängig von Ähnlichkeitsintervallen.

System Design Effort (JNode)” [siehe 3]. Aus dem frei zu-
gänglichen Quellcode haben wir 18 aufeinander folgen-
de Release-Versionen des gesamten Projekts heruntergela-
den. Insgesamt haben wir so 80 091 Quellcodedokumen-
te gesammelt. Auf diese Weise simulieren wir Fälle von
Code-Plagiaten, da aufeinander folgende Versionen der-
selben Klasse mit hoher Wahrscheinlichkeit Ähnlichkeiten
aufweisen, der Code aber von Release zu Release umstruk-
turiert und weiterentwickelt wurde. Im Hinblick auf den
Anwendungsfall der Plagiaterkennung betrachten wir Co-
de-Abschnitte in der Länge von Methoden. Der Korpus ent-
hält insgesamt 121 215 Methoden, wobei diejenigen, deren
Token-String weniger als 12 Token lang ist, unberücksich-

[3] Web-Seite: http://www.jnode.org
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Abbildung 3: Ähnlichkeitsverteilung von 50 000 zufällig gezo-
genen (i.i.d.) Paaren von Methoden. Gegenübergestellt sind die
Ähnlichkeitsmaße Longest-Common-Subsequence und Greedy-
String-Tiling.

tigt blieben, da es sich hier hauptsächlich um Get-/Set-Me-
thoden oder ähnliches handelt.
Vergleich von Code-Retrieval-Modellen. Im ersten Expe-
riment haben wir die Eignung des von uns vorgeschlage-
nen Ähnlichkeitsmaß Longest-Common-Subsequence eva-
luiert. Wir haben es mit dem bislang am häufigsten einge-
setzten Ähnlichkeitsmaß Greedy-String-Tiling verglichen.
Dazu wurden zufällig 50 000 Paare von Methoden aus dem
Testkorpus gewählt und die Ähnlichkeit mit jeweils beiden
Modellen berechnet. Abbildung 3 zeigt die Verteilung der
beobachteten Ähnlichkeiten abhängig von Ähnlichkeits-
intervallen. Ähnlichkeiten des Maßes Longest-Common-
Subsequence sind im Durchschnitt größer als die von Gree-
dy-String-Tiling, die erwartete Ähnlichkeit zweier Metho-
den liegt bei etwa 0.3. Das entspricht unserer Auffassung
von Code-Ähnlichkeit, da sich zwei Methoden, die hinrei-
chend lang sind, niemals völlig voneinander unterscheiden
(z.B. werden Schleifen und Konditionalblöcke oft verwen-
det). Daher erlangen auch bedeutend mehr Methodenpaare
eine hohe Ähnlichkeit von mehr als 0.7. Einige Stichpro-
ben wurden manuell ausgewertet mit dem Ergebnis, dass
die Ähnlichkeitsbemessung mit Longest-Common-Subse-
quence vorgezogen wurde. Dieser Eindruck ist jedoch nicht
ohne Weiteres verallgemeinerbar; für einen größer ange-
legten Vergleich fehlt ein Korpus mit von Menschenhand
bewerteten Ähnlichkeiten.
Vergleich von Shingling und Fuzzy-Fingerprinting. Die
oberen Plots in Abbildung 2 zeigen Precision und Re-
call von Shingling und Fuzzy-Fingerprinting abhängig von
Ähnlichkeitsintervallen. Für einen fairen Vergleich wurden
beide Verfahren so parametrisiert, dass der Fingerprint für
eine Methode genau einen Hashcode enthält (siehe Tabel-
le 4). Die Precision wurde auf Grundlage eines Fingerprint-
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Tabelle 4: Parametrisierung der Fingerprinting-Verfahren für das
Code-Retrieval, so dass ein Fingerprint genau einen Hashcode
enthält.

Verfahren Parameter ρ

Shingling 5 Zufallspermutationen π
Supershingling Eine Zufallspermutation

Fuzzy-Fingerprinting Fuzzyfizierungsfunktion σ mit r = 3
linguistischen Variablen: „negative
Abweichnung”, „keine Abweichung”
und „positive Abweichung” vom
Erwartungswert, wobei ersteres und
letzteres eine Abweichung größer als
0.01 bedeutet.
Einbettung in 20-dimensionalen Raum

Indexes für den gesamten Testkorpus ermittelt, an den 200
Anfragen gestellt wurden. Der Recall wurde mit Hilfe von
mindestens 50 Paaren von Dokumenten pro Ähnlichkeits-
intervall gemessen, deren Fingerprints berechnet und ver-
glichen wurden.

Die Precision und der Recall beider Verfahren ist annä-
hernd gleich. Einzig der Recall von Shingling ist bei Ähn-
lichkeiten zwischen 0.95 und 1 dem von Fuzzy-Fingerprin-
ting überlegen. Wir nehmen an, dass Shingling hier einen
Vorteil hat, da es einen größeren Anteil an Strukturinfor-
mationen des Quellcodes mit einbezieht als Fuzzy-Finger-
printing. Zum Vergleich: In den Experimenten von Potthast
and Stein [2008] auf Textdokumenten liefern beide Verfah-
ren gleich gute Ergebnisse.
Shingling-Varianten. Die unteren Plots in Abbildung 2 zei-
gen Precision und Recall von vier Varianten von Shing-
ling: Die Variation besteht darin, dass kein Supershing-
ling angewendet wird, sondern das Ergebnis des Quanti-
sierungsschritts direkt als Fingerprint verwendet wird. Für
kurze Code-Abschnitte ist das sinnvoll, da nicht genug n-
Gramme in der hochdimensionalen Repräsentation vorhan-
den sind, um Shingling oder Supershingling mehrfach aus-
zuführen. Der Fingerprint für eine Methode besteht hier aus
5 bzw. 6 Hashcodes, die mit Zufallspermutationen ausge-
wählt wurden. Zwei Methoden wurden als ähnlich angese-
hen, wenn mindestens c/5 der Hashcodes ihrer Fingerprints
gleich waren, wobei c ∈ {3, 4, 5}. Shingling 5/5 entspricht
in diesem Fall einem Fingerprint, der mit Supershingling
berechnet wurde, so wie im vorherigen Experiment.

Es ist zu beobachten, dass die Shingling-Varianten ei-
ne deutliche Steigerung des Recalls bei in etwa halb so
großer Precision ermöglichen, wobei Shingling 4/5 den be-
sten Kompromiss bietet. Im zusammengefassten Ähnlich-
keitsintervall [0.9, 1) beträgt die gemittelte Precision 0.45
und der gemittelte Recall 0.51.

5 Zusammenfassung
In der vorliegenden Arbeit werden die Grundlagen zur Pla-
giaterkennung in Quellcode erarbeitet, die analog zu der
in Texten abläuft. Frühere Arbeiten haben sich in dieser
Hinsicht nur mit einem eingeschränkten Spezialfall befasst,
nämlich der Plagiaterkennung in einer kleinen, geschlos-
senen Kollektion studentische Programmierübungen. Der
hier vorgestellte Ansatz betrachtet dagegen die Erkennung
von Plagiaten in einer offenen Retrieval-Situation. Daraus
ergeben sich eine Reihe von bislang nicht betrachteten Pro-
blemstellungen, wie zum Beispiel das heuristische Retrie-
val von Quellcode, die Analyse von Änderungen im Pro-

grammierstil zur Plagiaterkennung, oder das Retrieval der
Lizenz zu einem Code-Abschnitt auf einer Web-Seite.

Der größte Unterschied zwischen der Plagiaterkennung
in Text und der in Quellcode besteht im zur Ähnlichkeits-
messung eingesetzten Retrieval-Modell. In Texten genügt
ein vergleichsweise einfaches Bag-of-Words-Modell, wo-
hingegen Code-Retrieval-Modelle auf der Struktur der To-
ken im Quellcode aufbauen und komplexe Ähnlichkeitsma-
ße dafür benötigen. Umgekehrt erleichtert die starke Struk-
turierung von Quellcode Aufgaben wie das Unterteilen von
Dokumenten in Passagen (Chunking), das bei Textdoku-
menten eine große Herausforderung darstellt. Darüber hin-
aus gibt es kaum Unterschiede im generellen Vorgehen zur
Plagiaterkennung.

Unsere Forschungsbeiträge sind ein neues Code-Retrie-
val-Modell, das insbesondere zur Messung der Ähnlich-
keit kurzer Code-Abschnitte geeignet ist, und die erstma-
lige Verwendung von Fingerprinting für das Retrieval von
plagiierten Code-Abschnitten aus einer großen Kollektion.
Die experimentelle Auswertung zeigt hier eine vielverspre-
chende Retrieval-Qualität. Dennoch kann die Problemstel-
lung der Plagiaterkennung in Quellcode noch nicht als ge-
löst betrachtet werden.
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Abstract
Durch systematische Digitalisierung sind in den
letzten Jahren umfangreiche Bestände von Mu-
sikdokumenten entstanden, die digitale Inhal-
te unterschiedlichster Ausprägungen und For-
mate enthalten. Man denke hier beispiels-
weise an CD-Aufnahmen diverser Interpreten,
MIDI-Daten, gescannte Notenblätter oder Ge-
sangstexte. Neben der reinen Erfassung sol-
cher Daten kommt der automatisierten Erschlie-
ßung und Nutzbarmachung solch inhomogener
und komplexer Musikdatenbestände eine ste-
tig wachsende Bedeutung zu. In dieser Ar-
beit geben wir einen Überblick zum aktuel-
len Stand des SyncPlayer-Frameworks, das un-
ter Verwendung aktueller Erschließungs- und
Indexierungstechniken unterschiedliche Funktio-
nalitäten zur multimodalen Wiedergabe, Na-
vigation und inhaltsbasierten Suche von Mu-
sik realisiert. Die Navigationskomponenten des
SyncPlayers basieren auf zuvor berechneten Ver-
linkungsstrukturen und erlauben mittels geeig-
neter Benutzerschnittstellen die synchrone Wie-
dergabe und Darstellung von Audioaufnahmen
und Partiturstellen sowie die simultane An-
steuerung unterschiedlicher Aufnahmen dessel-
ben Musikstücks und musikalischer Wiederho-
lungen einzelner Aufnahmen. Weiterhin wer-
den zwei SyncPlayer-Komponenten zum Mu-
sikretrieval vorgestellt, die eine Suche anhand
verschiedener musikrelevanter Aspekte (Voll-
textsuche in Liedtextbeständen, harmoniebasier-
te Suche in Audiodatenbeständen) ermöglichen.
Schließlich beschreiben wir, wie diese unter-
schiedlichen Funktionalitäten im Kontext des
DFG-Leistungszentrums PROBADO in ein kon-
kretes Bibliothekssystem eingebunden werden
sollen.

1 Einleitung
Durch zunehmende Digitalisierung von Musikdaten aller
Art sind in den letzten Jahren umfangreiche, oft unstruktu-
rierte Musikdatenbeständen enstanden. In realen Anwen-
dungsszenarien sind diese Bestände im allgemeinen he-
terogen und enthalten Bild-, Ton- und Textinhalte unter-
schiedlicher Formate. Im Kontext digitaler Musikbiblio-
theken spielen dabei CD-Aufnahmen und gescannte Par-
tituren als typische, automatisiert generierbare Digitalisat-
formen eine wichtige Rolle. Darüber hinaus gibt es eine

wachsende Anzahl von musikbezogenen Textdokumenten
(Gesangstexte, Libretti), automatisiert generierter Anno-
tationsdokumente zur Kodierung repräsentativer Passagen
(Thumbnails) oder Zusammenfassungen (Summaries) so-
wie partiturnaher Musikdokumente in digitalen Formaten
wie MIDI [Huber, 1999] oder MusicXML [Good, 2001].
Siehe auch [Selfridge-Field, 1997] für eine Zusammenfas-
sung symbolischer Musikdatenformate. Im Anschluss an
die reine Erfassung und Digitalisierung von Musikdaten
ist in den meisten Anwendungsszenarien die automatisierte
Erschließung und Nutzbarmachung der Daten von höchster
Wichtigkeit. Hierzu werden zum einen Methoden zur au-
tomatisierten Annotation, Verschlagwortung, Verlinkung
und Indexierung der unterschiedlichen Musikdokumente
benötigt. Zum anderen sind auf dieser Basis Werkzeuge
und Benutzerschnittstellen zur adäquaten Präsentation, zur
inhaltlichen Suche und zur Navigation in Musikdokumen-
ten und -kollektionen unter Berücksichtigung unterschied-
lichster Modalitäten zu entwickeln.

Die Forschung auf dem Gebiet des Music Information
Retrieval (MIR) hat im letzten Jahrzehnt vielfältige Me-
thoden zur automatisierten Musikdatenerschließung und
inhaltsbasierten Musiksuche hervorgebracht. Zu den Er-
schließungsmethoden gehören insbesondere unterschiedli-
che Synchronisationsverfahren zur automatischen Verlin-
kung zweier Datenströme unterschiedlicher Formate. Hier-
zu zählen Alignmentmethoden zur Verlinkung von CD-
Aufnahmen mit symbolischen Notenformaten wie MI-
DI [Arifi et al., 2004; Dixon and Widmer, 2005; Hu et
al., 2003; Raphael, 2004; Soulez et al., 2003; Turets-
ky and Ellis, 2003], Gesangstexten [Wang et al., 2004]
oder gescannten Notenbildern [Kurth et al., 2007]. Weiter-
hin wurden unterschiedliche Algorithmen zur Bestimmung
der Wiederholungsstruktur und repräsentativer Ausschnit-
te entwickelt, siehe u. a. [Bartsch and Wakefield, 2005;
Goto, 2003; Maddage et al., 2004; Müller and Kurth, 2007;
Peeters et al., 2002]. Neben traditionellen textbasierten
Verfahren zur Musiksuche, die auf Annotationen und sym-
bolischen Musikdaten [Clausen and Kurth, 2004; Typke et
al., 2005] basieren, wurden in den letzten Jahren auch in-
haltsbasierte Suchverfahren entwickelt, die unmittelbar auf
den Audiodaten arbeiten, siehe u. a. [Cano et al., 2002;
Kurth and Müller, 2008]. Für einen Überblick zu Fra-
gestellungen der automatisierten Musikdatenerschließung
verweisen wir auch auf [Klapuri and Davy, 2006; Müller,
2007; Pardo, 2006].

Demgegenüber fehlen bislang geeignete Content Mana-
gement Systeme für digitale Musikkollektionen, die die
verfügbaren Erschließungstechniken mit geeigneten Werk-
zeugen und Benutzerschnittstellen zur multimodalen Wie-
dergabe, Navigation und Suche systematisch verbinden. In
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Abbildung 1: Gesamtübersicht über das SyncPlayer-Framework.

dieser Arbeit geben wir einen Überblick über den aktuellen
Stand des SyncPlayer-Frameworks, das unter Verwendung
aktueller MIR-Technologien Teile dieser Lücke zu schlie-
ßen versucht. Das erstmals in [Kurth et al., 2005] vorge-
stellte Framework, welches in den letzten Jahren um zahl-
reiche Funktionalitäten und Schnittstellen erweitert wurde,
erlaubt dabei die systematische Integration von durch Er-
schließungswerkzeuge abgeleiteten Daten — angefangen
von Verlinkungs- und Strukturdaten bis hin zu automa-
tisiert erstellten Suchindexen. Mittels geeigneter Nutzer-
schnittstellen gestattet das System dann eine multimodale
sowie effiziente Präsentation, Navigation und Suche in den
Dokumenten der vorliegenden Musikkollektion.

Während Abschnitt 2 den technologischen Hintergrund
des SyncPlayer-Frameworks zusammenfasst, diskutieren
die darauffolgenden Abschnitte jeweils einzelne System-
komponenten und spezifische Benutzerschnittstellen. In
Abschnitt 3 geht es um eine Anwendung, die auf ei-
ner Verlinkung von CD-Aufnahmen und gescannten Par-
titurdaten basiert [Kurth et al., 2007]. Die Verlinkungs-
daten ermöglichen zum einen eine zeitsynchrone Darstel-
lung von Partiturstellen während der Wiedergabe einer CD-
Aufnahme und zum anderen eine multimodale Naviga-
tion in Audio- und Partiturdaten. Abschnitt 4 diskutiert
eine Anwendung, bei der während der Audiowiederga-
be zwischen unterschiedlichen Audioaufnahmen desselben
Musikstücks nahtlos übergeblendet werden kann (Inter-
Dokument-Navigation). In Abschnitt 5 wird dann eine Be-
nutzerschnittstelle beschrieben, die die Navigation inner-
halb einer einzelnen Audioaufnahme ermöglicht (Intra-
Dokument-Navigation). Anhand einer automatisch erstell-
ten und durch ein Blockdiagramm dargestellten Wiederho-
lungsstruktur [Müller and Kurth, 2007] kann hierbei der
Benutzer durch musikalisch ähnliche/identische Audioaus-
schnitte effizient navigieren. Zur inhaltsbasierten Suche
stellt die aktuelle Version des SyncPlayers zwei Metho-
den zur Verfügung. Beim Audiomatching (Abschnitt 6)
erhält der Benutzer bei Auswahl eines kurzen Audioaus-
schnitts (in der Regel 10-30 Sekunden) eine Liste aller
musikalisch ähnlichen Ausschnitte in sämtlichen Stücken
der Musikkollektion [Kurth and Müller, 2008]. Die Lyrics-
Suche (Abschnitt 7) erlaubt schließlich eine klassische
Volltextsuche anhand von Gesangstexten, wobei die textu-

ellen Trefferstellen zeitlich genau mit zugehörigen Audio-
aufnahmen verlinkt sind und innerhalb einer multimodalen,
karaoke-ähnlichen Benutzerschnittstelle dargestellt werden
können [Damm, 2007; Müller et al., 2007].

Das SyncPlayer-Framework ist der Ausgangspunkt und
verbindendes Element von zwei aktuellen Forschungs-
richtungen. Einerseits liefert unser Framework die Ba-
sis zur Erschließung und Nutzbarmachung eines Musik-
Repositoriums, das zur Zeit an der Bayerischen Staats-
bibliothek (BSB) in München im Kontext des DFG-
Leistungszentrums PROBADO [Krottmaier et al., 2007]
erstellt wird. Insbesondere stehen hier gescannte Parti-
turbände und CD-Aufnahmen (als Dokumententypen) so-
wie die Automatisierung der inhaltlichen Erschließung in-
nerhalb des bibliothekarischen Geschäftsgangs [Diet and
Kurth, 2007] im Vordergrund. Andererseits zielt das aktuel-
le DFG-geförderte ARMADA-Vorhaben durch Intensivie-
rung der Grundlagenforschung auf die Entwicklung robus-
ter, für reale Dokumentenbestände tauglicher Technologien
zur Erschließung von Musikdokumenten ab, die schließlich
in einem integrierten Content Management System für Mu-
sikkollektionen realisiert werden sollen.

2 Überblick über das
SyncPlayer�Framework

In diesem Abschnitt skizzieren wir zunächst die Basis-
funktionalität des SyncPlayer-Frameworks aus Benutzer-
sicht und beschreiben dann die drei Hauptkomponenten des
Frameworks im Überblick. Dabei spielt insbesondere das
Plug-In-Konzept eine Rolle, innerhalb dessen die in den
weiteren Abschnitten beschriebenen Module realisiert sind.

Eine grundlegende Funktionalität des SyncPlayers ist
die multimodale, synchronisierte Wiedergabe verschie-
dener Musikdatenströme. Der SyncPlayer ist hierzu als
Client/Server-basierter Audioplayer realisiert, der neben
der akustischen Wiedergabe von Audioaufnahmen in der
Lage ist, zusätzliche, zu der aktuell wiedergegebenen Au-
dioaufnahme assoziierte Daten vom Server zu beschaf-
fen und dem Benutzer auf geeignete Art und Weise zu
präsentieren. Insbesondere handelt es sich hierbei um Da-
ten zur visuellen Präsentation wie gescannte Notenblätter,
Gesangstexte, Partiturdaten im MIDI-Format, Akkorde etc.
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Abbildung 2: SyncPlayer mit mehreren Instanzen des ScoreViewer-Plug-Ins zur Anzeige von Partiturinformationen auf
unterschiedlichen Detailstufen. Der ScoreViewer markiert den in der Audioaufnahme aktuell wiedergegebenen Takt in der
zugehörigen Partitur. Weiterhin erlaubt der ScoreViewer eine synchronisierte Navigation innerhalb der Audioaufnahme
und zugehörigen Partitur.

Diese werden dem Benutzer zeitsynchron zur akustischen
Wiedergabe angezeigt, wodurch unterschiedliche Moda-
litäten gleichzeitig angesprochen werden.

Das SyncPlayer-Framework lässt sich grob in drei
Hauptkomponenten unterteilen, die Client-, Server- sowie
Erschließungs- und Management-Komponente. Die Kom-
ponenten sind modular aufgebaut und größtenteils in Ja-
va implementiert; nur einige zeitkritische Teilkomponen-
ten sind als C++-Module realisiert. Die Funktionalitäten
der Hauptkomponenten lassen sich wie folgt zusammen-
fassend beschreiben (vgl. hierzu auch Abb. 1):

• Die Benutzeroberfläche bildet die Client-
Komponente, die als Grundfunktionalität einen
Audioplayer zur Wiedergabe von MP3- und WAV-
Dateien bereitstellt. Erweiterte Funktionalitäten
können über eine Plug-In-Schnittstelle angebunden
werden. Zu diesen Funktionalitäten zählen Benut-
zerschnittstellen zur Visualisierung, Interaktion und
inhaltsbasierter Suche, die als einzelne, voneinan-
der unabhängige, aber miteinander kombinierbare,
Plug-Ins realisiert sind (vgl. Abb. 7).

• Die zu einer wiedergegebenen Audioaufnahme asso-
ziierten Daten, die der Client abrufen kann, werden
an zentraler Stelle, der Server-Komponente, bereitge-
stellt. Zu diesen Daten gehören Annotationen, Ver-
linkungsstrukturen verschiedener Datenströme oder
Ergebnisse einer inhaltsbasierten Suche. Die Server-
Komponente ist ebenfalls modular aufgebaut, wobei
sämtliche Interaktionen der Clients mit dem Server
über sogenannte Query-Engines abgewickelt werden.
Für jede Interaktionsart (zum Beispiel Abfrage von
Annotationen, Bearbeitung einer Anfrage) ist dabei
eine eigene Query-Engine zuständig.

• Die Erschließungs- und Management-Komponente

beinhaltet die verfügbaren Werkzeuge zur Verwaltung
von Datenbanken, Indexen und Annotationen. Weiter-
hin existieren Werkzeuge zur Erstellung von Verlin-
kungsstrukturen zwischen diversen Musikdokumen-
ten, zur Generierung von Annotationen und zum Auf-
bau von Suchindexen.

Server-seitig liegt eine große Kollektion von Musik-
dokumenten unterschiedlicher Formate vor. Im folgenden
werden diese auch als Rohdaten bezeichnet. Im vorlie-
genden Szenario bestehen diese überwiegend aus Audio-
aufnahmen, gescannten Partituren und MIDI-Dokumenten.
Aus diesen Rohdaten werden sogenannte abgeleitete Daten
gewonnen. Diese bestehen aus Audiomerkmalen, diversen
Synchronisations- und Verlinkungsstrukturen (zum Bei-
spiel Ergebnisse einer Audio-Partitur- oder Audio-Audio-
Synchronisation) sowie automatisch extrahierten Wie-
derholungsstrukturen. Die Verlinkungsstrukturen drücken
existierende Relationen zwischen den am Synchronisati-
onsprozess beteiligten Rohdaten aus. Die Wiederholungs-
strukturen enthalten zu einzelnen Audioaufnahmen die sich
wiederholenden musikalischen Teile.

Mittels der Erschließungs- und Management-
Komponente werden die Roh- und abgeleiteten Daten
indexiert und in Datenbanken abgelegt, auf die der Server
Zugriff hat. Die Erzeugung der abgeleiteten Daten erfolgt
in einem Vorverarbeitungsschritt, während der Abruf
dieser Daten vom Server zur Laufzeit erfolgt (siehe
Abb. 1).

Der Client kann schließlich während der Audiowieder-
gabe in Echtzeit weitere, inhaltsbezogene Daten sukzessi-
ve vom Server abfragen und präsentieren. Hierzu überträgt
der Server eine Liste der für eine selektierte Audioaufnah-
me verfügbaren, in einzelnen Tracks organisierten Daten
an den Client. Der Benutzer erhält auf Grundlage dieser
Trackliste die Möglichkeit, verschiedene Plug-Ins zur Vi-
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sualisierung auszuwählen. Derzeit existieren Plug-Ins zur
Darstellung von Partiturdaten (in Form von gescannten No-
tenblättern und im MIDI-Format), Gesangstexten, Akkor-
den, Audiostrukturdaten sowie Plug-Ins zur Wellenform-
und Spektraldarstellung. Darüber hinaus existieren Plug-
Ins zur Navigation innerhalb verschiedener Interpretatio-
nen eines Musikstücks sowie zur inhaltsbasierten Suche so-
wohl auf den Audiodaten als auch auf Gesangstexten. Für
weitere technische Details, insbesondere die Verwaltung
und Implementierung des SyncPlayer-Frameworks betref-
fend, sei auf [Damm, 2007; Fremerey, 2006; Kurth et al.,
2005] verwiesen.

In den folgenden Abschnitten wird eine detailliertere Be-
schreibung der einzelnen Plug-Ins gegeben, die derzeit im
SyncPlayer verfügbar sind.

3 Komponente I: ScoreViewer
Der ScoreViewer ist ein Plug-In zur simultanen Anzeige
der Partitur eines Musikstücks während der Wiedergabe ei-
ner zugehörigen Audioaufnahme. Dem Benutzer wird hier
nicht nur das Notenblatt angezeigt, das zum aktuell wieder-
gegebenen Inhalt der Audioaufnahme korrespondiert, son-
dern es wird auch der aktuell gespielte Takt hervorgeho-
ben dargestellt (vgl. Abb. 2, links unten). Dadurch kann
der Benutzer die Partitur des Musikstücks taktweise mit-
verfolgen, während er der Audioaufnahme zuhört. Ande-
rerseits kann durch die Tatsache, dass bestimmte Zeitab-
schnitte innerhalb der Audioaufnahme einzelnen Takten in-
nerhalb der Partitur entsprechen, eine bequeme und intui-
tive Art der Navigation im Musikstück realisiert werden.
Durch gezielte Auswahl eines Taktes innerhalb der Parti-
tur wird die Wiedergabe der Audioaufnahme an der zu die-
sem Takt korrespondierenden Stelle fortgesetzt. Somit hat
der Benutzer die Möglichkeit, über die Partitur an belie-
bige Stellen des Musikstücks zu springen. Man beachte,
dass das klassische Vorgehen, eine bestimmte musikalische
Stelle innerhalb einer Audioaufnahme manuell zu suchen
(zum Beispiel durch Hin- und Herspulen), mit erheblich
mehr Zeitaufwand verbunden ist. Bei der hier realisierten
Art der Suche entfällt solch ein manuelles Duchlaufen der
Audioaufnahme gänzlich.

Abb. 2 zeigt den SyncPlayer (links oben) mit drei Instan-
zen des ScoreViewer-Plug-Ins. Rechts oben befindet sich
der Notenblatt-Browser zur seitenbasierten Navigation in-
nerhalb einer aktuell selektierten Partitur. Wählt der Benut-
zer hier eine Seite aus, so wird die Wiedergabe der Audio-
aufnahme entsprechend dem Beginn der Seite gestartet be-
ziehungsweise dort fortgesetzt. Der Benutzer hat weiterhin
die Möglichkeit, sich das Notenblatt auf verschiedenen De-
tailstufen anzeigen zu lassen. So ist rechts unten eine Sei-
tenübersicht über das aktuelle Notenblatt sowie links unten
die den aktuell abgespielten Takt umgebende Region des
Notenblatts im Ausschnitt dargestellt.

4 Komponente II: AudioSwitcher
Das AudioSwitcher-Plug-In bietet die Möglichkeit,
während der Audiowiedergabe ad-hoc zwischen verschie-
denen Interpretationen eines Musikstücks zu wechseln.
Hierbei wird die aktuelle Wiedergabeposition im mu-
sikalischen Sinne beibehalten. Genauer bedeutet dies,
dass während der Wiedergabe einer Interpretation zu
einem beliebigen Zeitpunkt eine andere Interpretation
ausgewählt werden kann und die Wiedergabe mit der
neu ausgewählten Interpretation an derjenigen Stelle

Abbildung 3: SyncPlayer mit AudioSwitcher-Plug-In. Der
AudioSwitcher erlaubt die Auswahl mehrerer Interpretatio-
nen eines Musikstücks. In diesem Beispiel kann der Be-
nutzer über die jeweiligen Slider zeitgleich in fünf un-
terschiedliche Aufnahmen von Beethoven’s fünfter Sym-
phonie navigieren. Durch Klick auf die zugehörigen Play-
Buttons (links) kann zwischen diesen nahtlos hin- und her-
gewechselt werden.

fortgesetzt wird, die musikalisch äquivalent zu der Stelle
innerhalb der alten Interpretation ist, die vor dem Wechsel
wiedergegeben wurde. Hierdurch ist beispielsweise ein
unmittelbarer Vergleich verschiedener Interpretationen
eines Musikstücks möglich, da zwischen den Audio-
aufnahmen nahtlos und latenzfrei übergeblendet wird
(Inter-Dokument-Navigation).

Abb. 3 zeigt als Beispiel fünf verschiedene Interpreta-
tionen von Beethovens Fünfter Symphonie. Zu jeder In-
terpretation gehört ein Slider (Zeitleiste) und ein Abspiel-
symbol (jeweils links neben einem Slider positioniert). Im
Beispiel ist als aktuell wiedergegebene Aufnahme die In-
terpretation von Bernstein (durch ein rotes Abspielsymbol
gekennzeichnet) selektiert. Möchte der Benutzer während
der Wiedergabe eine andere Interpretation hören, muss er
dazu lediglich das jeweilge Abspielsymbol zu einer Inter-
pretation anklicken. Ferner kann der Benutzer durch Zie-
hen eines Sliders zu der entsprechenden Zeitposition der
zugehörigen Interpretation wechseln.

5 Komponente III: AudioStructure
Musikstücke aus dem westlichen Kulturkreis lassen sich
im allgemeinen in eine Folge musikalisch bedeutsamer
Abschnitte unterteilen. Zu solchen Abschnitten gehören
bei der populären Musik Intros, Strophen, Refrains und
Übergänge. Bei der klassischen Musik sind die möglichen
Abschnittsarten und deren weitere Unterstukturierungen
noch vielgestaltiger. Im allgemeinen spricht man aus mu-
sikwissenschaftlicher Sicht von der musikalischen Form ei-
nes Musikstücks.

Obwohl eine automatisierte Analyse der musikalischen
Form einer gegebenen Audioaufnahme nach dem derzeiti-
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Abbildung 4: SyncPlayer mit zwei Instanzen des
AudioStructure-Plug-Ins zur Anzeige von Strukturin-
formationen. In diesem Beispiel wird die Wiederho-
lungsstruktur einer Ormandy-Aufnahme von Brahms’
Ungarischen Tanz Nr. 5 angezeigt, wobei die Blöcke
jeder Zeile sich wiederholenden Audiosegmenten ent-
sprechen. Die untere der beiden Instanzen zeigt die
Wiederholungsstruktur auf einer feineren Detailstufe.

gen Stand der Technik noch nicht zu bewerkstelligen ist,
gibt es einige Ansätze, zumindest eine approximative Mu-
sikstruktur einer gegebenen Aufnahme zu berechnen. In ei-
nem auf der Analyse der harmonischen Progression basie-
renden Ansatz [Müller and Kurth, 2007] wird hierzu eine
Methode vorgestellt, die zu einer Audioaufnahme versucht,
eine vollständige Liste aller sich wiederholenden Abschnit-
te zu bestimmen. Aufgabe des AudioStructure-Plug-Ins ist
es, die so ermittelte Audiostruktur visuell zugänglich zu
machen. Dabei dient das Plug-In nicht nur der Anzeige
der Struktur, sondern auch einer strukturbasierten Naviga-
tion. Ein geeigneter Navigationsmechanismus soll dem Be-
nutzer erlauben, bestimmte Abschnitte direkt ansteuern zu
können.

Abb. 4 zeigt den SyncPlayer (oben) mit zwei Instan-
zen des Plug-Ins (mitte, unten). Die Struktur einer ak-
tuell im SyncPlayer geladenen Audioaufnahme wird in
den Plug-Ins durch einzelne Blöcke visualisiert, wobei die
Blöcke einer jeden Zeile für einen bestimmten, sich aus
Sicht der harmonischen Progression wiederholenden Ab-
schnitt stehen. Das Beispiel in Abb. 4 zeigt die Struk-
tur einer Ormandy-Interpretation von Brahms’ Ungari-
schem Tanz Nr. 5. Dieses Stück hat die musikalische Form
A1A2B1B2CA3B3B4D, bestehend aus drei sich wieder-
holenden A-Teilen A1, A2 und A3, aus vier sich wieder-
holenden B-Teilen B1, B2, B3 und B4, sowie einem Mit-
telteil C und einem kurzen Schlussteil D. Die erste In-
stanz des Plug-Ins in Abb. 4 zeigt drei Zeilen an. Die
erste Zeile (mit zwei Blöcken) entspricht der Wiederho-

lung A2B1B2 und A3B3B4. Die zweite Zeile (mit vier
Blöcken) repräsentiert die vier B-Teile und die dritte Zeile
(mit drei Böcken) die drei A-Teile. Die zweite Instanz des
Plug-Ins von Abb. 4 zeigt die Wiederholungsstruktur auf
einer feineren Detailstufe. So besteht zum Beispiel jeder
A-Teil aus zwei harmonisch ähnlichen, sich wiederholen-
den Unterabschnitten. Die entsprechende Wiederholungs-
struktur wird durch die sechs Blöcke der dritten Zeile re-
präsentiert. Durch Selektion eines bestimmten Blocks wird
die Wiedergabe der zugehörigen Stelle innerhalb der Au-
dioaufnahme gestartet beziehungsweise fortgesetzt. Unter
Verwendung des Plug-Ins kann hier beispielsweise belie-
big zwischen den A-Teilen hin- und hergesprungen wer-
den. Im Hinblick auf musikwissenschaftliche Untersuchun-
gen gestattet es diese Art der Navigation (Intra-Dokument-
Navigation) allgemeiner, die unterschiedlich interpretierten
Wiederholungen eines bestimmten Themas auf bequeme
Weise auf Unterschiede hin zu untersuchen.

6 Komponente IV: AudioMatching
Eine der vom SyncPlayer unterstützten Sucharten ist die
inhaltsbasierte Suche anhand kurzer gegebener Audioaus-
schnitte unter Verwendung des Audiomatchings [Kurth and
Müller, 2008]. Hierbei kann der Benutzer in einer gege-
benen Audioaufnahme, visualisiert durch die zugehörige
Wellenformdarstellung (vgl. Abb. 5), einen Ausschnitt
markieren und diesen als Anfrage an die am Server vor-
liegende Datenbank übergeben. Das Suchergebnis besteht
aus denjenigen Audioaufnahmen, die einen zur Anfrage
ähnlichen Harmonieverlauf beinhalten. In einer Trefferlis-
te werden die Trefferstellen innerhalb der gefundenen Au-
dioaufnahmen angezeigt und sind anwählbar, so dass der
Benutzer durch Anklicken einer solchen Trefferstelle die
Wiedergabe direkt an entsprechender Position starten kann.

Als Beispiel wurden in Abb. 5 als Anfrage die ersten
20 Sekunden einer Bernstein-Interpretation von Beetho-
vens Fünfter Symphonie in der Wellenformdarstellung se-
lektiert. Dies entspricht hier genau dem ersten Vorkom-
men des bekannten Themas dieser Symphonie. Die Da-
tenbank enthält fünf verschiedene Interpretationen von
Beethovens Fünfter Symphonie: vier Orchsterversionen,
aufgeführt von Bernstein, Karajan, Kegel, und Sawallisch
sowie eine Klavierversion, gespielt von Scherbakov. Das
erste Thema erscheint in der Exposition, in einer Wieder-
holung und schließlich noch einmal — in abgewandelter
Form — in der Reprise. Damit sind 15 semantisch korrekte
Treffer zu erwarten. Unterhalb der Wellenformdarstellung
(Listenansicht) sind die Treffer aufgelistet, die das System
bezüglich der Anfrage gefunden hat. Es wurden hier al-
le in der Datenbank enthaltenen Interpretationen gefunden.
Das untere Fenster zeigt die einzelnen Treffer in den ver-
schiedenen Interpretationen durch rote Blöcke, die unter-
halb der zu einer Interpretation gehörigen Zeitleiste ange-
bracht sind, an. Man kann erkennen, dass das System 14
Treffer gefunden hat, die auch alle im obigen musikali-
schen Sinne korrekt sind. Lediglich die Wiederholung des
Themas in der Reprise der Klavierversion wurde nicht ge-
funden.

7 Komponente V: LyricsSeeker und
KaraokePlayer

Eine weitere Suchart im SyncPlayer ist die Volltextsu-
che in den zu den Musikstücken gehörigen Gesangstexten.
Hierzu bietet das LyricsSeeker-Plug-In eine Benutzerober-
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Abbildung 5: AudioMatching-Plug-In des SyncPlayers.
Oben: Die Anfrage besteht aus einem Audioabschnitt (hel-
ler Hintergrund), welcher innerhalb einer Wellenformdar-
stellung ausgewählt werden kann. Mitte: Alle Audioauf-
nahmen, die Treffer zu dieser Anfrage enthalten, werden
inklusive aller Trefferstellen aufgelistet. Unten: Benutzer-
schnittstelle zur Navigation in den die Treffer enthaltenden
Audioaufnahmen. Die Funktionalität ist ähnlich zum Au-
dioSwitcher, siehe Abb. 3. Zusätzlich werden die Treffer
durch rote Blöcke repräsentiert, die durch Anklicken eine
direkte Navigation zu den jeweiligen Trefferstellen erlau-
ben.

fläche zur Formulierung von textuellen Anfragen sowie zur
Präsentation von Suchergebnissen an. Neben der rein tex-
tuellen Präsentation der gefundenen Musikstücke, in de-
nen der angefragte Text gesungen wird, bietet das Plug-In
zusätzlich die Möglichkeit, zu jeder textuellen Trefferstelle
den entsprechenden Audioausschnitt anzuhören.

In Abb. 6 ist auf der rechten Seite das LyricsSeeker-Plug-
In dargestellt. In das obere Suchfeld können ein oder meh-
rere Suchbegriffe eingegeben und mittels des ”Search“-
Knopfs angefragt werden. Nach Anfragebearbeitung wer-
den die Suchergebnisse unterhalb des Suchfelds dargestellt.
Für jeden Treffer werden als Überschrift Interpret und Ti-
tel des entsprechenden Musikstücks sowie die Zeitpositi-
on der Trefferstelle aufgeführt. Weiterhin wird ein Text-
auszug aus dem Gesangstext angezeigt, in dem die Such-
begriffe vorkommen. Die darin enthaltenen Suchbegriffe
werden zur besseren Orientierung hervorgehoben darge-
stellt. Durch einen Klick auf die zu einem Treffer gehörige

Abbildung 6: LyricsSeeker-Plug-In des SyncPlayers mit
drei weiteren Instanzen einer Visualisierungskomponente
zur karaokeartigen Anzeige von Gesangstext. Der Lyrics-
Seeker gestattet eine Volltextsuche auf den Gesangstexten.
Im Suchfeld (oben) wird die Anfrage formuliert. In der
Ergebnisanzeige (unten) werden die Treffer untereinander
dargestellt.

Überschrift wird die zu dem Musikstück gehörige Audio-
aufnahme in den SyncPlayer geladen und ab der Stelle, an
der die Anfrage gesungen wird, wiedergegeben. Zusätzlich
zur akustischen Wiedergabe wird der Gesangstext im Stil
einer Karaoke-Anwendung synchronisiert angezeigt. Ge-
nauer wird dabei der umgebende Text zu dem in der
Audioaufnahme aktuell gesungenen Wort angezeigt (vgl.
Abb. 6, linke Seite); das aktuell gesungene Wort selbst wird
durch einen laufenden Punkt unterhalb des Worts sowie
eine veränderte Farbe hervorgehoben. Desweiteren lassen
sich gleichzeitig mehrere Instanzen der Visualisierungs-
komponente zur karaokeartigen Anzeige von Gesangstex-
ten anzeigen. Als praktisches Anwendungsbeispiel hierzu
sei die Darstellung von Übersetzungen von Gesangstexten
in andere Sprachen genannt. Auch die gleichzeitige Anzei-
ge der Romanisierung schriftzeichenorientierter Sprachen
kann hier, etwa im Rahmen von Lernumgebungen, verwen-
det werden.

8 Zusammenfassung und Ausblick
Das in dieser Arbeit im Überblick vorgestellte SyncPlayer-
Framework bietet — aufbauend auf Mechanismen zur au-
tomatisierten Musikerschließung — Nutzerschnittstellen
zur multimodalen Wiedergabe, Browsing und Suche in
Musikkollektionen. Die in den einzelnen Abschnitten vor-
gestellten Komponenten können beliebig miteinander kom-
biniert werden, was eine neue Art des Musikerlebens ge-
stattet. Diesbezüglich sei auf Abb. 7 verwiesen. Hier wird
das Klavierlied ”Frühlingstraum“aus der ”Winterreise“ von
Schubert (D 911, Nr. 11), interpretiert von Thomas Allen,
auf vielfältige, multimodale Weise wiedergegeben. Neben
der akustischen Wiedergabe werden synchronisiert dazu
der Gesangstext, die Klavierwalzendarstellung der Partitur
(einmal Klavier mit Gesangsstimme, einmal nur Gesangs-
stimme) und die Wellenformdarstellung angezeigt. Ferner
gestatten die beiden Strukturanzeigen auf verschiedenen
Detailstufen eine bequeme Navigation zu bestimmten Tei-
len des Musikstücks.
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Abbildung 7: SyncPlayer mit verschiedenen Plug-Ins zum Klavierlied ”Frühlingstraum“ aus der ”Winterreise“ von Schu-
bert (D 911, Nr. 11), interpretiert von Thomas Allen. Die Abbildung zeigt den SyncPlayer (links oben), die Playlist (rechts
oben) und sechs Visualisierungs- und Navigations-Plug-Ins zur synchronisierten Anzeige des Gesangstexts, der Klavier-
walzendarstellung und der Wellenformdarstellung sowie der Navigation in der musikalischen Struktur des Musikstücks.

Durch die Integration aktueller Forschungsergebnis-
se aus dem Bereich des MIR mit innovativen Nut-
zerschnittstellen leistet das SyncPlayer-Framework einen
ersten Schritt in Richtung auf ein umfassendes auto-
matisiertes Content Management System für heteroge-
ne Sammlungen von Musikdokumenten. Das momentan
zum Einsatz in der Bayerischen Staatsbibliothek entwi-
ckelte PROBADO-Musik-Repositorium erweitert wesent-
liche Teile des SyncPlayer-Frameworks im Hinblick auf
einen Praxiseinsatz im bibliothekarischen Geschäftsgang
inklusive der Nutzbarkeit durch Endanwender in der Bi-
bliothek [Kurth et al., 2008]. Die Grundlagenforschung im
ARMADA-Projekt wird sich komplementär hierzu darauf
konzentrieren, die in den meisten Fällen bislang nur für ein-
geschränkte Klassen von Musik einsatzfähigen Erschlie-
ßungswerkzeuge weiterzuentwickeln. Zu den hier relevan-
ten Aufgaben zählt beispielsweise die partielle Musiksyn-
chronisation [Müller and Appelt, 2008], die sich mit der
Verlinkung von nur teilweise übereinstimmenden Musik-
dokumenten beschäftigt.
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Abstract 
Benutzer fordern zunehmend den integrierten 
Zugriff auf Fachinformationen, da sich die Re-
cherche in dieser Sparte häufig schwierig dar-
stellt. Dieser Artikel beschreibt einen Ansatz, der 
diesem Wunsch nachkommt. Anhand der 
INSPEC- und Energy-Fachthesauri wurde ein 
halbautomatisches Mapping-Verfahren ent-
wickelt, das auf einer Kombination linguistischer 
und statistischer Verfahren basiert. Ein we-
sentlicher Schwerpunkt liegt dabei auf der 
Lösung von Heterogenitätsproblemen, die sich 
überwiegend in semantischer Form manifes-
tieren. Darüber hinaus wurde ein Prototyp 
entwickelt, der sowohl den Mapping-Ansatz als 
auch eine Möglichkeit der parallelen Navigation 
vorstellt. In diesem Zusammenhang gilt es 
insbesondere die Unterstützung jener Endnutzer 
zu gewährleisten, die nicht über die nötige 
Rechercheerfahrung verfügen. 

1 Einleitung 
Derzeit zeigt sich deutlich, dass qualitativ hochwertigen 
Informationen eine steigende Bedeutung zukommt. 
Fachdatenbanken sind daher eine häufig verwendete 
Quelle. Allerdings erweist sich die Recherche von 
Fachinformationen häufig als schwierig.  

Darüber hinaus argumentiert bereits Mayr, dass Be-
nutzer in den meisten Fällen auf verschiedene Angebote 
zugreifen, was die Suche zusätzlich erschwert [Mayr, 
2006]. Um dieser Problematik entgegenzuwirken, bieten 
Portale wie vascoda1 einen integrierten Zugriff auf die 
unterschiedlichen Informationsangebote an [Mayr et al., 
2005; Mayr, 2006]. 

In diesem Zusammenhang gilt es die Heterogenität zu 
behandeln, die auf technischer, struktureller und seman-
tischer Ebene entsteht [Strötgen, 2007]. Dieser Artikel 
konzentriert sich ausschließlich auf die Überwindung der 
semantischen Heterogenität, die in Anlehnung an Strötgen 
[2007] durch die Indexierung mit Hilfe verschiedener 
Dokumentationssprachen, in diesem Fall Fachthesauri, 
verursacht wird. 

Das Problem der Heterogenität ist längst kein unbe-
kanntes Forschungsphänomen mehr, so dass bereits erste 
Lösungsansätze für dessen Behandlung vorliegen. Bei 
Betrachtung vorhandener Projekte zeigt sich deutlich, dass 
sich eine Tendenz in Richtung Crosskonkordanzen und 

                                                 
1 http://www.vascoda.de 

statistischer Kookkurrenzen herausbildet. Diese Verfahren 
werden beispielsweise in [Krause, 2003; Mayr, 2006; 
Hellweg et al., 2001] vorgestellt. 

Dieser Artikel beschreibt einen alternativen Ansatz 
zur Lösung der Heterogenitätsprobleme, die in Verbindung 
mit der Integration von Fachthesauri auftreten. Dabei gilt 
es insbesondere die Eignung linguistischer Verfahren 
festzustellen, da diese in der aktuellen Forschung eine eher 
untergeordnete Rolle spielen. 

Der folgende Abschnitt (Abschnitt 2) beschreibt den 
entwickelten Ansatz, der exemplarisch für einen Aus-
schnitt der INSPEC- und Energy-Fachthesauri realisiert 
wurde. Das benötigte Datenmaterial einschließlich der 
zuvor genannten Thesauri wurde vom FIZ Karlsruhe2 
bereitgestellt. Die Stichprobe beschränkt sich bislang auf 
etwa 100 Terme des INSPEC-Thesaurus. Anschließend 
wird die prototypische Implementierung (Abschnitt 3) 
sowie erste Evaluationsergebnisse (Abschnitt 4) vorge-
stellt. Den Abschluss bilden Ausblick und Diskussion 
(Abschnitt 5). 

2 Überwindung der Heterogenität  
Im Falle der zugrundeliegenden Fachthesauri äußert sich 
Heterogenität überwiegend dadurch, dass die thematischen 
Bereiche unterschiedlich detailliert und mit Hilfe abwei-
chender Begriffe beschrieben werden. Zur Lösung dieser 
Heterogenitätsproblematik wird auf ein halbautomatisches 
Verfahren zurückgegriffen, das auf zwei Ebenen ansetzt. 
Um den intellektuellen Aufwand zu reduzieren, wird 
versucht, den Prozess mit Hilfe eines reinen String-Ver-
gleichs weitgehend zu automatisieren. Da dieser Ansatz 
den qualitativen Anforderungen nicht gerecht wird und 
zudem nur einen geringen Teil der Terme abdeckt, kom-
men auf linguistischer Ebene zusätzlich Head/Modifier-
Informationen zum Einsatz.  

Die verwendeten Relationen orientieren sich dabei im 
Wesentlichen an den klassischen Beziehungen innerhalb 
eines Thesaurus, zu denen in Anlehnung an Blocks [2004] 
Äquivalenz, Hierarchie und Assoziation zählen. Eine 
ausführliche Beschreibung vorhandener Matching-
Methoden findet sich in [Euzenat und Shvaiko, 2007]. 

2.1 Matching auf Stringebene 
Betrachtet man einen Term ausschließlich auf Zeichen-
ebene, so lassen sich Synonyme durch einen einfachen 
String-Vergleich ermitteln. Dies setzt jedoch voraus, dass 
keinerlei Schreibvariationen auftreten und Mehrdeutig-
keiten weitgehend ausgeschlossen werden können. 
                                                 
2 http://www.fiz-karlsruhe.de 
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Innerhalb der INSPEC- und Energy-Fachthesauri liegen 
einige identische Deskriptoren vor, so dass dieser Ansatz 
bereits zu einem ersten Erfolg führt. Allerdings deckt 
diese Stufe nur einen sehr geringen Teil der Terme ab. 
Aus diesem Grund wurden die innerhalb der Thesauri 
vorhandenen Mehrwortgruppen auf ähnliche Ansatz-
punkte untersucht. 

Im Rahmen einer eingehenden Analyse stellte sich 
heraus, dass ein Großteil der Ober- und Unterbegriffe 
gewisse Regelmäßigkeiten aufweist. Dies betrifft primär 
Relationen der folgenden Form: 

 
Bsp.: Information Retrieval NT Retrieval 
 

Anhand dieses Beispiels zeigt sich deutlich, dass der 
Teil-String dieser Mehrwortgruppe mit dem Einzelterm 
übereinstimmt. Unter diesem Blickwinkel wurde der ein-
gangs geschilderte String-Vergleich um die Überprüfung 
von Teil-Strings erweitert. Dies erfolgt auf der Basis ver-
schiedener Regeln, die in Zusammenarbeit mit den Exper-
ten am FIZ Karlsruhe formuliert wurden.  

Problematisch erweist sich die Automatisierung ver-
wandter Begriffe, da in diesem Fall keine Regelmäßigkei-
ten festgestellt werden konnten, die einen vergleichbaren 
Ansatz zulassen.  

2.2 Matching auf linguistischer Ebene 
Da der zuvor geschilderte Ansatz ausschließlich auf 
Stringebene ansetzt, bedarf es einer Alternative, die zu-
sätzliche Informationen einbezieht. Vereinzelt liegen 
innerhalb der Thesauri Scope Notes vor, welche Definiti-
onen der Deskriptoren beinhalten. Da diese Bedingung 
nicht durchgängig erfüllt ist, liegt es nahe, ähnliche 
Hinweise nachträglich hinzuzufügen, um die 
Verknüpfung der Terme zu erleichtern. 

Die Publikationen von Koster [Koster, 2004] und 
Ruge/Brauer [Ruge und Brauer, 1996] verdeutlichen, dass 
Head/Modifier-Ansätze bereits Einzug in das Information 
Retrieval erhalten. Auch ihr Potential für die Indexierung 
wird zunehmend erkannt. So argumentiert Koster bei-

spielsweise, dass Head/Modifier-Paare deutlich mehr 
Informationen preisgeben als Kollokationen [Koster, 
2004]. Dies liegt nicht zuletzt daran, dass mit Hilfe von 
Modifiers die Bedeutung des Heads unterschieden werden 
kann [Koster, 2004]. Das folgende Beispiel verdeutlicht 
dieses Prinzip. 

 
[engineering, software] (aus [Koster, 2004]) 

 
Transformiert man das zuvor aufgeführte Head/Modifier-
Paar in Normalform, so ergibt sich die Mehrwortgruppe 
Software Engineering. Auf diese Weise zeigt sich deut-
lich, dass der Term Engineering durch Software näher 
definiert bzw. differenziert wird. Konkret ergibt sich da-
mit der Vorzug, dass die Head/Modifier-Darstellung offen 
legt, auf welchem Term der thematische Schwerpunkt 
liegt. Darüber hinaus betont Koster, dass Head/Modifier-
Paare eine Abstraktion des Satzes darstellen und dessen 
wesentlichen Inhalt wiedergeben [Koster, 2004]. Dies 
impliziert, dass mit Hilfe dieses Ansatzes die wichtigsten 
Punkte eines Textes extrahiert werden können, welche 
sich eignen, um die fehlenden Scope Notes zu ersetzen.  

Zu diesem Zweck wurden Abstracts, die einem 
Deskriptor der Stichprobe zugeordnet sind, aus der 
INSPEC-Datenbank zusammengetragen und mit Hilfe des 
Systems AGFL3 in Verbindung mit der Grammatik EP4IR 
der Universität Nijmegen geparst. Diese ermöglicht es, die 
Texte in Head/Modifier-Form darzustellen [Koster, 2004]. 

Für die Umsetzung dieses Ansatzes ist es besonders 
wichtig, die einzelnen Texte separat zu parsen, um sicher-
zustellen, dass die ermittelten Head/Modifier-Infor-
mationen dem entsprechenden Deskriptor zugeordnet 
werden können. Dies liegt insbesondere daran, dass der 
Deskriptor in den Abstracts häufig nicht enthalten ist.  

Anschließend erfolgt die Sichtung der Ausgaben der 
geparsten Texte sowie die Zusammenfassung der extra-
hierten Informationen zu einer möglichen Beschreibung 
des Deskriptors. Äquivalent zu den innerhalb der Thesauri 
bereits vorhandenen Scope Notes fungieren die nachträg-
lich erzeugten Termbeschreibungen als Hinweise.  

Da sich die Bedeutung der Fachterme ohne zusätz-

                                                 
3 http://www.cs.kun.nl/agfl/ 
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Abb. 1: Modulstruktur des Prototypen ThesMatch 
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liches Wissen kaum erschließen lässt, erleichtern diese die 
manuelle Verknüpfung geeigneter Termpaare beider The-
sauri erheblich. 

3 Prototyp – ThesMatch 
Der Prototyp ThesMatch basiert auf einer in Java 
entwickelten Klassenstruktur und enthält insgesamt neun 
Module, die unterschiedliche Funktionen übernehmen. 
 

• Flexibles Laden von Thesaurus-Dateien 
• Matching 
• Realisierung der Benutzeroberfläche 

 
Abbildung 1 gibt Aufschluss über den Zusammenhang der 
einzelnen Module. 

Das System zielt darauf ab, den Benutzer bei der 
parallelen Suche zu unterstützen. In diesem Zusam-
menhang gilt es insbesondere die Unterstützung jener 
Endnutzer zu gewährleisten, die nicht über die nötige 
Rechercheerfahrung verfügen. Infolgedessen wurde der 
entscheidende Schwerpunkt auf eine mögliche Form der 
Rechercheunterstützung gelegt. 

Der Prototyp kommt nicht als Retrieval-System zum 
Einsatz, sondern dient lediglich Demonstrationszwecken. 

3.1 Matching 
Der Prototyp besitzt drei Kernmodule, die für das Mat-
ching zuständig sind. Die Module stellen sich wie folgt 
dar: 
 

1. Modul TermIdent Synonyme 
2. Modul TermAssoz Verwandte Terme 
3. Modul TermHierarch Ober-/Unterbegriffe 

 
Jedes dieser Kernmodule greift auf ein eigenes Wörter-
buch zu, in dem die manuell ermittelten Termpaare hin-
terlegt sind. Diese wurden innerhalb des Systems in Form 
von Hashtables realisiert. Das folgende Beispiel zeigt 

einen exemplarischen Eintrag des Synonymwörterbuchs. 
 
Bsp.: synDic.put(„Storage Media“, „Memory Device“) 
 
Zu Beginn des Matchings werden jeweils die Wörterbü-
cher konsultiert. Verläuft der Zugriff erfolglos, findet ein 
String-Vergleich statt, wie er in Abschnitt 2 bereits ge-
schildert wurde.  

Der gesamte Prozess folgt einer festen Reihenfolge, 
die sich wie folgt darstellt: 
 

1. Überprüfung, ob ein Synonym existiert 
• Wörterbuchbasis 
• Stringebene 

2. Prüfen, ob ein verwandter Term vorhanden ist 
• Wörterbuchbasis (2.Stufe entfällt) 

3. Ermittlung eines Ober- oder Unterbegriffs 
• Wörterbuchbasis 
• Stringebene 

3.2 Benutzeroberfläche 
Innerhalb des Prototyps wurden zwei unterschiedliche 
Ansichten realisiert. Während sich die einfache Suche 
(Abbildung 2) ausschließlich auf die Gegenüberstellung 
der ermittelten Terme konzentriert, zeigt die Baumdar-
stellung (Abbildung 3) die Termhierarchie auf. 

Die Suche beginnt auf der Startseite (siehe Abbildung 
2), wo der Benutzer seine Eingabe über ein einfaches 
Textfeld tätigt. Wählt er keine weiteren Optionen, so 
erfolgt die Ausgabe in einfacher Form. Diese gleicht einer 
Zwei-Fenster-Technologie. Über beschriftete Rahmen 
wird deutlich, welchem Thesaurus der angezeigte Term 
zuzuordnen ist. 

Über die einfache Ausgabe hinaus existiert eine hie-
rarchische Anzeige, die einer klassischen Baumstruktur 
gleicht. Diese Option muss vom Benutzer über die 
Checkbox auf der Startseite (siehe Abbildung 2) aktiviert 
und kann entsprechend wieder deaktiviert werden.  

 

 
Abb. 2: Startseite des Prototypen 
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<Term id=“Name“> 
<BT>Oberbegriff</BT> 
<NT>Unterbegriff</NT> 
<RT>Verwandter Begriff</RT> 
<UF>Synonym</UF> 
</Term> 

Die Baumdarstellung soll den Benutzern die gewünschte 
Rechercheunterstützung bieten. Sie fußt auf der 
Argumentation von Blocks [Blocks, 2004], in der die 
unterschiedlichen Vorteile von Thesauri im Rahmen der 
Suche geschildert werden.  

Abbildung 3 zeigt einen Ausschnitt der Baumausgabe 
anhand des Beispiels Memory Devices und lässt erkennen, 
wie die Terme im Falle dieser Ansicht organisiert sind. 
Die hierarchische Ausgabe orientiert sich ebenfalls an 
einem Zwei-Fenster-Modus. Um die Orientierung zusätz-
lich zu erleichtern, erklären Tool Tipps die Navigations-
möglichkeiten. 

Abb. 3: Hierarchische Darstellung am Beispiel Memory Devices 

 
Um diese baumartige Navigation zu ermöglichen, bedarf 
es einer geeigneten internen Darstellung. XML eignet sich 
hierfür besonders, denn es basiert bereits auf einer Baum-
struktur [Daconta et al., 2003]. Jede der beiden Thesaurus-
Dateien wurde mit Hilfe spezieller Tags (siehe Abbildung 
4) dargestellt, deren Verarbeitung unter Verwendung 
eines DOM-Parsers erfolgte. 

 

Abb. 4: XML-Struktur 

4 Evaluation 
Ein ausführlicher Retrieval-Test unter Konsultation der 
Zielgruppe wurde innerhalb des Projekts nicht realisiert. 
Es liegen lediglich vereinzelte stichprobenartige Ergebnis-
se vor. 

Da der stringorientierte Ansatz weitgehend in Zu-
sammenarbeit mit den Experten des FIZ Karlsruhe 
entwickelt wurde, lag der Fokus auf der Bewertung der 
Wörterbuchinhalte. Um einen ersten Eindruck über die 
Qualität der darin enthaltenen manuell verknüpften Term-

paare zu bekommen, wurden exemplarisch 51 dieser Rela-
tionen begutachtet und von den Experten des FIZ 
Karlsruhe nach dem Schulnotensystem bewertet. Die 
Auswertung dieser Ergebnisse lässt ein gewisses Potential 
erkennen, denn im Durchschnitt wurden die manuellen 
Relationen bereits als gut empfunden.  

Als Basis für die Berechnung wurde das arithme-
tische Mittel herangezogen. Die folgende Abbildung 
(Abbildung 5) zeigt einen Auszug der Ergebnisse. 

Abb.5: Auszug aus den Ergebnissen der Evaluation 

5 Ergebnisse und Ausblick 
Entgegen anfänglicher Erwartungen erwies sich der 

Integrationsprozess durchaus schwierig, obgleich es sich 
im Falle der beiden Fachthesauri um thematisch verwandte 
Vokabulare handelt. Das wahrscheinlich größte Problem 
ergibt sich dabei aus den fachspezifischen Inhalten beider 
Thesauri, da diese ohne das nötige Fachwissen kaum zu 
erschließen sind. Es kommt erschwerend hinzu, dass be-
kannte Terme innerhalb der Thesauri in den meisten Fällen 
eine abweichende Bedeutung besitzen. Diese Verständnis-
probleme erfordern im Prinzip kontinuierlich das Wissen 
der Experten, weshalb die vollständige Automatisierung 
dieses Prozesses kaum möglich erscheint. 

Sowohl der entwickelte Workflow als auch der Pro-
totyp sind weiter ausbaufähig. Bislang ist die zugrunde 
liegende Stichprobe sehr klein, so dass aussagekräftige 
Ergebnisse erst durch die Erweiterung der untersuchten 
Terme ermöglicht werden. Darüber hinaus liegt eine deut-
liche Schwäche innerhalb der implementierten Wörterbü-
cher, denn diese können in der aktuellen Version nur direkt 
im Quellcode bearbeitet werden. Zukünftig müsste daher 
eine entsprechende Alternative zum Tragen kommen, die 
eine Wartung der Wörterbucheinträge über eine Dialog-
schnittstelle ermöglicht. 

Da bislang eher stichprobenartige Evaluationsergeb-
nisse vorliegen, lässt sich lediglich festhalten, dass ein 
gewisses Potential zu erkennen ist. Um jedoch fundierte 
Aussagen machen zu können, bedarf es einer 
umfangreichen Bewertung der Termrelationen. Da eine 
Beurteilung dieser Beziehungen jedoch Fachwissen 
voraussetzt, eignet sich eine Expertenevaluierung, wie sie 
bereits in sehr kleinem Rahmen durchgeführt wurde. 

Ideal wäre es, den Prototypen um eine Bewertungs- 
skala im Schulnotensystem zu erweitern, so dass es den 
Experten möglich ist, die vom System dargebotenen 
Termpaare im Hinblick auf deren Plausibilität direkt über 
diese Skala zu beurteilen. Auf diese Weise könnten im 
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Rahmen einer Testphase deutlich mehr Experten-
bewertungen gesammelt werden. 

Ein wesentlicher Vorteil dieses Vorgehens besteht 
darin, dass eine Testphase zugleich Aufschluss über 
mögliche Navigationsschwierigkeiten offen legt. Mit Hilfe 
strukturierter Interviews könnten Experten gezielt nach 
Bedienungsproblemen befragt werden. Dies ist von 
besonderer Bedeutung, um zu überprüfen, ob der Prototyp 
die gewünschte Rechercheunterstützung der Nutzer auch 
tatsächlich gewährleistet. 
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Abstract
We report on an exploratory, qualitative user
study designed to identify users’ goals underly-
ing podcast search, the strategies used to gain
access to podcasts, and how currently available
tools influence podcast search. We employed
a multi-method approach. First, we conducted
an online survey to obtain broad information on
overall trends and perceptions regarding podcasts
in general and podcast search in particular. Sec-
ond, we used a diary study and contextual in-
terviews to gain more detailed insights into the
goals and behavior of key users.

We find that goals underlying podcast search may
be similar to those for blog search. Study par-
ticipants report searching for podcasts to look
for personal opinions and ideas, and favor top-
ics like technology, news, and entertainment. A
variety of search strategies is used to gain ac-
cess to interesting podcasts, such as query-based
search, directed and undirected browsing, and re-
quested and unrequested recommendations. We
find indications that goals and search strategies
for podcast search are strongly influenced by per-
ceptions of available tools, most notably the per-
ceived lack of tools for online audio search.

1 Introduction
Podcasting, [Rose and Lenski, 2006; van Gils, 2008;
Grossnickle et al., 2005], syndicated online distribution
of audio, has enjoyed growing popularity in recent years.
Providing access to the podosphere, the totality of all pod-
casts on the internet, is a significant challenge for the field
of information retrieval. Although established techniques
for web search hold potential for success when extended to
podcast search, we believe that the development of podcast
search technology should be informed by a detailed under-
standing of user needs and user behavior. Our research in-
vestigates the question of whether searchers approach the
podosphere differently than they approach the internet at
large. We carried out a user study to determine what goals
motivate users to search the podosphere and how percep-
tions of podcast search technology impact the way users
find and obtain access to podcasts.

A podcast is a web feed that contains a series of feed
items, each encoding an individual podcast episode. Web

∗ This research was supported by the E.U. IST programme
of the 6th FP for RTD under project MultiMATCH contract IST-
033104, and by NWO under project number 612.066.512.

feeds typically offer content that is frequently updated and
encode this content in a standardized format readable by
feed readers or aggregators. Delivery of content via web
feeds is a form of syndication, i.e., the distribution of mate-
rial from a single source supplied to multiple destinations.
A podcast feed contains basic descriptive metadata (e.g.,
podcast title and description). It also contains feed items,
consisting of metadata describing the individual podcast
episodes (e.g., episode title, description, and episode pub-
lication date) as well as a link to the actual audio file.
A typical syndication format is RSS and a typical audio
file format of a podcast episode is mp3 [Matthews, 2006;
Grossnickle et al., 2005].

Podcast listeners have various options for accessing pod-
casts. A podcatcher (i.e., a podcast aggregator or reader)
can be used to subscribe to a feed, which means that new
episodes are downloaded to a specified location as they ap-
pear. Podcast episodes can also be downloaded separately.
Many users load podcasts onto an mp3 player, but it is also
common to listen to podcasts on the computer.

Publishers of podcasts – so-called podcasters – can be
professionals or amateurs. Indeed a significant number of
podcasts are considered user-generated content, published
by non-professionals. A podcast can contain a broad spec-
trum of spoken audio content, including broadcast news,
interviews, discussions, user-generated commentary, and
chitchat. Typically, new podcast episodes are added to a
podcast on regular basis. Podcasts can contain both speech
and music and some definitions also include video content.
In this paper we specifically focus on spoken audio pod-
casts.

Subscribing to a podcast feed or downloading a podcast
episode requires knowing the target web address. The po-
dosphere however is huge, and finding podcasts that are
interesting and relevant is not trivial. One way to find
interesting podcasts is through browsing. Some websites
of newspapers, journals, radio stations, museums, or other
organizations contain links to podcasts they publish. An-
other scenario is that friends recommend podcasts or pod-
cast episodes. However, encountering interesting podcasts
through browsing or recommendations does not provide the
same possibilities as other targeted search methods.

An alternative way of accessing podcasts is through
search engines. Search engines actively crawl online docu-
ments by following hyperlinks. They index the crawled re-
sources and provide an interface that allows users to search
this index. The current trend is that podcast search engines
style themselves after mainstream web search engines,
presenting the searcher with a single field for entering a
textual query (cf., http://audio.search.yahoo.
com/audio, http://suche.podcast.de/). Un-
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der the hood however, a podcast search engine can operate
on principles different from those employed by a conven-
tional web search engine, as will be discussed in section
2.

A difficulty in developing effective algorithms for pod-
cast search is that we know very little about searchers’
goals, i.e. the reason they search for podcasts. Depend-
ing on the search goal, different algorithms may provide
the best results. For example, when searching for a podcast
of a particular radio show that was broadcast on a known
station in a known time-frame, the most effective search
strategy would use metadata published with the podcast.
When searching for podcasts in which a specific actor is
mentioned, algorithms that search the content of the audio
file, i.e. that can recognize and index spoken words, may
be more appropriate. Depending on users’ perception of
current tools for podcast search, different strategies may
be employed to achieve search goals. A better understand-
ing of currently used strategies and reasons for using these
strategies can thus also inform the development of future
podcast search technology.

In this paper we address the following research ques-
tions:

• What are users’ goals that motivate podcast search?

• What strategies are used to search for podcasts?

• Do perceptions of currently available tools for podcast
search influence search goals and strategies?

We address these questions in an exploratory, qualitative
user study. First, we report on a survey designed to obtain
insights into general trends and perceptions regarding pod-
cast search and to recruit volunteers for a follow-up study.
The follow-up study consisted of a diary study and con-
textual interviews in which specific situations of podcast
seeking were discussed to develop a better understanding
of goals and experiences in podcast search.

The remainder of the paper is organized as follows. Sec-
tion 2 presents related work regarding podcast search and
user goals in podcast and general web search. A detailed
description of the study we conducted is given in Section
3, and we present results in Section 4. We conclude with a
discussion of implications for podcast search engines and
an outline of future work in Section 5.

2 Background
Our discussion of related work is divided in two parts.
First we discuss the current state-of-the-art in podcast
search engines and show how different (existing and future)
search algorithms may address different types of informa-
tion needs. Second, we give an overview of previous work
regarding users’ goals in online search. As there is little
previous work on users’ goals in podcast search, we also
include work from related domains, namely general web
and blog search.

2.1 Podcast Search Engines
Under the hood, a podcast search engine can operate on
principles different from those employed by a conven-
tional web search engine. In particular, a podcast search
engine can derive indexing features from two different
sources, metadata and transcripts generated through auto-
matic speech recognition (ASR).

Metadata can be included in the podcast feed and in-
cludes basic information (e.g., title, description, date) for

the podcast as a whole as well as for the individual pod-
cast episodes. Some podcast search engines index podcasts
using metadata-derived indexing features only. A major
shortcoming of this approach is that this information is not
necessarily encoded in a unified standard and in many cases
podcast publishers specify little or no metadata. As a result,
the reliability of the metadata varies.

The second source of indexing features is audio content
analysis via automatic speech recognition (ASR). ASR pro-
duces time-marked transcripts of the spoken content of an
audio file, which can be indexed using conventional text
retrieval methods. Few podcasters have the time and re-
sources to include full transcripts of the spoken audio in
their feeds. As a result, even the most conscientiously com-
posed metadata descriptions risk missing information held
within the spoken content. For this reason, ASR transcripts
have great potential to improve performance of podcast
search engines by reducing reliance on human-generated
metadata.

A major challenge in using ASR transcripts as a source
of indexing features for podcast retrieval is that the po-
dosphere is characterized by heterogeneous spoken au-
dio (multiple speakers, unpredictable subjects) that varies
widely in quality (variable recording conditions, variable
speaking styles). These factors are known sources of ASR
errors. However, it has been demonstrated that it is possible
to partially compensate for ASR-transcript errors during re-
trieval and that in some cases retrieval on ASR-transcripts
approaches the performance of text-based retrieval [Garo-
folo et al., 2000; Koumpis and Renals, 2005].

Also, although ASR transcript generation times have
fallen in recent years largely due to hardware improve-
ments, it is still computationally expensive to generate tran-
scripts, especially with respect to the vast amount of audio
content published on the web.

We believe that a better understanding of the information
needs that are satisfied by podcast content can help inform
the balance between metadata-based indexing features (i.e.,
derived from the podcast feed) and content-based indexing
features (i.e., derived from speech recognition transcripts)
for podcast search. Moreover, we expect that the results
of our study will help inform the decision as to whether
generating ASR-transcripts of podcasts is worth the com-
putational effort.

2.2 Online Search Goals
Research in the area of podcast retrieval has its roots in
well over a decade of research into retrieval of broadcast
news content [Brown et al., 1995; Hauptmann and Wit-
brock, 1997; Renals et al., 2000; Garofolo et al., 2000]. In-
deed, some work on podcast search concentrates on broad-
cast news content in the podosphere [Molgaard et al.,
2007] and news and radio content remains an important
area of application of audio search (e.g., http://www.
audioclipping.de/). It is not surprising then that the
new field of podcast retrieval research [Zhou et al., 2006;
Goto et al., 2007; Ogata et al., 2007], generally puts em-
phasis on spoken term detection and ad hoc retrieval of sim-
ple queries using the speech transcript alone, as is typical
for the evaluation of broadcast news retrieval performance.

Although improving spoken term detection is without
a doubt important in advancing podcast retrieval, we be-
lieve that a better understanding of user needs and behavior
will provide valuable guidance to research in the area of
podcast search. The fact that podcast search engines, for
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example PodScope (http://www.podscope.com/),
offer users an interface for textual queries strongly resem-
bling that of a mainstream web search engine suggests
that a dominant assumption is that users approach pod-
cast search in the same way they approach conventional
web search. In our study we approach podcast search as a
type of web search but remain open to the possibility that
podcast search may more closely resemble other forms of
search.

In general web search, research on understanding goals
with which users approach search systems and strategies
used to obtain information go back to early research of user
interaction with hypertext systems. Marchionini and Shnei-
derman [1988] describe searching and browsing as strate-
gies used to achieve different search goals and find that the
choice of search strategy depends, among other factors, on
users’ goals and mental model of a search system’s fea-
tures.

Current research towards understanding users’ goals and
motivations of performing a search is conducted to inform
the design of new web search interfaces [Rose, 2006]. Web
search studies often make use of search logs containing the
queries issued against a search engine, and sometimes the
result list and clicked results [Rose and Levinson, 2004].
User studies can also use online surveys, e.g., [Broder,
2002]. An important result of [Broder, 2002] is that user
needs fall into three relatively distinct categories: naviga-
tional, transactional and informational. Further work re-
ported in [Rose and Levinson, 2004] demonstrates that nav-
igational type queries are rarer than expected and that users
often pursue the goal of obtaining a particular resource.

A domain that has recently attracted research attention
is blog search. Since both the podosphere and the blogo-
sphere contain large amounts of unedited user-generated
material we think that user goals in podcast search may
be similar to those for blog search. Key research on blog
search includes [Mishne and De Rijke, 2006] who use log
analysis to gain insight regarding the motivations of blog
search users. The results of the study show that blog search
is different from conventional web search and that blog
search mostly involves informational queries. Queries pre-
dominantly reflect a user searching for named entities, gen-
erally people or current events, or for posts that express an
opinion on a particular topic.

Although various research methods such as laboratory
experiments and qualitative and quantitative user stud-
ies have been employed to study user goals underlying
web search (cf. [Marchionini and Shneiderman, 1988;
Broder, 2002]), most recent studies have focused on log
analysis [Broder, 2002; Rose and Levinson, 2004; Mishne
and De Rijke, 2006]. Often, such approaches are the
only feasible way of sampling a large number of search
episodes, due to the characteristics of the web, such as its
enormous scale and world-wide distribution.

Although a similar log analysis would without doubt be
useful for the podcast domain, it would leave open the
question of whether users actually fulfill their search goals
with the strategies they employ for podcast search. For
example, the relative novelty of podcast search engines
on the internet (PodScope dates from 2005) suggests that
user search strategies are not yet stabilized and many valid
search goals will be expressed as queries that do not assure
optimal performance.

A general drawback of methods involving on-line sur-
veys, log analysis, or click analysis is that there is rel-

atively little interaction between the researcher and the
user, making it difficult to access details on the goal that
motivated the search. The difficulties of using log anal-
ysis to infer user goals are discussed by [Broder, 2002;
Rose and Levinson, 2004]. Rose and Levinson [2004]

partly alleviate this problem by including in their analysis
a large amount of information from the user’s clickstream,
i.e. all sites that were visited after submitting a query, but
note that ultimately only the user can provide information
on the goals underlying a search.

3 Methodology
In this study, we aim to explore users’ goals and strate-
gies related to podcast search. We therefore employ a pri-
marily qualitative approach, rather than a quantitative ap-
proach such as log analysis. We note the shortcomings of
the employed approach. In particular, results obtained in
this way should not be interpreted quantitatively, and we
do not claim overall generalization beyond the study sam-
ple [Diefenbach, 2008].

We use a multi-method approach combining a survey
and a follow-up part, consisting of diary study and contex-
tual interview [Sommer and Sommer, 1997; Berg, 2001;
Hyldegård, 2006]. This allows us to combine advantages
of the three methods and corresponds to a narrowing-down
strategy where each part of the study is used to gain deeper
insights about the findings from the previous step. First, the
survey is designed to obtain broad, high-level information
about general trends and perceptions about podcast search
in our target user group. Second, the diary study and in-
terview of the follow-up part with a small number of key
users allow us to gain more detailed insights into motiva-
tions underlying podcast search, current search strategies
and perceptions about currently available search tools.

Our study was conducted among students of the Infor-
matics Institute of the University of Amsterdam (UvA). We
considered students to be an appropriate target group for
the issues we are addressing, since they tend to be of the ap-
propriate age as identified in [Bausch and Han, 2006]. Ac-
cording to the study, web users between the ages of 18 and
24 are twice as likely to download audio podcasts as the av-
erage web user. Further, the level of education and field of
study of the participants corresponds to higher awareness
and use of podcasting. We consider this advantageous for
our study, since our goal is not to produce reliable quantita-
tive results that would generalize to the general population,
but to identify patterns among key users of podcasting.

The entire study was conducted in English, except for a
small part of the interviews that included interaction with a
Dutch podcast search engine. The choice of English was
motivated by the intention to gain as many participants
as possible, not only Dutch-speaking students. Further-
more, English does not appear to be a barrier for most stu-
dents at the UvA, where advanced courses are taught in
English. However, all participants of the follow-up study
were Dutch, and thus interaction with a Dutch system was
not creating any trouble.

3.1 Survey
The objective of the survey was to get a broad overview of
users’ perceptions related to podcasts. A second goal was
to recruit volunteers that are aware of podcasting for the
follow-up study.

The survey contained a total of 17 questions and in-
cluded questions on the demographic background, previ-
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ous experience in searching for podcasts, and experiences
in podcast search. The survey was designed to be short in
order to achieve high completion rates. The survey con-
sisted of ten multiple-choice questions, five short-answer
questions and two open questions. A few questions were
optional. Depending on answers to earlier questions, ques-
tions that were not applicable to a subject were skipped au-
tomatically. Completion time for the survey was 5 to 10
minutes.

The survey was conducted electronically. Participants
were recruited through email sent by the Board of Educa-
tion to all 700 students of the UvA Informatics Institute.
The email contained short information about the study and
a link to the online survey.

Upon completing the survey, subjects were asked
whether they would be willing to participate in a follow-up
study, in which case they were asked to provide an email
address. Participation in the survey was anonymous unless
an email address was provided for the follow-up survey.

3.2 Diary Study and Interview
The follow-up study consisted of a diary study and contex-
tual interviews. Subjects were recruited from the respon-
dents of the survey. Both the design of the diary study and
the interview protocol were revised several times during a
small scale pilot study.

In the diary study subjects were asked to keep track of
the query-based1 online search tasks they performed dur-
ing a time period of at least three days. For this they had
to indicate their initial search goal, the queries and Web
pages they used to find the information, and whether the
search was successful. This information they could then
email to us either immediately after every search or at the
end of each day during the diary study. The diaries served
several functions: they provided us with information about
both general and podcast specific strategies of formulating
queries and finding information. Furthermore, the diary
entries could be used during the interviews to help peo-
ple remember their searches. One of the key advantages
of diaries is that they minimize the time between the oc-
currence of an event and its recording and thus the risk
that details about the events will be forgotten before they
are recorded [Hyldegård, 2006]. Finally, the diaries were
intended to make study participants aware of their own
searching behavior so that it would be easier for them to
answer related questions during the interviews.

The interviews were conducted with the goal of obtain-
ing more detailed, qualitative information about subjects’
perceptions regarding podcast search. Open-ended ques-
tions were used in order to obtain as much information
as possible and the interview followed a semi-structured
protocol consisting of the following parts: The interview
started with a detailed discussion of specific situations, in
which the subjects sought a podcast and of the strategies
they used to obtain it. This part served to identify real
search goals and strategies to achieve them. Afterwards
interview questions zoomed out to focus on subjects’ gen-
eral perception about podcasts, including questions about
preferred situations for podcast listening, favorite topics,
and advantages and disadvantages of podcasts and audio
as opposed to other sources of information. Following this
part, subjects were asked to describe how they would pro-
ceed in a hypothetical scenario where they wanted to find

1Throughout, we use the term query to refer to textual queries.

a podcast on a topic they had previously indicated inter-
est in. This way participants’ strategies in podcast search
were further examined. The descriptions also prepared for
the discussion of the features and design that an ideal pod-
cast search engine should have according to the subjects.
This was further investigated in the last part of the inter-
view by discussing the advantages and disadvantages of a
Dutch podcast search engine [van Gils, 2008] that was pre-
sented to the subjects. In this part, participants were also
asked to judge the relevance of different result lists to the
same query that had been created by metadata, ASR-based
retrieval, or a combination of them. The interviews were
fully audio recorded.

4 Results
4.1 Survey
The survey was completed by 70 respondents, correspond-
ing to a response rate of 10%. The respondents were uni-
versity students with a few exceptions, since recent gradu-
ates also received the email invitation. Respondents were
aged between 18 and 38, an age group where listening to
podcasts appears to be particularly popular [Bausch and
Han, 2006]. As some questions were skipped automatically
based on previous answers, not all respondents completed
the same set of questions. The full 17 questions were com-
pleted by 22 respondents.

The survey started with introductory questions about
people’s general habits in downloading and listening to au-
dio files, and about their access to relevant technical equip-
ment. By this we wanted to exclude that subsequent re-
sponses were due to a general unawareness of audio down-
loading or lack of devices for listening. Answers to these
questions showed that the vast majority of the respondents
downloads audio files from the Internet and owns devices
to play them (Table 1).

Survey question Yes No
Do you own an mp3 player? 78% 22%
Do you listen to audio files via your computer? 96% 4%
Do you download audio files from the Internet? 88% 12%

Table 1: The vast majority of the respondents downloads
audio files from the Internet and owns devices to play them.

Most respondents of our survey had previously heard of
podcasting (90%). Their habits in downloading podcasts
are shown in Table 2. A third of these respondents also
thinks that podcasting is an important trend.

People who ever downloaded a podcast (listeners) 51%
Listeners who download podcasts at least monthly 27%
Listeners who subscribe to podcasts 62%

Table 2: People’s habits in downloading podcasts.

Respondents reported subscribing to up to 12 podcasts,
with 1-2 subscriptions being the most frequent, as shown
in Figure 1.

Both awareness of podcasting and use of podcasts re-
ported by our respondents is substantially higher than
reported elsewhere [Grossnickle et al., 2005; Rose and
Lenski, 2006; Madden, 2006; Bausch and Han, 2006]. We
attribute these differences to characteristics of our respon-
dent population, such as age group, level of education, and
field of study.
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Figure 1: Answers to the question “How many podcasts do
you subscribe to?” of people subscribing to at least one
podcast.

The most common topics respondents listen to are tech-
nology and music. This question was answered by all par-
ticipants who download podcasts at least once in a while.
A list of the five most popular topics is given in Figure 2.
Other topics participants reported listening to are culture,
sports, history, religion, business, and society.

Figure 2: The five most popular topics of podcasts to which
respondents listen.

Most of the subjects’ favorite podcasts are provided by
professional broadcasters rather than private distributers.
This might be a relevant indication for the usefulness of
content-based search engines, since the recording quality
has an impact on the quality of the content analysis. Fur-
thermore it should not be assumed that the amount and
quality of metadata is higher for professionally distributed
podcasts. In fact, there are indications that private podcast-
ers take more effort in providing high quality metadata.

When asked about how they find podcasts, most of the
participants indicated that they did so via browsing through
websites (50%) and recommendation (41%). About one
quarter of the respondents also use podcast search engines
(see Figure 3).

The most well-known and popular engine is iTunes,

Figure 3: Answers to the question “How do you find the
podcasts you listen to?”

which uses category-based search, i.e. search based on
metadata information. iTunes was known by two thirds of
the respondents who have heard of podcasting and was also
indicated to be the most popular search engine by more
than 75% of the respondents who indicated a preference.
Beyond this, search engines seem to be mostly unknown.
However, some respondents indicated knowing other en-
gines, as shown in Figure 4.

Figure 4: Answers to the question “What podcast search
engines have you heard of?” (multiple answers possible)

The two open questions on what they liked or would im-
prove about their favorite podcast search engine were an-
swered by 11 respondents. Some features people gener-
ally liked about their favorite search engine were its speed,
ease of use, and well designed graphical user interface. For
iTunes people also liked that it is integrated with the iPod,
which makes it easy to transfer files to the portable player.
What they disliked about iTunes was the way search cate-
gories and subgenres were defined. They also criticized the
selection of available podcasts and thus the small number
of results. Table 3 lists the answers to these two questions,
excluding responses indicating that there was nothing to
improve.

4.2 Diary Study and Interviews
Subjects for the diary study and interviews were mostly re-
cruited from the survey participants. All subjects that ini-
tially volunteered responded positively about participating
in the follow-up study but four dropped out due to schedul-
ing conflicts.

Seven subjects completed both diary study and follow-up
interviews. Subjects included five current university stu-
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What do you like about your favorite podcast search engine?
easy to use (mentioned by 4 respondents)
fast (3)
integrated (with mp3 player) (2)
can see what else listeners of my podcast are listening to (1)
nice user interface (1)
broad selection of podcasts (1)
What should be improved on your favorite podcast search engine?
more results (about a specific topic) (2)
more results (in general) (1)
better definition of categories (1)
would like to see what other listeners of this topic are listening to (1)

Table 3: Respondents’ preferences and suggestions for im-
provements of podcast search engines indicate that speed,
convenience of use, and broad coverage are important.

dents and two recent graduates, all in informatics or related
fields. All subjects had used computers and the internet for
several years and used web search several times a week to
daily. We found that subjects almost exclusively used ma-
jor commercial web search engines.

All subjects were aware of podcasting, but one subject
had never listened to a podcast. Another subject was plan-
ning to listen to a certain podcast but had at that point not
yet started with it. One subject reported usually not lis-
tening to podcasts but having made several searches on
existing content-based search engines to test their perfor-
mance. Two subjects reported listening to podcasts reg-
ularly but downloading individual episodes without sub-
scribing to any podcasts. Two subjects indicated currently
being subscribed to podcasts and additionally listening to
individual episodes of other podcasts.

The topics of podcasts subjects listened to included sci-
ence & technology, comedy, politics, music, and general
news issues and events. These topics correspond to the
topics ranked highest in our survey. Subjects reported lis-
tening to both podcasts from professional and from private
podcasters. The distinction was not judged very important
and subjects indicated they would listen to either type if the
desired content was provided.

Subjects stated that they appreciate podcasts for combin-
ing information and entertainment, for giving in-depth in-
formation about a topic, and for containing more personal
information. In particular, podcasts were judged more per-
sonal because listening to people speaking was perceived as
a more personal experience, and because subjects expected
podcasts to express individuals’ opinions and ideas. Conse-
quently subjects indicated they would consult other sources
of information for factual, objective, and up-to-date infor-
mation.

The strategies subjects reported to find or obtain ac-
cess to podcasts or podcast episodes included query-based
search, directed and undirected browsing, and requested or
unrequested recommendations; see Table 4 for detailed de-
scriptions. We distinguish between explicit search goals
and implicit search goals. The first refers to consciously
sought information, in this case a podcast, resulting in an
active search for it. The latter implies the user’s unaware-
ness of seeking a certain information up to the point where
it is found.

All of these scenarios were described by interview sub-
jects. For example, one subject discussed a situation where
both requested recommendation and query-based search
were used. The subject was looking for very specific in-
formation on constructing model planes. First, a colleague
who was judged to know a lot about the question was con-
sulted, and recommended a podcast on the topic. The col-

Strategy Description
Query-based search Use of a textual query directed at a search engine or

any other website. Used with explicit search goals for
which the best source of information or its exact loca-
tion is yet unknown.

Directed browsing Used with explicit search goals. Does not include
the use of queries but browsing through sites that are
known or believed to contain or link to the desired in-
formation, e.g. a specific podcast episode.

Undirected browsing Implies an implicit search goal. An possible scenario
is a user browsing for other reason and incidentally en-
countering a podcast they decide to download.

Requested recommendation Used with explicit search goals. The user asks another
person where an appropriate source of information can
be found, before consulting the internet.

Unrequested recommendation Implies an implicit search goal. The user does not ac-
tively search for an item but receives a recommenda-
tion from another person and decides to follow it.

Table 4: Search strategies that subjects reported during the
interviews.

league provided very specific information on a podcast he
was aware of. The subject then used a general web search
engine to search the particular website mentioned by the
colleague for keywords related to the podcast episode. The
subject was able to find the relevant episode and continued
to regularly listen to the podcast. A similar search strat-
egy was reported by a subject who occasionally listens to
episodes of a radio show that is also provided as a podcast
on the radio station’s website. In these cases the subject
typically hears a show on the radio and wants to hear it
again. The search strategy consists of visiting the radio
station’s website and searching for podcasts in the approx-
imate time-frame in which the show was broadcast. Two
subjects reported having found podcasts via recommenda-
tions in blogs they are reading regularly. This corresponds
to the scenario of unrequested recommendation, even if the
recommender might not be a personal acquaintance of the
user. A similar example for requested recommendation is
the use of the suggest function of a search engine, which
gives personalized recommendations based on the users’
search history. This was reported by one subject in the con-
text of other multimedia search.

One subject stated that they would use different strate-
gies depending on whether they were looking for a whole
podcast or an episode on a specific topic. In the first case
they would use search on a podcast directory. In the second
case they would do a query-based search on a general web
search engine to get links to forums and blogs discussing
possibly relevant episodes. This way the subject wants to
learn about other people’s opinions about an episode before
downloading it.

Subjects also reported on having to use a disfavored
search strategy for lack of specific tools for podcast search
or because they did not believe query-based search for au-
dio content to be possible. For example, one subject re-
ported a case where they were looking for a speech by
someone, containing a certain quotation. To find it the sub-
ject went to a website that usually publishes similar ma-
terial. According to the subject it would have been easier
to use parts of the quotation as a search query. The sub-
ject stated that this would require analysis of audio content
online and thought this to be currently impossible.

In the second part of the interview subjects were asked to
explore a hypothetical situation in which they would search
for podcasts. Four different strategies for podcast search
were identified: query-based search on a specialized pod-
cast search engine, query-based search on a general web
search engine, browsing a podcast directory, and brows-
ing a website that is known to provide related information.
All subjects agreed on the usefulness of audio search func-
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tionality, either as one option in a general search engine or
as an external search engine. Most subjects indicated that,
to find podcasts on broad topics, they would use a general
web search engine and add terms like ”podcast”, ”audio”,
or ”mp3” to their queries. Specific features that subjects
would like to see in podcast search engines are listed in
Table 5.

Name Description
Description Full text transcripts of the podcast should be provided

with every result item. If this is not possible, coherent
text describing the content of the podcast should be
displayed. (6)

Meta information Several kinds of information should be displayed along
with result items. Subjects mentioned: length of
the file, genre (e.g., serious vs. comedian), language,
source (URL of broadcaster), date of publication,
name of speaker, link to full podcast rather then sin-
gle episode, a keyword cloud, a tracklist (for music
podcasts), and estimated download time. (5)

Search method Possibility to choose between metadata and content
search should be provided. (5) One subject also wanted
to choose between searching full descriptions or titles
only. Other opinions were that both methods should be
applied for searching but for every result item only the
more relevant information should be displayed, or it
should be indicated whether the search terms appeared
in the metadata of the content of the podcast. One sub-
ject thought that the user should be able to choose be-
tween query-based search and search by browsing cat-
egories at every point.

Audio snippets Short audio snippets containing the search term should
be available. (3)

Search options It should be possible to set flags when searching, e.g.
choose language, user rating, length (preferably as
range from min to max), etc. (3).

Ranking options It should be possible to rank search results by different
criteria. Criteria mentioned were: most clicked, best
according to user reviews, date, source, size or length,
language, country of origin, and music vs. speech. (1)

User comments One subject would want the engine to combine search
functionality with social network features. Thus it
should provide the possibility to give ratings and write
comments about podcasts. The subject also would like
to see what other podcasts subscribers of a certain pod-
casts listen to. (1)

Table 5: Features that interview subjects would like to see
in a podcast search engine.

When asked whether they would like to be able to search
the spoken content of podcasts, subjects stated that they
thought that audio content search was not available or even
possible. An exception to this was one subject who knew
about existing engines for content search due to a class they
had followed for their university studies. One subject said
that they were not aware of content search being available
but that they would expect any (hypothetical) search engine
to apply it because they believed that pure metadata search
could be done equally well by general search engines. All
of the subjects stated that content search of audio would be
useful. They identified content search as the most appro-
priate method for situations in which they had very specific
information needs and were not looking for a broad topic.
One subject stated that content search might be particularly
well suited for identifying the desired information in highly
structured spoken audio such as news items, or when the
data is known to contain a certain piece of information,
which then only has to be located. Some of the subjects
were concerned that content search could deliver too many
results for common word queries. Therefore they would
appreciate the possibilty of choosing the search method.
The subject who had been using content-based search en-
gines before found that this method holds the risk of re-
trieving podcast episodes that contain the query term but
do not really discuss the sought topic. The subject there-

fore thought that counting the occurrences of the search
term could help to estimate the relevance of the episode
to the query, where a higher amount of occurrences would
indicate higher relevance.

During the search engine interaction part of the interview
subjects were presented with results to the query “Nether-
lands”, which is a very general search term. The query
was executed both with metadata search and with content
search. All subjects found the results of the content search
to be generally more relevant.

5 Conclusion and Future Work
In this study we report on an exploratory user study of pod-
cast search. Specifically, our goals are to identify what kind
of podcasts users are searching for, what search strategies
they employ, and whether perceptions of available search
tools influence podcast-related search goals and strategies.

We approach these questions with a two-stage study.
First, we conducted a survey to get a broad overview of
general perceptions of podcast search, and to recruit sub-
jects for a follow-up study. The follow-up study consisted
of a short-term diary study and an interview.

Study participants were students and recent graduates
of a university’s informatics institute and as expected we
found respondents to be more aware of podcasting and lis-
tening to podcasts more frequently than is expected among
the general population.

The goals when searching for or listening to podcasts
appear to be different from those of web search in gen-
eral but similar to user goals in blog search. Podcasts are
preferred when personal opinions or ideas are sought, for
in-depth information about very specific topics, or to com-
bine information and entertainment. Accordingly, the most
frequently listened-to podcasts are centered on topics like
technology, science, music, and comedy.

A lot of different strategies are used to find podcasts, in-
cluding query-based search, directed and undirected brows-
ing, and requested and unrequested recommendations. Sur-
vey respondents indicated having used browsing most fre-
quently, followed by recommendations and search. In-
terview subjects provided example scenarios for each of
the different strategies as well as combinations of several
strategies.

Subjects of our study use a variety of strategies and these
strategies appear to be very much influenced by perceptions
about available tools. For example, subjects reported using
disfavored strategies because they thought content search
was not possible. Most subjects indicated that they would
like to be able to use content-based search, but thought it
was technically impossible. Also, some of the most fre-
quently mentioned features of an ideal podcast search en-
gine require audio transcripts of the spoken podcast con-
tent.

Due to the small scale and exploratory nature of our
study, our results may not generalize to other populations
and future work includes larger scale quantitative studies
to complement our initial results. As a next step, we plan
a relevance assessment study exploring whether metadata-
or content-based search is better suited to meet the individ-
ual search goals identified in our study. This way, we hope
to identify search-goal-specific characteristics that can be
used for future research on query-dependant search method
adaptation. Also, our findings about preferences in search
engine features will influence further development of the
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search engine used in the interviews’ interaction part. Gen-
erally, we believe that the results of our study will be ben-
eficial in informing the design of future studies in the field
and the development and evaluation of algorithms and in-
terfaces for podcast search.
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Abstract 

Segmentation of a time series of user transactions 
with a search engine into time sessions is a nec-
essary step of query log analysis. However, it 
unavoidably disrupts a part of query chains. 
Rates of disruptions differ a lot among regional 
logs, and different cutoffs should be used in 
analysis of queries submitted from different re-
gions. A fast single-pass procedure constructing 
an inter-session cutoff according to the accept-
able disruption rate is introduced. Besides, to 
avoid any disruptions an iterative procedure of an 
adaptive segmentation is proposed. 

1 Introduction 

To analyze a user behavior during interaction with a Web 
search engine all user transactions are separated into ses-
sions. There are two basic approaches to a session: a time-
based approach (all transactions of the same user belong-
ing to a certain time period are considered as a temporal 
session) and a semantic approach (user queries aimed at 
the same goal are grouped into the same “task session”). 
These approaches are not contradict and are hierarchically 
organized: task sessions are detected inside time sessions. 

In this work we consider time segmentation of a series 
of user transactions. There are two main alternative rules 
of temporal segmentation: 

(S1) by upper threshold for session duration, a rule “a 
session cannot be longer than T1 minutes” ([Berendt et al., 
2002], [Spiliopoulou et al., 2003]). 

(S2) by lower threshold for an interval between the last 
transaction of the previous session and the first transaction 
of the current session, a rule “a gap between sessions 
should be not shorter than T2 minutes” (e.g. [Silverstein et 
al., 1999], [He and Göker, 2000]). 

Segmentation by the intersession cutoff T2 is commonly 
used in the query log analysis and we focus on this rule. 

There is no a commonly accepted value of the cutoff. 
While [He and Göker, 2000] recommend 10-15 min as an 
optimal value and a 15-min cutoff is frequently used in 
query log studies, actually used cutoffs vary from 5 min 
[Silverstein et al., 1999] to 2 hours [Montgomery and 
Faloutsos, 2001]. 

Any segmentation procedure disrupts “query chains”: a 
transaction of a query submission is fitted into one session 
whilst one or more transactions of viewing pages of the 
results retrieved by this query are fitted into the following 
session(s). Fractions of disrupted chains are not only (1) 
big but also (2) different among different query logs (Fig-
ure 1). 

Disruptions are very undesirable. They are illogic and 
distort task detection: a task represented by a query chain 
torn between different sessions is accounted in both ses-
sions. Besides, chain disruptions shift values of query log 
metrics, and different disruptions lead to different shifts. 
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Figure 1. Rate of disrupted chains as a function of a cutoff. 

We can either 
� assign a fixed cutoff under which a fraction of the 

disrupted query chains be equal to a certain preset 
value, or 

� dismiss disruptions at all. 
The first approach makes sense if we consider some 

level of disruption as acceptable and want to make frac-
tions of disrupted chains equal among different logs. To 
assign such a cutoff we use a fast single-pass procedure 
which builds distribution of query chains over a maximum 
inter-transaction interval covered by a chain. 

However, the only result of this approach is the equali-
zation of non-zero rates of the disrupted chains but not an 
exclusion of disruptions at all. A more attractive second 
approach is to use iterative procedure of adaptive segmen-
tation to dismiss any disruptions. This procedure uses a 
fixed cutoff as a basis for segmentation and may dynami-
cally prolong a detected session to include the rest of the 
disrupted chain. 

Both approaches are considered in the paper. 

2 Terminology 

Here, we clarify the terms used.  
Time session is a sequence of user transactions with the 

same search engine cut from previous and successive ses-
sions by the interval bigger than the temporal cutoff; 

Results page, n-page transaction. When a user of the 
Web search engine submits a query the engine returns 0-th 
page of the retrieved results. When a user turns over the 
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results a page number may be either non-0 or 0 (the latter 
corresponds to a return to the 0-th page). We refer to a 
transaction, which retrieves n-th page of the results as n-
page transaction. 

(Q, p) and (Q, p, �t) denote a transaction retrieving p-th 
page of the results of a query Q. Here, Q is a query string 
and �t is a time gap between the current transaction and 
the directly preceding transaction. 

For example, a user submits a query <dogs in box>, 
moves to the next page of the retrieved results, starts a 
search engine in the other window, submits a query <cat 

recreation>, moves to the next page, returns to the first 
window where moves to the following page and then re-
turns to the first (0) results page. Figure 2 shows a corre-
sponding series of transactions. 

 <query string>  <results page>    <timestamp>           representation 

 <dogs in box>     0  0     (<dogs in box>, 0, 0) 
 <dogs in box>     1  5     (<dogs in box>, 1, 5) 

 <cat recreation>     0  6     (<cat recreation >, 0, 1) 

 <cat recreation >     1  26     (<cat recreation >, 1, 20) 

 <dogs in box>     2  28     (<dogs in box>, 2, 2) 
 <dogs in box>     0  31     (<dogs in box>, 0, 3)  

Figure 2. Series of transactions and its representation. 

A user perceives paging only as a continuation of the 
results viewing. So any paging of the results must be fitted 
into the same session as an initial submission. 

Query chain. Let’s consider a sequence of those user 
transactions, which contain identical query field. We refer 
to a non-degenerated (i.e. containing at least one non-0-
page transaction) subsequence beginning with 0-page 
transaction to the next 0-page transaction of this query as 
a (non-degenerated) query chain (Figure 3). We will refer 
to a chain of a query Q as a Q-chain. 

A chain contains 0-page transaction (Q, 0) as the first 
transaction followed (in a chain rather than in the whole 
series of transactions) by one ore more non-0-page trans-
actions (Q, p�0). The next 0-page transaction of the query 
Q does not belong to this chain and may be a head of the 
next Q-chain. For example, a series in Figure 3 contains 
two non-degenerated Q2-chains. 

 

                       Q1-chain                      Q3-chain                    second Q2-chain 
 

       (Q1,0)  (Q1,0)  (Q1,1)  (Q2,0)  (Q3,0)  (Q3,1)  (Q2,1)  (Q2,0)   (Q2,1)  …  
 

                                                       first Q2-chain 

 

Figure 3. Query chains in the series of user transactions.  

We speak about a disrupted query chain if transactions 
of the same query chain are fitted into different time ses-
sions. 

We speaks that a query chain covers a transaction 
which does not belong to this chain if the transaction is 
executed later than the first transaction of the chain and 
earlier than the last transaction of the chain. For example, 
all transactions of the Q3-chain are covered by the first 
Q2-chain in Figure 3 and <cat recreation>chain is covered 
by <dogs in box> chain in Figure 2. 

Transactions of the chain also considered as covered by 
the chain. Thus, all transactions executed in the interval 
between the first and the last transactions of the chain are 
considered as transactions covered by the chain. 

While a transaction may be covered even by several 
chains, any intersection of chains occurs rare and chains 
are usually executed in sequence. 

3 Datasets 

We use four datasets (Table 1) drawn from transaction 
logs of two search engines: the major Russian search en-
gine Yandex and the Excite search engine. An observation 
period of three datasets is equal to one day while an ob-
servation period of the Excite-99 set is equal to 8 hours. 
As a result, a fraction of transactions belonging to a query 
chains should be smaller in the Excite-99 dataset.  

Table 1. Datasets used in the study. 

Characteristics Yandex-05 Yandex-07 Excite-01 Excite-99

Log sampling sampled complete sampled complete

Observation period 24 h 24 h 24 h 8 h 

Users in raw dataset 55,200 888,000 305,300 537,600 

Results of processing (exclusion of probable robots): 

Accepted users 48,875 755,319 283,474 486,608 

Their transactions 213,590 3,174,448 931,594 1,347,274

% of transactions 

belonging to non-

degenerated chains

45.53 % 40.42 % 40.37 % 31.37 % 

Number of non-

degenerated chains
27,933 384,967 102,538 125,429 

Number of degener-

ated chains 
111,117 1,860,467 525,762 903,402 

 
To exclude clients which may be robots rather than 

humans we use a client discriminator threshold (CD) 
equal to 7 distinct queries per 1-hour sliding temporal 
window. The controllable variables (an observation pe-
riod, a client discriminator threshold and a temporal inter-
session cutoff) used in the analysis of search engine query 
logs may significantly affect the reported values of the 
commonly used query log metrics [Buzikashvili, 2007]. 
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Figure 4. Rate of disrupted chains in the Yandex-05 and Excite-

01 datasets as a function of the client discriminator CD (CD =1, 

7, 30 distinct queries per 1-hour sliding window). 

The introduced metric of the rate of disrupted query 
chains is not an exception1. The bigger the client dis-

                                                 
1 In particular, a smaller rate of transactions belonging to 

non-degenerated chains in the Excite-99 dataset (Table 1) is 

a result of a smaller observation period. Fortunately, (1) all 

other datasets are collected during the same 24-hour period, 

(2) the results yielded on the Excite-99 dataset are similar to 
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criminator threshold the smaller is the rate of disrupted 
chains. Since the majority of log studies use big thresh-
olds (corresponding to the 30 distinct queries per 1-hour 
sliding window) or do not use thresholds at all, the disrup-
tion rates reported in our study may be a little bigger than 
the (existing but unmeasured and unreported) rates in 
other studies. 

Figure 4 shows differences between rates of disrupted 
chains in the Yandex-05 and Excite-01 datasets processed 
under different CDs. The difference between the results of 
CD = 7 distinct queries per 1-h window and CD = 7 dis-
tinct queries is very small for the Excite-01 dataset, which 
may reflects a smaller fraction of robots among the Ex-
cite-01 users. 

 
 
  45531846E8E7C127  970916070105  "brazillian soccer teams" 
  45531846E8E7C127  970916070248  "brazillian soccer" 
  45531846E8E7C127  970916071154  "population of maldives" 
  A520A112137D028D  970916001736  lakeport,ca. 
  A520A112137D028D  970916001918  lakeport,ca. 
  A520A112137D028D  970916002015  lakeport,ca. 
  A520A112137D028D  970916003831  lake county,ca 
  A520A112137D028D  970916003924  lake county,ca  

                                                                                                                                                     EXCITE – 97   

 
 
    < UID >          < time-stamp >     No <results page number> field        < query string > 
 
 
  0000000000024da2   124726  0 cams 
  0000000000024da2   124748  10 cams 
  0000000000024da2   124812  20 cams 
  0000000000024da2   124839  30 cams 
  0000000000024da2   125911  0 girls 
  0000000000024da3   010422  0 business,person,commerce 
  0000000000024da3   014324  0 Miami 
 

             EXCITE – 99 & EXCITE – 01 
 

       < UID >                   < number of first document on the results page > field  
 
 
 01174401078 

 school paper, crimes in 70-80s  1174401289    7060 0 
 school paper, crimes in 70-80s  1174401797    7060 1 
 school paper, crimes in USSR in 70-80s 1174402098    1487 0 
 school paper, crimes in USSR in 70-80s 1174402181    1487 1 
 school paper, crimes in USSR in 70-80s 1174402426    1487 2 
 school paper, crimes in USSR in 70-80s 1174402620    1487 3 

 

          YANDEX  
 
                       < query string >                  < time-stamp >           <results page number> 

 

Figure 5. Fragments of datasets available for researchers. 

4 Structure of Datasets 

A “query log” datasets available for researchers are im-
ages either of the complete query log collected over cer-
tain period or of a sample (all queries submitted by sam-
pled users). Different datasets contain different fields. 
However, the commonly used set includes: 

The datasets contain transaction descriptions grouped 
by clients and ordered by time of transaction inside the 
same client. The format of the transaction description: 
� client identifier (UID) 
� timestamp of the transaction 
� first document on the results page (beginning from 0) 
� query string 
The Yandex datasets combines fields of three logs: a 

query log, a log of the results and a click-through log:  
� client identifier (UID) 

o transaction description contains fields: 
o query string 
o timestamp of the transaction 

                                                                                
the results yielded on the Excite-01 dataset and we do not 

need to explain any difference between them. 

o total number of retrieved documents 
o retrieved page of the results (beginning from 0) 
o results of the transaction: 

Figure 5 shows fragments of the datasets used. 
It should be noted that transaction description in the 

Excite-97 dataset used by [He and Göker, 2000] contains 
neither the page of the retrieved results nor the number of 
the first reference on the page. Such a representation of 
the query log does not allow to detect query chains, par-
ticularly disrupted chains.  

In the query chains analysis, we use UID (to group a 
time series of transactions of the same user), a query 
string Q, the results page p and the time-stamp, and con-
sider time serieses {(Q, p, �t)}UID each of which repre-
sents transactions performed by each (non-excluded by a 
client discriminator) user during the observation period.. 

5 Disrupted Query Chains 

Fractions of transactions belonging to the non-
degenerated query chains (i.e. containing more than one 
transaction) are big (about 40%, Table 1) and distributions 
of query chains of different length among all chains are 
very similar among different logs (Table 2). 

Table 2. Rates (%) of N-transaction chains among all non-

degenerated chains. 

Dataset Transactions 

in chain Yandex-05 Yandex-07 Excite-01 Excite-99

2 

3 

4 

5 

6 

7 

8 

9 

46.89 

20.64 

10.67 

6.27 

3.44 

2.65 

2.10 

1.58 

49.53 

20.66 

10.56 

6.31 

3.86 

2.55 

1.70 

1.21 

46.53 

20.16 

10.72 

6.42 

4.14 

2.63 

1.85 

1.36 

50.41 

20.99 

9.95 

5.75 

3.51 

2.32 

1.62 

1.17 

 
How often are query chains disrupted? Figure 6 

shows mean intervals between adjacent transactions of the 
same chain. The Yandex-05 intervals are twice as large as 
the Excite intervals. A disruption occurs if a cutoff is less 
than chain duration. For example, mean duration of the 
Yandex-05 4-transaction chain is equal to 16 min. If we 
assign a 15-min cutoff, half of the Yandex-05 4-
transaction chains should be disrupted by this cutoff since 
mean values of intervals are closed to medians. 
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Figure 6. Average interval between adjacent transactions of 

query chain as a function of chain length. 

Human abilities and technical capabilities. Average 
intervals between transactions belonging to the same 
chain in the Yandex-05 dataset enormously differ not only 
from intervals in the Excite chains but also from intervals 
in the Yandex-07 chains (Figure 6). While human abilities 
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are not changed, technical capabilities may change sig-
nificantly. And the radical difference between the Yandex 
datasets (Figure 6) is a result of changes in the Internet 
connection rate available for users (fast non-expensive 
ADSL connection instead of slow dial-up connection). 

6  “If 15 min is Optimal We Should Use 30” 

Different datasets give very different rates of disruptions 
under the same cutoff. According to the disruption rate 
criterion a question is not “Is a 10-15 min value univer-
sal?” but “What cutoff T is appropriate for the Log dataset 
if the cutoff T* is accepted as appropriate for the Log*?” 

To make the rates of the disrupted query chains equal 
different cutoffs should be used. Figure 7 is an inverse to 
Figure 1 and shows what cutoff corresponds to any frac-
tion of disrupted chains. (The results in Figure 7 are 
yielded by the method described in the next chapter.) For 
example, if 0.1 is considered as an acceptable rate of dis-
rupted chains, we should assign a 10-min cutoffs for the 
Excite datasets, a 14-min cutoff for the Yandex-07 dataset 
and a 21-min cutoff for the Yandex-05. 
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Figure 7. Cutoff as a function of the acceptable disruption rate.  

Multiplicity of the “optimal” cutoffs. [He and Göker, 
2000] wrote “Catledge and Pitkow found [as optimal] a 
25.5 minute timeout based on their user experiments in 
1994. However, the reasons behind choosing that particu-
lar amount of timeout are not clear…”. We should agree: 
while the preferable cutoff is calculated as mean time of 
site visit (9.3 min) plus 1.5 standard deviations of the visit 
[Catledge and Pitkow, 1995], neither observed distribu-
tion of visit time is presented nor an analytical approxima-
tion of distribution is given. At the same time, when [He 
and Göker, 2000] speak about 10-15 min gap as an “opti-
mal” one the optimality criterion is not formalized. 

However, let a 10-15-min cutoff be accepted as “opti-
mal” for the Excite 1999 dataset. This 10-15 min cutoff 
gives 0.11-0.07 rate of the disrupted chains in the Excite-
99 dataset. Thus, as it seen from Figure 7 and the results 
of the next chapter, according to the equal disruption rate 
criterion, we should accept a 9-13.5-min cutoff as optimal 
for the Excite-01 dataset, a 21-30-min cutoff as optimal 
for the Yandex-05 dataset and a 14-18-min cutoff as an 
optimal for the Yandex-07 dataset. 

There is no universal “optimal” cutoff equally applica-
ble to logs containing queries from different regions. 

The same connection rate, the same disruption rate. 
The rates dependent on the Internet providers and are the 
same for users from the same region. As a result, we can 
expect the same fractions of disruptions on the AltaVista-
98 dataset [Silverstein et al., 1999] and the Excite-97 or 
99 datasets (e.g. [Wolfram et al., 2001]) for the same cut-

off or the same fractions of disrupted chains in the 
Google.ru and the Yandex logs collected in the same year. 

7 Determining Cutoff Corresponding to 

Acceptable Rate of Disrupted Chains 

The results reported in Figures 1 and 4 were yielded as a 
“co-product” in the study of an influence of a client dis-
criminator and a cutoff on the commonly used log metrics 
[Buzikashvili, 2007]. The datasets were processed for 
each combination of these graded variables and there was 
no task to determine a cutoff value corresponding to a 
preset rate of the disrupted query chains. 

Let we need directly determine a perfect value T of the 
temporal cutoff under which the rate of the disrupted 
chains be equal to a certain non-zero value r considered as 
“desirable”. We have no opportunity to find an approxi-
mate T in the expensive iterative manner. How can we 
directly determine a cutoff which gives the rate r? 

If at least one interval between transactions covered by 
a chain is bigger than a cutoff T, the chain is disrupted. If 
a maximum interval between transactions covered by a 
chain is smaller than a cutoff T then the chain is not dis-
rupted. A fact of disruption is completely determined by 
the relation of the cutoff and the maximum interval be-
tween transactions covered by a chain.  

Thus, we should represent each non-degenerated chain 
by the value of the maximum interval tmax(chain) cov-
ered by the chain and build distribution of chains 
Ch(tmax) over tmax. The fraction of chains to the right of 
T is a fraction of chains which would be disrupted if the 
cutoff is equal to T. 

Let a time series of all transactions (Q, p, �t)UID exe-
cuted by a user UID be sequentially read. If Q in the cur-
rent (Q, p, �t) is a query string which was not occurred in 
the scanned part of a series we create a new “current 
query chain account” (a “query account”). A query ac-
count consists of a string Q and two variables, one of 
which represents a maximum interval preceding a transac-
tion belonging to the Q-chain and the other variable repre-
sents a maximum interval preceding a transaction not be-
longing but may be covered by the Q-chain: 

— MaxIn(Q) accounts the maximum interval preceding 
a transaction belonging to the current chain of Q; 

— MaxNot(Q) accounts the maximum interval preced-
ing a transaction which does not belong to the Q-chain. 
This variable is needed only to take into account a very 
rare case of “crossing” chains when a chain covers trans-
actions not belonging to it. 

Figure 8 shows a single-pass procedure building distri-
bution of non-degenerated chains over maximum inter-
vals. 

A list of the currently accounted queries is empty ini-
tially. When a transaction of a new query Q is read a 
query account <Q, MaxIn(Q), MaxNot(Q)> is created. 

When a non-0-page transaction (Q, p, �t) of the earlier 
accounted query Q is met (the left bottom box in Figure 8) 
this is a chain continuation and we change MaxIn(Q) and 
then check the MaxNot(Q) (which is equal to 0 if Q-chain 
does not cover non-Q-chain transactions). If MaxNot(Q) > 
MaxIn(Q) we change MaxIn(Q):=MaxNot(Q). At the same 
time, MaxNot(Q*) of all queries distinct from the scanned 
Q are changed every time any transaction is read (the right 
upper box in Figure 8). 

(While MaxNot() variable is needed to take into ac-
count a rare case of coverage of non-belonging, the most 
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operations are operations with MaxNot(). So, in principle, 
we can ignore such situations and oversimplify the 
method by dropping MaxNot() and all operations with it.) 

 

                              Read next transaction Tr = (Q, p, delta) 
 
 

 If no next transaction           change MaxNot() for all queries {Q*} distinct from Q: 
 add all chains                          if MaxNot (Q *) < delta then MaxNot (Q *) := delta 

 non-degenerated chains 
 (i.e. MaxIn(Q)>0) 
 to Distribution.                         Is Q  new? 

                                                                             yes     
  STOP                                               no     
 

                                           p  =  0 ?               p  =  0 ? 
                           no                  yes                                  yes                 no  
 

- if MaxIn(Q) < delta              if Q-chain  is        create new           skip Tr  
       MaxIn(Q) :=delta            non-degener.       “Q account”:        (chain disrupted 

- if MaxIn(Q) < MaxNot(Q)    (MaxIn(Q) >0)      -- Q string,             by observation  
    MaxIn(Q) :=MaxNot(Q)     add it to                -- MaxIn(Q),                       period) 
                                              Distribution          -- MaxNot(Q) 

 
 

 
                                              MaxIn(Q) := 0,  MaxNot(Q) := 0 
 

 
 

                               Read next transaction Tr = (Q, p, delta) 
 

Figure 8. Building of distribution of maximum interval covered 

by a non-degenerated chain. 

The result of this procedure is distribution of maximum 
interval covered by a non-degenerated chain, which is 
distribution of non-disrupted chains over cutoff values. 
Figure 9 shows cumulative distributions of non-disrupted 
chains � t<T Ch(t) for the datasets studied. 
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Figure 9. Cumulative distribution of query chains over 10 sec–1 

min and 1 min–20 min maximum interval covered by a chain. 

Finally, to determine a value T of the temporal cutoff 
under which the rate of the disrupted chains is equal to an 
acceptable value r we should use the procedure building 
distribution Ch(t) of non-disrupted chains and select T 
such that � t<T Ch(t) is equal to r. 

8 Adaptive Segmentation 

The previous chapter describes a method determining a 
fixed cutoff corresponding to the acceptable rate of dis-
rupted query chains. However, any reasonable fixed cutoff 
cannot dismiss disruptions. The goal to dismiss disrup-
tions at all is more attractive. To do it we iteratively pro-
long those time sessions which contain disruptions, i.e. 
use a dynamic cutoff (as [Pabarskaite and Raudys, 2007] 
mentioned, an intersession cutoff could be determined 
dynamically). 

Method. The procedure of adaptive segmentation in-
cludes two steps: (a) detection of a time session by any 
standard segmentation rule (S1 or S2 mentioned in Intro-
duction); (b) iterative prolongation of the detected session. 
Let’s consider step (b). 

Let any transaction be presented as (Q, p, t). Let a stan-
dard rule detect transaction last* = (Q*, p*, t*) as the last 
transaction of the current time session. Let QList = 
{Qi, i=1,N} be a list of queries used in the session. Fig-
ure 10 represents the adaptive procedure of the session 
prolongation to avoid chain disruptions. 

                assign current end of the se ssion  last:=last*,  i:=1 
 

 
beginning from next transaction after last, scan the rest 

of a tim e series to find transaction containing Qi.  
            Is s uch  < Qi, p, t >  found?  

 

                          no                       yes  
                                                        p  = 0 ?      yes 

                                                     no  

 

                                                 last := <Qi,,p, t> 
 
 

                                                                               no 

                                                        i = N  ?                                 i:= i +1
  expand list QList                                yes 
  of queries belonging         no  

  to prolonged session                last =  last* ? 
                                                                yes 

 
                                          prolongation is finished  

Figure 10. Adaptive segmentation procedure. 

Let S2 rule (based of the fixed inter-session cutoff) be 
used as a standard segmentation rule. In this case, the 
adaptive procedure may either use or do not use cutoff 
variable determining the last transaction of the prolonged 
session. If a session is prolonged but the procedure ig-
nores the assigned cutoff, a timeout between new last 
transaction of the session and the next transaction may be 
less than cutoff. This is just a two-step procedure: 
<(a), (b)>. If a timeout between sessions should be bigger 
than cutoff regardless of prolongation, we should continue 
processing the prolonged session by (a), etc. The results 
of this fast convergent but more expensive iterative pro-
cedure are surprisingly very similar to results of the two-
step procedure. 

Experimentations. Cutoff-dependent metrics calcu-
lated for an adaptive segmentation procedure and for a 
standard segmentation procedure S2 are different and con-
vergent across cutoff. Figure 11 shows the ratio of the 
transactions per session measured in adaptive sessions to 
transactions per session measured in standard sessions as 
a function of a cutoff. The influence of adaptive segmen-
tation is significant on the low-speed Yandex-05 log even 
for big cutoffs. Figure 12 shows the effect of adaptive 
sessionization on duration of the detected time sessions. 
The effect of adaptive sessionization for the Yandex-05 
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dataset is noticeable even for the basic cutoff equal to 1 
hour. When queries are submitted from low-speed Web 
domains we cannot rely on measurements under a 15-min 
cutoff. 
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Figure 11. Ratios of “transactions per session” metric. 
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Figure 12. Duration of non-adaptive and adaptive sessions. 

A short scan horizon instead of the long rest. The 
procedure scans the whole rest of a time series of user 
transactions. However, a time series may be long 
(months). Should we scan the whole rest? A week sample 
of the Yandex-05 log was studied. While even several-day 
intervals between transactions of the same chain are met, 
a fraction of query chains containing at least 4-hour gaps 
between adjacent transactions is only 0.02%. Therefore 
we can confine ourselves to scanning a short (several 
hours) scan horizon after a detected session instead of a 
long rest of the observation period. 

9 Conclusions 

The results of the study are: 
(1) It was shown that disruptions of query chains are 

frequent for any cutoff used in a standard temporal seg-
mentation of a series of user interactions with a search 
engine. 

(2) Different logs give very different rates of query 
chain disruptions since Internet connection rates are sig-
nificantly different in different Web domains. To make 
rates of disruptions equal one should use different cutoffs 
for different logs. 

(3) A fast single-pass procedure determining a value of 
the inter-session cutoff according to the “desirable” rate of 
disrupted query chains is introduced. 

(4) Besides, an iterative procedure of an adaptive ses-
sion prolongation allows to avoid disruptions at all. 

(5) An effect of the adaptive prolongation was studied. 

(6) Since the prolongation procedure is time-expensive 
for long-term logs, a restricted scanning horizon (up to 
several hours) is recommended. 
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Abstract
One of the main interests in the Web Information
Retrieval research area is the identification of the
user interests and needs so the search engines
and tools can help the users to improve their ef-
ficiency. Some research has been done on auto-
matically identifying the goals of the queries the
user submits, but it is usually based in semantic
or syntactic characteristics. This paper proposes
the analysis of queries from a behavioural point
of view.

1 Introduction
Since the beginning of the Web, one of the first interest-
ing questions for researchers was the behaviour of the user
searching in a new environment, different in size and struc-
ture from other traditional IR environments, such as cata-
logues or libraries.

The earliest analysis of search engines’ query logs (e.g
[Jansen et al., 1998; Silverstein et al., 1998]) pointed out
that the common assumptions about users from traditional
IR studies are not applicable to the average Web search
user. Thus, the main objective was the proper characteri-
zation of the needs and goals of Web search users in order
to develop better tools which allow the users to improve
their efficiency.

One of the first studies analyzing the goals of the users
beneath their submitted queries was [Lau and Horvitz,
1999], which classified the queries by the actions the user
performed on them (reformulating a query, adding or re-
moving terms in order to specialize or generalize it, etc.)
and, in addition to this, attending to the subject (Current
Events, People, Health Information. . . ).

Such a classification is used to develop a probabilis-
tic user model which could predict the next action for a
user besides the topic of the query. This is, to the best of
our knowledge, the first attempt to automatically classify
queries according to their underlying goals.

Another attempt to classify queries was described by
[Broder, 2002], where the proposed taxonomy was based
on the behaviour of the Web search users and their search-
ing process.

This classification divided queries into three types: Nav-
igational (the user issues a query in order to reach a unique
website, e.g. yellow pages or amazon), Informa-
tional (the user needs factual information which presumes
is available in the Web although the website (or websites)
is not only unknown but irrelevant, e.g. auto price or
history telegram) and Transactional (the user wants

to perform some kind of Web-mediated transaction but the
website where fulfill is not important, e.g. auctions,
jokes or weather forecast).

The main merit of such a classification is that it pays
attention not to the queries but to the users’ behaviour
and their underlying needs. This level of abstraction cir-
cumvents some weaknesses presents in other methods (e.g.
[Lau and Horvitz, 1999]) such as language or interpreta-
tional dependencies.

It must be noted that Broder’s taxonomy has served as
background to others such as those by [Rose and Levinson,
2004] or [Jansen et al., 2008] which added more categories
and sub-categories to the taxonomy.

Broder applied his classification manually over a small
query log (1000 queries). He did not believe that a fully
automatic classification could be feasible. Nevertheless,
some authors have faced that problem. [Lee et al., 2005]

tried to infer the type of query (navigational or informa-
tional) with user questionnaires, however, they also tried a
first approach to an automatic classification by attending to
the way the links from different websites and the user clicks
were distributed through the results. [Jansen et al., 2008]

took a different approach trying to classify the queries at-
tending to some lexical or semantic features such as the
number of words in the query or the meaning of particular
terms.

The research approach taken in this paper traces back to
the ideas of [Broder, 2002] and [Lee et al., 2005]]; that
is, avoiding the analysis of the queries from their super-
ficial appearance (i.e. the terms) and trying to identify
behavioural features which can give us hints to infer the
search goal for a user within a search session.

Inferring this search goal could mean an interesting step
forward in assisting the user in their search session as
search engines could adapt their interfaces to this task (i.e.
search engine could detect our navigational intent and help
us showing a little paragraph about the characteristics of the
results in order to allow us to take a decision about which
website we are searching for).

In this paper we will only focus on navigational queries
and we will propose three types of features (with their cor-
responding pros and cons) which combined could enrich
the knowledge about the user actions. Finally, the results
of their application on a query log will be analyzed in order
to evaluate their appropriateness.

Structure of the paper
This paper is structured as follows. First, the methodology,
tools and data used to perform the research are described.
Secondly, the research goals are introduced and the afore-
mentioned features of navigational queries are explained.
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Then, some results of the application of those features are
described and, finally, some conclusions are drawn and fur-
ther work discussed.

2 Methodology
The experiments described in this paper were performed on
the query log published by AOL in 2006 and described in
[Pass et al., 2006].

Although this query log has been surrounded by contro-
versy because of its privacy concerns (as seen in [Hafner,
2006] or [Barbaro and Jr, 2006]), it is the largest and most
recent publicly available query log contrasting with those
used in [Broder, 2002], [Jansen et al., 1998] or [Silverstein
et al., 1998] which are either small or not publicly avail-
able.

Besides, according to [Anderson, 2006], research involv-
ing such query log could not be considered unethical as
long as its aim is not the identification of actual people
which is not the case.

The data was loaded into a PostgreSQL database and
queried with simple SQL and Python scripts for the exe-
cution of more complex algorithms (see Section 3.3).

This algorithms, database queries and other related docu-
ments are planned to be released in the author’s homepage,
in order to be discussed and, maybe, improved by research
community.

3 Behavioural Characteristics of
Navigational Queries

In this section we will describe the three aforementioned
behavioural features. For each of them we will describe
the associated Navigational Coefficient (NC) in addition to
its benefits and weaknesses.

3.1 Weight of the most visited result
A feature one could expect in navigational queries is as sig-
nificant high rate of clicks on the same results which would
ideally be the website the users had in mind when issuing
the query. That is, if users submitting a particular query
tend to click on the same result we could safely infer a
strong relation between the query and that result (i.e. web-
site).

Table 1 shows an example1 where users have clicked
over different results and none of them shows a clear dom-
inance.

Query Result Visits

baby names
http://www.babynames.com 1

baby names
http://www.babynamesworld.com 1

baby names
http://www.thinkbabynames.com 1

Table 1: Clicked results and number of visits for a non-
navigational query

1These examples has not been executed over the whole query
log, but over a small portion of 500 queries.

Table 2 shows just the opposite. A query in which a
single result dominates over the rest and, thus, appear to be
clearly navigational.

Query Result Visits

jesse

mccartney

http://hollywoodrecords.go.com 13

jesse

mccartney

http://groups.msn.com 2

jesse

mccartney

http://jessemccartneyonline.v3.be 2

jesse

mccartney

http://www.hyfntrak.com 2

Table 2: Clicked results and number of visits for a naviga-
tional query

This behaviour was described by [Lee et al., 2005] who
used a statistical function in order to define it on his query
distribution.

In our research we will assume the NC is equal to the
percentage of visits which go to the most visited result for
the query (see Figure 1).

NC =
Number of visits most popular result

Number of visits to results

Figure 1: Navigational Coefficient Formula for the weight
of the most popular result

Following the examples provided in Tables 1 and 2, we
could estimate a NC of 0.33 for baby names and 0.68
for jesse mccartney.

An important issue is whether we must consider those
searches where no result was clicked, as they can have a
significant effect on the NC value.

As this feature has been defined on the assumption that
those queries focusing on unique results have a mainly nav-
igational goal we must consider those searches in which
users do not click any result as ‘failed’ searches and take
them into account. Of course, null cannot be the most pop-
ular result for a query and, hence, it will just increase the
total number of results.

To illustrate this we will count the null results for the
query jesse mccartney (see Table 3). The resulting
NC is 13

77(13+2+2+2+58) = 0.1688 , very different from the

one calculated with data in Table 2.

Pros and Cons
Although this feature is quite simple and intuitive it seems
to only behave properly with those queries with a high
number of submissions (i.e. the most frequent queries)

This navigational coefficient depends on the number of
submissions for a query and the number of clicks on the
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Query Result Visits

jesse

mccartney

http://hollywoodrecords.go.com 13

jesse

mccartney

http://groups.msn.com 2

jesse

mccartney

http://jessemccartneyonline.v3.be 2

jesse

mccartney

http://www.hyfntrak.com 2

jesse

mccartney

null 58

Table 3: Clicked results and number of visits for a naviga-
tional query (including ‘null’ results clicked)

most popular results. The more submissions, the more dif-
ficult it is to find a small set of focused results except if a
few of them are specially relevant for the query.

Problems also arise in less frequent queries as they can
reach a high NC without a significant number of clicked
results. For instance, a query issued just once and with one
clicked result can reach a NC value of 1 which can or not
be correct. Because of this, this NC is not meaningful for
less frequent queries (which are in fact most of the actual
queries a search engine receives).

The other problem is that this coefficient is not af-
fected by the total number of different clicked results
for a query. For example, query New York and query
Harry Potter have an approximated NC value of 0.302

. These queries seems to have the same navigational be-
haviour, but New York have a little set of results (8 re-
sults) with predominance of three governmental websites
and Harry Potter have a bigger set of results (43 re-
sults) with lots of fan pages clicked by the users.

Although both queries to have the same value for the
coefficient, it seems that Harry Potter’s navigational
behaviour is more dispersed in a bigger set of secondary
results.

3.2 Number of distinct visited results
Another behaviour we can expect from navigational queries
is to have a little set of results common to all the sub-
missions. Some queries involve personal issues as lan-
guage preference (preferring English versions of the infor-
mation over Spanish ones, for example), interpretational
problems (we could be searching information about a pre-
Columbian american idol or information about the
american idol TV show), etc.

To measure the NC for this behaviour we will calcu-
late the rate of different clicked results over the number
of clicks to results for the query. This value would give the

2We are discarding ‘null’ results for this example.

highest value to a query which clicked results were never
repeated (e.g. having 50 different results in 50 submissions
would give a value of 1), so we must subtract it from 1 (see
formula in Figure 2).

NC = 1−
Number of distinct results

Number of visits to results

Figure 2: Navigational Coefficient Formula for the number
of visited results

Pros and Cons
This NC value complements the NC coefficient solely
based on the importance of the most popular results (see
section 3.1) and, thus, it could support it in those scenarios
where the first one shows weakness.

As this NC is based on the size of the set of results,
it solves the problem of ignorance of the number of dif-
ferent clicked results (the problem of New York and
Harry Potter).

In fact this NC measure has an analogous problem ig-
noring the distribution of clicks to the different results.
For example, query Eric Clapton has near 10 differ-
ent clicked results, the same as Pink Floyd, with the
same number of visits. This NC would give the same value
to each query, but Pink Floyd clicks are more focused
in one result while Eric Clapton has two prominent
clicked results, which points out a more navigational be-
haviour for Pink Floyd.

Another problem is that this coefficient does not provide
really meaningful results for less frequent queries because
it favours the most frequent ones. Hence, given two queries
with the same number of different results, the more fre-
quent one will reach a higher navigational coefficient.

3.3 Percentage of navigational sessions
The last feature studied in this paper is related to the rela-
tion between navigational queries and the rest of queries is-
sued within the same search session. Navigational queries
are those submitted to reach a particular well-known web-
site where the users will continue their interaction. Thus,
these kind of queries are likely to appear isolated within
sessions comprised of just one unique query.

Of course, this is oversimplification given that we can
imagine several scenarios in which navigational queries are
intermingled with transactional or informational queries
belonging to the same search session.

Nevertheless, the underlying idea beneath this third NC
measure is that navigational queries are more frequent
in such mini-sessions, those consisting of a query and a
clicked result. Thus, this NC for a query will be computed
as the rate of navigational sessions over all the sessions
containing that particular query (see Figure 3)

NC =
Number of navigational sessions

Number of sessions of query

Figure 3: Navigational Coefficient Formula for the number
of navigational sessions
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Pros and Cons
Instead, it mainly depends on the searching behaviour of
the users. Issues such as multitasking searching can nega-
tively affect to this coefficient. Some studies (e.g. [Spink
et al., 2006]) have studied the impact of this phenomenon
and have concluded that multitasking is a quite common
behaviour; however, other researchers (e.g. [Buzikashvili,
2006]) have put into question that fact and lowering the
amount of multitasking to a mere 1% of search sessions.
This sharp contrast can likely be explained by a different
conception of multitasking, Buzikashvili, for instance, does
not consider sessions with sequential searching as multi-
tasking while it seems that [Spink et al., 2006] counted as
multitasking sessions all those comprising of two or more
different topics.

Another important issue with this approach is the session
detection method applied on the query log which can be a
line of research on its own. In this paper, the authors have
applied the technique by [He and Göker, 2000] ; those re-
searchers applied a temporal cutoff to separate queries into
different sessions. With large thresholds the chance of find-
ing ‘navigational sessions’ decreases but if the threshold
is arbitrary low the number of false positives (non naviga-
tional queries flagged as navigational) will rise.

4 Results
In this section we will provide some results for each NC in
addition to relevant examples.

Although in previous section some examples were ex-
plained with few queries, and following examples contains
only 50 queries, the extracted statistical data are the results
of performing the explained experiments over all the query
log and not only over a small set of queries.

4.1 Weight of the most visited result
Table 4 shows the results obtained when applying the NC
described in section 3.1. Those queries with a frequency
lower than 50 were removed because their results were
judged to be no reliable enough.

Most of these queries had a relatively low frequency,
specially if we think of ‘typical’ navigational queries such
as ebay, amazon or cnn. This illustrates the fact that this
coefficient favours less frequent queries.

All these queries have been issued to the AOL search
engine (which actually is a customized version of Google)
and many of them seem to be navigational (e.g. the query
being part of the URL for some of the results) but in other
cases the navigational nature is not so clear (e.g. cosmol-
ogy book or links for astrology).

Some queries (like cosmology book or links for
astrology) present less evident results and its navi-
gational behaviour seems to be caused by the actions a
low number of users submitting the query (1 user in the
case of cosmology book and 3 users for links for
astrology). Thus, navigational behaviour of those
queries is restricted to a little set of users and its extrap-
olation to all search users.

4.2 Number of distinct visited results
Table 5 shows the results obtained when applying the NC
described in section 3.2. Those queries with a number of
clicks to results lower than 50 were removed because their
results were judged to be no reliable enough.

Queries in Table 5 could be considered typical examples
of navigational queries; in fact they exhibit many of the

Query NC Submissions
drudge retort 1,00 206
soulfuldetroit 1,00 138
cosmology book 1,00 127
ttologin.com 1,00 124
jjj’s thumbnail
gallery post

1,00 108

beteagle 1,00 104
yscu 1,00 100
frumsupport 1,00 89
cricketnext.com 1,00 86
msitf 1,00 85
aol people
magazine

1,00 84

louisiana state
university at
alexandria

1,00 84

links for
astrology

1,00 78

mod the sims 2 1,00 73
richards realm
thumbnail pages

1,00 70

lottery sc 1,00 69
trip advisor half
moon jamaica

1,00 66

orioles hangout 1,00 65
www.
secondchance
birdrescue .com

1,00 64

prosperitybanktx
.com

1,00 63

Table 4: 20 top navigational queries according the ‘weight
of most popular document’

characteristics described by [Jansen et al., 2008] as impor-
tant to detect navigational queries: many of them contain
URLs or URL fragments (6 out of 20), company names (7
out of 20), or website names (7 out of 20). Thus, it seems
that this coefficient behaves in a similar way to the heuris-
tic method proposed by [Jansen et al., 2008]; however it is
fully automatic and does not rely on lists of companies or
websites.

this NC obtains the highest values with the most frequent
queries (google is, ironically, one of the most frequent
queries in the AOL log) and with those with most clicked
results (fighton doubles the number of clicked results
when compared to the most navigational query according
to the first coefficient: drudge retort).

4.3 Percentage of navigational sessions
Table 6 shows the results obtained when applying the NC
described in section 3.3. Those queries which had partici-
pated in less than 50 sessions were removed because their
results were judged to be no reliable enough.

This results, as those shown in Table 4, are queries which
are far different from the common navigational query.
However, most of them fulfill the criteria proposed by
[Jansen et al., 2008] because they consist of companies or
websites names. However, unlike results in Table 5, like
Google or Bank of America, these companies are rather
small but obviously known to the user submitting the query
(e.g. Mission viejo is a swimming club in California, and
El Canario by the Lagoon is a hotel in San Juan, Puerto
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Query NC Visits to re-
sults

google 0,9995 264.491
yahoo.com 0,9990 61.501
mapquest 0,9990 57.459
yahoo 0,9989 107.470
ebay 0,9988 71.521
google.com 0,9987 53.235
bank of america 0,9987 19.287
www.google.com 0,9986 26.867
www.yahoo.com 0,9983 25.536
yahoo mail 0,9983 15.184
myspace.com 0,9983 54.446
fidelity.com 0,9981 9.226
wachovia 0,9981 5.413
hotmail 0,9981 17.233
target 0,9979 6.429
msn 0,9979 16.361
southwest airlines 0,9979 11.013
ups 0,9979 3.818
bildzeitung 0,9978 457
fighton 0,9977 444

Table 5: 20 top navigational queries according the ‘Number
of distinct visited results’

Rico).
Queries in Table 6 have been issued in a low number of

total (not only navigational sessions). This is not surpris-
ing, as the higher the number of total sessions, the higher
the needed number necessary navigational sessions to get a
high NC value.

However, the low values of NC (the lowest from the three
behavioural characteristics) indicates that very few naviga-
tional sessions have been detected for more ‘typical’ navi-
gational queries (i.e. google, ebay) because the needed
percentage ratio of navigational sessions didn’t exceeded
75%.

This could point out either a real lack of navigational
session behaviour or a failure in the detecting sessions al-
gorithm, which hides navigational sessions inside another
informational or transactional sessions.

5 Discussion and Future Research
5.1 Comparison of results
When studying some of the NCs, negative aspects for each
of them were analyzed. Some of these weaknesses were
solved by some other NC, which extracts different charac-
teristics from the same queries. Thus, the idea of combin-
ing these coefficients appears as a possible way to enhance
their descriptive power and effectiveness.

Discovering a metric for combining the values from dif-
ferent NCs is an objective which exceeds the aspirations of
this paper but, as a first approach, we can study how all of
the described coefficients behave in the queries which have
been detected along the research as being clearly naviga-
tional, i.e. the 60 discovered queries listed in Tables 4, 5
and 6.

Coefficients have been calculated for each detected
query and will be presented in three separated graphics, ac-
cording to the coefficient in which the query has been de-
tected. Showing the results in tables was considered as an
option, but it was judged that using graphics would make
more clear their description.

Query NC Sessions
natural gas
futures

0.867 53

cashbreak.com 0.830 106
allstar puzzles 0.813 59
times enterprise 0.802 71
instapundit 0.796 54
clarksville leaf
chronicle

0.790 62

first charter
online

0.789 57

mission viejo
nadadores

0.787 66

county of san
joaquin booking
log

0.781 64

thomas myspace
editor beta

0.773 53

kgo radio 0.772 79
el canario by the
lagoon

0.770 61

yahoo fantasy
basketball

0.764 51

kenya newspapers 0.752 85
parkersburg news 0.750 76
slave4master 0.750 56
online athens 0.742 70
ace games.com 0.740 54
family savings
credit union

0.739 69

debkafile 0.736 72

Table 6: 20 top navigational queries according the ‘percent-
age of navigational sessions’

Figure 4 shows the evolution of the coefficients along the
queries listed in Table 4. The queries has been ordered by
the value of the NC based on the importance of their most
important result.

Figure 4: Navigational Coefficients for Top 20 ‘Most Pop-
ular Result’ NC

In Figure 4 an important equivalence is shown between
the coefficient based on the size of the set of clicked result
and the one based in the weight of the most clicked result.
In fact, the graphic corresponding to this coefficient hides
the other one (because of that, there’s no ‘blue colour’ in
graphic).

On the other hand, coefficient based on navigational ses-
sions doesn’t have a constant behaviour and fluctuates from
the lowest value (0) to the highest (1).

Figure 5 shows the evolution of the coefficients along the
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queries listed in Table 5. The queries has been also ordered
by the value of the NC based on the importance of their
most important result.

Figure 5: Navigational Coefficients for Top 20 ’Number of
Distinct Results’ NC

The equivalence shown in Figure 4 is not present in Fig-
ure 5. Although initial values are very close (but never
equal) values from coefficient based on the weight of the
most popular document decrease to low values.

In some cases (like www.yahoo.com) this difference
can be explained by the numerous presence of ‘null’ re-
sults, which reduce the importance of the most visited re-
sult (for www.yahoo.com, only the 48% of the users
clicked in the most important result, and 41% didn’t click
in any result).

The navigational coefficient shows an erratic behaviour
in this Figure too, although its range of values is lower than
in the Figure 4, and final queries present more continuous
values.

Figure 6 shows the evolution of the coefficients along the
queries listed in Table 6. The queries has been also ordered
by the value of the NC based on the importance of their
most important result.

Figure 6: Navigational Coeficients for Top 20 ’Naviga-
tional Sessions’ NC

The coefficients’ behaviour shown in Figure 6 is the most
stable. In this Figure a relationship between the three coef-
ficients is more insinuated than in the other two.

From these graphics we could extract the following con-
clusions:

1. Having a result concentrating the traffic usually means
having a little set visited of results.

2. Having a little set of visited results doesn’t have to
mean that a result is taking most of the visits.

3. Having a very popular result, or having a little set of
visited results, doesn’t imply having a big number of
navigational sessions.

4. Having a big rate of navigational sessions, usually
means having a very popular result and a little set of
visited results.

Of course, it would not be justifiable to extrapolate these
conclusions to all the query log, but it shows the behaviour
of a little set of automatically extracted queries.

Analyzing the whole query log according to these coef-
ficients would give us a wider view about the behaviour of
the coefficients and could be faced in further research.

Also, the confirmation of these behaviours in other query
logs would allow us to make sure they are not due to any
particularity form the users of AOL’s query log.

5.2 Lack of navigational sessions
The lowest values of the three NCs are those based on the
existence of navigational sessions which, on the three com-
parisons, present lower values than the other two NCs.

However, the third comparison shows a convergence be-
tween the values of the NCs which is not present in the
other two. The question is Why the convergence between
the navigational sessions based NC and the other two is not
present in the other comparisons?

In section 3.3 the dependence on the algorithm for de-
tecting sessions and the impact of multitasking sessions
were pointed out.

Navigational queries are good candidates to be submit-
ted inside other informational tasks in order to check some
information in an specific webpage (such as wikipedia, a
travel agency, etc.) or use a Web tool (such as a searcher, a
dictionary, an agenda, etc.).

Navigational queries are also ideal to be grouped into
a unique session because of a big cutoff interval selected
for detecting sessions. For example, in the morning a user
could look for his mail service to check its mail and, after
reading it, search his preferred newspaper in order to read
the latest news. These two navigational queries would be
grouped into a unique sessions, which doesn’t fit into our
definition for navigational sessions.

The data shows us a lack of navigational sessions which
could be explained by the process of detecting sessions, but
Is this loss of navigational sessions real? If we use the other
NCs to detect navigational sessions, how could we check
that we are not creating artificial sessions?

Further research on this subject is needed in addition to
a thorough evaluation through the division of the query log
into training and sets.

5.3 Post-hoc characteristics of navigational
queries

Some previous works ([Jansen et al., 2008]) on automatic
detection of navigational queries were based on lexical and
semantic heuristics, such as a short length of query or the
presence of domain suffixes.

Such heuristics are based on a post-hoc analysis of some
common navigational queries (such as those shown in sec-
tion 4.2) so they can led to biased methods favouring these
specific kind of navigational queries in detriment of other
queries where the navigational nature can only be inferred
from the behaviour of the users.

In fact, applying such heuristics on our ’top 60’ queries
we found that: (1) 14 out of 60 queries (shown in Table
7) have three or more terms so they wouldn’t qualified as
navigational queries, and (2) the suffixes heuristic would
only flagged 11 out of 60 queries as navigational, which
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Query Average NC Terms
clarksville leaf
chronicle

0,9013 3

bank of america 0,7702 3
first charter
online

0,9215 3

mission viejo
nadadores

0,9191 3

aol people
magazine

0,9960 3

natural gas
futures

0,8365 3

links for
astrology

0,8402 3

yahoo fantasy
basketball

0,9091 3

order of the stick 0,8186 4
mod the sims 2 0,8341 4
richards realm
thumbnail pages

0,8147 4

jjj’s thumbnail
gallery post

0,8580 4

family savings
credit union

0,8940 4

thomas myspace
editor beta

0,8022 4

trip advisor half
moon jamaica

0,6956 5

louisiana state
university at
alexandria

0,8381 5

el canario by the
lagoon

0,9067 5

county of san
joaquin booking
log

0,8730 6

Table 7: Navigational queries with more than 3 terms

average NC is smaller than the average NC in the rest of
them (0.71 against 0.81).

A curious fact is that those queries which have
three variants like google, google.com and
www.google.com or yahoo, yahoo.com and
www.yahoo.com have less NC as the query is more
‘complete’ as it’s shown in Table 8.

Query Average NC
google 0,7031
google.com 0,6361
www.google.com 0,6104
yahoo 0,6771
yahoo.com 0,5878
www.yahoo.com 0,5773

Table 8: Decreasing navigational coefficient of ‘.com’
queries

As an example, we could perform an easy experiment
to discover the average value for the first NC for queries
ending with .com (which appears to be the most common
gTLD [Zooknic, 2008]).

Figure 7 shows the distribution of the number of ‘.com’
queries according to the value of its NC (calculated follow-

ing the formula in section 4.1).

Figure 7: Distribution of ‘.com’ queries according to its NC
value

The average value for all ‘.com’ queries is 0.15, which
shows that this criteria (containing a URL) could be not as
reliable as initially thought. The main reason for this low
value is the million of queries which NC value is 0. Ig-
noring these queries the average NC rises approximately to
0.69, but the amount of ignored queries (almost 75% of all
the ‘.com’ queries) turns this decision into a controversial
one.

5.4 Extraction of significant terms
Another criteria mentioned in [Jansen et al., 2008] is the
presence of companies, people or website names. As the
authors of the paper recognize, this forces the dependence
on a database of significant names.

We could rely on some distributed databases on the Web,
such as FreeBase or even Wikipedia, in order to cover
as much names as possible but, even with the greatest
database, we could not control the appearance of new sig-
nificant terms for searchers.

Two first NC criteria forces the discovering of queries
which are very related to some Web resources (such as a
travel agency, a web-mail interface or some specific soft-
ware). These queries, for practical purposes, could be con-
sidered as ‘names’ of those Web resources and, therefore,
as significant terms.

6 Conclusions
In this paper a method for the automatic detection of nav-
igational queries has been proposed. Some characteristics
of the users’ navigational behaviour have been discussed
and applied to the development of three different coeffi-
cients aiming to detect navigational behaviour in an auto-
matic fashion.

We have provided some results obtained with the pro-
posed methods comparing them against each other besides
showing benefits and weaknesses of each approach.

The results are promising and, thus, a deeper analysis
is required to obtained a combined metric from the three
coefficients. A thorough evaluation is needed in addition to
experiments on different query logs to check its feasibility
on different types of users.
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Abstract
When performing discussion search it might be
desirable to consider non-topical measures like
the number of positive and negative replies to
a posting, for instance as one possible indica-
tor for the trustworthiness of a comment. Sys-
tems like POLAR are able to integrate such val-
ues into the retrieval function. To automatically
detect the polarity of postings, they need to be
classified into positive and negative ones w.r.t.
the comment or document they are annotating.
We present a machine learning approach for po-
larity detection which is based on Support Vector
Machines. We discuss and identify appropriate
term and context features. Experiments with ZD-
Net News show that an accuracy of around 79%-
80% can be achieved for automatically classify-
ing comments according to their polarity.

1 Introduction
Discussion search has more and more come into focus of
information retrieval research, for example as a task in the
TREC Enterprise Track (see, e.g., [Craswell et al., 2005]).
Discussion search can be applied in many scenarios – it
can be used for Enterprise search within a company’s mail-
ing lists, but also in open forums where people discuss
about various topics. The discussion can be restricted to
a closed community of scientists and experts on the one
hand to a public portal where everyone can participate on
the other hand. An example for the latter is ZDNet News1,
where articles related to IT business are published. Read-
ers of these articles can discuss the corresponding topics,
and comments can be annotated again. Such discussions
naturally contain additional information and different view-
points on the source article. It is thus clear that discussion
threads are an interesting source for new information which
can be revealed by means of discussion search.

Many discussion search approaches do not only regard
a comment as an atomic item, but also take into account
the context coming from the surrounding thread structure,
which has shown to be beneficial in various publications
(e.g., [Frommholz and Fuhr, 2006a]). However, one prob-
lem is usually not addressed: is a comment really use-
ful? One important aspect of “usefulness” is the question
whether the content of a comment is trustworthy. Espe-
cially in public discussion forums, users sometimes give
wrong advise or even write plain nonsense, so these com-
ments cannot be trusted – they should not be presented to

1http://news.zdnet.com/

the user at all. One way to detect such comments is to
look at their replies. Comments can be rejected by express-
ing disagreement on the content level (“I disagree...”, “I
don’t think so...”) or by expressing an opinion about the
author on the meta level (a typical example here are replies
like “don’t feed the trolls!”; authors whose goal is simple
provocation are regarded as “trolls” in many communities).
The underlying assumption is: the higher the ratio between
negative and positive replies, the lower the trustworthiness
of the according comment (and vice versa). Therefore it
would be desirable to detect the polarity (positive or nega-
tive) of a reply.

But how can we detect whether a reply is positive or
negative? Recently, an interesting new field has emerged,
which is sentiment classification [Pang et al., 2002]. The
goal of sentiment classification is to determine whether a
user has a positive or a negative attitude towards a certain
entity. Sentiment classification can be applied, for instance,
to film critics or product reviews to find out the sentiment
conveyed in these texts w.r.t. the reviewed entities. In a
discussion search scenario, we are interested in the judge-
ments of people w.r.t. to the acceptability of a certain post-
ing, expressed in the replies to a specific comment. This
makes sentiment classification a similar, but also slightly
different problem to the one of determining the polarity of
postings. It is similar, since its basic idea is to perform a
non-topical classification into positive and negative; it is
different, since we can make use of the thread structure
and apply different features than for sentiment classifica-
tion. Therefore, based on the basic idea of sentiment clas-
sification, the goal of this paper is to introduce a machine
learning approach which tries to determine the polarity of
replies by categorising them into positive or negative ones.

The paper is structured as follows. First, we briefly ex-
amine related work. Then, we give a motivating example
of the application of the polarity of postings in discussion
search, using the POLAR framework. Since our machine
learning approach is based on Support Vector Machines,
we discuss possible features which can be extracted from
comments and discussion threads in the subsequent sec-
tion. These features are then applied for the evaluation of
our approach, which is discussed in Section 5 and gives a
first answer to the question how well automatic methods
to determine the polarity of replies can perform. The last
section concludes the findings.

2 Related Work
Our work is embedded in the field of non-content-oriented
text classification and is similar to sentiment classification,
which is sometimes also called sentiment analysis or opin-
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Figure 1: Two discussion threads

ion mining, among others.
In contrast to the work of [Hatzivassiloglou and McKe-

own, 1997], [Kim and Hovy, 2004], [Kamps et al., 2004]

and [Esuli and Sebastiani, 2005], for example, our method
as well as the following sentiment classification approaches
try to classify whole documents instead of single words or
phrases.

Turney [Turney, 2002] uses an unsupervised learning al-
gorithm to categorise reviews. He determines the semantic
orientation of single phrases with the help of search engines
and uses the average semantic orientation of the extracted
phrases to classify a document as recommended or not rec-
ommended. Pang et al. [Pang et al., 2002] use supervised
machine learning techniques to determine whether a movie
review is positive or negative.

A domain which is more similar to ours is investigated
in [Gamon, 2004]. Gamon uses Support Vector Machines
to classify customer feedback data that is less coherent,
shorter and less well-formed than reviews that are often
written by professional writers.

3 Applying Polarity in Discussion Search –
A Motivating Example

In this section, we give an example of how the information
about the polarity of comments can be exploited for infor-
mation retrieval. Since the example is modelled within the
POLAR framework, it will be briefly introduced first.

3.1 The POLAR Framework
POLAR (Probabilistic Object-oriented Logics for
Annotation-based Retrieval) [Frommholz and Fuhr, 2006b;
Frommholz, 2008] is a framework supporting document
and discussion search based on user annotations (e.g. com-
ments). Within POLAR, it is possible to model discussion
threads, to exploit the thread context for retrieval and,
being a logic-based framework, easily integrate additional
evidence into the retrieval function. POLAR also provides
means to specify whether a reply is positive or negative
w.r.t. the object it belongs to.

We introduce the relevant parts of POLAR by giving an
example which should also motivate the usage of the post-
ing polarity for retrieval. Consider the situation illustrated
in Figure 1. In this figure, we can see two fictitious dis-
cussion threads. The first thread consists of the comments
c1, . . . , c4, the second one only of c5. c2, c3 and c4 are
replies to c1; let us assume we determined that c2 and c4
are negative comments w.r.t. c1, and c4 is a positive com-
ment supporting c1 (this is denoted by the “+” and “−”

signs). After common procedures like stopword elimina-
tion and indexing, above scenario can be modeled in PO-
LAR as follows (we omit terms which are not important for
the further considerations):

1 c1[ 0.7 vista ...
2 0.6 -*c2 0.6 -*c3 0.6 *c4 ]
3 c2[ 0.6 vista ...]
4 c3[...] c4 [ 0.8 vista ...]
5 c5[ 0.45 vista ... ]
6 0.5 ◦vista

The first two lines model the comment c1. Line 1 says that
the term ‘vista’ appears with the weight 0.7 (based on the
term frequency (tf )) in c1. The second line shows which
comments reply to c1. These are c2, c3 and c4. Each reply
is accessed with a probability of 0.6; we need this value
later as a propagation factor. While, e.g., “*c4” says that
c4 is a positive reply to c1, “-*c2” (and “-*c3“) means
that c2 (c3, respectively) is a negative reply to c1. Line 3
models c2; ‘vista’ has a term weight of 0.6 here. The fourth
line models c3 and c4 (with 0.8 being the term weight of
‘vista’ in c4), respectively, and line 5 represents c5. The
last line encodes the termspace value of ‘vista’, which can
be based, for instance, on its inverse document frequency.
So we interpret 0.5 as the idf value of ‘vista’.

3.2 Discussion Search
Once discussion threads are modelled in POLAR as de-
scribed above, they can be queried in several ways. For ex-
ample, POLAR offers a retrieval function which estimates
the probability P (d → q) that a document d implies the
query q [van Rijsbergen, 1986]. Let us assume we want
to retrieve comments about ‘vista’. We can express this in
POLAR as:

1 q[ vista ]
2 ?- D->q

The first line models the query q, while the second line
(the POLAR query, introduced by ”?-“) returns a ranking
of comments based on the implication probability. Let us
further assume that the estimation of P (d → q) is simply
based on the tf × idf value of the query terms. In this case,
the POLAR query returns

0.350 c1 # 0.5 * 0.7
0.300 c2 # 0.5 * 0.6
0.225 c5 # 0.5 * 0.45

For example, the retrieval status value of c1 is the term fre-
quency of ‘vista’ in c1, which is 0.7, multiplied with the
idf value of ‘vista’, which is 0.5. The other values are cal-
culated analogously. (”#“ starts a comment.)

So far no magic is involved. We now present a simple
retrieval strategy implemented in POLAR which shall il-
lustrate the role of replies and their polarity.

Annotation-based Trustworthiness
In the following approach, the ratio between positive and
negative replies is used as a simple measure for the trust-
worthiness of a comment. We introduce the following
rules:

1 0.5 uncond_trust(c1)
2 0.5 uncond_trust(c2)
3 0.5 uncond_trust(c3)
4 0.5 uncond_trust(c4)
5 0.5 uncond_trust(c5)
6 trust(C) :- uncond_trust(C)
7 trust(C) :- C[*A] & trust(A)
8 !trust(C) :- C[-*A] & trust(A)

The first 5 lines define the unconditional, a priori degree
of trust every comment has (even without replies). In this
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case, the probability that a comment is trustworthy is 0.5.
Line 6 says that a comment is trustworthy if we trust it un-
conditionally. The last two lines are interesting, as they
bias the unconditional trust according to the number, ac-
cess probability and trustworthiness of positive and nega-
tive comments. Each positive reply raises the probability
that we trust the corresponding comments (line 7), while
the last line means that the probability that we do not trust
(indicated by the ’!’ in the rule head) a comment is raised
with every negative reply2. In our example, the derived
probability that we trust c2, c3, c4 and c5 is their uncon-
ditional trust value of 0.5. The trust value of c1 is based
on its unconditional trust and biased by the two negative
and one positive replies. The probability that we can trust
c1 is 0.5 + 0.6 · 0.5 − 0.5 · 0.6 · 0.5 = 0.65 (taking the
unconditional trust value of c1 and the product of the ac-
cess probability and trust value of c4; these probabilities
are combined with the inclusion-exclusion formula known
from probability theory). The probability that we cannot
trust c1 is 0.6 · 0.5 + 0.6 · 0.5− 0.6 · 0.5 · 0.6 · 0.5 = 0.51
(based on the trust values of c2 and c3). The final proba-
bility is calculated as the probability that we have positive
and not negative evidence for the trustworthiness, so we get
0.65 · (1− 0.51) = 0.3185 for c1.

The trustworthiness value can be combined with the top-
ical relevance:

?- D->q & trust(D)
0.1500 (c2) # 0.5 * 0.6 * 0.5
0.1125 (c5) # 0.5 * 0.45 * 0.5
0.1115 (c1) # 0.5 * 0.7 * 0.3185

c1, although topically the most relevant comment, is now
ranked on the last position due to its low trustworthiness
value.

Measuring the trustworthiness as above is a simple ex-
ample that illustrates how to beneficially integrate the po-
larity of replies into a retrieval function. There exist more
elaborated approaches to measure the trustworthiness. For
instance, [Cabanac et al., 2007] propose a framework for
evaluating the social validation of collaborative annota-
tions, and positive (confirmation) and negative (refutation)
judgements found in replies are part of this framework.
But without knowledge about the polarity of comments, all
these approaches would not work. Unfortunately, we usu-
ally do not know the polarity of replies, since it normally
cannot be specified in today’s forum systems. The question
thus is how we can determine the polarity automatically.
Another question is how well such a method will perform
– does it make sense to try to determine the polarity au-
tomatically, or is this task too challenging? To give first
answers to these questions, a machine learning approach,
based on Support Vector Machines, and its evaluation are
presented in the next sections.

4 Machine Learning for Polarity Detection
In the following, we present our machine learning approach
for determining the polarity of replies. We describe the
collection our considerations are based upon, present the
classifier we have chosen and discuss the features we have
utilised to classify a posting with reference to its polarity.

2Without going into detail here, POLAR is based on four-
valued logics and an open world assumption, so the probabilities
of a proposition a and ¬a are independent of each other (see also
[Frommholz, 2008]).

In the following section, we present and discuss the results
of our experiments. A more thorough discussion on the
approach, the features and the experiments can be found in
[Lechtenfeld, 2007].

4.1 Collection
For the feature definition and evaluation, we used a snap-
shot of ZDNet News, which was harvested from Decem-
ber 2004 to July 2005. The snapshot consists of 4,704
articles and 91,617 comments. Only the comments were
used for our experiments. Besides the comment itself, the
ZDNet News discussion functions allow for the specifica-
tion of a comment title. With each comment, metadata like
the creator of the comment as well as the creation date are
recorded. Each article is tagged by the ZDNet editors with
one or more categories, indicating the topics an article is
about (e.g., “Linux” or “Windows”). One of the inher-
ent features of ZDNet is that we find many controversial
discussions there, which contain many potential negative
replies.

4.2 Automatic Classification
The aim of this work is to automatically determine the po-
larity of a given posting. We utilised a supervised machine
learning approach with the help of a Support Vector Ma-
chine (SVM), which gave very good results for both topic
classification [Joachims, 1998; Sebastiani, 2002] and sen-
timent classification [Pang et al., 2002].

We used the linear kernel, since most text categorisa-
tion problems are linearly separable [Joachims, 1998] and
it was successfully used in a related noisy domain [Gamon,
2004]. The optimal C-Parameter depends on the specific
problem and has to be determined empirically [Hsu et al.,
2003].

4.3 Feature Extraction
As document representation we used two large feature sets:
term features, which represent the text of the posting on
the one hand, and context features containing information
about the thread context of a posting on the other hand.

Term Features
Term features are grouped into four sets: token features,
sentiment features, source features and posting features.
The groups and their corresponding features are shown in
Table 1.

Group Features
Token Presence of tokens (unigrams), punctua-

tion
Sentiment Emoticon (EMOTICON_), negation

(NOT_)
Source Title terms (TITLE_), quotation terms

(QUOT_ ), terms of the previous posting
(PREV_)

Posting Posting length

Table 1: Term features

Token A document is represented as a sets of words in
conjunction with unigrams. This representation, which has
proven to be successfull for sentiment classification with
machine learning techniques [Pang et al., 2002], indicates
for each token whether it occurs in the given posting or not.
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The text was tokenised with the help of white space char-
acters, punctuation marks and special characters. Upper
and lower case was ignored. Punctuation marks have been
treated as separate term features because they can be seen
as quasi-words with its own meaning [Hess, 2006], which
can communicate different speech acts and have proven
themselves as beneficial to determine the polarity [Pang
et al., 2002].

Stop words, which are frequently domain dependent,
were not removed, since they can be important indicators
for the class affiliation in the examined domain [Forman,
2002] and play an important role in sentiment classifica-
tion (for example in the investigated domain in [Pang et al.,
2002]). Likewise, no stemming was performed, since it can
make a big difference for text classification whether nouns
are used in the singular or in the plural or negations and
prepositions are present or not (as stated in [Riloff, 1995]).

Sentiment Emoticons can express the frame of mind ex-
plicitly and therefore they can supply a good reference on
the polarity of a posting. Different representations of one
emoticon (like ‘:-)’ and ‘:)’) are treated as a single emoti-
con feature (e.g. EMOTICON_Smile feature).

The polarity of a sentence can be inverted by the use of
only one word, for example by the word ‘not’ or other kinds
of negation. However, by using the set of words represen-
tation in conjunction with unigrams the context of a term
gets lost. In order to consider negation, the technique pro-
posed by Das and Chen [Das and Chen, 2001] is applied,
which adds the tag NOT_ to all tokens from the negation
token (e.g. ‘not’) to the first punctuation mark.

Source The title of a posting can be used to concisely
summarise the content of the discussion entry. So all tokens
of the title were tagged with the prefix TITLE_.

Parts of a comment can be quotations of passages of the
replied comment. We also experimented with tagging these
quotation terms with the prefix QUOT_, since quotations
can give us information about the annotated object. Con-
sidering that ZDNet does not support quotations directly
and the resulting noisy domain, we used the Longest Com-
mon Substring [Gusfield, 1997] search and some simple
correction rules to identify quotations.

In addition to this, discussion postings are short and frag-
mentary, and therefore can be understood in many cases
only with the help of the context consisting of the previous
postings. Due to the dependence on the textual context, we
also added all the terms of the previous posting tagged with
the prefix PREV_ to the term feature set.

Posting A feature that describes the posting as a whole
is the length of the posting text. This feature may give us
a hint about the polarity, because the average length of a
positive posting may be shorter than the length of a negative
posting, since one would expect reasons or examples for
the different opinion. This assumption is also expressed in
[Yih et al., 2004].

Context Features
The following features, which are summarised in Table 2,
are based on the fact that the investigated posting is always
part of a discussion thread. With the help of these features,
we try to benefit from the relationships between the given
posting and the other postings of the thread.

Group Features
Reference Do hyperlinks exist? Is the previous au-

thor mentioned? Is it an article annota-
tion?

Structure Do quotations exist? Number of quo-
tations; Ratio of quotations length to
previous posting length; Ratio of quo-
tations length to posting length; Are
quotations and annotations alternating?
Is the author sequence A-B-A or A-A
present?

Response
Behaviour

Number of direct/total answers; Num-
ber of answers to previous posting; Re-
sponse time within a specific time? Re-
sponse duration within a specific time?
Response creation time (day of the
week, hour, time of the day)

Topic Topic terms describing the article (Tag
TOPIC_

Table 2: Context features

Reference References to other postings or external
sources can be indicators for the polarity of the given post-
ing. Hyperlinks can refer to (neutral) background informa-
tion or email addresses can hint at a (neutral) information
request or an information transfer. So a binary feature indi-
cates whether such a reference is used in the posting.

Internal references to other postings of the thread can
show that the given posting actually relates to the previous
discussion entry. Such a reference can be done, for exam-
ple, by mentioning the author of another posting. There-
fore, a binary feature indicates whether the name of the
author of the previous posting is mentioned in the given
comment.

Regarding the whole collection, it can be observed that
comments answering directly to an article (and not to an-
other comment) are often neutral, because they annotate
only one aspect of the article or the overall topic and not
the article itself. So we use a binary feature that indicates
whether the document the posting is replying to is an article
or not.

Structure Quotations of other entries are another kind
of reference. Because a quotation is often conflicting
[Agrawal et al., 2003], this kind of reference can be an in-
dicator for a negative polarity. A binary feature specifies
whether the posting contains a quotation and a numerical
feature counts how many quotations there are in the com-
ment.

The ratio of the quoted text to the whole previous text
can give a clue whether the investigated posting annotates
only single statements or, for example, whether it refers to
the previous comment as a whole. The ratio of the quoted
text to the full given text can give a clue whether the investi-
gated posting mainly refers to other discussion entries, or if
it perhaps contains common explanations or if it is a state-
ment about the overall topic and therefore is neutral.

Another binary feature measures whether quotations al-
ternate with replying statements in the given posting, be-
cause this could be a indication of a (contrary) opinion.

There can also be dispute on the thread level, for exam-
ple when indicated by the author sequence A-B-A. That
means that author B replies to the posting of author A and
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then author A writes an answer to the posting of author B,
and so on. That sequence may indicate that the last entry of
author A is a contrary (negative) comment of a disputation
with author B. Hence, two binary features verify whether
the two previous postings exist, and a binary feature indi-
cates the existence of the author sequence A-B-A. Another
binary feature verifies, whether the author sequence A-A
exists. If an author writes an answer to his or her own post-
ing, this posting is most likely a neutral additional note or a
neutral try to call attention to the (perhaps yet unanswered)
posting.

Response Behaviour Two numerical features are the
number of direct and total answers to the given posting.
They could be a hint about the polarity because provok-
ing postings are probably annotated more often than neu-
tral statements, which perhaps will not be answered at all.
The number of replies that are written to the previous post-
ing are counted by an additional numerical feature since
this could indicate that the given posting is one of many
negative answers.

The response times of replies could also be indicators
for their polarity, since an answer to a wrong or even pro-
voking comment is probably published faster. We estimate
the response time with the time between the creation of the
original posting and the creation of the answer, since we
cannot measure the real reaction time (this would require
knowledge about the time a user reads the comment). Bi-
nary features are used for a specified number of hours af-
ter the posting was added with an increasing length of a
specific number of minutes. For example, a binary feature
reflects if a reply was created within the first 15 minutes,
another one if it was created within the first 30 minutes,
and so on in 15-minute-steps.

Conclusions might be drawn from the activity duration
within which all replies have been created. Controversial
postings are perhaps annotated more often and faster than
for example questions that are acceptably answered with a
few postings. Therefore a binary feature indicates whether
all responses are created within a specific number of hours,
here 12 hours.

Also the creation time of a reply could contain helpful
information. On certain days of the week or times of the
day there are particularly many negative postings, for ex-
ample in the form of provocations. We used one binary
feature for every day of the week, which states whether the
given posting is created on the respective day of the week.
In addition we used a specified number of binary features
for a specific period of time, for example to consider the
time or the hour of the day.

Topic The topic of the first posting (here the ZDNet ar-
ticle), which initiates the discussion, could also be a good
indicator for the polarity of a given posting, because it spec-
ifies the topic of the following discussion. And postings in
threads about a polarising topic are probably contrary to
a greater extent. So we used the ZDNet tags, which can
be assigned to any news article by ZDNet as an additional
term-like feature.

5 Experiments and Results
In this section we describe the experiments we have done to
determine the performance of the suggested approach. Af-
ter the evaluation data is described and the evaluation cri-
terion and measure are mentioned, the various experiments

are explained, which evaluate the performance of the term
and context features and determine in how far the different
feature groups contribute to the measured accuracies.

5.1 Testbed Creation
We used the ZDNet collection introduced in the previous
section for our experiments. To create the testbed, we asked
colleagues, students and friends working in IT business
to manually classify comments whether their overall sen-
timent is positive or negative w.r.t. the comment they reply
to. Furthermore, we also introduced a class Neutral. The
three classes were defined as follows:

Positive A comment should be judged positive, if it explic-
itly talks positive about the comment it replies to, e.g.
by identifying phrases like “good idea”, “I agree” or
“That helped me much”.

Negative In negative comments, we explicitly find evi-
dence that the author thinks negatively about the previ-
ous comment. This negative evidence manifests itself
in phrases like “I disagree”, “I don’t think so”, “That’s
not true”, etc.

Neutral Comments should be judged neutral, if there can
not be found any explicit evidence that it is positive or
negative.

Neutral comments play a special role later in the classifica-
tion, although we do not use this class for the final categori-
sation and application in POLAR. Instead, we assume that
neutral comments are implicitly positive. For example, if
the author of a comment just provides some background in-
formation (for instance, a comment “It’s Paris in Texas, not
in France” would add some background information to the
content of a previous comment which talks about Paris), we
would have a neutral comment which is implicitly positive,
as there is no disagreement or counterargument in such a
comment.

Multiple classification was possible, e.g. if a comment
was half positive and half negative, both a positive and
negative category could be chosen (resulting in two judge-
ments for this comment). 173 positive, 637 neutral and
431 negative judgements were made. This results in 1,241
judgements given in total by the 10 assessors. A posting
could be judged as positive and negative simultaneously.
Such postings have a mixed polarity and therefore an am-
biguous overall polarity. To train a classifier for the task
of classifying postings into positive or negative comments
as good as possible, training examples are needed that are
representative examples for the categories to learn. There-
fore we reclassify such postings as neutral. If we also con-
sider that each category should be uniformly distributed,
the available instances that can be used for the evaluation
are limited to the number of instances associated to the
smaller category. So the available instances for training and
testing count 300 examples - 150 positive and 150 negative.

5.2 Evaluation Criterion and Measure
To verify the effectiveness of the presented approach, we
performed stratified ten-fold cross-validations for all vari-
ants of the experiments. Thus the available example set
was randomly divided into ten equal-sized subsets. In each
of the ten validation iterations, another subset was used
to validate the model that was derived from the remaining
nine (training) subsets. The overall performance was esti-
mated by averaging the performance of the ten validations.
As evaluation measure we took the classification accuracy,
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which is defined as the number of the correctly classified
instances divided by the total number of instances. For our
experiments we used uniformly distributed training and test
sets. Therefore the random-choice baseline to beat is 0.5.

5.3 Term Features
Table 3 summarises the results of the experiments, which
were done to determine the accuracy of a classifier that uses
only the content of a given posting to classify it with refer-
ence to its polarity.

Experiment Unigrams Bigrams

Text classification 0.6367 0.63
Feature selection 0.69 0.6867
Tagged title terms 0.6533 0.6677
Removed quotations 0.6567 0.6833
Tagged quotations 0.6733 0.68
Previous comment 0.76 0.7533

Table 3: Accuracies of some term feature experiments

In the first experiments we used the term feature groups
Token, Sentiment and Posting (described in Section 4.3) to
do a common sentiment classification without considering
the specifics of the investigated domain of discussions (line
1 in Table 3). To determine a C kernel parameter that is
optimal for the examined classification task and domain,
we tried different power-of-two numbers among others and
reached the best results with unigrams3 of 0.6367 (using a
C value of 0.5).

The next experiments regard that the noisy domain of
online discussion entries with the large number of typing
errors and spelling mistakes could complicate the text clas-
sification. As demonstrated in [Gamon, 2004] a sentiment
classification in a noisy domain can nevertheless be per-
formed, if feature reduction techniques are used in combi-
nation with large initial feature vectors. Consequently we
tried the following two kinds of feature reduction to im-
prove the best accuracy achieved in the first experiments.
We applied the chi-square test with different threshold val-
ues4 and filtered out features with a weak statistical depen-
dence between the occurrence of a feature and the class
affiliation. Furthermore we only used features occurring in
the document collection at least one, two, or tree times, re-
spectively. This method also has the advantage that (rare)
typing errors are removed automatically. The best accuracy
of 0.69 was yielded, if all features were used that (occur in
the posting at least one time and) have a chi-square value
of at least 1.0 (line 2 in Table 3).

In a third step, the sources of the terms were consid-
ered by using the Source features (see Section 4.3). The
results are shown in the lines 3-6 in table 3. Tagging the
terms that occur in the title results in a lower accuracy of
0.6533 (compared to line 2). To avoid that quotations of
other authors with a potentially contrary polarity could in-
fluence the polarity determination of the given posting, we
tagged all terms with a prefix that are part of a quotation.
If the quotation terms were removed from the feature sets
and the parameters for the feature selection were adapted
due to the lower number of term features, the accuracy de-
creases to 0.6567 in the best case. Using the tagged quo-

3For detailed information about the results using bigrams see
[Lechtenfeld, 2007].

4Used threshold values: 0 (no filtering), 0.8, 0.9...1.3.

tation terms resulted in an accuracy of 0.6733 (both com-
pared to l. 2 again). Because a posting potentially has a
context-dependent meaning, we also added the terms oc-
curring in the previous entry – tagged with a prefix – to the
term feature set. In the case that no feature reduction was
done, the best accuracy of 0.76 was measured.

5.4 Context Features
Table 4 summarises the results of the experiments, which
were done to determine the accuracy of a classifier that
analyses the context of a given posting.

Experiment Accuracy

Initial context feature set 0.67
Feature selection 0.67
Without references features 0.6733
Without structure features 0.56
Without response features 0.4433
With 4 hour period of time 0.70
With (Article) topic features 0.7733
Topic features only 0.74

Table 4: Accuracies of some context feature experiments

Before different values for the feature parameters were
inspected, a feature set was used that contains all context
features shown in Table 2, without the topic feature. Only
on the basis of this contextual information, postings can be
classified with reference to their polarity with an accuracy
of 0.67 (see line 1 of Table 4), if no scaling is performed
and the best kernel parameter (C = 0.5) is used. Most
values for the feature selection did not have much influence
on the accuracy. Because the classification performance
could not be improved by using feature selection (see
line 2 of Table 4), the subsequent experiments do not make
use of it anymore.

The following experiments investigate how much several
context feature groups contribute to the measured accuracy
of 0.67. A feature set without the reference features does
not lead to a lower accuracy, but even to a slightly increased
accuracy (0.6733, line 3 of Table 4).

If the quotation features of the structure feature group
are missing, the accuracy does not decrease (0.67). Like-
wise, removing the author sequence feature A-A has no
negative effect on the performance. But the removal of the
sequence feature A-B-A results in a decreased accuracy of
0.6533. Without all structure features, the performance de-
creases to an accuracy of 0.56 (see line 4 of Tab. 4).

If the features are missing that count the number of di-
rect responses to the given posting or the total number of
responses to the previous posting, an accuracy of 0.6667,
and 0.65, respectively is measured. The accuracy decreases
to 0.67, if not only the direct responses are considered,
but also all postings that are written to answer one of the
following comments. Removing the binary features cre-
ated to measure the response time of one reply results in a
lower accuracy of 0.59. An accuracy of 0.65 can be mea-
sured, if the activity duration feature is missing that ver-
ifies whether all responses are written within the first 12
hours. The removal of the day-of-the-week features of the
creation time feature group leads to a lower performance
of 0.6467. Without the 24 hour features that state whether
the posting was created in the specific hour of the day the
accuracy decreases to 0.6567. By adding binary features
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to the feature set that represent a longer period of time like
a timeframe of 4 hours (beginning at 2 o’clock) represent-
ing hours of work and closing time, the accuracy increases
(from 0.67) to 0.70 (line 6 of Tab. 4).

If the topic features that describe the topic of the initial
discussion entry (the article) are added to the best features
set described so far, the accuracy increases (from 0.70) to
0.7733 (line 7 of Tab. 4), if the C parameter is adapted to
0.125.

5.5 Combination of Term and Context Features
The usage of the term features and the context features led
to a similar accuracy of 0.76 and 0.7733, respectively. In
the following we examine how well a combined feature set
consisting of the best term and context features can be used
to classify postings with reference to their polarity. With
the new optimal C value (0.03125) and parameter for the
feature selection (at least three occurrences) the postings
can be classified with an accuracy of 0.79 into positive and
negative comments.

5.6 Discussion
In the following some selected results of the experiments
described in the last three subsections are discussed.

Term Features The polarity classification of discussion
postings based on the comment text can benefit from a fea-
ture reduction with chi-square. Likewise the textual context
of the given posting seems to play an important role. The
additional usage of the (tagged) terms of the previous post-
ings increases the classification performance clearly. With
the best accuracy of 0.76, a polarity classification can be
done, which is far beyond the random-choice baseline of
0.5.

Context Features Since the reference features were de-
signed to classify neutral postings, it is not surprising that
they do not improve the accuracy of a Positive/Negative
classifier. Similarly, the author sequence feature A-A does
not contribute to the measured accuracy, whereas the se-
quence feature A-B-A has a larger influence on the perfor-
mance and improves the accuracy. Interestingly this fea-
ture identified more positive postings (e.g. in the form of
acknowledgements) than negative ones. Even if also the
quotation features are not very important for the task of po-
larity detection, in total, the structure features improve the
performance of the classifier. The features that represent
the response behaviour seem to be good indicators for the
polarity. While the number of responses do not play an
important role for the measured performance, the response
time and the creation time contribute to the measured accu-
racy, so that it decreases to 0.4433, if the response features
are not used (see line 5 of Table 4). The additional usage of
the topic features increases the accuracy by a large amount.
Even with a feature set that only consists of the topic term
feature, the polarity of a posting can be determined with an
accuracy of 0.74 (see line 8 of Table 4). Overall, a posting
can be classified only with the help of the context features
with an accuracy of 0.7733, which is also far beyond the
random-choice baseline of 0.5. The feature groups repre-
senting the response and creation time as well as the article
topic are the best indicators for the performance measured
in this work.

5.7 Importance of Neutral Postings
In the POLAR framework, we distinguish between posi-
tive and negative replies, but not neutral ones. A posting
is assumed to be implicitly positive if there is no explicit
sentiment expressed (e.g. by phrases like “I disagree”).
Such a posting would have been categorised as “neutral”
by our manual assessors during testbed creation. In the ex-
periments so far, these postings (almost 50 percent of the
manually classified ones) were ignored, but in [Koppel and
Schler, 2005] it is pointed out that taking into account neu-
tral instances could also improve the classification into pos-
itive and negative. Therefore we decided to exploit neutral
instances as well for our task. We used the Optimal Stack
approach described in [Koppel and Schler, 2005]. The
meta classifier consists of the three binary classifiers Pos-
itive/Negative, Positive/Neutral and Neutral/Negative (for
details see [Lechtenfeld, 2007]). The results of these clas-
sifiers are used to perform the final classification into Posi-
tive/Negative.

As first results show, a classification into the three cat-
egories can be done with an accuracy of 0.6711, which
clearly surpasses the random-voice baseline of 0.33 for a
three category problem. This result was achieved by per-
forming a majority decision (instead of using the optimal
stack) and by using the best features and feature extraction
parameters for the binary classification. Therefore the ac-
curacy of the multi-class classifier could most likely be im-
proved by determining an optimal feature set with its best
feature extraction parameters with reference to the three
class problem. If the neutral postings are used to train the
binary classifier, the classification into positive and nega-
tive postings can be improved to the best measured accu-
racy of 0.80, if the Optimal Stack uses only the context
features.

6 Conclusion and Outlook
The main motivation of the categorisation approach pre-
sented here was to show if it is basically possible to cat-
egorise replies w.r.t. their polarity. This task is similar to
sentiment classification and it turns out to be a more diffi-
cult task than classical text categorisation, but we are able
to achieve an accuracy of around 79%-80%. The results
of our experiments look promising, which also makes the
inclusion of measures like the trustworthiness into the re-
trieval function realistic. The presented experiments were
meant to gain a feeling of how well a classification into pos-
itive and negative comments could perform. Future work
might refine this approach or develop new ones to improve
these first results. Possible next steps are reported now.

The performance of the polarity classifier could be im-
proved by additional features that classify the author of a
posting. So, it is interesting to know, whether the authors
of the given and the previous posting are members of the
same opposite camp [Agrawal et al., 2003] or not. Fur-
thermore a classification of a given author as spammer or
troll could be helpful to identify neutral (and even not nega-
tive) postings. Also the classification of postings as specific
speech or dialog acts could be indicators for the polarity of
a given posting.

Since postings are not always annotated as a whole and
often only comment quoted sections, a more detailed clas-
sification of judgements and identification of the annotated
objects at the sentence or paragraph level could possibly
improve the determination of the usefulness of a posting.
So postings with alternating paragraphs of quotations and
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replies could be seen as a set of separate annotations of par-
tial postings.

In addition, as already stated in Section 5.7, neutral post-
ings could play an important role and thus should be taken
into account. Further experiments with a feature set that
is more adapted will probably increase the performance of
the three-class classification. Generally, a larger quantity of
training examples could improve the prediction accuracy of
the (binary and three-class) classifiers.

Besides improving the polarity classification, the discus-
sion search example in Section 3 needs to be evaluated.
One focus should lie on the question how the categorisa-
tion performance affects the retrieval effectiveness.
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Abstract

The evaluation of Peer-to-Peer (P2P) Information
Retrieval (IR) systems poses challenges that go
beyond the evaluation requirements of central-
ized IR applications. Besides problems related to
the gathering of evaluation data, aspects of spa-
tial and temporal data and query distribution have
to be tackled. Comprehensive, unified evaluation
strategies are necessary in order to evaluate P2P
IR algorithms with respect to overlap, caching
and churn (i.e. the perpetual joining and leaving
of peers).

As main contribution, we identify the abovemen-
tioned challenges in a structured way alongside
an appropriate classification of P2P IR systems.
We review the design of evaluation environments
and conclude with a brief discussion regarding
the design of benchmarks.

1 Introduction
Processing vague, content-based queries on text and multi-
media data becomes more and more important. Techniques
for this purpose are considered in the area of IR, where a
ranking of result documents is computed for a given infor-
mation need. Search engines for the WWW are only one
example in this respect. Others are intranet search engines
and focused retrieval systems. In the last few years, various
protocols have been proposed also for IR in P2P networks.

P2P IR systems offer decentralized search services for
large document collections minimizing administrational
costs. In contrast to traditional client-server systems, there
is no central server involved in query processing that stores
all the documents. The documents stay in local control of
the users of a P2P IR system. As a consequence, the ab-
sence of a single point of failure enhances the reliability of
the system. Many protocols have been proposed for P2P
IR systems (see Section 2). However, these protocols have
been designed with various different application scenarios
in mind; the protocols are often tailored to a specific appli-
cation scenario.

Varying application scenarios make different demands
for the design of an evaluation strategy as they are asso-
ciated with different characteristics during the life cycle of
a peer. This makes evaluation hard. For example, it might
be not as important to evaluate the influence of churn in a
network where authors share their research papers (because
researchers are assumed to be online most of the day). On
the other hand, in a scenario where typical internet users

that currently use services like Flickr1 share images in a
P2P network, analyzing the influence of churn might be of
central importance.

Therefore, when addressing the quality of P2P IR sys-
tems with a benchmark, mainly the following aspects have
to be considered: (1) network traffic caused by the different
operations (2) result quality compared to a central scenario
(3) response times. These criteria have to be considered
with respect to different influencing factors such as the size
of the network (scalability), churn, distribution of data and
processing power over the peers, or importance of different
types of operations (search vs. update vs. ...).

This paper is organized as follows. In Section 2, we first
classify P2P IR protocols as different classes pose differ-
ent evaluation requirements and challenges. Consequences
w.r.t. the design of evaluation environments are addressed
in Section 3. We conclude with a discussion regarding the
creation of benchmarks in Section 4.

2 Protocol related evaluation requirements
and challenges

There are multiple ways of classifying P2P systems (e.g.
[Lua et al., 2004; Tsoumakos and Roussopoulos, 2006]).
We present a more general classification scheme in Fig-
ure 1. On the top level we identify three different classes
of “true” P2P systems, namely Distributed Indexing Struc-
tures (DIS), Semantic Routing Networks (SRNs) and Ran-
domized Routing Networks (RRNs).

Distributed Hash Tables (DHTs) are the predominant
member of DIS with well-known representatives like
Chord and CAN (for references see Section 2.1). DIS
are not limited to hash tables. There are also instances
of other indexing structures like for example trees (DTRs:
e.g. [Zhang et al., 2005]). As a second class of systems we
identify Semantic Routing Networks (SRNs). With respect
to the design of benchmarks DIS and SRNs pose different
challenges, as in SRNs the indexing data of a peer is mostly
administered locally and not transferred to remote peers (in
contrast to systems with an underlying DIS).

SRNs can be partitioned into Semantic Overlay Net-
works (SONs) and Summary-Based Routing Networks
(SBRNs). In SONs either the content of the documents that
the peers administer or past queries affect topology gen-
eration. Realistic content distributions and/or queries are
therefore a prerequisite when it comes to the evaluation of
SONs. Within the evaluation of SBRNs a justified content-
distribution is also very important as the quality of query

1 see http://www.flickr.com, last visit: 6.2.08
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Figure 1: An evalution-related classification of P2P IR systems

routing decisions strongly depends on the summaries that
describe a peer’s data.

RRNs represent our third class of systems that com-
prises e.g. approaches based on random walks and flood-
ing. Flooding (for example in Gnutella2) can be understood
as a randomized process where all neighbors of a peer are
contacted with a probability equal to one. But, as we focus
on the evaluation of P2P IR systems, we do not describe
the details of RRNs. Evaluation requirements are similar
to SONs and SBRNs but in a sense “weaker” as the docu-
ments of a peer do not affect the topology or summary gen-
eration. Within RRNs a realistic distribution of documents
to peers is of course desirable, but realistic queries (Which
queries are posted by a peer at a certain time?) are no strict
prerequisite for evaluation, even if they are of course also
desirable. Therefore, as the evaluation requirements and
consequences of RRNs are covered by SONs and SBRNs,
we briefly describe the characteristics of DIS (Section 2.1),
SBRNs (Section 2.2) and SONs (Section 2.3) (shaded grey
in Figure 1). Additionally, in Section 2.4 we present super-
peer architectures that pose additional challenges w.r.t. P2P
IR evaluation. Our selection reflects that different types of
systems have different consequences for the evaluation of
P2P IR systems.

We concentrate on evaluating IR aspects on the applica-
tion layer rather than evaluating characteristics of the net-
work layer. For each class of systems, we briefly describe
operations along the life cycle of a peer as they determine
major evaluation requirements. Thereby, we distinguish
different operational states, i.e. (initial) join, (un)graceful
leave and query execution. A fourth operational state, i.e.
index update, becomes important when it comes to query
result evaluation over time. Depending on the underlying
architecture, an important evaluation criterion is the capa-

2 see Gnutella protocol specification v0.4:
http://www9.limewire.com/developer/gnutella protocol 0.4.pdf,
last visit: 11.8.08

bility of the system to handle frequent index updates ef-
ficiently so that query results contain the “best” currently
available documents. Long delays should be avoided. If
a new document has been added to a peer’s collection, it
should be retrievable immediately.

Join: A state join describes the operations that are per-
formed when a peer enters the network. Usually, the topol-
ogy has to be adjusted. Peers have to update their neigh-
borhood information, i.e. a list of neighbor peers that can
be reached easily. In order for the documents to become
searchable, the local or distributed indexes have to be con-
tructed and/or published. As P2P networks are very dy-
namic, one has to distinguish between initial join, i.e. when
the peer enters the network for the very first time, and “nor-
mal” join, i.e. when the peer enters the network after a cer-
tain period of absence.

Query execution: The query execution state focuses on
the operations that are induced by issuing a query. Depend-
ing on the underlying architecture, query processing can be
fulfilled in many different ways as will be outlined in the
following sections 2.1 till 2.4.

Index update: Other important tasks to perform are in-
dex updates. P2P networks are extremely dynamic, with
peers coming and going in a more or less unpredictable
way. They might come with a completely new data col-
lection or at least an update of their local data collection.
Therefore, the P2P network has to reflect that certain index-
ing data has been deleted and is no longer available or has
entered the network and can therefore be retrieved. From
an evaluation perspective reliable usage models that define
aspects of application dependant user behaviour are there-
fore clearly desirable (e.g. online/offline times as well as
the sharing behaviour of data during a peer’s life cycle).
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Leave: There are two ways of leaving the network. A
peer can leave the network gracefully giving it the chance
to perform necessary tasks for ensuring the consistency of
information. During an ungraceful leave there is no chance
for the network to perform necessary tasks for cleaning-up
or ensuring consistency.

2.1 Distributed Indexing Structures (DIS)
Basic protocols for P2P IR systems within this class model
traditional indexing structures in a distributed fashion like
Chord, CAN and the like (for references see [Lua et al.,
2004]). Many approaches that allow for similarity search
are built on top of these protocols. PRISM [Sahin et al.,
2005] implements similarity search on multi-dimensional,
real-valued feature vectors based on Chord. Minerva [Ben-
der et al., 2005b] also uses Chord as underlying DHT in
order to implement a variant of distributed inverted lists
where only summaries are indexed. Typically, the complete
posting lists are distributed within a DHT with a specific
peer being responsible for only a few terms. Thus, insert
and update causes a lot of network traffic. More recent ap-
proaches try to limit the size of the posting lists by explic-
itly defining the vocabulary that is used for indexing w.r.t.
the queries that the system must handle [Li et al., 2007].
Other approaches (e.g. [Sankaralingam et al., 2003]) calcu-
late the PageRank [Brin and Page, 1998] of text documents
in a distributed fashion or like pLSI [Tang et al., 2003] im-
plement LSI in P2P networks. In order to understand the
consequences that arise from these approaches, we will re-
view the life cycle of a peer in such a scenario:

Join: When joining the network, a peer will insert all
its local indexing data, e.g. one feature vector per image,
sending a large amount of data along multiple hops. There
is no locality of data as documents and indexing data are
typically administered at different peers. Joining such net-
works is therefore associated with high costs that can be
estimated since most of a peer’s indexing data is adminis-
tered remotely. Also Papapetrou et al. [Papapetrou et al.,
2007] emphasize the high cost of joining a DHT-based net-
work that leads them to the design of a super-peer network
where inserting data is performed in a batch mode.

Query execution: If a peer poses a query q, the peer that
would hold q as a feature vector is usually queried first.
Different protocols define various ways of how to contact
neighboring peers in order to obtain the k most similar doc-
uments w.r.t. q.

Query performance can be tested in a data independent
manner because of the inherent properties of DIS [Müller et
al., 2006] (of course only in a limited, “static” way neglect-
ing issues related to network dynamics like churn, overlap
and caching). The initial data distribution over peers has
only weak influence on the benchmarking results, as most
likely indexing data resides on remote peers.

Evaluating query performance over time becomes im-
portant because of network delays and heterogeneity of
peers [Grega et al., 2008]. While classical DHT research
focuses on bringing down the latency of a key/value look-
up, it depends on other factors how much delay is between
issuing a query and a satisfactory result. This calls for char-
acterizing this behavior using a benchmark.

Index update: A changing data collection, i.e. adding
documents or updating the local data collection, leads to

an insert into the distributed indexing structure. The load
induced to the network is roughly proportional to the num-
ber of documents added (among other factors determining
the complexity) and indexing data has to be transferred to
(similar to a new peer joining) or – in the case of docu-
ments that have been deleted – removed from remote peers
(similar to a graceful leave of a peer). Because of extreme
network dynamics of P2P systems (at least for some ap-
plication scenarios) too much load might affect query per-
formance. When using inverted lists the lists of popular
terms become very long and therefore the corresponding
peers are busy in updating the posting lists. This might
lead to situations where there is a “delay” between docu-
ments that are present in the network and the documents
that are indexed. Because of apparent network dynamics
this is a critical factor when evaluating P2P systems. Long
delays between the arrival of new documents and the time
from which onwards these documents become searchable
should be avoided.

Leave: A peer that leaves the network without logging
off will take its local data collection out of the network.
However, most of the out-dated indexing data will stay in-
side the network and will negatively affect result quality.
On the other hand, the peer leaving the network ungrace-
fully will take some indexing data out of the network. The
vast majority of these indexing data will describe docu-
ments that belong to remote peers that are still online. As
a consequence, the corresponding documents cannot be re-
trieved anymore. This will also affect result quality. A
P2P network based on distributed indexing structures will
therefore have to counter the loss of indexing data via repli-
cation.

2.2 Summary-Based Routing Networks (SBRNs)
Summary-based (semantic) routing networks stem from
Distributed IR. PlanetP [Cuenca-Acuna et al., 2003] was
the first protocol that has been proposed in this group of
approaches. In PlanetP, randomized rumor spreading as-
sures that all peers know summaries of all other peers in
the network. Summarizations of other peers’ data provide
the basis for query routing decisions. But, PlanetP does
not scale. Therefore, scalable extensions have been pro-
posed [Müller et al., 2005].

Join: When joining the network, a peer will communi-
cate its own summary to remote peers. The summaries sent
to other peers are very small compared to the full indexing
data needed to index the peer’s local collection. Note that
the indexing data itself will not be sent to other peers: Local
indexing data and corresponding documents will always be
administered by the same peer throughout the lifetime.

Query execution: Based on the received summaries and
the query, peers are ranked and subsequently contacted in
ranked order. The result sets of the peers that take part
in query processing are merged at the querying peer and a
ranking of relevant documents is obtained.

In contrast to DHTs, SBRNs strongly require a natural,
initial data distribution over peers when simulating them.
All data stays local and therefore a measurement of result
quality and overall query performance can only be accu-
rate if the data distribution reflects the distribution in a real
P2P system. Different ways of how to obtain realistic data
distributions are therefore discussed in Section 3.
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In summary-based networks, there is a number of
choices that trade off query cost against result quality. In
order to be able to rate trade-offs, it is important to measure
result quality over time.

Index update: If a peer inserts new documents into its lo-
cal collection, the peer will compute and issue a new sum-
mary that will be advertised to the system through the ru-
mor spreading mechanism (similar to that employed at join
time). Multiple documents can be inserted in a bulk mode
as they only require a single recomputation and redistribu-
tion of the summary. Note that the traffic caused by such a
change is proportional to the number of peers that change
their collection. There is the choice to either send the up-
dated summaries immediately after the recomputation or
wait until a new summary is sent anyway triggered by the
rumor spreading process. This choice might be made ap-
plication dependant, if search results with a high recall rate
are important, also with respect to the ratio/importance of
different network operations (insert vs. delete vs. query,
etc.).

If the summary is calculated involving global properties
of the network, these global properties need updating. It
is important that such costly global updates are only rarely
necessary or can even be avoided at all [Blank et al., 2007].

Leave: When a peer leaves the network, indexing data
as well as documents of that peer will become unavailable.
However, the summaries will stay in the routing tables until
they eventually expire.

2.3 Semantic Overlay Networks (SONs)
Within SONs either the content of a peer or the queries
that a peer poses define its place in an overlay topology.
In the case of small-world networks, the underlying topol-
ogy corresponds to a small-world graph [King et al., 2004;
Witschel, 2005].

Join: When joining the network, a peer tries to find
its place mostly according to the content that the peer
administers. There are alternative ways (for references
see [Witschel, 2005]), where a peer finds its place not by
proactively looking for it but by reactively deriving it dur-
ing query processing from answers of past queries.

Query execution: The main issue when performing
queries in SONs is finding the corresponding semantic
cluster and routing the query there. Small-world networks
guarantee that promising peers can be found within a few
hops.

Evaluation is mostly concerned with minimizing the
number of hops. Additionally, timing issues have to be
addressed (i.e. which links are faster than others and the
influence on query performance).

Similar to summary-based semantic routing networks,
the distribution of data to peers in a simulation environment
is critical for measuring query performance. As both, in-
dexing data and the documents stay local, documents have
to be assigned to peers in a realistic fashion for the bench-
mark to be useful. If a peer’s place is derived from past
queries, it is also required that the evaluation strategy pro-
vides realistic queries and their distribution over peers and
over time.

Index update: Within SONs index update is important
w.r.t. measuring query performance. Changing local col-
lections may affect the network topology, because a change
of content can make a peer no longer fit to its semantic clus-
ter. In an environment with a high degree of churn, the in-
formation for finding a peer’s new place (either summariza-
tions of the peers’ content or past query responses) might
be outdated. This might affect the (small-world) topology.
Therefore, peers joining and leaving the system with up-
dated data collections might result in a decay in query per-
formance that needs to be evaluated.

Leave: After a peer leaves ungracefully, the network re-
mains in a “consistent” state. The peer’s documents and re-
lated indexing data are no longer available. As within other
aspects, the leaving behavior of such networks is similar to
SBRNs (se Sectionn 2.2) and therefore the consequences
regarding an evaluation strategy are comparable.

2.4 Super-Peer Networks
Super-peer networks [Lu and Callan, 2003] are no “true”
P2P networks as within such networks some peers (super-
peers) have more capabilities than others (normal peers).
Super-peers usually handle a bigger workload and can be
chosen because of different reasons (e.g. accelerated com-
puting power, bandwith issues, etc.). Concerning the as-
pects named in Section 1, super-peer networks perform
much better. Almost any P2P technology can be inte-
grated into a super-peer network (e.g. [Blank et al., 2007;
Lu and Callan, 2003; Papapetrou et al., 2007]).

Join: When a normal peer enters a super-peer network,
the normal peer is assigned to a responsible super-peer.
One possibility to implement such a network is that all nor-
mal peers send a full resource description (i.e. their index-
ing data) to the responsible super-peers after joining the
network. Lu and Callan [Lu and Callan, 2003] distinguish
full resource descriptions from pruned resource descrip-
tions, i.e. summarizations of the local indexing data, which
lead to a smaller amount of data that is transferred.

Query execution: When a peer issues a query, it is send
to the responsible super-peer. Afterwards, it is routed be-
tween super-peers in a way characteristic for the underly-
ing protocol (e.g. a Gnutella-like flooding at the super-peer
level). Within their area of responsibility, super-peers in-
cluded in query processing select the most promising nor-
mal peers based on the resource descriptions of the normal
peers and route the query to them.

Since indexing data is transferred to super-peers, there
is no strong need to realistically distribute documents over
peers. Consequences for evaluation are similar to dis-
tributed indexing structures (s. Section 2.1). However, the
data-to-peer distribution becomes important when trying
to have peers choose their super-peer in a content-guided
fashion.

Index update: An index update of a normal peer in a
super-peer network with full resource descriptions has sim-
ilar consequences for the network as an index update for
DIS (s. Section 2.1): new feature vectors and/or messages,
that indicate that feature vectors known to super-peers have
become obsolete, are transferred to remote peers. But, long
delays between the arrival of new documents and the time
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from which onwards they are searchable are avoided and
absorbed by the super-peer architecture. Index updates in
systems relying on pruned resource descriptions lead to
their modifications that also have to be published at the re-
sponsible super-peer. This situation is similar to summary
updates in summary-based networks (see Section 2.2).

Leave: Peers that leave the network simply sign off at the
responsible super-peers. A peer that has left the network
ungracefully can be determined by the responsible super-
peer during query execution.

2.5 Additional properties of P2P IR systems
After having presented four types of P2P systems together
with implications w.r.t. the life cycle of a peer, we will now
study additional properties of these systems that define re-
quirements for evaluation strategies. The following proper-
ties are characteristics which can occur in any of the previ-
ously presented classes of P2P systems.

Hybrid networks: Recently, hybrid networks3 that
maintain multiple of the topologies presented before have
been proposed (see e.g. [Shi et al., 2007]). Hybrid systems
try to benefit in retrieval performance by combining multi-
ple protocols in an adequate manner.

The set of evaluation requirements of those systems is
the union of the set of requirements needed for evaluating
each participating protocol.

Small-world property: We have mentioned the small-
world properties of P2P networks earlier (see Section 2.3).
Nevertheless, the small-world property has also been ap-
plied to other P2P topologies, such as DHTs [Ohtsubo et
al., 2007].

The evaluation requirements of such networks have been
discussed earlier and are handed down to most of the
topologies adopting small-world properties.

Replication and caching: Caching and replication stra-
tegies allow for an increase in availability and are used to
reduce overall network traffic within a P2P network. In P2P
networks based on distributed indexing structures, replica-
tion is needed in order to counter churn. An ungraceful
leave might lead to the absence of indexing data, although
the related documents are still present in the network.

In order to benchmark different replication and caching
strategies, there is a strong need for the existence of usage
patterns and unified benchmark solutions. The knowledge
of time information is essential when it comes to evaluation
by simulation (i.e. when do different peers enter and leave
the network and within what time intervals are queries is-
sued). Also the content of the queries is important as it
strongly affects what needs to be cached.

3 Evaluation environment
In the following, we will pick up the evaluation challenges
presented so far. We will discuss design aspects of adequate
evaluation environments along various aspects outlined in
Table 1 (see next page).

3 Note that the word hybrid is attached with multiple semantics
in the context of P2P research. Sometimes hybrid also refers to
super-peer networks.

Media type: The media type of documents that are ad-
ministered in a P2P network might be diverse. Image data
is shared based on content-based IR techniques in [Blank
et al., 2007], whereas classical Flickr implements only tag-
based search on a centralized image collection. Distributed
PageRank [Brin and Page, 1998] computation requires text
documents with hyperlink information [Sankaralingam et
al., 2003], whereas systems like Minerva [Bender et al.,
2005b] can be simulated using plain text documents. Se-
mantic Web technologies have also been applied to P2P
networks [Haase et al., 2004] based on RDF. Potentially,
all kinds of media can be shared in a distributed scenario
and therefore have to be supported by benchmark initia-
tives. Additionally, if the media type is the same, differ-
ent query types (i.e. content- vs. tag-based image retrieval)
have to be addressed.

Data (initial): TREC4, a traditional IR evaluation re-
source, is used to define a peer’s data collection based
on document URLs [Lu and Callan, 2003]. Neumann et
al. [Neumann et al., 2006] cluster Wikipedia5 articles and
assign similar documents to the same peer to reflect that
users might be interested in documents with similar top-
ics. Others use author information to assign documents to
peers [Haase et al., 2004; Witschel et al., 2008]. So, dis-
tributing documents over peers in an algorithmic fashion
has to capture realistic scenarios. During the design process
of an evaluation strategy one has to agree on a distribution
algorithm that is accepted by all participants.

In contrast to distributing huge data collections in an al-
gorithmic fashion to peers, alternative approaches obtain
user-generated data from web portals like Flickr that is
naturally assigned to users. In a user-centric approach,
every portal user (and his documents) is modelled as a
peer [Blank et al., 2007]. With the increase in popular-
ity of many social applications, crawled data could be used
for building test collections. For text-based IR purposes
one could crawl weblogs and assign them to peers based
on author information. Nevertheless, the question remains
if such a strategy is realistic.

As a third possibility existing file sharing networks
can be harvested using crawlers designed for IR re-
search [Sharma et al., 2006]. Since existing file sharing
networks mostly share audio and video documents, such
an approach might not be feasible when evaluating text or
image retrieval techniques. The underlying application sce-
nario, media types and types of query processing might be
too diverse to enable helpful contributions.

Data (runtime): P2P networks are highly dynamic. Be-
cause of churn effects, the global data collection frequently
changes during runtime, a fact that has to be addressed by
an evaluation strategy. Whereas the impact of churn on net-
work issues is often analyzed when proposing new proto-
cols (e.g. in [Müller et al., 2005]), distributed document
retrieval is mostly evaluated by static simulations where
the data collection of a P2P network remains constant over
time.

By providing and downloading documents, users auto-
matically introduce overlap amongst the collections that are
administered by individual peers. Typically, peers start to
share documents after receiving them from remote peers

4 Text REtrieval Conference: http://trec.nist.gov/, last visit: 9.3.08
5 see http://www.wikipedia.org, last visit: 6.2.08
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Table 1: Application dependant challenges for P2P IR evaluation (dist. =̂ distribution).

during query processing. Overlapping document collec-
tions are only scarcely modelled in P2P IR evaluation (see
e.g. [Bender et al., 2005a]).

These aspects require an unified evaluation strategy. In-
formation w.r.t. the spatial distribution of queries to peers
as well as information about temporal query distribution,
i.e. which peer poses a certain query at a certain moment
in time, is needed. Furthermore, assumptions how overlap
is handled by the users is required. Justifications of these
assumptions might be difficult as it might depend on the ap-
plication scenario and the media type that is administered if
a user that downloaded a document continues in providing
it for the community.

Queries: There are several ways how querying is sim-
ulated in P2P IR research. One way is to identify query
logs of existing, widely used P2P systems and use them
as potential queries [Sharma et al., 2006]. The question if
this strategy is valid under all circumstances might arise, as
the characteristics of the evaluated system and the system
used for obtaining the data might be different. Such a strat-
egy might only be justified if at least the underlying media
type is the same. Additionally, the type of query execution
should be the same.

Many P2P applications (e.g. [Bender et al., 2005b;
Blank et al., 2007]) “rebuild” services that have already
been deployed in the WWW. Therefore, queries that are
tracked in the central case are sometimes assumed to be
accomplished in a P2P network. Google Zeitgeist6 has
for example been used in [Neumann et al., 2006]. Sko-
beltsyn et al. [Skobeltsyn et al., 2007] use a query log of
Google queries accidentally published by AOL7. This leads
to the question who in particular issued these queries in a
distributed scenario, which might be even more important
when the focus of evaluation lies on caching or overlap is-
sues. Alternative approaches assume that in the case when
query information is not available, queries directly arise
from the data that is shared in the P2P network. These
approaches identify documents to be used as queries by
randomly choosing them from the underlying data collec-
tion [Blank et al., 2007].

The question arises if theses strategies are realistic.
Dealing with churn, caching and overlap issues in a more
consistent manner would require an unified evaluation with
the existence of online times, corresponding data collec-
tions, queries and information about their distribution at the
same time. Even if the spatial distribution of queries might

6 see http://www.google.com/press/zeitgeist.html, last visit: 6.2.08
7 see http://www.aol.com, last visit: 6.2.08

be given, there is a need for temporal aspects to simulate
abovementioned issues in an adequate fashion.

Retrieval performance – as in the centralized case –
is often measured by traditional measures such as recall,
precision and their derivatives. Relevance judgments are
needed in order to calculate these statistics. To obtain
suitable relevance judgments is difficult for different types
of document collections w.r.t to the media type that is
used and the topics that are covered by the collection.
We do not go into more details here as the requirements
are more or less the same as for centralized IR. There-
fore, in the case where relevance judgments are not avail-
able, many P2P approaches simply compare their results
against the central case (see e.g. [Blank et al., 2007;
Neumann et al., 2006]). Collections such as TREC that
have been used in P2P IR evaluation provide relevance
judgments, but there is no natural way of distributing doc-
uments over peers. Furthermore, the number of queries is
comparatively low and might not be sufficient for evalu-
ation purposes in the P2P context. In many other cases,
relevance judgments are not available at all. Some authors
therefore calculate alternative measures that try to capture
the notion of recall and precision without a precise identi-
fication of all relevant documents [Akavipat et al., 2006].
Another issue is that because of the dynamics of P2P net-
works, one has to keep in mind that at a certain time only
a fraction of relevant documents is present in the network.
In other words, the total number of currently available rele-
vant document provides the basis for recall-based measure-
ments.

In order to get some impression about the consequences
that arise from a certain protocol for the network layer, the
fraction of peers that needs to be contacted on average over
multiple queries is often measured. This allows for a rough
estimate of the load imposed on the network [Bender et al.,
2005b; Blank et al., 2007]. In the central case – where no
data is distributed at all – it is trivially sufficient to contact
only one instance. In a P2P scenario the fraction of peers
contacted can thus be used for evaluation against the central
case. Of course, aspects like load balancing might not be
reflected by this measure as in hypothetical systems where
every peer knows the indexing data of all other peers, only
a single peer needs to be contacted to retrieve the k most
similar documents. Nevertheless, in this case 100% of the
documents have been touched. Therefore, looking at the
number of documents that need to be scanned for answer-
ing a query might not only be promising in the central case,
but also in a P2P scenario. By looking at load balancing
issues during query processing, the fraction of documents
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seen might in many cases be proportional to the processing
power consumed – aggregated over all peers.

4 Conclusion
We have presented a classification scheme for P2P IR ap-
plications with a focus on evaluation challenges. Addition-
ally, we have critically reviewed the design of evaluation
environments (e.g. the gathering and distribution of simu-
lation data and queries, online/offline times, etc.). Based
on these challenges, we now briefly discuss the design of
benchmarks.

Benchmarks like TREC can be noticed as both, boon or
bane. On the one hand, TREC has pushed IR research for
a certain period of time. On the other hand, TREC is per-
ceived by some as being a tie in the long term. Firstly,
under the influence of TREC it was for example extremely
difficult to publish innovative ideas like Google’s PageR-
ank algorithm [Brin and Page, 1998]. Secondly, recent
work in IR research confirms, that there is not always a
correlation between system effectiveness as perceived by
the users and system effectiveness as measured by tradi-
tional measures like recall and precision and their deriva-
tives, both in the context of text and image retrieval (for
references see [Al-Maskari et al., 2006]). Picking up this
trend is not new and has already been discussed more than
30 years ago [Soergel, 1976].

We see an established set of benchmarks as necessary to
improve the quality, as well as the visibility of P2P IR re-
search. As a complete benchmark covering all aspects is
hard to do (it would require much information about user
behavior and data distribution), we suggest a more prag-
matic approach.

A first step would be establishing tracks that consider
comparing similar systems, providing tuneable bench-
marks where one can vary certain parameters and choose
them appropriately w.r.t. the evaluation goal. It might be
feasible to provide benchmarks that could be used for intra-
class comparison of different algorithms. One scenario
could for example be the design of a benchmark for DHT-
based systems that crawl and index web pages. A variety
of systems exists with this application scenario in mind.
Other benchmarking initiatives for specific problems could
address algorithms for source selection strategies or seman-
tic clustering. The next step would be providing a bench-
mark framework that enables comparing systems based on
different architectures.

Also in terms of the parameters measured we suggest
an incremental approach: A first benchmark will compare
query cost and query result quality. Next, additionally, one
would seek to compare estimated delays between query is-
sue and query result delivery. Finally, we would measure
result quality after n seconds, as in P2P there is a delay be-
tween the emergence of useful query results and the query
completion.

The development of standards like JXTA8 that leverage
the development of P2P applications is complementary to
the design of benchmarks in order to simplify the devel-
opment of P2P applications. Recently, there is a trend
that most P2P protocols in the research domain are pro-
vided with prototype implementations based on standards
like e.g. JXTA [Wu et al., 2007; Bender et al., 2005b;
Blank et al., 2007; Haase et al., 2004].

8 see https://jxta.dev.java.net, last visit: 10.3.08

Unfortunately, not all of them are publically available
at the time of writing, which would clearly be desirable.
Even if none of them is the all-in-one system, free avail-
ability could enhance these applications and open new po-
tentials for the P2P IR domain. Publically available proto-
types are necessary so that complex, large-scale behavior
can be tested and evaluated under real-world conditions.
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Abstract
There has been an increasing interest in exploit-
ing multiple sources of evidence for improving
the quality of a search engine’s results. User
context elements like interests, preferences and
intents are the main sources exploited in infor-
mation retrieval approaches to better fit the user
information needs. Using the user intent to im-
prove the query specific retrieval search relies on
classifying web queries into three types: infor-
mational, navigational and transactional accord-
ing to the user intent. However, query type clas-
sification strategies involved are based solely on
query features where the query type decision is
made out of the user context represented by his
search history. In this paper, we present a con-
textual query classification method making use
of both query features and the user context de-
fined by quality indicators of the previous query
session type called the query profile. We define
a query session as a sequence of queries of the
same type. Preliminary experimental results car-
ried out using TREC data show that our approach
is promising.

1 Introduction
It is well known that with the increase of the informa-
tion available on the Web, it is increasingly difficult for
search engines to satisfy the user information need. Clas-
sical content-based systems are characterized by ”one size
fits all” approaches, where the IR process is based on the
query-document matching pattern by considering the key-
word query as the only clue that specifies the user infor-
mation need. Contextual IR becomes a promising area for
improving retrieval effectiveness. In [Allan and al., 2003]

contextual IR is defined as follows: Combine search tech-
nologies and knowledge about query and user context into
a single framework in order to provide the most appropri-
ate answer for a user’s information need. Several works in
contextual IR exploit the user context that refers generally
to user interests, preferences and task, in order to person-
alize the search [Teevan and Dumais, 2005], [Liu and Yu,
2004], [Tamine-Lechani et al., 2008], [Daoud et al., 2008].
Query context is usually driven by the user’s intent during a
search task. Specifically, web search user’s intent could be
driven by three main query types : (1) informational query
related to the information/document finding task (what is
the name of the US president) (2) navigational query re-
lated the site finding task (find the URL of the site X), (3)

transactional query to the online web service finding task
predicting (download a file, find music, etc.). Query type
classification according to the user intent have been largely
studied [Jansen et al., 2007], [Rose and Levinson, 2004] in
order to carry out a query specific retrieval for improving
web search accuracy.
Most existing query classification strategies are based on
exploiting specific query features considered as good indi-
cators for predicting the user intent driven by the query.
Several features depending on lexical query attributes,
query length, usage rate of query terms in URL, etc. were
distilled in [Bomhoff et al., 2005] from a log file for a query
classification task using machine learning algorithms. An-
other range of query features such as POS tags information
and usage rate of query terms in anchor texts have been in-
troduced in [Kang and Kim, 2003] to classify navigational
and informational queries. An extended work was followed
in [Kang, 2005] that takes into account transactional query
identification by defining transactional query feature based
on usage rate of query terms in service hyperlinks of the
web pages. Supporting transactional queries is also treated
in [Li et al., 2006] where a transaction annotator allows
classifying each web page as being transactional or not
based on transactional terms or actions (such as download,
buy, register, etc.) identified in title and anchor text of the
web page. In addition to the anchor link distribution fea-
ture, user click behavior of a specific query are taken into
account in [Lee et al., 2005] as the main query feature used
for the query classification task into navigational and in-
formational type. User click behavior is modeled by click
distributions, which captures how frequently users click on
various answers and average number of clicks per query.
Indeed, for a navigational query, the user is most likely to
click on only one result that corresponds to the Website the
user has in mind.
Once the query is classified, query specific search aims at
improving the search accuracy by combining various evi-
dences extracted from document content, links, URL and
anchor information [Kang and Kim, 2003], [Westerveld
et al., 2001], [Li et al., 2006]. Improving search accu-
racy for navigational and transactional query is achieved in
[Jacques Savoy, 2003] by combining the document scores
computed based on multiple representations. The first rep-
resentation is based on the web page content. The second
one is based on the anchor text and titles of all the pages
pointing to the current one. The last representation is based
on the texts surrounding the TITLE and BIG tags. A more
specific approach for improving transactional search accu-
racy is proposed in [Kang, 2005] by combining the content-
based document score with a transactional one computed
according to the number of the available service hyperlinks
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Figure 1: Contextual query classification using both query
features and query profile

in the web page.
Unlike these previously cited works, we attempt to com-
bine evidences from query features and user context de-
fined by quality indicators of the previous query session
type called the query profile in order to predict the user in-
tent behind the query. Estimating the query type using the
query features is based on how much the query satisfies
navigational or transactional features. However, estimat-
ing the query type based on the query session type is based
on the assumption that search sessions can be clustered ac-
cording to the user intent [Nettleton et al., 2006]. Thus the
current query session type would be beneficial to better es-
timate the current query type. In our point of view, query
features are insufficient to determine the user intent behind
the query. One of the navigational query features is that
query terms contain usually entity names or proper names.
For instance, queries that contain verbs such ”Preserve and
Prevent” may not be classified as navigational. In order to
deal with query type ambiguity, we assume that the query
type held by the current search session is highly relevant
to estimate the type of a new submitted query. While most
of existing works use machine learning strategies to assign
each query to one and only one type, we are aware that a
query may have multiple intents so we are interested to es-
timate probability of classifying a query into one or more
category type. We are interested in this paper to achieve
contextual query classification task and we do not address
the problem of query specific retrieval.
The paper is structured as follows. Section 2 presents our
contextual query classification making use of evidence is-
sued from the query features and evidence issued from the
query profile. In section 3, we evaluate the effectiveness of
our framework using TREC data. Conclusion is described
in section 4.

2 Contextual query classification
As depicted in figure 1, our query classification method re-
lies on using query descriptors extracted from query fea-
tures (depending on transactional, navigational or informa-
tional query types) in addition to the query profile. Query
type is used further for improving the search accuracy
based on query specific retrieval approaches. Along this
paper, we focus on the query classification task.
Classifying the query as estimating for each new query
q, the probability to be classified as transactional, naviga-
tional or informational considering both query features qf
and query profile qp defined as the current query type ses-
sion. For this aim, we propose to compute, for each query

q, the probability p(q/qf, qp) to be classified as trans-
actional, navigational or informational considering both
query features qf and query profile qp. With this in mind,
we compute: p(q/qf, qp) where q, qf and qp are random
variables taking values in {I, N, T}, where I refers to an
informational query, N to a navigational query and T to a
transactional query. Assuming that the query features are
independent from the observed query session, we compute:

p(q/qf, qp) = p(q/qf) ∗ p(q/qp) (1)

2.1 Using evidence from query features
Here, we compute the probability p(q/qf) of a query q to
be classified as transactional, navigational or informational
using only the query features qf . We define the query fea-
ture vector by taking into account all query types. Feature
vector F (Q) of query Q is defined as:

F (Q) = (‖Q‖ , V b, Tr, T i, σa, σt)

where ‖Q‖ is the query length (number of terms), Vb, Tr
and Ti boolean values indicating whether or not the query
contains respectively verbs, transactional terms (such as
download, buy, etc.) and interrogative terms, σa (resp. σt)
is the usage rate of query terms in anchor text (resp. in page
title) in the document collection, computed as follows:

σa(Q) =

∑
ti∈Q

nAi

ni

‖Q‖
, σt(Q) =

∑
ti∈Q

nTi

ni

‖Q‖

nAi (resp. nTi) is the number of documents containing
term ti in anchor text (resp. in page title), ni is the number
of documents in the collection containing term ti. For each
query, we build a navigational feature descriptor QFN (Q)
and a transactional feature descriptor QFT (Q) as Boolean
vectors defined as follows:

1. QFN (Q) = (CF
(N)
1 , CF

(N)
2 , .., CF

(N)
6 ), where

CF
(N)
1 = 1 if σa(Q) ≥ σa, 0 otherwise

CF
(N)
2 = 1 if σt(Q) ≥ σt, 0 otherwise

CF
(N)
3 = 1 if ‖Q‖ ≤ 3, 0 otherwise

CF
(N)
4 = 1 if Vb=F, 0 otherwise

CF
(N)
5 = 1 if Ti=F, 0 otherwise

CF
(N)
6 = 1 if Tr=F, 0 otherwise

2. QFT (Q) = (CF
(T )
1 , CF

(T )
2 , .., CF

(T )
6 ), where

CF
(T )
1 = 1 if σa(Q) ≤ σa, 0 otherwise

CF
(T )
2 = 1 if σt(Q) ≤ σt, 0 otherwise

CF
(T )
3 = 1 if ‖Q‖ ≥ 3, 0 otherwise

CF
(T )
4 = 1 if Vb=V, 0 otherwise

CF
(T )
5 = 1 if Ti=V, 0 otherwise

CF
(T )
6 = 1 if Tr=V, 0 otherwise

We notice that the first two features in the feature descrip-
tors QFN (Q) and QFT (Q) reflect the fact that naviga-
tional queries have usage rates in anchor text and page ti-
tles higher than those of transactional ones. The third fea-
ture is the length property, which reflects the fact that nav-
igational queries tend to be short compared to the trans-
actional ones. The remaining features reflect lexical query
constraints (Vb, Ti) or specific transactional property Tr on
the query terms that specifies the transactional query type.
Let ci (resp. cj) be a random variable corresponding to cat-
egory Ci (resp. Cj) taking values in {I, N, T}. We com-
pute the probability that a query q belongs to a category
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Ci under the condition of its classification considering the
query features qf , as follows:
p(q = ci/qf = cj) ={

αi ∗ p(qf = cj) if ci, cj ∈ {N, T}
1−

∑
cj∈{N,T} p(qf = cj) otherwise (2)

where

p(qf = cj) =
∑

i=1..6 CF
(cj)
i∥∥QFcj

(Q)
∥∥

αi is a decay factor depending on the classification perfor-
mance of category Ci. The higher the number of satisfied
conditional features is, higher is the probability that query
q belongs to category Cj . We consider above, that infor-
mational category is the default query category.

2.2 Using evidence from the query profile
At this level, we estimate the probability p(q/qp) of query
q to be classified as transactional, navigational or informa-
tional using only the query profile qp. Let q be the cur-

rent query. We define the query profile QP (ci) as the set

of previous queries of the same category Ci. QP (ci) =
{Q1, . . . , Qm−1, Qm}. A key aspect of estimating the
query type likelyhood using the query profile is to define
an average session length wi for each query type Ci and
compute a probability of changes to a new query session
type. We define the probability that a query q belongs to
category Ci under the conditions that query profile is al-
most of category Cj as:
p(q = ci/qp = cj) =⎧⎪⎪⎨⎪⎪⎩

1− ‖
QP

(cj)‖
wj

if
[
(ci = cj) ∧ (QP (cj) < wj)

]
,

‖QP
(cj)‖

2∗wj
if

[
(ci �= cj) ∧ (QP (cj) < wj)

]
,

1/3 otherwise
(3)

where
∥∥QP (cj)

∥∥ is the query profile length including
queries of category cj , wj is the average session length
of type cj computed across the past user search sessions.∥∥QP (cj)

∥∥ /wj is the probability that the query is classi-
fied as a new query type ci. This estimation relies on the

assumption that when the number of queries
∥∥QP (cj)

∥∥ of
the same category cj tend to be equal to the average session
length wj of type cj , the probability that the user changes
his search intent category becomes high. Hence, since we
have three query types, the probability of change from a
user intent cj to a new one ci is equally distributed to each

of the two possible user intents, namely
∥∥QP (cj)

∥∥ /2 ∗wj .

We consider furthermore, that equal probability of 1/3
is assigned to the user query intent, as being informa-

tional, navigational or transactional, when
∥∥QP (cj)

∥∥ be-
comes equal to wj .

3 Experimental evaluation
In our experimental evaluation, we study the incidence of
query profile, defined as the current session type (according
to the user intent) in the query classification task. We eval-
uated our classification methods based solely on the query
features (qf) and then our combining method using both the
query features and the whole query profile (qf and qp). Our
results are then compared to those obtained using TiMBL
[Daelemans et al., 2000], a classification based on a super-
vised learning software package.

3.1 Experimental setup and data set
We used three query sets issued from TREC data test (table
1) in our experiments. We divided each query set into two
query subsets. The first one is used for training our sys-
tem on the values of anchor text (σa) and title (σt) thresh-
old values using the web collection of WT10g, containing
4500 documents indexed under Mercure [Boughanem et
al., 2003]. The second one is used for testing the perfor-
mance of our methods. We compare our results with those
obtained by TiMBL.
TiMBL is a learning software package used in supervised
classification task. Given the training query set, TiMBL
constructs a classifier for each query category by storing a
set of query feature descriptors (F(Q)) defined in section
2.1. Then, given a testing query set as input, the classifier
infers the query category from those of the most similar
feature descriptors in memory. By training the classifier
with one corpus and then demonstrating its performance
on another, we establish its robustness. In order to measure

Table 1: Query data set tests description
Query type Collection Training Test
Informational TREC 10 451-500 501-550
Navigational TREC 10 1-100 101-145
Transactional TREC 9 20001-

200100
20101-
20150

the query classification accuracy, precision P (C) and re-
call R(C) are computed for each query type C according
to the following equations:

P (C) =
#correct classification(C)

#total trial

R(C) =
#correct classification(C)

#queries(C)

where #total trial is the total number of test queries of
different types, #queries(C) is the total number of test
queries of type C.

3.2 Experimental results
In our query features-based classification, we used training
query sets to fix respectively the anchor-text threshold σa

(σa= 0.39) and the page title threshold σt (σt=0.19) used
to test our classifier. Then, we classified testing queries ac-
cording to Maxq∈{I,N,T}p(q/qf) defined in formula (2).
Moreover, we test our combining query classification by
creating a query sequence from the testing set, where we al-
ternate among the three query categories (I, N, T). We sup-
posed that the average length of the query profile is set to
5, 3 and 5 respectively for informational, navigational and
transactional category. Indeed, informational and transac-
tional sessions tend to include high number of queries com-
paratively to navigational sessions to satisfy the user in-
formation need. Then, we classify a query according to
Maxq∈{I,N,T}p(q/qf, qp) defined in formula (1).
Table 2 shows the classification accuracy results of in-
formational (Info), navigational (Nav) and transactional
(Trans) test queries. We can see that our classification
method using solely query features gives slightly better ac-
curacy than TiMBL method, especially for informational
and navigational test queries. When using our combin-
ing query classification method, we see that informational
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Table 2: Test query classification results
Info Nav Trans

Measure P R P R P R

Timbl (%) 4.14 12 29.66 95.56 24.83 72
qf (%) 4.83 14 30.34 97.78 21.38 62
qf+qp (%) 15.79 42 24.06 96.97 23.31 62

query classification accuracy produces higher precision and
recall compared to TiMBL query classification method and
query features based classification method. This can be ex-
plained by the fact that query test classification in TiMBL
depends on the selected training query set. Indeed, when
the test queries have feature descriptors far from the train-
ing query ones, TiMBL shows less performance in detect-
ing true query type. However, our query classification
method relies on estimating probabilities for each possible
query type based on both query specific feature descriptor
constraints and the query profile.
Evaluation results prove that integrating the query profile in
the query classification task allows predicting more accu-
rately the query category, especially the informational one.
We expect to define more additional specific features of all
query types in order to improve their classification accu-
racy.

4 Conclusion and outlook
In this paper, we presented a contextual query classifica-
tion which relies on estimating probability of classifying
a query according to the user intent type defined as nav-
igational, transactional or informational. Probabilities are
computed based on using evidences issued from both the
query features and the query profile defined by the current
query type session. Experiments show that classification
results based on combining the query features and the query
profile outperforms those obtained using the evidences sep-
arately and also TimBl classification results.
In our future work, we plan to further pursue the experi-
mental evaluation by defining additional transactional fea-
tures in order to improve transactional query classification
accuracy. Moreover, we attempt to achieve a query specific
retrieval that returns more targeted web results so that to
improve search accuracy of each query type.
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Abstract
We investigate the topical structure of the set of
documents used to expand a query in pseudo-
relevance feedback (PRF). We propose a coher-
ence score to measure the relative topical diver-
sity/compactness of this document set, which we
call the relevance feedback set. The coherence
score captures both the topical relatedness of the
members of a document set as well as the set’s
overall clustering structure. We demonstrate the
ability of the coherence score to capture topi-
cal structure of a document set using tests per-
formed on synthetic data. Then, experiments are
performed which show that when queries are di-
vided into two sets, one with high and one with
low relevance feedback set coherence, two differ-
ent levels of retrieval performance are observed.
In particular, our results suggests that if a query
has a relevance feedback set with a high coher-
ence score, it is apt to benefit from PRF.

1 Introduction
Query expansion (QE) using pseudo relevance feedback
(PRF) [5] is an important approach to improving informa-
tion retrieval. However, expanding queries across the board
does not always lead to better overall performance. Many
studies have investigated factors impacting QE and devel-
oped query predictors for selective expansion [2, 4, 6]. If
a predictor is reliable, it will allow the system to pass over
those queries that would not benefit from PRF and expand
only those that would, leading to an overall improvement
in system performance.

One important issue of PRF query expansion is the qual-
ity of the set of documents used to expand the original
query. We will refer to this set as the relevance feedback
set (or the “RF-set”). Measures that capture RF-set quality
have high potential to serve as indicators for the success of
query expansion. In PRF, the RF-set is built by selecting
the top X documents from the list of documents that are
retrieved the first time the query is submitted to the system.
Intuitively, the RF-set contains documents that are similar
to each other due to the fact that they have been selected
by the retrieval algorithm as relevant to the query and are

∗This research was supported by the E.U. IST programme
of the 6th FP for RTD under project MultiMATCH contract
IST-033104, and by the Netherlands Organisation for Scien-
tific Research (NWO) under project numbers 220-80-001, 017.-
001.190, 640.001.501, 640.002.501, 612.066.512, STE-07-012,
612.061.814, 612.061.815.

therefore biased to the query. We consider scenarios that
can possibly result from the initial retrieval run and dis-
tinguish two extreme cases. First, the RF-set can contain
exclusively relevant documents. In this case, the topical
structure of the RF-set is tight and the self-similarity of the
RF-set documents can be attributed to topical relatedness to
the information need expressed by the query. Second, the
RF-set can contain documents with varied topicality, either
drawn from aspects of the query topic that are not related
to the underlying information need or else topically entirely
unrelated to the query. Here, the topical structure is loose
and the documents are self-similar only because they are
biased by the query and not because they are consistently
related to the underlying information need that gave rise to
the query. In reality, most RF-sets will fall along the spec-
trum between the two extremes. However, we conjecture
that measures capable of detecting loose topical structure
will also reflect RF-set quality and thereby aid in selecting
queries for expansion. The underlying assumption is that
expansion terms selected from RF-sets containing topically
diverse documents would cause problems such as topical
drift.

Previous work that has investigated the best way to
choose documents for query expansion [14] as well as the
impact of the quality of the document set used for PRF
on retrieval performance, e.g., [15] and [12]. In particular,
Macdonald and Ounis [12], who investigate the task of ex-
pert search, build on insights similar to those providing the
motivation for our own investigation. In an expert search
system, a user query returns a ranked list of people who are
experts on a topic. In a candidate-centric model [3], pro-
files of top candidates in the ranked list are used to expand
the query. It is shown in [12] that this approach runs a par-
ticular risk of topical drift, since top candidates tend to be
experts in multiple topics and using their profiles for expan-
sion introduces words related to extraneous topics into the
query. A cohesiveness measure is proposed which is de-
signed to identify candidates with topically diverse profiles
and eliminate them from the expansion set. The cohesive-
ness measure captures the average distance between each
document and the overall candidate profile. Our proposed
method is motivated by a similar insight, namely, retrieval
performance on queries with RF sets having low topical ho-
mogeneity may not be helped, and in fact may be hurt, by
query expansion. In the work reported here we investigate
ad hoc retrieval and look for topical diversity in the set of
documents used for pseudo relevance feedback.

Our experiments with coherence scores as measures of
the quality of the relevance feedback set used for query ex-
pansion is an outgrowth of previous work in which we have
demonstrated that coherence scores can be used as a pre-
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dictor of query difficulty [10]. Here, we chose documents
from the collection to build up a set of documents that re-
flected the different aspects contained in the query. The co-
herence of this document set was shown to correlate with
retrieval performance measured in terms of Mean Aver-
age Precision (MAP). This work suggested that coherence-
based scores can capture important information about the
topical homogeneity of a document set and motivated us
to search for other aspects of retrieval in which the coher-
ence score could be applied. Coherence scores provide a
viable alternative to the often more computationally inten-
sive methods proposed in other work on diagnosing query
difficulty/ambiguity [7–9, 15].

Loose topical structure in the RF-set of a query can result
either when the query is an inadequate representation of the
original information need or when the document collection
as a whole fails to provide adequate on-topic documents for
use in expansion. We are not explicitly concerned with the
source of loose RF-set structure, but rather with the impact
of PRF on the performance of the query on the collection.

First, we introduce the coherence score, a score that mea-
sures the relative tightness of the clustering structure in a
certain set of documents measured with respect to a larger
collection. We perform experiments that demonstrate that
the coherence score reflects the topical structure of a set
of documents faithfully enough to distinguish RF-sets with
loose topical structures. Second, we design and carry out
experiments with synthetic data to confirm our conjecture
concerning the relationship between retrieval improvement
gained by PRF and the topical structure of the RF-set used
for query expansion. Queries whose RF-sets have loose
topical structure as reflected by the coherence score are
shown to behave differently under query expansion as mea-
sured by change in MAP. Our investigation focuses on one
of the successful QE approaches from the divergence from
randomness (DFR) framework [1].

2 Experiments
2.1 Topical structure of document sets
To capture the topical structure of a document set we use
the coherence score. We make the usual assumption ap-
plied when using the Vector Space Model in information
retrieval that proximity in a space defined by collection vo-
cabulary reflects semantic relatedness. We choose the co-
herence score because it captures not only the overall se-
mantic similarity of the documents in the RF-set, but also
measures the tightness and structure of the sub-topics ex-
isting as document clusters within the set. The query co-
herence score we propose to measure the topical structure
of the RF-set is inspired by the expression coherence score
that is used in the genetics literature [13].

The coherence score is defined as that proportion of pairs
of documents in a document set that are “coherent” pairs.
A document pair is “coherent” if the similarity of the two
documents is greater than a certain threshold. More for-
mally defined, given a set of documents D = {d}M

d=1 and
a threshold θ, the coherence score (co) is defined as:

co(D) =
P

i�=j∈{1,...,M}
δ(di,dj)

1
2 M(M−1)

. (1)

where, for i �= j ∈ {1, . . . , M},

δ(di, dj) =
{

1 if sim(di, dj) ≥ θ,
0 otherwise,

(2)

scores 1-topic 2-topic 3-topic random
clusters clusters clusters sets

AP89+88 mean 0.7205 0.4773 0.3900 0.0557
(var) (0.0351) (0.0199) (0.0284) (0.0002)

robust04 mean 0.6947 0.4490 0.3365 0.0457
(var) (0.0463) (0.0114) (0.0064) (0.0002)

trec78 mean 0.7121 0.4619 0.3508 0.0518
(var) (0.0450) (0.0161) (0.0071) (0.0002)

Table 1: The mean value and variance of the coherence
scores for clusters containing different number of topics,
each setting is sampled 100 times with cluster size of 60
documents

where sim(di, dj) can be any similarity metric. In our
experiments, we use cosine similarity, but we could have
chosen any convenient distance measure without affecting
the usefulness of the coherence score for capturing topical
structure.

The threshold θ in Eq. 2 is set so that similar document
pairs are required to be more similar than random pairs of
documents drawn from the background collection. In our
experiments, we randomly sample 100 documents for 30
runs. We calculate the similarities between each pair of
documents and rank them in descending order, and take
the similarity value at the top 5% for each run. Then we
take the mean values of those 30 runs as the value of our
threshold θ.

The threshold θ is an inherent feature of the background
collection rather than a free parameter. For this reason, we
do not need a large amount of labeled data to train the sys-
tem, which is often the case for machine learning based
techniques. Moreover, since we measure the topical diver-
sity in an implicit way, we avoid the necessity of making
a presumption of the number of clusters contained in the
document set, as most of the clustering techniques do.

In order to test the power and reliability of the coher-
ence score in measuring the topical structure of a set of
documents, we perform tests using synthetic data. We ar-
tificially construct four data sets each containing 60 docu-
ments. The first three data sets are generated by randomly
sampling 1, 2, and 3 queries from the TREC topics (i.e.,
TREC queries), and extracting the relevant documents from
the TREC qrels (i.e., TREC relevance judgment sets). In
this way we control the topical structure of the document
set by varying the number of topics it contains. The fourth
data set is a random set, sampled directly from the back-
ground collection. We calculate the coherence score for
each data set. The construction procedure for the four data
sets is repeated 100 times. Table 1 shows the average co-
herence score for these 100 runs on different TREC collec-
tions. We use the following TREC collections and topics
for experiments: AP89+88 (topics 1–200), Robust04 (top-
ics 301–450, 601–700), TREC78 (topics 351–450).

The results in Table 1 reveal that on average, data sets
with 1-topic cluster have significantly higher coherence
scores than the data sets with 2- and 3- topic clusters and
the random data set. This experiment promises that the co-
herence score does indeed reflect the topical structure of a
set of documents.

2.2 RF-set structure and QE performance
In order to analyze the impact of the topical structure of
the RF-set on the performance of query expansion, we de-
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signed a second experiment using the same TREC collec-
tions and topic sets. For initial retrieval, we use BM25 with
default parameter settings. For query expansion, we use the
DFR [1] methods. The top ranked X documents are con-
sidered as the pseudo relevance feedback set (the RF-set).
Terms appearing in the RF-set are weighted by their infor-
mativeness and those with highest weights are selected and
added into the original query. Within the DFR framework,
the informativeness of a term is measured by the divergence
of the term distribution in the pseudo RF-set from a random
distribution. Specifically, we chose the Bo1 model as the
weighting model, which is based on Bose-Einstein statis-
tics. In Bo1, the terms are weighted with the following
weighting fuction:

w(t) = − log2

(
1

1 + λ

)
− tfRF log2

(
λ

1 + λ

)
(3)

where

λ =
tfc

TFc

(4)

and tfRF is the frequency of the term in the relevance feed-
back set, tfc is the term frequency in the collection and TFc

is the total number of tokens in the collection.
Finally the terms in the query q′ after expansion are

weighted by:

w(t ∈ q′) = tfq +
w(t)

wmax(t)
(5)

where tfq is the term frequency in the original query.
In this experiment, for each query, we take the top 10

retrieved documents as the RF-set. In the first run, we use
the original 10 RF documents to expand the query. Then,
we create 10 runs of successive query expansions, which
are variations on the first run. In each run, we randomly re-
place n documents in the RF-set with documents randomly
sampled from the collection, where n = 1, . . . , 10. The
presence of randomly sampled documents introduces topi-
cal diversity, loosening the structure of the RF-set.

Figures 1 and 2 show the results. The plot in Fig. 1
shows the number of random replacements in the RF-set
versus the average change in MAP. The plot in Fig. 2 il-
lustrates the number of random replacements in the RF-set
versus the coherence score. We can see that as the level
of randomization goes up, both the change of MAP and the
coherence score go down. The change of MAP is quite sub-
tle at the beginning, and becomes more obvious after cer-
tain points, while the coherence score drops steadily and
quickly at beginning, but becomes stable when it is very
close to randomness. We performed the same experiments
using different parameter settings, i.e., the size of the RF-
set being 3 and 5, and found that they exhibit the same
behavior.

As shown in Figures 1 and 2, the performance of QE
is noticeably hurt starting from the point at which a cer-
tain level of randomness is present in the RF-set (Figure 1),
and the coherence score is a faithful indicator of the level
of randomness and thereby the level of topical diversity
(Figure 2). Therefore we set a threshold ω on the coher-
ence scores and analyze the behavior of QE for “structured”
cases (co > ω) and for “random” cases with loosely struc-
tured RF-sets (co ≤ ω). We consider the distribution of
the coherence scores of the RF-sets for all queries in a test
set and take the maximum coherence score of the bottom
5% RF-sets (sorted by coherence score) to be our threshold
ω. Interestingly, Table 2 shows that queries in the two sets
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Figure 1: Plot of change in MAP against the number of
documents in the top-10 Relevance Feedback set used for
query expansion that were replaced by random documents
from the collection
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Figure 2: Number of documents in the top-10 Relevance
Feedback set replaced by random documents versus the
drop of corresponding coherence scores

behave differently with respect to the change of MAP: on
average, for queries whose RF-set is random (with co ≤ ω),
QE helps less (or even negatively) than for queries whose
RF-set is structured (i.e., with co > ω). In addition, for
each RF-set size (3, 5, 10), we pooled the queries from all
collections to attain adequate sample sizes and used a two-
tailed Welch’s t-test to determine whether the mean ΔMAP
observations for the “random” and “structured” queries are
equal, and found the difference to be significant (p-value
=5.523e-05, 0.0425, 0.005, respectively).

3 Conclusion
In this paper, we analyze the impact of the topical structure
in the relevance feedback set on pseudo relevance feedback
query expansion with designed experiments. We use the
coherence score as the measure of the topical structure of a
set of documents. Our initial experiments show that the co-
herence score can capture the topical diversity/compactness
in a set of documents well, and that queries expanded with
a highly coherent RF-set would benefit more than queries
whose RF-sets have loose structures.
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X = 3 X = 5 X = 10
co ≤ ω1 co > ω1 co ≤ ω2 co > ω2 co ≤ ω3 co > ω3

AP89+88 0.0012 0.0266 0.0071 0.0262 0.0002 0.0165
Robust04 0.0227 0.0396 -0.0580 0.0150 -0.0064 0.0184
TREC78 0.0189 0.0297 -0.0089 0.0205 -0.0026 0.0005
Overall 0.0089 0.0334 -0.0119 0.0198 -0.0016 0.0143

Table 2: ΔMAP for “random” and “structured” queries. X={3, 5, 10} is the size of RF-set, with threshold ω1 = 0.33,
ω2 = 0.4, ω3 = 0.3778, respectively.

Additional directions for future work include determin-
ing whether the method that we propose here yields simi-
lar results with different retrieval frameworks and different
methods of query expansion. We would also like to inves-
tigate whether the document set used for query expansion
should be the same set of documents used to calculate the
coherence score. It is possible that a larger set would pro-
vide a more stable estimate of the coherence score, while
at the same time a smaller set is appropriate for expansion.

The work reported here is work in progress. The fact that
the set of queries whose Relevance Feedback sets have co-
herence scores above the threshold have a higher MAP than
the set of queries whose coherence scores are below the
threshold still needs to be translated into improved MAP
for the entire set of queries. The coherence score demon-
strates clear potential in supporting the identification of
queries that will benefit from query expansion, however,
further work is necessary to develop a framework that will
incorporate the coherence score into a selective query ex-
pansion strategy in such a way that an overall improvement
of MAP is achieved.

We see additional applications of coherence scoring be-
yond pseudo relevance feedback and query difficulty pre-
diction in retrieval settings where topical noise—the phe-
nomenon where a document or set of documents discusses
a broad range of issues on top of the topic at hand. An
example is provided by He et al. [11], who integrate co-
herence scoring within a retrieval model based on language
modeling to address the task of blog distillation: identify-
ing blogs that show a recurrent interest in a given topic X.
They show that significant improvements in retrieval effec-
tiveness can be obtained.
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Abstract
In this paper we describe the integration of the
rule-based IE component TEXTMARKER into
the UIMA framework. We present a conceptual
overview on the TEXTMARKER system before
we describe the UIMA integration in detail.

1 Introduction
UIMA [Ferrucci and Lally, 2004], the Unstructured
Information Management Architecture is a powerful
component-based framework for systems dealing with the
analysis of unstructured information. UIMA already con-
tains various components for information extraction. How-
ever, to the best of the author’s knowledge, so far there is
no prominent open source example for a sophisticated rule-
based information extraction component. Rule-based com-
ponents are especially important due to their understand-
ability, explainability and extensability. In information ex-
traction there are several reason to prefer a knowledge engi-
neering approach to a machine learning approach [Appelt,
1999]. The necessary knowledge can usually be captured
quite easily by a domain specialist.

In this paper, we describe the integration of the rule-
based information extraction component TEXTMARKER

into the UIMA framework. TEXTMARKER is a versatile
IE system and allows for both low-level and higher-level
information extraction tasks due to its simple rule-based
scripting language. The developed scripts can then also be
coupled with other UIMA components.

The rest of the paper is structured as follows: Section 2
gives a conceptual overview on the TEXTMARKER system,
describing the core concepts, the syntax and semantics of
the TEXTMARKER language and its special features. Sec-
tion 3 discusses the integration into the UIMA framework
in detail. Finally, Section 4 concludes with a discussion
of the presented work, and provides several interesting op-
tions for future work.

2 Conceptual Overview on the
TEXTMARKER System

Whenever humans perform manual information extrac-
tion they often apply a strategy according to a highlighter
metaphor: First relevant headlines are considered and clas-
sified according to their content by coloring them with dif-
ferent highlighters. The paragraphs of the annotated head-
lines are then considered further. Relevant text fragments
or single words in the context of that headline can then be
colored. Necessary additional information can be added

that either refers to other text segments or contains valu-
able domain specific information. Finally the colored text
can be easily analyzed concerning the relevant information.

The TEXTMARKER1 system tries to imitate this man-
ual extraction method by formalizing the appropriate ac-
tions using matching rules: The rules mark sequences of
words, extract text segments or modify the input document
depending on textual features. The default input for the
TEXTMARKER system is semi-structured text, but it can
also process structured or free text. Technically, HTML is
often used as an input format, since most word processing
documents can be easily converted to HTML.

2.1 Core TEXTMARKER Concepts
As a first step in the extraction process the TEXTMARKER

system uses a scanner to tokenize the input document and
to create a stream of basic symbols, providing the initial
feature selection. The types of the possible tokens are
predefined by a taxonomy of annotation types. Annota-
tions simply refer to a section of the input document and
assign a type or concept to the respective text fragment.
Figure 1 shows an excerpt of a basic annotation taxon-
omy: E.g., CW describes all tokens, that contains a single
word starting with a capital letter, MARKUP corresponds
to HTML/XML tags and PM refers to punctuation.

Using the taxonomy, the knowledge engineer is able to
choose the most adequate types and concepts when defin-
ing new matching rules. If the capitalization of a word, for
example, is of no importance, then the annotation type W
that describes words of any kind can be used.

The initial scanner creates a basic set of annotations that
are used by the matching rules of TEXTMARKER. Most in-
formation extraction applications require domain specific
concepts and annotations. Therefore, the knowledge en-
gineer is able to define new annotation types depending on
the requirements of the given domain. These types can then
be flexibly integrated in the taxonomy of annotation types.

Figure 1: Part of a taxonomy for basic types. (W=Word,
NUM=Number, PM=Punctuations, SW=Word without
capitals, CW=Word starting with a capital letter)

1textmarker is a common german word for a highlighter
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2.2 Syntax and Semantics of the TEXTMARKER
Language

One of the goals in developing a new information extrac-
tion language was to maintain an easily readable syntax
while still providing a scalable expressiveness of the lan-
guage. Basically, the TEXTMARKER language consists
of definitions of new annotation types and matching rules.
These rules are based on a list of rule elements headed by
the type of the rule.

The purpose of the different rule types is to increase the
readability of rules by making their semantic intention ex-
plicit. Each rule element contains at least a basic match-
ing condition referring to text fragments or already given
annotations. Additionally a list of conditions and actions
may be specified for a rule element. Whereas the condi-
tions describe necessary attributes of the matched text frag-
ment, the actions point to operations and assignments on
the current fragments. Needless to say these actions will
only be executed if all basic conditions matched on a text
fragment or annotation and the related conditions are ful-
filled. Table 2.2 contains a short and simplified excerpt of
the TextMarker syntax concerning matching rules.

Rule → RuleType RuleElement+ ’;’
RuleType → ’ADDTYPE’ | ’DEFAULT’ | . . .
RuleElement → MatchType Conditions? Actions? ’+’?
MatchType → Literal | Annotation
Annotation → ’ALL’|’ANY’|’MARKUP’|’W’|. . .
Conditions → ’{’ Condition (’;’ Condition)* ’}’
Condition → ’-’? CondType (’,’ parameter)*
CondType → ’PARTOF’|’CONTAINS’|’NEAR’|. . .
Actions → ’(’ Action (’;’ Action)* ’)’
Action → ActionType (’,’ parameter)*
ActionType → ’MARK’|’FILTER’|’REPLACE’|. . .

Table 1: BNF-Extract of the TEXTMARKER language

Due to the limited space it is not possible to describe all
of the various conditions and actions available in the TEXT-
MARKER system. However, the common usage of the lan-
guage and its readability can be demonstrated by simple
examples:

ADDTYPE CW{INLIST,animals.txt}(MARK,animal);
ADDTYPE animal ’and’ animal

(MARK,animalpair,0,1,2);

The first rule looks at all capitalized words that are listed
in an external document animals.txt and creates a new an-
notation of the type animal using the boundaries of the
matched word. The second rule searches for an annotation
of the type animal followed by the literal and and a second
animal annotation. Then it will create a new annotation an-
imalpair covering the text segment that matched the three
rule elements (the digit parameters refer to the number of
matched rule element).

ADDTPYE W(MARK,firstname,firstnames.txt)
ADDTYPE firstname CW(MARK,lastname)
LOGGING paragraph{VOTE,firstname,lastname}

(LOG,’Found more firstnames
than lastnames’)

In this example, the first rule annotates all words that oc-
cur in the external document firstnames.txt with the type
firstname. The second rule creates a lastname annotation
for all capitalized words that follow a firstname annotation.
The last rule finally processes all paragraph annotations. If
the VOTE condition counts more firstname than lastname

annotations, then the rule writes a log entry with a prede-
fined message.

ADDTYPE ANY{PARTOF,paragraph,ISINTAG,
font,color=red}(MARK,delete,+)+;

ADDTYPE firstname(MARK,delete,0,1) lastname;
DEFAULT delete(DEL);

Here, the first rule looks for sequences of any kind of
tokens except markup and creates one annotation of the
type delete for each sequence, if the tokens are part of a
paragraph annotation and colored in red. The + signs indi-
cate this greedy processing. The second rule annotates first
names followed by last names with the type delete and the
third rule simply deletes all text segments that are associ-
ated with that delete annotation.

2.3 Special Features of the TEXTMARKER
Language

The TEXTMARKER language features some special char-
acteristics that are usually not found in other rule-based in-
formation extraction systems. The possibility of creating
new annotation types and integrating them into the taxon-
omy facilitates an even more modular development of in-
formation extraction systems than common rule-based ap-
proaches do. Beside others, there are three features that
deserve a closer look in the scope of this work: The robust
extraction by filtering the token or annotation set, the usage
of scoring rules for uncertain and heuristic extraction and
the shift towards a scripting language.

Robust extraction using filtering
Rule-based or pattern-based information extraction sys-
tems often suffer from unimportant fill words, additional
whitespace and unexpected markup. The TEXTMARKER

System enables the knowledge engineer to filter and to
hide all possible combinations of predefined and new types
of annotations. Additionally, it can differentiate between
any kind of HTML markup and XML tags. The visibil-
ity of tokens and annotations is modified by the actions
of rule elements and can be conditioned using the com-
plete expressiveness of the language. Therefore the TEXT-
MARKER system supports a robust approach to information
extraction and simplifies the creation of new rules since the
knowledge engineer can focus on important textual fea-
tures. If no rule action changed the configuration of the
filtering settings, then the default filtering configuration ig-
nores whitespaces and markup. Using the default setting,
the following rule matches all three types of input in this
example (see [von Schoen, 2006]):

DEFAULT ’Dr’ PERIOD CW CW;

Dr. Peter Steinmetz, Dr.PeterSteinmetz,
Dr. <b><i>Peter</i> Steinmetz</b>

Heuristic extraction using scoring rules
Diagnostic scores [Puppe, 2000] are a well known and suc-
cessfully applied knowledge formalization pattern for diag-
nostic problems. Single known findings valuate a possible
solution by adding or subtracting points on an account of
that solution. If the sum exceeds a given threshold, then the
solution is derived. One of the advantages of this pattern
is the robustness against missing or false findings, since a
high number of findings is used to derive a solution.

The TEXTMARKER system tries to transfer this diagnos-
tic problem solution strategy to the information extraction
problem. In addition to a normal creation of a new anno-
tation, a MARK action can add positive or negative scoring
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points to the text fragments matched by the rule elements.
If the amount of points exceeds the defined threshold for
the respective type, then a new annotation will be created.
Further, the current value of heuristic points of a possible
annotation can be evaluated by the SCORE condition. In
the following, the heuristic extraction using scoring rules is
demonstrated by a short example:

ADDTYPE p{CONTAINS,W,1,5}(MARK,hl,5);
ADDTYPE p{CONTAINS,W,6,10}(MARK,hl,2);
ADDTYPE p{CONTAINS,emph,80,100,%}(MARK,hl,7);
ADDTYPE p{CONTAINS,emph,30,80,%}(MARK,hl,3);
ADDTYPE p{CONTAINS,W,0,0}(MARK,hl,-50);
ADDTYPE hl{SCORE,10}(MARK,realhl);
LOGGING hl{SCORE,5,10}(LOG,’Maybe a hl’);

In the first part of this rule set, annotations of the type p
(paragraph) receive scoring points for a hl (headline) an-
notation, if they fulfill certain CONTAINS conditions. The
first condition, for example, evaluates to true, if the para-
graph contains at least one and up to five words, whereas
the fourth conditions is fulfilled, if the paragraph contains
thirty up to eighty percent of emph annotations. The last
two rules finally execute their actions, if the score of a
headline annotation exceeds ten points, or lies in the in-
terval of five and ten points, respectively.

Shift towards a scripting language
Some projects using the TEXTMARKER system have re-
vealed that a rule-based language with a knowledge rep-
resentation only based on annotations may not overcome
all challenges of a high level information task. Often it
is not possible to express the complex background knowl-
edge with simple matching rules or to control the match-
ing process without control structures like loops. There-
fore the TEXTMARKER language is being extended with
several common features of scripting languages.

• Imperative programming: The TEXTMARKER sys-
tem does not impose an execution order on the rules
based on the fulfilled conditions and/or their complex-
ity. The development of bigger sets of rules has shown
that a dynamic execution order holds almost no advan-
tages over imperative program execution order. Addi-
tionally, the linear processing allows a comprehensi-
ble usage of filtering rules.

• Variables: The usage of variables can significantly
improve the expressiveness of a simple language. It is
already possible in the TEXTMARKER system to e.g.,
count the number of certain annotation types and eval-
uate the result in a condition. But practice has shown
that the additional concept of variables and expres-
sions on variables is very useful and helps to solve
complex rule engineering problems in an elegant and
simple way.

• Conditioned loop blocks: Besides variables and op-
erations another construct known by scripting and pro-
gramming languages are conditioned statements and
loops. In the TEXTMARKER system we combine
both constructs to the concept of the conditioned loop
blocks. These complex statements contain an identi-
fier, a rule and a list of rules, declarations or even other
conditioned loop blocks. The rule defines both the
condition statement and the loop statement: The anno-
tations of the rule match on adequate text fragments.
The conditions of the rule determine if the contained
rules may be executed. Yet the rule can match several

times and therefore defines a list of text fragments, on
which the contained rules are applied.

BLOCK(’ID’) headlinedParagraph
{CONTAINS,relevantAnnotation} ( ...
rules, declarations or blocks ...

)

In this short and simplified example, a block of rules,
declarations or blocks are only executed if an anno-
tation of the type headlinedParagraph is found and if
that annotation contains at least one annotation of the
type relevantAnnotation (condition statement). The
statements in the block will be applied on all found
text fragments the rule matched and only on them.
More precisely, if the rule has matched on five head-
linedParagraph annotations, the contained statements
will be executed five times overall, one time for each
matched annotations. This additional block structure
can therefore increase the performance of the TEXT-
MARKER system, because the considered text area
can be restricted.

• Method calls: Another common feature is usage of
methods or procedures. For this purpose we are using
the conditioned loop blocks again. The identifier is
used to call the block like a method by the action of a
rule. If the calling rule is not part of the same block or
rule file, additional identifiers, respectively file names
must be used to reference the complete namespace of
the block. Introducing method calls is enabling the
TEXTMARKER system to utilize rule libraries and fur-
ther increases its modularity and reuse.

This effort for extending the TEXTMARKER language to-
wards a scripting language was one of the reasons to re-
place the existing and successful development environ-
ment [von Schoen, 2006]. The new implementation is built
on the Dynamic Language Toolkit2 in order to support the
described scripting functionality and UIMA integration in
the development process. Figure 2 shows an example of a
simple scripting project for layout processing with various
editors and views.

3 UIMA integration
The Unstructured Information Management Architecture
(UIMA) [Ferrucci and Lally, 2004] is a flexible and ex-
tensible architecture for the analysis and processing of un-
structured data, especially text. Like many other archi-
tectures (e.g., [Callmeier et al., 2004]) it supports the in-
teroperability of annotation tools, which drew more and
more attention lately. The annotations, the artifact, respec-
tively the text document and its meta data are represented
by the Common Analysis Structure (CAS). Different com-
ponents defined by descriptor files can process this CAS in
a pipeline architecture. Whereby components like Analysis
Engines add new annotations, CAS Consumer process the
contained information further. Additionally, UIMA sup-
ports multiple CAS and different views on a CAS. A major
point for the interoperability is the concept of the type sys-
tem that defines the different types used by a component.
Types themselves contain a set of features, more precisely
references to other types or simple values. UIMA provides
no default type system, but efforts are already being made
to create type systems e.g. for common natural language
processing tasks [Hahn et al., 2007].

2Dynamic Language Toolkit: http://www.eclipse.org/dltk/
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Figure 2: Screenshot of the development environment of the TEXTMARKER system with the project structure (a), the
full-featured editor (b), the defined annotations (c) and various tools for testing and visualisation (d).

The TEXTMARKER system creates new annotations and
is integrated into UIMA as an analysis engine. Figure 3
shows an exemplary overview of the transformation of rule
files to the components of the architecture. During the
transformation a build process is initiated given a rule file
resulting in two descriptors. In our example, the rule file A
is the central unit of the information extraction application.
It uses several conditioned loop blocks that are defined in
the separate rule files B and C. The rule file B calls the
rule file D. The output of the build process are two kinds
of descriptors: The type system descriptor and the analy-
sis engine descriptor, i.e. the TEXTMARKER engine. The
details about the generated features of the descriptors are
specified below.

B
u
ild

calls

callscalls

Type�

System

Descriptor

Analysis�

Engine

Descriptor

Figure 3: Overview over the TextMarker build process

• Implementation of the annotator: The analysis en-
gine descriptor in UIMA needs an implementation of
an annotator. The build process of the TEXTMARKER

system uses a generic implementation of an annotator,
for which the functionality is defined by the given set
of rule files. Additionally, the annotator calls a scan-
ner to create the basic annotation, if this feature of the

analysis engine is enabled. The scanner is obsolete if
more than one TEXTMARKER analysis engine is used
by an aggregate annotator, since the initial feature se-
lection only has to be performed once.

• Type system: The type system of the TEXTMARKER

engine is created based on the defined types of annota-
tions of all of the used rule files. Furthermore the rule
files can import external type systems that are then in-
cluded in the generated type system descriptor. The
UIMA capabilities of the TEXTMARKER engine are
determined by types that are provided by the different
rule files.

• External resources: In the example above, the rule
scripts A, B, C and D provide the functionality of the
TEXTMARKER engine and have to be accessible by
the annotator in order to complete its initialization.
For this purpose we use both the external resources
feature and the parameter feature of UIMA to realize
an access to the rule scripts. For external dictionaries
or lexica used by a rule script an additional external
resource is generated.

• Debugging information: Debugging functionality is
a central and important feature for a scripting lan-
guage and even more for a rule-based language. The
TEXTMARKER engine can be parameterized for en-
abling diagnostic debugging output. If activated, in-
formation about the amount of successful and tried
applications of each rule or block and the annotations
tried to match are stored in the CAS. Further detailed
information about the conditions of their rule elements
is also added.

• Output document: TEXTMARKER can also mod-
ify the input document. The TEXTMARKER annota-
tor uses the view functionality of UIMA and creates
an output view. Other analysis engines or CAS con-
sumers can then process the changed document fur-
ther.
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4 Conclusions
Information extraction is part of a widespread and active
research area that originates a multiplicity of new sys-
tems, tools and approaches. Initial development of the
TEXTMARKER system was influenced by the LAPIS sys-
tem (Lightweight Architecture for Processing Information
Structure)[Kuhlins and Tredwell, 2003] and the LIXTO

SUITE [Baumgartner et al., 2001b]. The LAPIS system
executes self-explanatory script-like edit operations on the
input document. Providing a graphical user interface with
an integrated browser, this system allows to revise the ex-
traction results in a HTML view. But its original purpose
as innovative text editor lacks some essential concepts like
the definition of new types and the representation of un-
certainty that is necessary for the effective text extraction.
The LIXTO SUITE with its Lixto Visual Wrapper provides
a graphical user interface for a semiautomatic generation
of wrappers. The supervised learning approach uses man-
ual annotations and decisions of the user to learn and refine
rules of the ELOG language [Baumgartner et al., 2001a].
The visual programming approach seems to prefer simple
conditions instead of complex ones that would increase the
robustness of the wrapper. The TEXTMARKER language
with its additional conditions and actions uses a new no-
tion of matching rules, but contains also features similar
to other languages. E.g., the WHISK system [Soderland,
1999] learns matching rules similarly to regular expres-
sions with predefined types of annotations. New annota-
tions are created by separate instructions based on captur-
ing groups of the rule. The MINORTHIRD toolkit [Cohen,
2004] contains an annotation language called MIXUP that
uses the notion of cascaded finite state transducers.

This paper presents the integration of the rule-based
IE component TEXTMARKER into the UIMA framework.
We have given an conceptual overview on the TEXT-
MARKER system including the core concepts of the sys-
tem, the syntax and semantics, and the special features of
the TEXTMARKER language. Additionally, the UIMA in-
tegration of TEXTMARKER was discussed in detail.

The TEXTMARKER system and its integration into
UIMA is still work in progress. The described function-
ality is almost completely implemented and the TEXT-
MARKER system with UIMA is already used successfully
in real world applications. We are still gathering experi-
ence to improve the language and the level of its expres-
siveness in order to create an easy to use and scalable sys-
tem. The special features of the TEXTMARKER system
provide the possibility to create robust, complex and easy
to adapt information extraction systems. With the inte-
gration in UIMA the TEXTMARKER system can benefit
from the fast growing number of available UIMA com-
ponents. However, with TEXTMARKER, the UIMA com-
munity also receives a new powerful analysis component.
Besides its original purpose, the information extraction,
TEXTMARKER can be used by other components for var-
ious task: E.g., for the knowledge based feature selection,
to solve the type system alignment problem or to modify
the input document.

For future work we plan to consider more elaborate
scripting solutions. Additionally, a library of rule-scripts
will further improve the rapid development of TEXT-
MARKER scripts. Another interesting option is to inte-
grate machine-learning techniques with TEXTMARKER for
a more semi-automatic development process and to provide
solutions for test-driven development of rule-scripts.
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Abstract
Considering the size of typical encyclopedias,
e. g. in medicine or pharmacology, it is neces-
sary to navigate efficiently to look up definitions
or explanations of specific terms. This can be
achieved by keywords assigned to the entries of
an encyclopedia, like titles, synonyms or related
terms. In our approach, a variant of speedtyping
is used to give short proposal lists of keywords
after a few keystrokes of the user during the
query input for a search. Each proposal can be
used to directly jump to an entry of an encyclo-
pedia. Alternatively, the proposed terms can be
used to create a query for a full-text search, also
with a few keystrokes, for example to prevent ty-
pos or to see spelling variants. The focus of this
paper is on the data structure trie to support this
kind of fast navigation. The implementation uses
bit vectors to give near-random-access to a large
number of stored keywords. Several applications
have proven the efficiency of the new approach.

1 Introduction
The goal of digital encyclopedias is to give fast access to
information on a subject out of the amount of offered infor-
mation. For example, a typical medical encyclopedia like
[Reuter, 2005] consists of nearly 100.000 entries.

The access can be achieved by navigation trees or com-
plex full-text searches. But every entry of an encyclopedia
is characterized by keywords, like entry titles or synonyms
of titles, and often searches in keywords are sufficient to
obtain the desired entry. The keywords can be used to di-
rectly jump to associated entries.

Even if the given keywords for an encyclopedia are
not directly linked with special entries, like the name
“Bekhterev” which appears in 26 entries of [Reuter,
2005], they can be used to create queries for a full-text
search. The help ranges from the prevention of typos to
the offering of terms from a thesaurus to a given keyword,
with the assurance, that the offered terms can be found in
the text corpus. For example, there is the spelling vari-
ant “Bechterew” of “Bekhterev” in [Reuter, 2005]

(e. g. in the entry titles “Bekhterev’s disease” and
“Kaes-Bechterew stripe”).

A typical digital encyclopedia is a collection of ten thou-
sands or hundred thousands of entries. Each entry can be
associated with several keywords or, to be precise, terms
and every term mostly consists of more than one word. An
efficient way is needed to provide a search in this large

number of words to show information like linked entries
of the encyclopedia or terms for the full-text search, both
considering the user interface and the data structures for the
implementation.

This is especially true for digital encyclopedias on mo-
bile devices. PDAs, smartphones, and mobile phones have
a limited main memory size and the text input can be te-
dious due to the lack of proper keyboards.

For this reason, the search in keywords should lead to
useful results after a few keystrokes. This can be achieved
by considering all keywords with a common prefix by just
entering this prefix.

Additionally, the necessary data structure for the imple-
mentation should fit into limited main memory for fast ac-
cess. A new compact representation of the hierarchical data
structure trie was developed, which fulfills this conditions.
More than 800,000 names were stored in experiments for
the author search in a library catalogue. The new approach
can achieve compression ratios comparable to modern text
compression algorithms.

The user interface and data structure were imple-
mented in Java (application and applet), Adobe Flash and
JavaScript to support different hardware platforms with
these de facto Web standards. The implementations were
used in several applications like two digital encyclopedias
and for the input of queries for an intranet full-text search
and a database.

Section 2 discusses related work. Section 3 of this pa-
per presents the fast search algorithm on keywords with the
encyclopedias [Reuter, 2005] and [HagerROM, 2008] as
examples. Section 4 deals with the implementation of the
search. Here, the focus is on the data structure trie for fast
access to large sets of words. Section 5 shows the results
of experiments. Finally, section 6 presents our conclusions
and ideas for future work.

2 Related Work
Google also provides the suggestion of search patterns,
called Google Suggest1. For each entered query prefix a list
of at most ten search patterns is shown, ranked by Google
Zeitgeist2. One of the main difference between Google
Suggest and the approach of this paper is that Google
Suggest provides no Boolean AND for prefixes of parts
of the search patterns. For example, the suggestions for
“George Bush” and “Bush George” are different and
“Ge Bu” does not work at all.

A survey of references for different approaches for stor-
ing tries can be found, for example, in [Knuth, 1998] and

1http://www.google.com/webhp?complete=1&hl=en
2http://www.google.com/press/zeitgeist.html
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Figure 1: Pharmaceutical encyclopedia: search for the en-
try “Echinacea angustifolia”.

[Heinz et al., 2002]. [Purdin, 1990] also uses bit vectors for
storing tries, but the alphabet size is restricted to 26 char-
acters.

3 Fast Navigation
In section 1 we have already expressed the idea of associ-
ating keywords to documents, like encyclopedia entries, to
use the search in these keywords for fast navigation. First,
we will give two examples to clarify the idea:

The search in keyword lists were implemented, for
example, in the two commercial digital encyclopedias
[Reuter, 2005] and [HagerROM, 2008]. [Reuter, 2005] is
a medical encyclopedia with about 80.000 entries. [Hager-
ROM, 2008] is a pharmaceutical encyclopedia: The printed
version consists of 16 volumes with about 17,000 pages.
The following examples were taken from the encyclopedia
[HagerROM, 2008].

On the one hand, the search in keywords can be used to
navigate in the list of more than 12,000 encyclopedia en-
tries. The list of keywords consists of about 33,000 words
taken from the entry titles and synonyms of these entry ti-
tles. Each of the words is linked with at least one entry
of the encyclopedia. Words occurring in multiple titles or
synonyms, like “radix” (root), are linked with all these
encyclopedia entries.

A search pattern for the search in these keywords con-
sists of one or more word prefixes. After each keystroke
during the input of the search pattern a list of encyclopedia
entries is presented in the following way: an encyclopedia
entry is part of the list if for each entered keyword prefix a
corresponding keyword is associated with this encyclope-
dia entry (Boolean AND).

Let us assume someone is looking for the plant
“Echinacea angustifolia”. First, one would
type “ec” to get a list of 25 hits in entry titles from
“Echinacea” to “Ecothiopatiodid”. Then one
would just expand the search pattern to “ec an” by typ-
ing “ an” to get exactly the five entries for “Echinacea
angustifolia”, see figure 1, and one can select the de-
sired entry in the list.

Generally, in this kind of search approach already short
search patterns result in short hit lists, especially after the
input of more than one prefix. That is the reason why in
most cases only few keystrokes are necessary to navigate
to an entry.

Searching in keywords can also be used to create useful
queries for the full-text search: The principle is the same

�������	�

���

	�����������	
�������	�

Figure 2: Pharmaceutical encyclopedia: proposed queries
for a full-text search.

as for the search in entry titles, see figure 2. After each
keystroke during the input of a keyword prefix into the in-
put field for the query a list of appropriate search patterns
is shown. The current keyword prefix in the input field can
be replaced by a selected search pattern.

Figure 2 shows the full-text search dialog of the phar-
maceutical encyclopedia [HagerROM, 2008] after the in-
put of “radiu”. There are more than 260.000 stored
search patterns for the proposal lists with nearly 320.000
different searchable words. For example, the search pat-
tern “[224-ra]-radium” can be found by prefixes
of the overlapping keywords “[224-ra]-radium”,
“224-ra]-radium”, “ra]-radium”, and “radium”.
But an associated keyword does not have to be a substring
of a search pattern. “radiation” is also a proper key-
word for the search pattern “[224-ra]-radium”.

These two applications show the advantages of the ap-
proach of searching in keyword lists. Only a few keystrokes
are necessary to get the desired hit, despite the fact that a
large number of keywords are associated to the documents
or search patterns. Especially in the case of the full-text
search it can help the user to find desired information by of-
fering spelling variants (e. g. “[224-ra]-radium” and
“[224ra]radium” in figure 2) to avoid typos.

But it is also possible to get synonyms of words or any
other by a thesaurus proposed word to refine a query (e. g. a
more specific term if there are too many hits of the full-text
search). The user gets feedback before the full-text search
is executed.

But an efficient data structure is needed to store, for ex-
ample, the whole vocabulary of an encyclopedia as key-
words and to give access to all words with a common pre-
fix.

4 Tries and Local Subalphabets
A new compressed representation of the data structure trie
was developed for large sets of words to access the sepa-
rately stored hit lists for each word. A trie is a |Σ|-nary
tree for storing words over an alphabet Σ with one node for
each common prefix. See figure 3(a) for an example. The
term trie is a derivation of “information retrieval” [Fredkin,
1960].

The advantage of a trie is the fast access time (O(n) with
n: length of a searched word). But the disadvantage is the
memory consumption, especially if the trie is naively im-
plemented by an array of |Σ| pointers for each trie node (|Σ|
× 4 byte per node), where |Σ| is the size of the underlying
alphabet. This is particularly true for natural languages,
since in this case each node has only a few children and
most of the stored pointers are null.
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Figure 3: (a) Trie example: words and, any, what, when,
who over the alphabet Σ = {a, d, e, h, n, o, t, w, y}. (b)
Node for the prefix wh.

One possible solution for the memory problem is the us-
age of bit vectors for each trie node, see figure 3(b). A bit
in the vector of size |Σ| is set if and only if the child of the
corresponding character exists. For each node a bit vector
and pointers to existing children are stored.

A new problem comes up in tries for scientific encyclo-
pedias like [HagerROM, 2008], where the alphabet of the
whole encyclopedia consists of 181 different characters.
This case insensitive alphabet includes e. g. the Greek al-
phabet. In this case, the bit vectors (22.625 byte per node)
are dominating the memory consumption.

A new approach was developed for tries with large al-
phabets. The technique was derived from text compression
with finite context models. Algorithms like the PPM family
(prediction by partial matching [Cleary and Witten, 1984],
[Moffat, 1990]) are using preceding characters to predict
and compress the following characters of a text. For exam-
ple, in English texts it is very probable that q is followed
by u. PPM is one of the best methods for text compression.

In an analogous manner the characters preceding a trie
node are used to predict the local subalphabet of a node and
a much smaller bit vector has to be stored. More formally
it can be handled in the following framework:

Let p ∈ Σ∗ be the path from the root to a node of a given
trie. Each suffix t ∈ Σ∗ of p is called a context of the node
or, more precisely, t is the context of length |t|.

For example, in figure 3(b) the path of the node is wh and
the contexts of the node are wh, h and ε (the empty word).

The context of a node will be used to predict the children
of a node:

Let p ∈ Σ∗ be the path from the root to a node of a given
trie. The node alphabet Cp ⊆ Σ contains all characters that
directly follow the path p (see the bit vector of the node
with path p).

For example, in figure 3(b) the node alphabet Cwh =
{a, e, o} is shown. Other examples in figure 3(a) are
Cw = {h} and Cε = {a, w}.

The following alphabets are assigned to the contexts to
predict the node alphabets:

Let t ∈ Σ∗ be a context in a given trie. Let T ⊆ Σ∗ be
the set of all paths in the trie that lead from the root to a
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Figure 4: Example for the usage of context alphabets.

node with context t. The context alphabet of context t is

Σt := ∪p∈T Cp.

For example, in figure 3(a) the context alphabet of con-
text a is

Σa = Ca ∪ Cwha = {n, t}.

An important property of the above defined alphabets is
the following hierarchy, which will be used for the predic-
tion:

• Cp ⊆ Σt, if t ∈ Σ∗ is a suffix of p ∈ Σ∗. This means
that each node alphabet is subset of or equal to each
proper context alphabet.

• Σt ⊆ Σs, if s ∈ Σ∗ is a suffix of t ∈ Σ∗. This means
that a shorter context may lead to a larger context al-
phabet.

• Σε = Σ. This means that the underlying alphabet
stands on top of the hierarchy, because the empty word
is a context of each trie node.

The idea is to select some of the context alphabets and to
store the bit vectors in the trie nodes with the help of these
much smaller context alphabets instead of the large under-
lying alphabet Σ, see figure 4. The used context alphabets
have to be stored in addition to the trie. But compression is
achieved, because a context alphabet has only to be stored
once but can be used many times in the trie to predict node
alphabets.

The question is which context alphabets should be se-
lected for good compression. Experiments to optimize the
space-time trade-off have shown that there are simple but
efficient heuristics to answer the question: Discard the al-
phabet of context t

1. if there is a context s with s is a suffix of t and Σt =
Σs. E. g. Σba = {c, d} is not required, if Σa = {c, d}
is present.

2. if the alphabet of context t is rarely used in the trie,
e. g. less then five times.

The remaining context alphabets can be stored efficiently
similar to figure 4, because of the hierarchy of the context
alphabets.

One last remark before the performance of the new ap-
proach will be shown in section 5: In a special case there
is no need to discard any of the context alphabets at all,
because no extra memory is needed to store them.

If the trie is a suffix trie (i.e. a trie representing all suf-
fixes of a word), it can be shown that

Cp = Σp

for each path p ∈ Σ∗ from the root to a node. For a com-
mon trie only Cp ⊆ Σp is true.
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Figure 5: Comparison of compression results.

Furthermore if ap with a ∈ Σ and p ∈ Σ∗ is the path
from the root to a node than p is the path to another node.
This means that all possible context alphabets are stored in
the trie itself and can be used for prediction.

5 Experiments
The trie implementation has been used for navigation in en-
cyclopedia entries by keywords, like titles and synonyms,
and to get queries for full-text searches or databases. Exam-
ples for applications are the digital encyclopedias [Reuter,
2005] and [HagerROM, 2008], a Flash application to sug-
gestion queries for the intranet full-text search of the auto-
mobile manufacturer AUDI, and an interface for an Internet
library catalog to search one of over 800.000 authors. The
Web-based and stand-alone applications were implemented
both in Java and Adobe Flash and offer short access time
for large numbers of searchable words.

Figure 5 shows the ability of the new approach to save
memory:

95,877 words (1,512,720 byte, |Σ| = 56) of the Flash
application for the automobile manufacturer were taken as
an example to compare the size of the stored node alphabets
with and without the usage of context alphabets.

4,249.0 KiB (100 %) were needed to store the bit vectors
for the node alphabets of the trie without the new approach
(i.e. 56 bit per bit vector).

87.6 KiB (2.1 %) were needed to store the node al-
phabets when all above defined context alphabets were
used. But the number of context alphabets is huge and
10,023.4 KiB (235.9 %) were needed to store them.

This is where the heuristics come into play:
The context alphabets that can be used less then 5 times

or that were identical for shorter contexts were discarded.
55,442 context alphabets were remaining. Under these cir-
cumstances only 478.7 KiB (11.3 %) were needed to store
both the node alphabets and the context alphabets.

6 Conclusion and Future Work
The digital encyclopedias [Reuter, 2005] and [HagerROM,
2008] have shown that the search in keywords is a fast way
to retrieve a searched entry of a digital encyclopedia. Ev-
ery searched entry is only a few keystrokes away. Further-
more the technique was used to suggest queries for full-text
searches for entered keyword prefixes. This can help users
to create useful queries, who are unfamiliar with the tech-
nical terms of an encyclopedia.

���������
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Figure 6: A thesaurus to create search queries.

A new compressed representation of a trie with bit vec-
tors has been developed to implement the search algorithm
both in Java and Flash. In a next step, more sophisticated
strategies to choose contexts and alphabets will be exam-
ined to save even more memory to store even more words.
Another goal will be the usage of conditional probabilities
for the characters of the context alphabets (i.e. Markov
modeling) to save space without longer access times.

Moreover, the hierarchical view of a thesaurus in combi-
nation with the presented speedtyping variant will be used
in future work to create more complex queries for full-text
searches with Boolean AND and OR, see figure 6 for an
example.
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Abstract
Die meisten Suchmaschinen, die im Internet oder 
auch in Offline-Suchen zu finden sind, liegt eine 
wortbasierte Suche zu Grunde. Für viele Anwen-
dungsgebiete reicht eine solche Suche aus, aber 
z.B. für Fachliteratur oder Expertenwissensquel-
len kann es von großem Interesse sein auch 
Teilwörter zu suchen. In dieser Arbeit wird eine 
verbesserte N-Gramm-Suche vorgestellt und mit 
einem invertierten Index kombiniert. Durch diese 
Kombination ist es möglich Vorteile beider Ver-
fahren zu nutzen. 

1 Einleitung
Die Volltextsuche stellt einen wichtigen Bereich des In-
formation Retrievals dar, da die Informationsflut weiter 
wächst und Benutzer von einer Suche möglichst genaue 
Ergebnisse wünschen. Dabei spielt die Art der Indizierung 
eine große Rolle, weil sie direkt Precision und Recall der 
Suchergebnisse bestimmt. Weitere Suchmaschinenopti-
mierungen, die das Sortieren der Trefferlisten verbessern, 
spielen ebenso eine wichtige Rolle, sind der eigentlichen 
Suche oft nachgeschaltet und erhöhen die vom Nutzer 
empfundene Qualität der Suchergebnisse. Diese Mecha-
nismen lassen sich jedoch auch schon im Index der Suche 
realisieren. 

Viele Suchmaschinen wie z.B. Google oder Lucene 
[Lucene, 2005] durchsuchen die zu indizierenden Doku-
mente wortweise. Daraus resultierend müssen die Such-
anfragen aus genau diesen Wörtern bestehen, um Treffer 
zu erzielen. Stellt ein Nutzer z.B. die Suchanfrage „Versi-
cherung“ wird er keine Treffer für „Krankenversicherung“ 
erhalten. 

 Da ein Wort in vielen Wortformen auftreten kann und 
diese auch gefunden werden sollen, wenn nach nur einer 
Form gesucht wird, bieten Suchmaschinen wie Lucene die 
Möglichkeit einen Stemmer zu integrieren. Dabei wird 
durch einen Algorithmus versucht, die verschiedenen 
morphologischen Varianten eines Wortes auf einen ge-
meinsamen Wortstamm zurückzuführen. Dies hat zum 
Nachteil, dass der Nutzer nicht mehr nach einzelnen Aus-
prägungen eines Wortes suchen kann. Außerdem treten 
Fehler durch Overstemming auf, so dass z.B. bei Verwen-
dung des Snowball-Stemmers [Snowball, 2003] für das 
Deutsche die Suche nach „Papier“ sämtliche Wörter mit 
dem Stamm „Papi“ liefert. Außerdem werden Fremdwör-
ter nicht gesondert behandelt, so dass z.B. die Begriffe 
„Acetylen“ und „Acetyl“ auf denselben Stamm reduziert 
werden. Für Fachliteratur eignet sich ein solches Verfah-
ren aus diesem Grund nicht. 

Für Fälle, die nicht durch Stemming zusammengefasst 
werden können, bietet Lucene zusätzlich die Wildcard-
Suche. Diese Wildcard-Suche ist eine Trunkierung, wel-
che schon seit den 70er Jahren in anderen IR-Systemen 
verwendet wird.  Die Suche nach „Kranken*“ findet dann 
auch „Krankenversicherung“. Jedoch ist es nicht möglich 
dieses Wildcard an den Anfang der Suche zu stellen, um 
mit der Suchanfrage „*Versicherung“ auch „Krankenver-
sicherung“ zu finden. Dies liegt daran, dass der Index von 
Lucene ein invertierter Index [Baeza-Yates and Ribeiro-
Neto, 1999], d.h. ein wortbasierter Index, ist. 

Ein substringbasierter Index ist mächtiger als ein wort-
basierter, da auch Wortgrenzen indiziert werden können 
und somit auch nach ganzen Wörtern gesucht werden 
kann. In dieser Arbeit wird ein N-Gramm-basierter Indi-
zierungsalgorithmus vorgestellt, der mit einem invertier-
ten Index kombiniert wird, um die Vorteile beider Ansätze 
zu vereinigen. 

2 Wortbasierte Suche vs. Teilwort Suche 
Eine wortbasierte Suche findet nur Dokumente, die genau 
das Wort, nach dem gesucht wurde, enthalten. Jedoch gibt 
es viele Anwendungsfälle, in denen eine solche Suche 
nicht ausreicht. Z.B. könnte ein Nutzer eines pharmazeuti-
schen Lexikons nach allen „cortolon“ Stoffverbindungen 
Suchen. Da die Zeichenkette „cortolon“ nicht am Anfang 
des Stoffnamens auftreten muss, ist diese Suche nicht mit 
einem wortbasierten Index zu realisieren. 

Im Folgenden wird kurz die grundlegende Struktur ei-
nes invertierten Indexes und die eines N-Gramm-Indexes 
erläutert.

2.1 Invertierter Index 
Ein invertierter Index ist ein wortbasierter Mechanismus, 
um Texte zu indizieren. “Invertiert” bedeutet, dass nicht 
die Dokumente auf Worte zeigen, sondern umgekehrt die 
Worte auf die Dokumente. Für jedes Wort wird eine Tref-
ferliste mit den Positionen der Vorkommen in den Texten 
abgelegt. 

2.2  N-Gramm Index 
In erster Linie ähnelt ein N-Gramm Index einem invertier-
ten Index sehr. Ein Unterschied ist, dass der Text nicht in 
Worte zerlegt wird, sondern in N-Gramme [Brown, 2001]. 
Ein N-Gramm ist eine Zeichenkette w der Länge n mit
w� m die Menge der N-Gramme zu beschränken, 
wird im Allgemeinen der Wert n beschränkt. Die N-
Gramme dürfen sich überlappen und auch inkludieren. 
Für jedes dieser N-Gramme wird eine Liste mit Positionen 
der Fundstellen geführt: . Aus diesen Posi-

n
� . U

)( nwpos ��
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tionen lassen sich die Positionen längerer Substrings be-
rechnen. Nehmen wir zwei 1-Gramme 21 . Die 
Position des 2-Gramms w1w2 lässt sich nun folgenderwei-
se bestimmen: 

1, ��ww

))(()()( 2121 wposdecwposwwpos ��

mit }1{)( PxxPdec ���

Kurzgesagt wird von allen Positionen der Trefferliste von 
w2 die Länge von w1 (in diesem Fall 1) abgezogen. Diese 
Liste wird mit der Liste von w1 verglichen. Ein gleiches 
Paar ist ein Treffer für w1w2. Allein mit nur 1-Grammen 
kann die Suche beliebige Suchanfragen beantworten. Da 
in diesem Fall jedoch sehr lange Listen abgeglichen wer-
den müssen, lohnt es sich längere N-Gramme im Index 
anzulegen. Die Suchanfrage muss so in N-Gramme zer-
legt werden, dass die N-Gramme die Anfrage vollständig 
überdecken. Diese Überdeckung ist nicht eindeutig, es 
gibt meist mehrere Möglichkeiten die Anfrage zu zerle-
gen. Dabei wird nun großen Wert auf die Positionslisten 
der N-Gramme gelegt. Es soll eine Überdeckung durch 
möglichst wenige N-Gramme gefunden werden, deren 
Positionslisten kurz sind. Weitere Details einer klassi-
schen N-Gramm-Suche sind in [Eßer, 2005] und [Miller et 
al., 2000] zu finden. 

3 Verbesserung des N-Gramm-Indexes 
Um die Suchzeit zu reduzieren, kann man, wie oben er-
wähnt, die Länge der N-Gramme vergrößern. Dadurch 
wird jedoch sehr viel Speicherplatz belegt, da die Anzahl 
der N-Gramme stark wächst. Eine andere Möglichkeit ist 
es, das Vergleichen der Trefferlisten zu beschleunigen, 
indem man vorab Kombinationen von Positionen aus-
schließt. Die Trefferlisten für die N-Gramme werden 
hierfür in die Restklassen einer Moduloberechnung der 
Positionen aufgeteilt. Nehmen wir an das 1-Gramm ‚a‘ 
besitzt Treffer an den Positionen 1, 5, 10, 11. Die Treffer-
liste soll in 4 Teillisten aufgeteilt werden. Dabei bestimmt 
die Position modulo der Anzahl der Teillisten die Liste, in 
welcher die Position abgelegt wird. Abbildung 1 zeigt  

Abb. 1: Aufteilen der N-Gramm Positionslisten 

diese Aufteilung der Listen. Wenn nun eine Suchanfrage 
„ab“ beantwortet werden soll, wird vom 1-Gramm ‚a‘ die 
Trefferliste 0 mit der Liste 1 vom 1-Gramm ‚b‘ vergli-
chen. Weiter 1 mit 2, 2 mit 3 und 3 mit 0. Die Teillisten 
von 1-Gramm ‚b‘ wurden also zyklisch um eine Position 
verschoben. Auch längere N-Gramme können auf diese 
Art und Weise kombiniert werden, es muss lediglich dar-
auf geachtet werden, dass der Abstand der N-Gramme in 
der Suchanfrage der zyklischen Verschiebung der Teillis-
ten entspricht. In Abbildung 1 sieht man im oberen Teil 
den Fall ohne Aufteilung in Teillisten. Man erkennt, dass 
bei der Suchanfrage ‚ab‘ ein Vergleich gespart werden 

kann, da eine Teilliste keine Positionen enthält. Jedoch 
spart man ebenso bei gleichmäßiger Verteilung der Posi-
tionen auf die Teillisten Vergleiche, da man beim Ver-
gleich zweier Listen beide Listen nur bis zum größten 
Element der kleineren Liste durchlaufen muss. Eine 
Gleichverteilung ist sogar erwünscht, damit sich Positio-
nen nicht in einzelnen Restklassen häufen. Dies hätte zur 
Auswirkung, dass wieder große Listen verglichen werden 
müssten. Da sich die N-Gramme nicht wie in Abbildung 1 
nur auf Positionen, sondern auch auf Dateien und Positio-
nen innerhalb dieser Dateien verteilen, kann man das 
Prinzip der Positionslistenaufteilung auch auf die zweite 
Dimension, die Dateinummer, erweitern. Bildet man 64 
Restklassen über die Dateinummern und 8 Restklassen 
über die Positionen erhält man 512 Teillisten. 

Wählt man die Anzahl der Restklassen sehr groß, so 
steigt auch die Anzahl der leeren Teillisten. Aus diesem 
Grund wird für jedes N-Gramm eine Bitmatrix eingeführt.  
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f ist der Modulowert über die Dateinummern und p der 
Modulowert für die Positionen. Jedes Bit repräsentiert 
eine Teilliste und zeigt an, ob dieses N-Gramm Treffer in 
dieser Liste hat oder nicht. Will man nun zwei N-Gramme 
verknüpfen, so kann man diese Bitmatrizen nutzen, um 
viele Listen im Vorfeld auszuschließen. Nehmen wir ein 
Bespiel von zwei 1-Grammen w1 und w2 und ihren Bit-
masken B1 und B2. Um die Treffer für den String w1w2 zu
bestimmen, müssen in der Matrix B2 die Spalten zyklisch 
um eine Position nach links verschoben werden. An-
schließend wird die Matrix mit B1 binär verundet.  

Abb. 2: Bitmatrix für N-Gramm

0

N-Gramm w

Bitmatrix

Trefferliste

Datei

Position mod p
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000010 10
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Hierbei wird die parallele Verarbeitung mehrerer Bits 
(Bitparallelität) ausgenutzt. Da moderne CPUs breite 
Register besitzen, werden große Bitvektoren in wenigen 
Schritten bearbeitet. Es bleibt eine Matrix übrig, die zeigt, 
welche Trefferlisten von w1 und w2 abgeglichen werden 
müssen. Wählt man f bzw. p in Potenzen der Zahl 2, kann 
beim Anlegen der Trefferlisten Platz gespart werden, da 
pro Offset log2(p) und pro Dateinummer log2(f) Bits nicht 
in den Index abgelegt werden müssen. Diese Information 
liegt bereits in der Zuteilung zu der entsprechenden Teil-
liste. Abbildung 2 zeigt die Bitmatrix von einem N-
Gramm w und einer Teilliste der Restklasse (2,1). Die 
schwarz hinterlegten Bits brauchen nicht im Index gespei-
chert werden. Dies hat nun auch zum Effekt, dass das 
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Filtern der Teillisten einfacher wird. Nehmen wir das 1-
Gramm w aus Abbildung 2. Eine Suche nach ‚wv‘ würde 
nun dazu führen, dass wir nur die Teilliste (2,1) von w 
und (2,2) von v zusammenführen müssen. Laden wir diese 
Teilliste von v können wir direkt nach gleichen Treffern 
in der Teilliste von w suchen. Der Abstand um eine Posi-
tion in der Suchanfrage muss nicht abgezogen werden, da 
er in der Restklasse codiert und nicht explizit gespeichert 
ist. Ausnahmen entstehen, wenn durch die zyklischen 
Eigenschaften der Matrix eine Teilliste über die rechte 
Begrenzung heraus mit ihrem Partner verglichen wird. 
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Testobjekt für diese Suche war die Enzyklopädie der 
Dermatologie von P. Altmeyer. Dieser Korpus besteht aus 
8000 Dateien und umfasst ca. 10 MB Rohtext. Bei der 
Indexgenerierung wurden 1024 Restklassen für die Datei-
nummer und 128 Restklassen für die Positionen verwen-
det. D.h. es entstanden 131.072 Teillisten pro N-Gramm. 
Viele dieser Listen sind zwar leer, dennoch entsteht ein 
hoher Verwaltungsaufwand. Um den Overhead für diese 
Listen zu reduzieren, wurden diese in einem Hash abge-
legt (siehe Abbildung 3). Der Hashwert einer Liste ist die 
Restklassennummer dieser Liste.  

Dazu wurde die oben erwähnte Matrix von links nach 
rechts und von oben nach unten durchnummeriert. Diese 
Hashfunktion hat den Vorteil, dass sie sehr gut streut und 
dennoch Vorteile bei der Lokalität der Daten aufweist. 
Die Suchanfragen werden im ersten Schritt der Suche in 
N-Gramme zerlegt. Je nach Länge der N-Gramme unter-
scheiden sich die Abstände der N-Gramme zueinander, 

Abb. 3: Verwaltung der N-Gramm Positionslisten

jedoch ist realistisch, dass sie sich nicht um mehr als 4  

ositionen unterscheiden. Wenn nun die Suchanfrage in 

3.1 Ergebnisse der N-Gramm-Index Verbesse-
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P
mehrere N-Gramme zerlegt wird, liegen die Teillisten 
dieser N-Gramme im Index nahe zusammen, da sich ihr 
Hashwert im Normalfall (Ausnahme: s.o. zyklische Ei-
genschaft) nur minimal unterscheidet. Der Nachteil dieser 
Wahl der Hashwerte ist, dass Kollisionen unvermeidbar 
sind. Bei einer Indizierung aller 1-3 Gramme des Testkor-
pus mit 1024x128 Restklassen, gibt es im Durchschnitt 25 
Kollisionen. D.h. im Mittel müssen pro N-Gramm-
Anfrage 12.5 Listen übersprungen werden (siehe Abbil-
dung 4). Dieser Aufwand lässt sich jedoch reduzieren. 
Betrachtet man die Verteilung der Worte in einem Text, 
so erkennt man eine Reihe von Stoppwörtern, die sehr 
häufig in den Texten auftreten, jedoch nicht in den Such-
anfragen. Gleiches Verhalten ist bei den N-Grammen 
bemerkbar (siehe Abbildung 5). Sortiert man nun die N-
Gramme in den Listen nach Ihrer Relevanz für die Suche, 
müssen weniger Listen übersprungen werden. In einem 

Test wurde der Index mit 5000 Suchanfragen trainiert und 
mit weiteren 5000 unterschiedlichen Suchanfragen getes-
tet. Die Suchanfragen wurden über die öffentlich zugäng-
liche Websuche der Enzyklopädie gesammelt. Das Ergeb-
nis ist in Abbildung 4 zu sehen. Im Mittel mussten nur 
noch 5 Listen übersprungen werden. 
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Für die G
ramm Index eine Verbesserung der Suchzeit. Jedoch 

stellte sich heraus, dass es auch Suchanfragen gibt, die 
eine sehr aufwendige Berechnung verursachen. Sucht ein 
Nutzer nach einem Stopwort, das an sehr vielen Positio-
nen verwendet wird, so führt dies dazu, dass es kaum 
unbelegte Restklassen für diesen Treffer gibt. Daher müs-
sen während der Suche alle Teillisten wieder zusammen-
gefügt werden. Der ursprüngliche Filtergedanke erreicht 
hier keine Verbesserung, da die Menge der Treffer viel zu 
groß ist. Nach einer statistischen Auswertung von über 
10.000 gesammelten Suchanfragen, die von realen Nut-
zern an den Korpus gestellt wurden, treten diese hohen 
Suchzeiten in weniger als 5% der Fälle auf. Bei einem 
Index mit 1024 Restklassen für die Dateinummer und 128 
Restklassen für die Position, konnten 80% der Anfragen 
in weniger als 3ms beantwortet werden. Weitere 17% zw. 
10 und 3ms. Die restlichen 3% lagen im Mittel bei 40ms. 
Die schlimmsten Ausreißer waren Suchanfragen nach 
einzelnen Buchstaben wie z.B. „e“ mit 700ms, häufigen 
Substrings wie „lichen“ mit 120ms oder Stopwörtern wie 
„der“ mit 90ms. 

89

FGIR



4 Kombination des N-Gramm-Indexes mit 
einem invertiertem Index 

Bei einem invertierten Index ist die Suchzeit hautsächlich 
von der Anzahl verschiedener Worte in den Texten ab-
hängig. Die Suchzeiten für Wörter, die sehr oft vorkom-
men, sind nicht signifikant höher als für Wörter, die nur 
selten in den Texten auftreten. Ein invertierter Index be-
steht aus einer sortierten Liste aller Wörter, auf denen im 
Normalfall binär gesucht wird. Ist dies der Fall, handelt es 
sich um eine wortbasierte Suche. Substrings lassen sich 
auf diese Art und Weise nicht lokalisieren. Wendet man 
nun jedoch die oben erläuterte N-Gramm Suche auf die 
Wortliste an, kann man auch innerhalb der Wörter nach 
Substrings suchen. Der in Abschnitt 3.1 besprochene 
Effekt, dass die N-Gramm Suche schlechtere Effizienz bei 
häufig vorkommenden Suchanfragen erzielt, wird nun 
vermindert, da der Wortschatz jede Wortform nur einmal 
beinhaltet. Durch die Reduktion der N-Grammsuche auf 
den Wortschatz, kann die Wahl der Restklassen kleiner 
ausfallen, um auf gute Suchzeiten zu kommen. So führte 
zum Vergleich eine Suche mit Wortschatz und 512 x 8 
Restklassen im Durchschnitt zu gleichen Ergebnissen wie 
ein Suche ohne Wortschatz mit 1024 x 128 Restklassen. 
Der Wortschatz bietet weitere Vorteile. So kann ein Ran-
king der Treffer leichter im Index integriert werden. Ein 
N-Gramm ist keine bedeutungstragende Einheit der Spra-
che. Daher kann ein N-Gramm nur bedingt eine Gewich-
tung zur Relevanz eines Dokumentes erhalten [Mayfield 
and McNamee, 1997]. Ein Wort hingegen kann jedoch 
direkt für ein Dokument relevant sein. Dem Tupel (Wort, 
Dokument) kann im Index dann ein Rankingwert zuge-
wiesen werden, der beim Parsing der Dokumente erzeugt 
wird. 

4.1 Zusammenfassen von Wortformen 
Der Wortschatz, auf dem der N-Gramm-Index basiert, 
enthält zu jedem Wort sämtliche Wortformen, die in den 
Dokumenten auftreten (z.B. temporär, temporäre, tempo-
rären, temporärer). Rein wortbasierte Suchen finden bei 
der Suche nach „temporär“ nur exakt diese Wortform. Um 
diesem Effekt gegenzuwirken, bietet Lucene die Möglich-
keit einen Stemmer einzubinden. Dieser versucht die 
Wörter bereits während der Indizierung auf Ihren Stamm 
zu reduzieren. Der große Nachteil hierbei ist, dass die 
Information über die Flexionen verloren geht. Es ist später 
nicht mehr möglich nach genau einer Wortform zu su-
chen. Dabei lassen sich diese Flexionen sehr effizient 
speichern. In dem Altmeyer Korpus traten insgesamt 120 
verschiedene Flexionen auf. Die häufigste davon war „e“ 
mit 13000 Vorkommen. 40% der unterschiedlichen Fle-
xionen kamen weniger als 10 mal in den Texten vor. Die 
Flexionen lassen sich huffman-codiert [Witten et al., 

1999] in einem gesonderten Datenstrom speichern. Die 
Trefferlisten der Dateien verweisen an die Position der 
Flexion des ersten Treffers (siehe Abbildung 6). Auf diese 
Art und Weise sind zum Einen alle Treffer von „tempo-
rär“ zusammengefasst und zum Anderen kann dennoch 
gezielt nach einer bestimmten Wortform gesucht werden, 
indem optional nach Flexionen gefiltert werden kann. 

5 Ausblick
Viele Volltextsuchen bieten als zusätzliches Feature eine 
Fehlertoleranz [Eßer, 2005] an. Dabei gehen viele Mecha-
nismen davon aus, dass die Suchanfrage Fehler enthält 
und die Dokumente korrekt sind. Mit den Techniken, die 
in diesem Paper vorgestellt wurden, lassen sich schon im 
Index Fehler, bzw. Schreibvarianten in den Dokumenten 
zusammenfassen. 

Ebenso lassen sich nicht nur Wortformen sinnvoll 
gruppieren, sondern auch verwandte Begriffe. So könnten 
im Index abgelegte Synonyme direkt auf eine gemeinsame 
Trefferliste verweisen. Durch ein nachgeschaltetes Filtern 
wäre dennoch der Zugriff auf nur einen Begriff dieser 
Begriffsgruppe möglich. Externe Wissensquellen wie z.B. 
MeSH könnten dazu dienen diese Beziehungen herzustel-
len. 

Eine weitere Verbesserung des N-Gramm Indexes wäre 
es, laufzeitkritische Anfragen gesondert handzuhaben. Die 
Anzahl dieser Anfragen ist überschaubar, da es sich nur 
um sehr häufige 1-Gramme und zum Teil auch 2-Gramme 
handelt. Die Positionslisten dieser N-Gramme könnten 
direkt ohne eine Aufteilung in Teillisten abgelegt werden. 
Als Entscheidungskriterium für einen solchen Sonderfall 
könnte man die Dichte der Bitmatrix betrachten. 
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Abstract
This paper introduces a novel evaluation ap-
proach for fetch and browse style passage re-
trieval, focusing on the browse part. In the fetch
part the documents are ranked in decreasing or-
der according to their document score. In the
browse part, for each retrieved document, a set of
non-overlapping passages representing the rele-
vant text within the document is retrieved. The
browsing is modeled by a character-position list.
The order of the character-positions of the list is
based on an intended reading order, which is a
combination of sequential reading and guided
browsing assumptions.
The sequential reading assumption resembles to
the natural reading order of the document. The
guided browsing assumption reflects the utiliza-
tion of a passage retrieval system and is applied
to re-organizing the character-position list re-
trieved with the sequential reading assumption.
The character-position list is evaluated against a
character-wise recall base, enabling the usage of
traditional evaluation metrics.

1 Introduction
Characters are the most specific units of text to retrieve
and evaluate. From this perspective, a text document can
be modeled as a character-position list, starting basically
from  the  first  character  (at  position  1)  and  ending  to  the
last character (at position n) of the document. Other char-
acters are in sequential order in between. For instance, in
the present paper the first character is ’P’ and the n:th
character is ‘.’, in the end of the References Section (in-
cluding style formatting).

Consequently,  this  order  can  be  considered  as  the in-
tended reading order of  the  document  by  the  author.  In
other words, the author ‘expects’ the reader to follow the
sequential intrinsics of the document. Thus, the corre-
sponding character-position list for the intended reading
order is <1,2,3,...,n>.  Figure 1 illustrates this.

However, in reality this order applies only for a person
who is a sequential reader; other kinds of readers probably
follow some other order of their own, based on numerous
uncontrollable factors beyond the author’s intention. Yet,
any reading order can also be modeled as a character-
position list, but the order of the list items follow rather a
temporal pattern of the reader’s behavior and the list may
more or less differ from the intended reading order char-
acter-position list.

Figure 1. Intended reading order of a document by the
author (Greek and Latin based scripts)

Accordingly, the usage of a passage (or XML) retrieval
system is a means to break the intended reading order.
Only some parts of a document can be relevant. There-
fore, these systems provide a fine grained access to docu-
ments, and thus only the most relevant parts of a docu-
ment are supposed to be retrieved.

The retrieved passages can be grouped in many ways,
of which this paper follows a specific fetch and browse
approach [Chiaramella et al.,  1996],  where  in  the  fetch
part the documents are ranked in decreasing order accord-
ing to their document score, just like in the traditional
document retrieval. In the browse part, for each retrieved
document, a set of non-overlapping passages representing
the relevant text within the document is retrieved.

This paper focuses only on the browse part. The return-
able passages may be considered as hints for the user,
showing where the relevant information might be found in
the retrieved document. Therefore, these retrieved pas-
sages may be seen as a medium to guide the user to read
the document differently, by e.g. highlighting the best
matching passages. Thus, it is actually the intention of the
passage retrieval system what the user should focus on in
that document. Consequently, the intended reading order
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is a combination of the author’s and the passage retrieval
system’s intentions.

In order to measure the system performances, we have
to make a general assumption about the default user be-
havior. Because we don’t know the users’ reading habits a
priori, we assume the intended reading order. Therefore,
according to the author’s intention, we make a sequential
reading assumption (SRA) and according to the passage
retrieval system’s intention, we make a guided browsing
assumption (GBA). By mixing these two assumptions, we
assume, that the reader goes through the retrieved pas-
sages first (GBA) and sequentially (SRA). Thereafter, the
remaining passages of the document are assumed to be
read sequentially (SRA), starting from the beginning.

The mixed reading order forms a character-position list
of the document, and the list’s order is depended on the
passage retrieval system. This character position list re-
sembles a (character level) result list, which can be evalu-
ated against a corresponding (character level) recall base.
This  kind  of  recall  base  is  provided  by  INEX,  which  is
introduced next shortly.

2 Related Work: The INEX Initiative
The focus of this paper is related to INEX (Initiative of

the Evaluation of XML) and the evaluation testbed pro-
vided by it. Like TREC for full document retrieval, INEX
is the most prominent initiative for evaluation of XML
retrieval. In short, the initiative offers a test collection,
with topics and corresponding relevance assessments, as
well as various evaluation metrics [INEX, 2007].

From the evaluation perspective, the fundamental dif-
ference between content-oriented XML retrieval and pas-
sage retrieval is that in XML retrieval the passages are
atomic elements, i.e. text between the element’s start and
end tags, whereas in passage retrieval the passages are not
dependent on element boundaries. In this paper the term
passage retrieval is extended to concern also content-
oriented XML retrieval.

Currently, both approaches are supported in INEX.
That is because the relevance assessments are executed so
that the assessors have been marking up the relevant pas-
sages regardless of any element boundaries [Piwowarski
and Lalmas, 2004]. Thus, in terms of this paper, a recall
base for a document consists of a character-position set.

The evaluation of the fetch and browse approach is a
hot topic in content-oriented XML retrieval. This is
mainly because the Relevant-in-Context (RiC) task of the
INEX’s tasks is considered to be the most credible from
the users’ perspective [Trotman et al., 2006]. The task
corresponds fully to the fetch and browse approach. In
addition, the evaluation measures for the task are con-
stantly evolving.

 Next we introduce the current official metrics for RiC
in detail.

2.1 Document F-Score
According to the fetch and browse approach, in the offi-
cial metrics of the Relevant-in-Context task, separate
scores are calculated for each individual retrieved docu-
ment as a document score, and for the document result
lists as a list score. We refer the former as character level
evaluation and the latter as document level evaluation.

The focus of this study is to provide an alternative ap-
proach for the character level evaluation. The document

level evaluation is a different issue and can be left as it
currently is.

The official INEX metrics for the character level
evaluation is an f-score (F(d)),  which  is  calculated  for
each retrieved document d as follows:

 in which P(d) (the document precision) is the number of
retrieved relevant characters divided by the number of
retrieved characters. R(d) (the document recall) accord-
ingly is the number of characters assessed to be relevant
that is retrieved.  Finally, the list score is calculated over
ranked lists of documents based on these f-scores. Further
details can be found in [Kamps et al., 2007].

The character level evaluation can be associated to tra-
ditional document retrieval evaluation in a sense that the
retrievable unit is a character and is treated as if it  was a
document. The f-score is based on set characters. Hence,
the document precision and recall, and thus document’s f-
score, can be paralleled to correspond the full match
evaluation measures in document retrieval.

Our approach, however, resembles the partial match
evaluation. Whereas the document f-score treats the re-
sults as a set of character-positions, we treat the result as a
list of character-positions. The order of the character-
positions in the list is in turn dependent on their reading
order. Because the reading order is not possible to know a
priori, we need to make some general assumptions on how
the  reader  browses  within  a  document.  In  the  following
sections we introduce our proposition for an alternative to
the f-score.

As the browsing follows documents temporal (reading)
order, the fundamentals of the approach are different than
e.g. in EPRUM [Piwowarski and Dupret, 2006], where the
browsing is based on elements and navigation among
them.

3 Sequential Reading and Guided Browsing
Assumptions

The implicit user model, in the traditional full document
retrieval laboratory evaluation, is overly simple; the user
is assumed to read documents of the result list one by one
starting from the beginning, and stopping when all rele-
vant documents are passed. This may not be a fully realis-
tic assumption of the real user behavior, but has been con-
sidered adequate to evaluation purposes for decades. This
assumption can be generalized to our sequential reading
assumption on character level. This is discussed next.

3.1 A Simple Browsing Model
Applying the implicit user model of the traditional full
document retrieval laboratory evaluation to document
reading means that the reader starts from the beginning of
a document, and continues reading sequentially until her
information needs are fulfilled i.e. the relevant content of
the document is read. In other words we assume the user
to follow the intended reading order. This is the case when
the document is retrieved as an atomic unit (see Figure 1).

In  the  context  of  fetch  and  browse  approach,  one  of
the primary contributions of passage retrieval systems is
to return a set of best matching passages i.e. a set of char-
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acter-positions and their locations within each retrieved
document. This aims to guide the user first to the best
content of the document.  The user is assumed to read this
content first. This is called here guided browsing assump-
tion.
  When combining the two browsing approaches (se-
quential reading assumption and guided browsing as-
sumption) we are able to define a simple browsing model
for a document with two consecutive phases:

1. The text passages retrieved by the passage re-
trieval system are read successively until possi-
bly all relevant content has been reached. The en-
try  point  of  the  document  is  in  the  beginning of
the first retrieved passage. (guided browsing as-
sumption)

2. The remaining passages are read until all relevant
content has been reached starting from the first
remaining passage of the document (sequential
reading assumption).

Figure 2. A relevant document, in which a relevant
passage and a retrieved one are marked with rectangles.

Figure 2 illustrates a sample document (retrieved in the
fetch part), in which a passage retrieval system has found
a relevant passage (browse part).  Now, in our simple two
phase browsing model, the user starts reading from the
entry point on. The entry point is defined by the passage
retrieval system and is in the start of the (first) retrieved
passage. The guidance to the entry point depends on the
user interface, for example highlighting or anchoring the
retrieved passages.

Thereafter, the reader continues reading in sequential
order until (s)he has finished the retrieved passage. Now,
since not all of the relevant content is read, the reader has
two options to continue. Either the reader leaves the cur-
rent document, and moves to the next document in the
results, or (s)he searches for more relevant content else-
where in the underline document. To us the latter seems a
more credible option. Hence, the user starts from the be-
ginning of the document following the intended reading
order by the author.

3.2 Document Average Precision
This simple browsing model along with the character-
position wise relevance assessments, enable the usage of
standard recall/precision metrics, and thus all the related
measures are available. In this paper we define the docu-
ment average precision for document d (DAP(d)), which
is similar to the traditional average precision measure. The
only difference is that documents are replaced here with
characters.  So, basically it is calculated as follows:

in which p is the character position, RL a binary function
on the relevance of a given point, dNRC   number of rele-
vant chars and P precision at a given point in d.

Next, we calculate some sample values for a sample
‘mini document’, which is modeled as a character-
position list, where the character positions are replaced
with a corresponding character, for clarity. The characters
assessed as relevant are bolded. So, for instance the char-
acter position list:

<r,e,l,e,v,a,n,t,_,t,e,x,t,_,i,s,_,b,o,

l,d,e,d>

gives a  DAP score 0.165.
This is actually the result of a full document retrieval

system, where the user starts from the beginning and stops
after reading the relevant content.

Now, a passage retrieval system may return for instance
the following two passages of the document:

 {<r,e,l,e,v,a,n,t,_>, <b,o,l,d,e,d>}.

These passages are read first, and the intended reading
order is thus:

<r,e,l,e,v,a,n,t,_,b,o,l,d,e,d,_,t,e,x,

t,_,i,s>.

 Thus the DAP score is 0.266.
The optimal passage to retrieve is naturally
{<b,o,l,d,e,d>} , which gives the intended reading
order:

<b,o,l,d,e,d,_,r,e,l,e,v,a,n,t,_,t,e,x,

t,_,i,s>

and delivers the best result DAP = 1.
Next we compare the f-score and DAP measures.

4 Abstract Comparisons Between F-Score
and Document Average Precision

To clarify and justify our approach, we compare DAP to
the f-score with an abstract evaluation setting. In the fol-
lowing there is a sample mini document and four related
query result scenarios, where the document is assumed to
be retrieved in the fetch phase. For each scenario, the
document has been assessed for relevance character-
position wise (indicated with bolded characters). The re-
trieved characters in the browse phase by a passage re-
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trieval system are underlined. (It is worth noting that the
document is artificially short and the results do not scale
up well to realistic document lengths.  However, they are
supposed clarify our approach.)

D:”relevant content is bolded and

retrieved is underlined”

S1:”relevant content is bolded and

retrieved is underlined”

S2:”relevant content is bolded and

retrieved is underlined”

S3:”relevant content is bolded and

retrieved is underlined”

S4:”relevant content is bolded and

retrieved is underlined”

Next we report a character level evaluation based on f-
score and DAP for the sample scenarios.

For the scenario S1: The system has found a relevant
document (value as such), but is unable to identify the
relevant content within the document. The f-score does
not  give  any value  to  that,  and thus  the  document  equals
to a non-relevant document: f-score=0, but DAP gives
0.27. Nevertheless, in this case the passage retrieval sys-
tem is not helpful, because the relevant content is in the
beginning of the document and no guidance is needed.
Thus, retrieving the full document delivers the scores
DAP is 1, yet f-score is 0.66.

For S2: The passage retrieval system does not identify
all relevant content, but the retrieved and relevant pas-
sages are partially overlapping. This example illustrates
the early precision biased nature of the DAP measure.
Here, f-score is 0.2 and DAP is 0.58.

For  S3:  The  passage  retrieval  system  saves  a  lot  of
user’s effort,  when it  discovers a relevant passage late in
the document’s content. f-score is 0.43 and DAP is 0.28.
The corresponding figures for retrieving a full document
are DAP=0.11, f-score=0.185.

For S4: The system does not identify all relevant con-
tent, but still has found an entirely relevant document
(value as such). The cost of insufficient retrieval should
be minimal, because the user is assumed to read further
the whole relevant content. Thus it is worth noting that f-
score remains at 0.48, and DAP is 1.

To conclude, the f-score calculation has a hidden as-
sumption that the user stops reading the document after
seeing the retrieved passages. This holds even if there
were still relevant passages elsewhere in the document to
read. Thus, the browse part for reaching more relevant
content is incomplete, and the passages of the next docu-
ment in the result list are prioritized over the ones in the
document the user is currently looking at. These passages
will then never be reached. To us this seems rather coun-
terintuitive and undermines the passage retrieval para-
digm, because in the RiC task returning whole documents
or big elements may give better scores in real evaluations
than retrieving smaller units of documents [Fuhr et al.,
2007]. It seems that the retrieval of big amounts of text
and thus getting good recall is less risky than aiming
rather for better precision.

5 Discussion and Current Status
This paper presents a general user model for passage and
content oriented XML retrieval evaluation. The model is

based on intended reading order, consisting of sequential
reading and guided browsing assumptions. The model
ensures that the missed elements of a retrieved document
are taken into account secondarily, and thus it can be used
to compare passage retrieval with full document retrieval.
In other words to measure how much the guided browsing
assumption improves the performance in comparison with
a full document retrieval system using only sequential
reading assumption.

As future studies, we are planning to do full scale
evaluations and comparisons between different ap-
proaches with real data. For that purpose, we will use the
result lists by the INEX participants and the correspond-
ing recall base of the Relevant-in-Context task. A proto-
type for the evaluation software is already implemented,
but according to our knowledge there are problems in
publishing the INEX 2007 recall base in synchronization
with the result lists of the INEX participants. Meanwhile
our evaluation software is not able to produce correct re-
sults.
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Abstract
The amount of available information is growing 
rapidly. A standard task for developers or re-
searchers in the initial phase of a project is the 
incorporation into a new knowledge field. A 
typical problem of this initiation search task is 
that documents in the result set might contain the 
correct content for the users’ information need, 
but are too complicated or too specific for non-
experts. Social bookmarking systems for storing, 
managing and retrieving various types of digital 
resources have come into existence. This paper 
concentrates on rating the introductory quality of 
a text as a data source for ranking search results 
for the initiation search task within the context 
of social bookmarking systems. An empirical 
study (N = 74) with the goal of exploring the 
ability of users to rate the introductoriness of a 
text was conducted. Results show, that non-
expert subjects had difficulties with this task and 
performed substantially worse than experts. Rea-
sons for this difference in performance are dis-
cussed and implications for the design of search 
interfaces are described. 

1 Introduction 
In today’s networked information society, knowledge 
becomes increasingly easy to retrieve: Computers and the 
internet are playing a vital role in searching and accessing 
scientific literature and are beginning to replace conven-
tional systems like local library catalogues. Connotea1

and Citeulike2 are two example systems that allow users 
to manage scientific bibliographies online. Easier infor-
mation access is paralleled by an ever growing amount of 
available information. Techniques to deal with informa-
tion overload are desperately needed [cf. Ho & Tang, 
2001]. Furthermore, to generate new knowledge without 
constantly reinventing the wheel in the process, science 
and industry must build upon existing knowledge. In order 
to be able to use the existing knowledge it must be dis-
covered, processed and understood by the information 
seekers. Thus the incorporation in new knowledge fields 
builds the foundation of any research and development 
work. 

While social bookmarking systems can simply be used 
for storing and accessing personal bibliographies they can 
also be employed as user-generated metadata enhanced 

1 http://www.connotea.org 
2 http://www.citeulike.com 

search engines for scientific documents. The transition 
from the Web 1.0 to the Web 2.0 marks a shift from static 
professionally developed content towards dynamic and 
user generated content [cf. O'Reilly, 2005]. One of the 
central points of the Web 2.0 movement is that the role of 
users has shifted from their traditional role as mere infor-
mation consumers towards active producers of informa-
tion. These prosumers [Toffler, 1980] are willing to con-
tribute: they write and rewrite Wikipedia articles, they 
upload and tag photos on Flickr and they rate videos on 
Youtube.

Ho & Tang [2001] identify three dimensions of infor-
mation overload: information quantity, information format 
and information quality. For large expert controlled data-
bases manual content analyses and ratings are labour in-
tensive processes, but when distributed on the many 
shoulders of users, manual ratings of information quality 
might become a feasible attempt to fight the information 
overload. Social bookmarking systems for scientific pa-
pers like Connotea and Citeulike support the information 
seeking task in several ways: Due to the focus on scien-
tific documents search results are inherently pre-filtered 
and possibly even domain-specific3. However, no filtering 
for information need is attempted: No matter whether 
non-experts want to get a general introduction to neural 
networks or experts want to get detailed information about 
one specific genetic algorithm or find results of recent 
empirical studies, the search results are always ranked 
alike.  

The concept of introductoriness, used in this paper de-
fines the degree to which a document is suitable as an 
introduction to the topic it covers for novice users. The 
following example helps to clarify what is meant by in-
troductoriness: A search for “collaborative filtering” (= 
CF) on Wikipedia will yield an encyclopaedic article 
which most likely aims to explain the concept of CF to the 
general Wikipedia audience. Typing that same query in 
the ACM digital library or any other research oriented 
database will produce many results that cover the topic of 
CF. However, these results are likely to focus on special 
side aspects or to report results from case studies employ-
ing CF and will probably be too specific for a user looking 
for an introduction to the topic. Even if some of these arti-
cles might serve as an introduction, novice users have no 
way of spotting them. 

Finding introductory articles in the result set is an espe-
cially critical task for non-experts or novice users, since 
lacking domain knowledge prevents them from quickly 
judging the fit between the document and their informa-

3 cf. Connotea’s slight bias towards life sciences 
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tion need. For these users it might be appropriate to have 
documents with higher readability or introductory quality 
ranked at the top of the list of search hits. The importance 
of ranking is also supported by Granka et al. [2004] who 
report sharp drops of users’ attention for lower ranked 
documents. Additionally, in a meta-analysis of search 
behaviour, Jansen and Spink [2006] report that up to 80% 
of users only scan the first page of a search result set and 
completely discard any subsequent results. Yet, current 
systems do not support users when they are faced with the 
task of familiarizing themselves with a new knowledge 
domain. There is currently no way to push introductory 
texts to the top of the search results. 

The aim of this paper is to determine whether non-
expert users are able to judge the introductory quality of a 
text within the workflow of posting a digital resource to a 
scientific bibliography management system like Connotea 
or Citeulike and to explore whether this feedback can be 
used for successful ranking of results. In an empirical 
study (N=68 for non-experts and N=6 for experts) non-
expert ratings are compared against expert ratings. 

The paper is organised as follows: The next section il-
lustrates the retrieval problem and the initiation search 
task in more detail. The succeeding section describes the 
design of experiment and is followed by a presentation of 
the results and a final discussion and conclusion. 
 The following research questions are addressed: 
How does user performance in rating introductoriness of 
texts compare to expert performance? What are the impli-
cations of previous knowledge on rating performance? 
How consistent are non-experts and experts in their rat-
ings? 

2 Problems of Retrieval in New Knowledge 
Domains

When users are faced with the task of familiarizing them-
selves with a new knowledge domain (= initiation search 
task), the search task can be described as a sample search 
[cf. Morville, 2005], where users are content with finding 
some but not all relevant documents. So precision (= find-
ing only relevant documents) becomes more important 
than recall (= finding all relevant documents). Implica-
tions for the present context are that, since presenting 
some relevant documents in the top matches is enough, no 
complete rating coverage of introductory quality for all 
texts in the database is needed. This in turn alleviates the 
cold start problem, which states that a critical mass of 
users is needed for the success of a recommendation sys-
tem [Burke, 1999]. 
 During the process of familiarizing themselves with a 
new knowledge domain, users are not supported in the 
critical evaluation of the retrieved items. Many documents 
belong to a knowledge field but are too complex and de-
tailed to provide the necessary overall picture. The user is 
forced to pick the relevant documents from a potentially 
huge result set. Especially non-expert users are mostly 
overstrained with this task since they do not have enough 
knowledge that allows for adequate judgement of the re-
sources. 

The Social Web and the user contribution that comes 
along might provide a solution the problem: Ratings can 
support users in making informed decisions of relevance 
during the evaluation phase.  

3 Design of Experiment 
Two groups of users were studied. The non-expert group 
(N = 68) consisted of first-semester students of Educa-
tional Science at the University of Regensburg. The group 
of domain experts (N = 6) was recruited from the scien-
tific staff of the department of Educational Science. The 
students were given a short introduction to the Connotea
system and were informed about the system features for 
bibliography management and retrieval. They were in-
structed to iterate through a randomly sorted list of 30 
bookmarks in a web interface (Litman, description see 
below) and to rate the introductoriness on a 5 point scale 
with 1 being the lowest rating and 5 being the highest.
 The texts were selected from 5 different domains: gen-
eral intelligence, creativity, learning motivation, learning 
strategies and statistics. Each topic consisted of six texts. 
Two of these texts were classified as introductory texts 
while four texts were classified as non-introductory. The 
documents were selected from various educational science 
databases. Both introductory papers and non-introductory 
papers were selected based on expert judgement. 
 Each student had previous knowledge in one of the first 
four topics. No student had knowledge of statistics. Previ-
ous knowledge was determined through the context of the 
university course the students were enrolled in: During the 
course, all students were assigned to one of the first four 
topical groups described above, and were responsible for 
working out one course session in the respective topic. 
 The expert group was instructed similarly and rated the 
same texts. Students and experts only had access to the 
title and the abstract of the document. This parallels a 
typical social bookmarking workflow, where documents 
are likely to be added to the personal collection of items 
during an evolving search before a closer examination has 
taken place [see Bates, 1989 for an iterative and evolvling 
model of IR]. 

3.1 Data Analysis Method 
The mean values of introductory texts and non-
introductory texts were compared using a standard t-test. 
The differences between mean values were normalized by 
calculating the effect size using Cohen’s d which is em-
ployed as a performance benchmark. Cohen’s d is a nor-
malized measure to determine whether an observed sig-
nificant difference is of practical concern. The difference 
of two means is divided by the mean values of the two 
respective standard deviations. 

In order to measure consistency of ratings within each 
user group, the Inter Class Correlation (ICC) was com-
puted for both groups of students and domain experts in-
dependently. 

3.2 The Literature Manager Tool (Litman) 
For the purpose of the study an online literature manage-
ment system (Litman) was created. Litman is based on the 
PHP/MySQL social bookmarking system scuttle4 which 
was adapted to suit the needs of the study: The screen 
layout was changed and program code was adjusted. Us-
ers were not required to add texts to the system; instead 
the previously selected texts were already imported into 
the Litman database. On the welcome screen, instructions 
for the participants are presented. After login, the list of 

4 http://sourceforge.net/projects/scuttle/ 
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the texts is presented. When selecting a title from the list, 
users are taken to the rating screen, where they can evalu-
ate the abstracts and titles and rate the introductory qual-
ity.

4 Results
First, general statistics are presented, followed by observ-
ing the ranking of the documents by topic and the consis-
tency of the two rater groups. Finally, performance be-
tween students and experts is compared. 

4.1 General Statistics 
Overall, the subjects rated introductory texts higher than 
non-introductory texts: M = 3.16, SD = 1.22 for introduc-
tory texts and M = 2.98, SD = 1.13 for non introductory 
texts. This difference is significant, t(1124) = 3.28, p <
.001. However, the effect size d is merely .076. This is 
considered to be a small effect [cf. Cohen, 1992]. 

4.2 Rankings
Figure 1 contrasts mean values of the texts grouped by 
topic (intelligence (I), creativity (C), learning motivation
(LM), learning strategies (LS), statistics (S); introductory 
texts are marked as _i ). No clear difference between in-
troductory and non-introductory texts can be observed. 
Only for one topic (intelligence) introductory texts were 
consistently rated higher than non-introductory texts. 
Also, for two topics (learning strategies, learning motiva-
tion) introductory texts score lower than at least two other 
texts. 

To examine the effect of previous knowledge, user per-
formance was analysed separately for each group. 

No visible improvement can be observed in Figure 2: 
Students were not able to spot the two introductory texts 
for all topics. Only for one topic (creativity), one of the 
introductory texts was ranked at the top of the list. 
 Expert ratings show clear improvements in ranking. For 
all five topics the introductory texts were ranked correctly 
at the top two positions (cf. Figure 3). 

Experts also rated introductory texts higher than non-
introductory texts: M = 4.02, SD = .50 for introductory 
texts and M = 1.93, SD = .60 for non introductory texts. 
Statistical analysis revealed that experts rated introductory 
texts significantly higher than non-introductory texts; t(5)
= 12.79, p = .00. 

Under the assumption that the result set for a given 
query contains all and only relevant documents, we arrive 
at maximum values of precision and recall. When ratings 
are the criterion used to rank search results, and a correct 
ranking implies showing the introductory texts on position 
one and two of the list, student results are rather disap-
pointing. For all five topics, only 4 out of 10 (40 %) 
documents are rated correctly. For previous knowledge 3 
out 8 documents (37.5 %) were ranked correctly. The ex-
pert rankings on the other hand are flawless: 10 out of 10 
(100%) documents are ranked correctly at the first two 
positions of the list. 

4.3 Inter rater consistency 
Intra class correlation measures the correlation between a 
single rater and the group and shows how consistent the 
raters are in their judgements. High inter class correlation 
ensures valid ranking performance even when only few 
ratings are available. 

Analysis of intra class correlation for students and ex-
perts yielded a value of .68 for experts and .41 for stu-
dents. Values of around 0.7 are considered as good reli-
ability [cf. Greve & Wentura, 1997]. Confidence interval 
for ICC experts is P(.549<p<.807) and P(.22<p<.75) for 
students. Experts are more consistent in their ratings. 
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4.4 Performance 
Table 1 shows performance scores for the three different 
groups: students without prior domain knowledge, stu-
dents with prior domain knowledge and experts. 
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Students show low performance in the domains of statis-
tics, learning strategies and learning motivation. The 
negative values of Cohen’s d for learning motivation and 
learning strategies even indicate a reverse effect, where 
introductory texts were rated lower than non-introductory 
texts. The effect sizes for experts are all positive values 
above 0.8, which is considered a large effect [cf. Cohen, 
1992]. 

5 Conclusion and Discussion 
Rating the introductory quality of a text solely based on 
reading abstracts and titles seems to be a difficult task for 
novice users. Surprisingly, previous knowledge did not 
have any significant effect on the rating ability. So do-
main knowledge does not seem to be a valid predictor for 
rating performance. A possible explanation might be that, 
in addition to domain knowledge a high level of previous 
exposure to scientific literature is needed to successfully 
judge introductory quality. The expert group, being 
formed of the scientific personnel, is constantly interact-
ing with empirical scientific literature and did not have 
any problems in judging the texts coorectly. First-
semester students on the other hand, only begin to get a 
notion of scientific publications and thus might not be 
equipped with adequate mental models required for evalu-
ating the literature correctly. 

The results have the following implications on the de-
sign of social bookmarking systems for scientific litera-
ture: (1) Experts have no difficulty in determining 
whether a text is suitable as an introduction or not, so, in 
principle, this kind of explicit feedback might be used to 
improve the systems for users pursuing initiation search 
tasks. (2) Non-experts perform poorly, so their ratings are 
not true predictors for introductory quality and some 
means of quality management is needed. A way to solve 
this dilemma could be inherent to the nature of a social 
bookmarking system: Users have to register an account 
with the system, which allows for tracking of usage statis-
tics. To receive expert status and thus permission to rate 
introductoriness could be determined from several indica-
tors like absolute number of stored documents or number 
of central publications (often cited or contained in many 
other users’ collections) in the personal collection. (3) 
Since experts are consistent in their ratings the cold start 
problem is alleviated, because ratings are reliable, even 
with only few raters. 

According to Kelly [2005] users do not engage in rele-
vance feedback because they are cognitively engaged in 
other tasks when skimming search results. So a major 
design decision is to separate feedback giving from the 

information retrieval process. This can easily be achieved 
in social bookmarking systems since the posting of the 
resource is usually distinct from retrieval. The use of in-
cluding an introductoriness or a readability rating must 
not be limited to special search tasks or domains: Wikipe-
dia has an abundant number of specific and complicated 
articles and could benefit from gathering and displaying 
this kind of information. Exploring ratings as data source 
for collaborative filtering algorithms is an interesting 
question for further research and might enable social sys-
tems to provide recommendations like the following one: 
“Users with similar knowledge like you also found the 
following documents interesting…” 

Table 1 - Rating performance (Cohen's d) 
Students
(no prior 
knowledge) 

Students
(prior 
knowledge)

Experts

Intelligence 0.50 0.26 1.96 
Creativity 0.69 0.97 2.23 
Learning 
Motivation 

-0.22 0.03 2.16 

Learning 
Strategies

-0.28 -0.43 1.25 

Statistics 0.19 n/a 1.98 
Overall -0.04 0.08 2.13 
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Abstract 

Term-based measures of query-to-query similar-
ity do not account a different role which different 
parts of speech play in similarity. We use (1) a 
layered query representation in which each layer 
contains certain parts of speech, (2) a layered 
query-to-query similarity detection: queries are 
more similar if their terms belonging to the inner 
layer are more similar. To evaluate the proposed 
approach a 7-day search engine query log is ana-
lyzed. Similarity detection by several layer-based 
procedures and standard non-layered and “semi-
layered” procedures is compared. While the re-
sults of both standard procedures are very similar 
(less tan 1% difference), the results of the stan-
dard and layered procedures are significantly dif-
ferent (about 10% difference). It is shown that a 
two-layer query representation by a core includ-
ing subject/object terms and the outer layer con-
taining all other terms is the most preferable. 

1 Introduction 

Commonly used term-based query similarity metrics (e.g. 
[Metzler et al., 2007; Hagedom et al., 2007, Yih and 
Meek, 2007]) either consider terms of the query as “hav-
ing equal rights” or take into account frequencies of the 
terms in some learning collection. In the first case, <am-
brosial cat> is equally similar to <ambrosial mouse> and 
<great cat>. In the latter, <ambrosial cat> is more similar 
to <ambrosial mouse> since ambrosial is the rarest word 
among words of these queries. 

An expansion of both approaches by stop-dictionary 
usage does not solve the problem of the wrong similarity 
detection but pose a problem of non-recognition of differ-
ent queries. Since the same word may be differently sig-
nificant for similarity detection in different situations, a 
lot of words are in borderline state: sometimes they lead 
to a false similarity detection (e.g. early in queries <Early 
Renaissance> and <early bird>) and should be ignored, 
sometimes they should be taken into account. 

One of the ways to more perfect query similarity detec-
tion taking into account a phrase structure of the query is 
proposed by [Metzler et al., 2007]. However, it may be 
misleading when applied to queries since a query may be 
unstructured or an individual phrase structure of the query 
may be far from any grammatically correct structure. 

We cannot perfectly detect a query phrase structure. 
However, we can claim that a role of words in query simi-
larity depends on their role in a language: words referring 
to objects are more significant than words referring to 

features and actions of objects which are in turn more 
significant than supplementary words. This approach does 
not need a grammatical structure of a query. Furthermore, 
since term co-occurrences in queries are far from random 
(at least, for queries submitted by the same user during 
short time), we can neglect the order of terms. 

A word meaning is determined by both a phrase struc-
ture and a perfect context-free part of speech (POS) tag-
ging, in which meaning of the word is determined by the 
word as it is. The more complex is a task of structure ex-
traction the simpler is a task of unambiguous context-free 
POS tagging. This is a case of inflecting languages: In this 
case, we can forget about a thorny way of structuring and 
choose an easy way of unambiguous POS tagging. 

The poster proposes a layered query representation and 
a layered procedure of query-to-query similarity detection. 
A query considered is an unordered set of terms. Terms 
are attributed by four role classes: Subjects/Objects, Fea-
tures, Actions and Others. The different role classes con-
tain different parts of speech, which are as a rule unambi-
guously detected in inflecting languages. The role classes 
are combined into query layers which are ordered accord-
ing to their significance for decisions on query similarity. 

A layered query processing is elaborated to analyze 
user’s query modification during a short time period. We 
do not consider similarity between queries submitted by a 
user during a long period, and we do not consider similar-
ity between queries submitted by different users. 

2 Layered Query Representation 

In this section a two-fold layered query representation is 
motivated and described. 

2.1 Motivation of Layered Representation 

Let’s begin with an intuitive notion of query similarity. 
Among sequentially submitted queries Q1=<big cat>, 
Q2=<big brother> and Q3=<cat> the latter query seems to 
be more similar to Q1 rather than to Q2. That is a one-
word overlap Q3!Q1 = <cat> is more sufficient reason to 
speak about similarity than a one-word overlap Q2!Q1 = 
<big>. We do not ignore <big> at all: speaking about a 
form (a degree) of similarity of Q3 on Q1 we mention that 
Q3 differs from Q1 by <big>. 

Thus, similarity detection is a two-step procedure: 
— the binary fact of similarity/dissimilarity is detected 

in the first step. A narrow subset of query terms is 
used to detect the fact of similarity.  

— if queries are detected as somehow similar, a degree 
of similarity is detected in the second step. More 
wide set of query terms is used in this step. 

Query-to-Query Similarity: Layered Representation and Processing 

Nikolai Buzikashvili 
Institute of system analysis, Russian Academy of Sciences 

9, prospect 60-Let Oktyabrya, Moscow, 117312, Russia 
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We suppose that the problem of “borderline words” 
mentioned above is that these words are not needed in the 
first step but cannot be ignored in the second step. 

To reflect this fact we use two-fold query representa-
tions. A narrow group of query terms constitutes a query 
kernel which is used to detect a fact of similarity: queries 
are similar only if the intersection of their kernels is not 
empty. A broader group of terms (e.g. all terms of the 
query) constitutes a query image which is used to distinct 
queries and to determine a degree or a form of similarity, 
in particular to detect the most similar query among all 
queries somehow similar to the same query. Roles of dif-
ferent words included into a query image are different and 
are determined by the role class of the word. 

2.2 Role Classes of Words 

Let’s classify all possible terms into four role classes (cf. 
frames or clauses): (1) Subjects/Objects, (2) Features, (3) 
Actions and (4) Others terms. Table 1 shows what parts of 
speech are attributed to each role class. Non-dictionary 
words are attributed heuristically (see below). 

Table 1. Four role classes used as basis of Kernels and Images 

Role Class Parts of speech included 

Subjects/ 
Objects 

— nouns, names, acronyms, 

— unknowns which may be attributed by these POS 

Features 

— adjectives, participles, 
— unknowns which may be adjectives, participles 

— numerals and numbers 

Actions 
— verbs, adverbs, adverbial participles 

— unknowns which may be attributed by these POS 

Others 
— all other words (preposition, article, particle, con-

junction, interjection, etc) 

 
The reason to speak about any similarity between que-

ries is an overlap of subjects/objects mentioned in the 
queries rather than of features or actions of distinct sub-
jects/objects. However, if queries refer to the same sub-
jects/object, the overlap of its features or actions should 
be taken into account in the decision of similarity degree. 

Example 1. Let 4-tuple Re() = <Subj | Feat | Act | Oth> 
represent role classes of a query. Representations of que-
ries Q1 = <red big cat sits at the table> and Q2 = <arrive 
later> are Re(Q1) = <cat, table | red, big | sits | at, the>, 
Re(Q2) = < Ø | Ø | arrive | later|>. 

Different Roles of Role Classes. The role of the Sub-
jects class is clear: if sets of subjects/objects referred to in 
two queries are intersected, these queries are similar. 

Words belonging to the Features and Actions classes 
are “accompanied” to the Subjects and contribute to simi-
larity only if they correspond to the same subjects. 

While words of the Others class are usually considered 
as stop-words, the role of this class is a very special.1 In 
addition, since queries are distinguished according to their 
images, it is preferable to include into image all classes. 

Classes may be a priori partially ordered according to 
significance of their contribution into query similarity: 

(Subjects) > (Features and Actions) > (Others), 

                                                 
1 When a query structure is not considered, the contribution 
of Others words into similarity is misleading. However, the 
Others words are proof directors of the query phrase struc-
ture. For example, articles, particles are perfectly linked to 
the nearest right Subject. Therefore all terms (e.g. Features) 
between the particle and the Subject should be linked to it. 

i.e. the Subjects class is considered as the senior, classes 
Features and Actions are less significant, and the Others 
class is considered is the least significant. 

Attribution to Role Class and Frequencies. We hold 
to the approach primary based on the role of terms rather 
than on a term frequency. To use this role approach we 
need only unique POS tagging (unambiguous tagging is 
not a problem in inflecting languages) and do not need 
supplementary collections. Such collections are needed to 
use the term frequency approach.2 However, we suppose 
that a term frequency approach to query-to-query similar-
ity makes a sense only if frequencies among words be-
longing to the same class are used separately in layered 
processing. 

2.3 Query Kernel and Layered Image 

A layered query representation consists of (1) a query 
kernel used to detect a fact of similarity and (2) a query 
image used to detect a degree of similarity.  

In turn, an image can be layered too, where different 
layers contain different role classes and layering reflects 
the difference of their contribution into similarity (de-
pendency). Let’s define a kernel and an image: 

— a query kernel Ker(Q) is an unordered set of query 
terms belonging to kernel classes. Kernel classes are those 
role classes which are used to detect a fact of dependency. 
We consider only the Subjects role class as the kernel 
class. A query has an empty kernel if a query does not 
contain terms belonging to kernel classes. The intersection 
of the empty kernel with any other kernel is empty. 

Example 2. Kernels of queries Q1 = <red big cat sits at 
the table>, Q2 = <arrive later> and Q3 = <when is green 
frog happy?> are Ker(Q1)={cat, box}, Ker(Q2)={Ø}, 
Ker(Q3)={frog} 

— a query image Im(Q) is an unordered set of query 
terms belonging to image classes. Image classes are those 
role classes which are used to distinct queries and to de-
termine a non-zero degree  of similarity. 

Two forms of images are used below: 
! a uniform image, in which terms belonging to different 

image classes are not distinct (“1-layer image”); 
! a layered image, in which terms are grouped into lay-

ers according to role classes. Terms attributed to the 
same layer (in particular, to a uniform image) are not 
ordered. If an image contains several layers the inner 
layer (the image core) is identical to the kernel.  

A query term is included into a query kernel and an im-
age as it is. 

Example 3. Let two-layer presentation be used: layer1 
= {Subjects} and layer2 = {Features and Actions}. Then 
layered images of queries from Example 1 constructed by 
their class representations Re() are Im(Q1) = <layer1=(cat, 

                                                 
2 We need: distribution of terms in queries submitted either 
by the user or by a group of users. Distributions of POS-
based classes in queries and in documents differ very much: 
miscellaneous POS and verbs are rare in queries. For ex-
ample, 74.19% of terms belong to the Subjects class, 
14.39% to the Features class, 3.55% to the Actions and 
7.87% to the Others class are among 978,930 terms in 
357,141 queries in time sessions in the 7-day Yandex log. 
Other query datasets show the same shift, e.g. distribution 
of “successful terms” in queries in Dutch ([Kraaij and 
Pohlmann, 1996], cited by [Brants, 2003]): 58% are nouns 
(the main part of Subjects), 29% are verbs (the main part of 
Actions) and 13% are adjectives (the main part of Features) 
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table), layer2 = (red, big, sits)> and Im(Q2) = 
<layer1=(Ø), layer2=( arrive)>. 

    2-LAYER IMAGE                              3-LAYER IMAGE 

 

         SUBJECTS                                          SUBJECTS    

    

                           All other classes                     FEATURES and ACTIONS  

  

                                                                                                                    OTHERS 

    4- LAYER IMAGE 

                                         SUBJECTS 

 

                                                          FEATURES 

  

                                                                        ACTIONS 

                                                                                          OTHERS 

 

Figure 1. Three layered representations of a query image. 

Since roles of different classes are different there is a 
reason to compare query images layer-by-layer. An image 
layer contains the terms attributed to the role classes, 
which are assigned to the layer. 

A standard term-based model of similarity in terms 
of Kernels and Images. In terms of our two-fold model 
in which a query is presented by a pair (Kernel, Image), a 
model commonly used by the “lexical” approach to query 
similarity is reformulated as 

Ker(Q) = Im(Q) = (unordered set of all terms of Q). 
We will refer to it as Standard-1 representation. 

In addition, we use a more realistic variation of Stan-
dard-1 model: 

Ker(Q) = {Subjects, Features, Actions}(i.e. all terms 
except Others), Im(Q) = (unordered set of all terms of Q). 

This variation referred to as Standard-2 ignores Others 
in the step of detection of the fact of similarity but uses 
them to distinct queries (represented by images) and in the 
step of determining of a degree of similarity between que-
ries recognized as similar in some degree by their kernels. 

3 Layered Query Processing 

Permissible Word Transformations. One and the same 
procedure of comparison of two unordered sets is used to 
reveal the intersection of sets of unordered terms. The sets 
may be kernels, non-layered images or same-name layers. 
If a word ti from one set and a word Tj from another set 
are forms of the same word, then ti and Tj are considered 
as identical. Namely: 

(1) Comparison of dictionary words. If words ti and Tj 
are forms of the same dictionary word w belonging to a 
part-of-speech class POS they are considered as POS-
identical, which is denoted as ti~Tj

(POS). For example, cat~ 
cats(NOUN), went ~ goes(VERB). In inflecting languages iden-
tical words may differ by long endings (e.g. up to 4 sym-
bols for Russian). For example, kotami and kotu are cases 
of the noun kot, i.e. kotami ~ kotu (NOUN). 

(2) Comparison of non-dictionary words. Different 
forms of the same non-dictionary word differ only in end-
ings. Different parts of speech use different families of 
ending alternations. Thus, we can determine all POS 
classes in which two unknown words may be forms of the 
same word. If ti and Tj are non-dictionary words they are 
checked for “identity by endings” for each part of speech. 
For example, unknown ambiges and ambige may be rec-
ognized either as verbs or nouns. 

An accurate procedure of POS-disambiguation consid-
ers images of all queries submitted by the user during the 
analyzed period, constructs connected components each of 
which contains “identical” words tagged by the same POS 

and re-attributes words of intersected components accord-
ingly either to significance of POS or to volumes of com-
ponents. For example, if W1 ~ W2(POS_1, POS_2), W2 ~ 
W3(POS_1) and W2 ~ W4(POS_2), then we should choose be-
tween W1 ~ W2 ~ W3(POS_1) and W2 ~ W3 ~ W4(POS_2) at-
tribution. However this expensive procedure has no visi-
ble effect. There are only a few differences between the 
results of its application and the results of the following 
simplest heuristic disambiguation trick. If ti and Tj may be 
forms of the same word according to ending alternation 
rules of several parts of speech POS1, …, POSN belonging 
to different role classes, the words are attributed to the 
senior POS class. For example, unknown ambiges and 
ambige may be recognized either as verbs or nouns, i.e. 
may classified either as Subjects (nouns) or Actions 
(verbs). Since the senior class is Subjects, this class is 
selected (cf. (a) improvements by “as-noun” interpretation 
of ambiguous words [Arampatzis et al., 1990] and (b) the 
fact of the dramatic Subject class prevailing in queries). 

(3) Typos and ambiguous spelling. Corrections used in 
terms comparison. A trouble in the query log analysis is a 
lot of typos and ambiguous spelled (foreign) names. To 
escape the trouble we take them into account in a follow-
ing manner: if a long (>5 characters) non-dictionary word 
ti from one set may be transformed by one-symbol correc-
tion (insertion, deletion, replacement or nearest-neighbor 
permutation) into a permissible form of a word Tj from 
another set (Tj may be either dictionary or non-dictionary 
word), the words ti and Tj are considered as identical. For 
example, non-dictionary trasformer and dictionary trans-
formers are “identical” in the nouns class since trasformer 
–(INSERT)

! transformer ~ transformers(NOUN). In the same 
way trasformer is identical to trnsforer. However, consid-
ered “identity” relations are not transitive and trnsforer is 
not identical to transformers. 

Layered Processing. Query similarity is extracted in 
“layered” manner even in the case of a non-layered (uni-
form) image representation. Indeed, images of two queries 
are compared only if kernels of these queries intersect. 
Let’s consider how layered images may be processed. 

One can either assign different weights to different 
classes or consider any word belonging to more signifi-
cant class as more significant than any number of words 
belonging to less significant classes. In the latter case im-
ages should be processed “layer by layer”. 

Real queries raise no question whether a thousand Fea-
tures is less significant than one Subject, and we can 
surely use the latter approach, i.e. to rank classes. While 
we can say that the Subjects class is the most significant 
and the Others class is the least significant, we have not a 
lot reasons to suppose that Features are more significant 
than Actions or vise versa. The solution of this dilemma is 
to use several variants of layering and select the appropri-
ate and less expensive procedure of layered processing: 
! 4-layer image: (Subjects) > (Features) > (Actions) > (Others) 

! 3-layer image: (Subjects) > (Features and Actions} > (Others) 

! 2-layer image: (Subjects) > (Features, Actions, Others) 

! 1-layer image: all terms are equally significant. 

Here L1 > L2 > L3 > … presents an order of the lexico-
graphic processing: if according to used similarity metric 
a query Q is more similar to Q1 than to Q2 on sets of query 
terms belonging to the layer L1 then Q is considered as 
more similar to Q1. If Q is equally similar to Q1 and Q2, 
similarity in the next layer L2is compared, and so on. 
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4 Evaluation 

Metrics used. Commonly used term-based similarity met-
rics are intersection and symmetric difference: 

|Im(Q1) " Im(Q2)| 

#(Im(Q1), Im(Q2)) = |Im(Q1) U Im(Q2)– Im(Q1) " Im(Q2)|, 

are applied  to terms of each layer. 
Dataset. To evaluate a proposed model a week sample 

of a query log of the major Russian search engine Yandex 
is used. Almost queries are queries in Russian, about 7% 
of queries are queries in similar Slavonic languages and 
10% contain also English words (usually brand names). 
The Yandex log is very preferable since Slavonic lan-
guages ultimately simplify POS tagging. The dataset was 
pre-processed and 30-min intersession cutoff was used to 
segment observed transactions into time sessions. The 
preprocessed dataset contains 117,148 users executed 
645,707 transactions in 225,621 time sessions. Sessions 
containing advanced queries (1.7% of all sessions) were 
excluded to simplify processing. 

Compared similarity rules. We compare the results of 
the standard representation Standard-1 (which is pre-
sented by identical kernel and image containing all terms 
of the query), Standard-2 (which does not include Others 
into kernels) and the results of layered processing (where 
query kernels contain only Subjects terms, and images 
include all but differently ranked query terms): 
— Standard-1 similarity rule in terms of Kernel/Image: both 

kernel and image contain all non-ranked terms: Ker(Q) = 

Im(Q) = (all terms of Q); 

— Standard-2 similarity rule in terms of Kernel/Image: Ker(Q) 

= ( all terms of Q except Others), Im(Q) = (all terms of Q); 

— “1-layer” Im(Q) = (all terms of Q), Ker(Q)= (Subjects);. 

— 2-layer: (Subjects) > (Features, Actions, Others), Ker(Q)= 

(Subjects); 

— 3-laye: (Subjects) > (Features and Actions} > (Others). 

Ker(Q)= (Subjects); 

— 4-layer: (Subjects) > (Features) > (Actions) > (Others). 

Ker(Q)= (Subjects). 

Since all rules include the same set of role classes into 
image, the same sets of queries are detected by all rules. 

Procedure. The series of transactions of the same user 
is segmented into temporal sessions and distinct queries 
(i.e. queries which have distinct images) are detected in 
each session. Queries of the same session are ordered ac-
cording to their first occurrence in the session, and simi-
larity between each non-first query Qi and each its prede-
cessors {Qk < i} is calculated. All queries {Qk < i} to which 
Qi is maximum similar are marked in the triangle binary 
matrix of maximal similarity S =|sij|, where sij is equal to 1 
if Qj is maximal similar to Qi among queries {Qk < i}. 
Each time session is represented by such a matrix. 

A series of these maximum similarity matrixes is 
documented for each similarity rule. Matrixes yielded 
under different rule are in direct correspondence (the same 
queries in the same sessions) and should be compared.  

Results and Conclusion. Table 2 shows fractions of 
the queries for which the most similar predecessors were 
differently detected by different procedures. Fractions are 
given among the non-first 156,081 queries of 86,648 time 
sessions containing two and more distinct queries. 

The comparison of the results yielded under each simi-
larity metric perfectly shows two clusters one of which 
contains both standard procedures and the other cluster 
contains 2-, 3- and 4-layer-based procedures. While so 
small in-clusters differences are surprising, the difference 

between clusters is expectable, and the question is what 
similarity rules are “better”. We have checked a part of 
the disagreements between standard and layered rules of 
similarity detection and discover that standard procedures 
more frequently lead to false similarity detection. 

Table 2. Fraction of queries differently attributed as the most 
similar by 6 similarity rules based on two similarity metrics 

intersection standard2 “1-layer” 2-layer 3-layer 4-layer 

standard-1 0.87% 3.33% 12.13% 12.13% 12.13%

standard-2  2.49% 11.39% 11.39% 11.39%
1-layer   8.92% 8.92% 8.92% 

2-layer    0.03% 0.05% 
3-layer     0.02% 

symm. diff standard2 “1-layer” 2-layer 3-layer 4-layer 

standard-1 0.84% 3.29% 7.04% 7.02% 7.02% 

standard-2  2.47% 6.26% 6.24% 6.24% 
1-layer   3.80% 3.78% 3.78% 

2-layer    0.11% 0.15% 
3-layer     0.04% 

 

2-layer query representation is in some sense the sim-
plest and the most logical. Indeed, a 2-layered query im-
age contains a kernel (words belonging to the Subjects 
class) as the inner layer and all other terms as an outer 
layer. However, even 1-layered processing needs to ex-
tract Subjects words to insert them into a kernel. 3- and 4-
layered procedures need to extract additional classes. 2-
layered procedure is in line with the old “noun-preferring 
rule” [Arampatzis et al., 1990] and seems to be the most 
preferable. 
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Abstract
This paper investigates an approach to improve
response time for QA. A general modular archi-
tecture realizing multi-stream interleaved paral-
lel (MIP) processing in a QA system is proposed
which effectively reduces response times com-
pared to sequential processing. This architec-
ture was realized in IRSAW, a system for open-
domain QA. The system’s performance is calcu-
lated with MRRTe, a measure combining mean
reciprocal rank and total response time.

The evaluation results are i) MIP processing
achieves a considerable speed-up in response
time when compared to sequential processing,
ii) increasing the maximum response time still
leads to a higher number of correct answers,
and iii) complex natural language processing and
database access are among the bottlenecks for
QA, but are effectively compensated for by the
MIP architecture.

1 Introduction
Question answering (QA) is an active research field, which
is indicated by the existence of several evaluation initia-
tives offering tracks for the evaluation of QA systems,
e.g. the Text REtrieval Conference (TREC [Vorhees and
Tice, 1999]), the Cross Language Evaluation Forum (CLEF
[Magnini et al., 2004]), and NII Test Collection for IR Sys-
tems (NTCIR [Fukumoto et al., 2004]). These evaluations
focus on measuring performance with metrics known from
information retrieval (for instance precision, recall, or f-
score), introducing few new measures such as the confi-
dence in an answer. Answer time (or response time) has
long been identified as being one major evaluation crite-
rion for information systems. Liddy et al. [Liddy et al.,
2004] have investigated context based QA, developing sev-
eral dimensions for the evaluation of QA systems, includ-
ing response time. However, its improvement has not yet
been extensively investigated for QA. As most systems re-
sult from research (and not commercial) efforts, they are
rarely optimized for speed and answer time.

2 Related work
There has been little mention of investigating response time
of QA systems in the literature, so far. In most systems,
time-consuming or expensive tasks such as document pre-
processing have been shifted completely to offline compu-
tation to improve response time. Some cases remain where

processing cannot be done in advance, e.g. web-based QA
systems which need to retrieve web pages containing pos-
sible answers first or systems performing an answer valida-
tion based on co-occurrences of terms in web pages.

A trivial solution to greatly improve response time is
the precomputation of answers. Typically this involves the
annotation of all possible answers for a set of anticipated
question types on the whole document corpus. This solu-
tion works under the assumption that there is a static clas-
sification of questions and answers. Furthermore, mostly
factoid questions and definition questions are covered by
this approach. Thus, answers for other question classes can
not be produced. New question classes or changes in the
document corpus require a re-annotation, which is expen-
sive in terms of time and computational power. Modern
commercial QA systems like Hakia1 or Powerset2 seem to
focus on this approach and employ large computational re-
sources to achieve low response times.

Zheng [Zheng, 2002] presents an excellent overview of
different QA systems, comparing their response times and
precision. The investigated systems include AnswerBus,
IONAUT, LCC, QuASM, and MIT START. Mean response
times range from 7.2 seconds (AnswerBus) to 44.25 sec-
onds (LCC), while the number of correct top five answers
ranges from 13 (QuASM) to 141 (AnswerBus) for the 200
TREC 8 questions. One main result is that some systems
take a longer time to answer, but produce more correct an-
swers, while other systems try to respond as quickly as pos-
sible, but often find no answer. However, AnswerBus pro-
duces answers on the level of full sentences, while most
other systems return shorter answers (e.g. noun phrases).

Laurent et al. [Laurent et al., 2007] state that the com-
mercial French QA system QRISTAL achieves guaranteed
response times of less than two seconds. In the QA track at
CLEF, this system repeatedly showed one of the best per-
formances. However, it does not become fully clear from
their description which techniques are employed to achieve
and to guarantee small answer times.

QART (question answering in real-time, [Noguera et al.,
2007]) was a pilot experiment at the CLEF workshop 2006.
Its main goal was to investigate question answering with a
given time constraint. Participating systems had 60 min-
utes (at most 3 minutes per question) to answer a test set
of 20 Spanish questions. The best participating system in
terms of answer time was Priberam (56 seconds run, 0.35
MRR); the worst was Daedalus (598 seconds, 0.41 MRR).

1http://www.hakia.com/
2http://www.powerset.com/

103

FGIR



This pilot experiment led to a new measure combining pre-
cision with time (MRRTe), focusing on a trade-off between
accuracy and answer time. This measure has been applied
for evaluating IRSAW, too. A direct comparison between
systems participating at QART and IRSAW would not be
appropriate. QART was based on 20 Spanish questions
and documents from CLEF 2006, the evaluation of IR-
SAW is based on 200 German questions and documents
from QA@CLEF 2007. The questions from CLEF 2007
are more complex (including anaphoric references to pre-
vious questions) and the document corpus is larger (includ-
ing articles from the Wikipedia). Finally, time constraints
are not fixed but changeable by a user via the graphical user
interface (GUI) in IRSAW.

3 General QA Architecture
Question answering can be divided into different tasks,
which are computed by different modules. These modules
are based on processing items (document or text passages,
answer candidates, and answers), i.e. transforming one in-
put item into (possibly several) output items. Usually, all
tasks are solved by exactly one module and all tasks are
processed in sequence, starting the next task only when all
input items have been processed.

The main idea to reduce response times is to introduce
multi-stream interleaved parallel processing to QA. As dif-
ferent modules may produce the same type of item by ap-
plying different methods, different run times may result.
Each module of the system processes a task; several mod-
ules produce multiple streams of items (documents, text
passages, answer candidates). This approach allows fol-
lowing modules to interleave operations and start process-
ing as soon as their next input item becomes available or
to continue processing if other modules are waiting for the
end of some operation. Interleaved processing allows to
switch tasks so that waiting time can be used by process-
ing a different task. Thus, time spent in waiting for disk
I/O or database transactions can be used by working on a
different task. Furthermore, parallelism between similar
modules (e.g. producers of the same type of item) can be
exploited.

A QA system like IRSAW [Hartrumpf et al., 2008] com-
prises four major tasks: T1) analyzing and classifying the
question and computing the question class (producing a
possibly expanded question representation), T2) retrieving
documents/passages (producing document candidates via
retrieval from a database), T3) producing answer candi-
dates (producing possible answers), and T4) validating and
selecting answers (producing answers).

These tasks can be organized in a general architecture
for QA as shown in Figure 1. In a traditional QA system, a
task corresponds to at most a single module (i = j = k =
m = n = 1). In the MIP architecture, the same task may
be processed by more than one module (i, j, k,m, n,≥ 1)
and modules may work in parallel. Possible parallelism be-
tween modules is indicated by multiple inputs. For simplic-
ity, only one DBMS is displayed in the figure. In IRSAW,
one DBMS per document corpus is accessed.

Each task is implemented by at least one module, which
takes items (e.g. questions, documents, answer candidates)
as input and produces items as output. These tasks have
implicit dependencies, i.e. T2 cannot start when T1 has not
finished. This means that the tasks can not (fully) be per-
formed in parallel and have to be performed in sequence.
However, if one applies the idea of producing a stream
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Figure 1: General architecture for multi-stream interleaved
parallel QA (MIP).

� �

� �

� �

� � � �

� �

� �

� � � �

� �

� �

� �

�

�

�

�

�

�

�

�

1

3

3

4

item: task:

2

3

4

2

2

4

3

2

3

4

2

. . .

Q1 DC1 DC2 DC3

AC1 AC2 A1 DC4

AC3 A2 AC4 AC5

A3 DC5 Az

DC4

ACy

Q1

Q1Q1

AC1

DC3

Q1

AC3

DC2

Q1NLQ1

DC1

DC2

DC4

item:
input output

Figure 2: Multi-stream interleaved parallel processing of
items in different tasks.

of items to QA, it suffices that one input item is available
for some module to start or continue processing. Figure 2
shows a sample sequence of task processing with MIP. In
this figure, boxes represent tasks being processed by the
corresponding module and arcs represent inputs for mod-
ules.

IRSAW works on tasks which are solved by at least one
module. Two modules are responsible for question pro-
cessing. The first module performs a morphologic, syntac-
tic, and semantic analysis of the question (documents have
been treated offline in the same way). The second mod-
ule classifies questions, e.g. it computes standard expected
answer types like PERSON or LOCATION. It expands the
query representation and produces query variants, which
are processed in succession. Based on the expanded query
representation, a set of matching text passages is retrieved
from a database containing the preprocessed documents.
These documents serve as input for several modules pro-
ducing answer candidates (i.e. answers which have not yet
been validated). In IRSAW, five modules produce answer
candidates which employ very different techniques to cre-
ate answer candidates. Three modules apply shallow NLP,
one accesses a fact database, and one applies deep NLP
techniques. Finally, answer candidates are validated and
the best candidates are selected as answers.

IRSAW is evaluated with questions from the QA@CLEF
track 2007. IRSAW supports timeouts as follows via a
GUI: The user selects a maximum response time, which
controls processing and keeps track of the total elapsed
time. Each processing module then checks if the given
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timeout has been reached after producing its first output
items. Thus, it is ensured that at least a some input items
are processed by each module, regardless of how small a re-
sponse time is desired. A complete failure of QA if the time
constraints cannot be met is avoided. If the elapsed time
exceeds the timeout, the module stops processing items.
Therefore, the total elapsed time may slightly exceed the
given timeout. This procedure almost realizes an any-time
QA approach, if the system returns a NIL-answer as long
as no exact answer has been computed.

4 Evaluating response time
The evaluations of QA systems in campaigns such as
TREC, CLEF, or NTCIR typically aim at measuring perfor-
mance in terms of accuracy. With respect to answer time,
little research has been spent on how to achieve response
times for a realistic, interactive QA scenario.

The QA@CLEF track is an annual performance evalua-
tion of QA systems. Every year, 200 questions are provided
by the organizers for which systems produce at most one
answer per question. System answers are annotated manu-
ally so that performance measures can be computed. The
focus is on cross-lingual QA, but monolingual experiments
(i.e. questions and documents are in the same language)
can be performed as well. Typically, the QA track at CLEF
adds a new challenge every year. Since 2003, list questions,
anaphoric references to previous questions, and larger doc-
ument corpora (Wikipedia articles) have been introduced,
i.e. the questions are becoming more difficult to answer.

If systems are allowed to return a ranked list of answers
instead of a single answer, the mean reciprocal rank of
answers (MRR, see Formula 1) is employed as a perfor-
mance measure. For the evaluation of answer time in com-
bination with an accuracy measure MRRTe can be used
(see Formula 2). MRRTe is a measure which was intro-
duced for the evaluation at the QART pilot track at CLEF
2006. This measure combines both answer time and pre-
cision into a single measure and does not prefer systems
with near-zero response time (and low precision) or sys-
tems with high precision (but long answer times). For the
evaluation described here, x denotes the MRR and t is the
time in seconds (normalized with the normalization factor
tmax = 60).

MRR =
1
|Q|

·
1

rank of first correct answer
(1)

MRRTe(x, t) =
2x

1 + et
(2)

IRSAW is evaluated with 200 German questions from
the QA@CLEF track 2006. The questions are an-
swered over two large corpora, CLEF-news (consisting of
newswires and newspaper articles) and Wikipedia (consist-
ing of articles from the online encyclopedia). Three an-
swer times are calculated: I) the sequential processing time
of all components (no timeout given), II) the actual run-
time needed by the implementation for different timeouts,
and III) the hypothetical optimum run time to obtain all an-
swers (assuming maximum parallelism and minimum run
time for modules running in parallel).

Table 1 shows the number of correct answers, MRR and
MRRTe for different timeouts. MRRTe decreases with a
higher timeout and answer time, while the number of cor-
rect answers is increased. The number of correct answers
exceeds the maximum number of correct answers reported

for official CLEF 2006 experiments (73 correct answers for
200 questions). The number of correct answers in the top
five ranked answers is even higher (94).

Table 2 shows the answer times for different timeouts.
The row labeled best case contains the sum of the mini-
mum response times for modules running in parallel. The
worst case denotes full sequential computation for all com-
ponents (sum of all processing times). The total answer
time corresponds to the actual processing time. This time
may exceed the given timeout, because every module is al-
lowed to process a few items before it check whether the
timeout has been reached or not. In general, the actual
answer time achieved with the MIP architecture is always
several seconds better than sequential processing.

The MIP architecture also allows to identify bottlenecks
in processing. The modules which take up the most pro-
cessing time are the question classification (which includes
expanding the query and currently requires writing several
megabytes of data to a file), answer producer P3 (which
includes access to a fact database), and deep NLP (which
involves the decomposition of a semantic query represen-
tation and processing multiple query variants). The final
step, answer validation, seems to use as much time as is
available, but only because it is started as soon as possible.
This task is idle most of the time while the answer candi-
date producers (P1 – P5) find answer candidates.

A number of optimizations can be made to further re-
duce answer time in the implementation. Response times
for questions with no answer in the document collection
can be further optimized. For example questions contain-
ing a name which does not occur in any document should
typically be answered with NIL (i.e. no answer found).
Thus, if no documents containing proper nouns from the
question are found, subsequent modules should not be ac-
cessed and NIL should be returned as an answer early. Dis-
tributing modules among several processing units will re-
sult in additional speed-up. Due to memory requirements
of different modules, running a monolithic QA system pos-
sibly results in higher answer times (due to swapping vir-
tual memory to disk). The processing times have been com-
puted in a so-called trace mode of the system. In this trace
mode, all intermediate results (including processing times)
and additional debugging information are displayed as out-
put. Emitting processing times only will further reduce the
total answer time. Finally, in examining the retrieval time
of the retrieval phase, it was found that a large percentage
of the required time is spent in the conversion of database
records from XML to expressions that can be processed
by subsequent modules, i.e. expressions of a programming
language. This time could be reduced by either using a na-
tive XML representation for both query and documents, or
by a tight coupling between the database and programming
language (cf. times for T2 and P3 in Table 2).

5 Conclusion and Outlook
In this paper, several design decisions for improving re-
sponse time in QA systems were discussed. Based on these
considerations, a general architecture for efficient QA sys-
tems has been proposed (MIP architecture). An imple-
mentation of this architecture has been evaluated on the
CLEF 2007 QA test set. The evaluation results indicate
that QA answer time profits from this proposed architec-
ture, compensating large answer times resulting from indi-
vidual modules.

Results of the evaluation show that i) multi-stream in-
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Table 1: Evaluation results for the German questions from QA@CLEF 2007.

measure timeout (s)

5 10 15 30 45 60 120

correct answers 49 50 51 57 60 64 73
correct answer candidates 51 57 61 70 71 76 94
MRR 45.67 48.00 49.75 55.75 57.08 61.08 68.75
MRRTe 0.219 0.220 0.216 0.210 0.183 0.164 0.081

Table 2: Answer times for the German question set from QA@CLEF 2007.

module timeout (s)

5 10 15 30 45 60 120

T1: question analysis 0.49 0.49 0.52 0.59 0.65 0.78 2.65
T1: query classification 2.77 2.49 2.34 2.40 2.56 2.65 21.93
T2: document/passage retrieval 2.98 3.31 3.77 3.64 3.87 3.89 10.44
T3: answer candidate producer P1 (shallow NLP) 0.12 0.25 0.32 0.37 0.35 0.45 1.64
T3: answer candidate producer P2 (shallow NLP) 0.07 0.11 0.16 0.28 0.33 0.48 1.66
T3: answer candidate producer P3 (fact DB) 1.73 2.43 2.68 2.80 3.02 3.09 3.88
T3: answer candidate producer P4 (shallow NLP) 0.09 0.11 0.14 0.20 0.26 0.30 0.38
T3: answer candidate producer P5 (deep NLP) 0.39 4.18 4.33 3.42 3.69 3.61 3.46
T4: answer validation 1.85 5.51 9.31 13.91 17.68 20.71 41.72

I: worst case (sequential processing) – – – – – – 87.76
II: total answer time (answer time with given timeout) 8.48 13.30 17.37 21.03 25.12 28.33 78.42
III: best case (parallel processing) 7.67 11.42 15.56 20.15 24.37 27.55 74.47

terleaved parallel processing (MIP) achieves a consider-
able speed-up in response time when compared to sequen-
tial processing (i.e. idle time is spent in computations by
other tasks), ii) increasing the maximum allowed timeout
still leads to a higher number of correct answers (i.e. the
system can exploit additional time), and iii) complex nat-
ural language processing and database access are among
the bottlenecks for question answering, but are effectively
compensated for by the MIP architecture.

Bottlenecks of the current implementation have been
easily identified and show directions for further improve-
ments. The QA system can be tuned independently for
accuracy (allowing a larger response time) or a lower an-
swer time (reducing waiting time in interactive applica-
tions). The timeout can be easily specified via the GUI. Fu-
ture GUIs might let users choose the trade-off between pre-
cision and response time or update the ranked list of found
answers continuously.

The suggested response time for interactive systems of
two to three seconds can already be achieved if advanced
features are sacrificed. For example, a semantic analysis of
a complex question, co-reference resolution, or access to
external resources such as web pages typically take some
seconds. Leaving these features out will limit a system’s
capabilities, but will drastically reduce answer time.
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Abstract

This article describes the Xtrieval framework - a
flexible platform for testing and evaluating differ-
ent aspects of retrieval systems. The background
for the design of the framework is to develop an
extensible platform for the combination of text
and content-based multimedia retrieval. We de-
scribe the general composition of the framework
and its main functionality. An evaluation of the
framework capabilities is given with two exem-
plary retrieval evaluation tasks.

1 Introduction
In 1992 the first evaluation conference on methods for text
retrieval TREC [Harman, 1992] was held. About the turn of
the millennium a few groups separated from TREC because
of more specific evaluation purposes. They can mainly
be divided into multilingual text retrieval campaigns like
CLEF [Peters, 2000] or NTCIR [Kando, 1999] and into
the multimedia retrieval community with conferences like
TRECVID [Smeaton et al., 2001] or ImageCLEFphoto
[Grubinger et al., 2006].

Three years ago, the Chemnitz retrieval group imple-
mented a first prototype for information retrieval evalua-
tion [Kürsten and Eibl, 2006; Wilhelm and Eibl, 2006] for
the participation in the CLEF campaign. This prototype
provided functionality to prepare and execute experiments
corresponding to the given retrieval tasks. The analysis of
the results motivated us to develop a general framework for
experimental retrieval evaluation. The main goals for the
implementation were flexibility and extensibility.

Nowadays, there is a number of toolkits for experimen-
tal retrieval evaluation available, especially in the text re-
trieval domain (e.g. Terrier [Ounis et al., 2007], the Lemur
toolkit1 or the Zettair search engine2). These platforms
provide research tools for evaluating new ideas in the text
retrieval domain with respect to commonly used state-of-
the-art approaches. Otherwise, a number of very useful
content-based image retrieval (CBIR) systems exist, like
FIRE [Deselaers et al., 2005], GIFT3, LIRE4 and CIRES
[Iqpal et al., 2002]. But to the authors knowledge there are
no comparable systems available today, that combine CBIR
and classical textual IR.

1http://www.lemurproject.org
2http://www.seg.rmit.edu.au/zettair
3http://www.gnu.org/software/gift
4http://www.semanticmetadata.net/lire

2 Motivation
The Xtrieval framework is part of the project sachsMedia -
Cooperative Producing, Storage and Broadcasting for Lo-
cal Television Stations at Chemnitz University of Techno-
logy. This project does research in two fields: automatic
annotation and retrieval of audiovisual media on the one
hand and distribution of audiovisual media via digital video
broadcasting (DVB) and IPTV on the other hand.

The annotation of the material is carried out intellectu-
ally according to principles of formal documentation. Al-
ternatively, sophisticated methods of multimedia retrieval,
like object recognition and automated speaker recognition,
will be implemented in our content-based analysis and an-
notation framework.

In order to enable local TV stations to cooperate with
each other, a common database is set up. Within this
database raw, produced and broadcast-ready material is
stored by every associated TV station. This material needs
to be described as comprehensively as possible in order to
be easily accessible. We will use the Xtrieval framework to
provide this accessibility by managing, accessing and re-
trieving the audiovisual content via metadata descriptions.

2.1 Content-based Audiovisual Analysis
Framework

We use the Java Media Utility (JMU) framework5 based on
the FFMPEG library6 to extract the frames and to imple-
ment methods for the extraction of text. JMU was devel-
oped to provide an easy way of integrating new algorithms
for image or frame processing.

The framework itself consists of three main components:

• C++ Media Utility (CMU) to access the methods from
FFMPEG library,

• JMU-JNI bridge to access the CMU code in Java,

• JMU framework code itself.

The main advantage of the framework is its flexibility, e.g.
one can easily represent a text information extraction archi-
tecture as presented in [Jung et al., 2004] by constructing a
specific processing chain. The linked components could be
represented no matter if their structural connection is flat
or hierarchical. Another important feature is the multiple
instance architecture that allows the framework to feed sev-
eral process components with the same data source in a way
that parallel computation could be realized. We will use the
framework not only for the use case of text recognition, but
also for more sophisticated image processing applications
as well as for audio or speech processing.

5http://jmu.sourceforge.net
6http://ffmpeg.mplayerhq.hu
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2.2 Xtrieval Framework
The basic idea of the Xtrieval framework is to provide in-
terfaces to combine different state-of-the-art text retrieval
techniques on the one hand and to evaluate and integrate
new methods for multimedia retrieval on the other hand. A
complete description of the framework design process and
some first evaluations is given in [Wilhelm, 2008].

For the implementation of the Xtrieval framework we
used our experiences with former prototypes and specified
the following requirements:

• Object-orientated API Specification
The general API should provide interfaces to methods
that are necessary for all possible designs of retrieval
systems. Therewith we can guarantee the ability to
exchange, evaluate and combine different components
of retrieval systems.

• Usage of Other Retrieval Toolkits
The new system must not be constrained to only one
retrieval system and hence allow the use of different
retrieval systems. Beyond that, the framework sup-
ports the combination of results of different retrieval
systems.

• Evaluation Component
In line with the prototype implementation, a compo-
nent for experimental retrieval evaluation is needed.
This incorporates methods for the calculation and
visualization of recall-precision graphs. Additional
functions to load and save relevance assessments in
popular formats (e.g. TREC) are provided. A sup-
plementary interface should be designed to enter and
manage additional relevance assessments.

• Simple but Flexible Configuration
We intend to create a general configuration interface
that supports the user in configuring all parameter
driven classes in the graphical user interface. Thus all
parameters of each class can be changed during run-
time without any changes in the source code of the
project.

3 Framework Description
The Xtrieval framework has four main components: Index-
ing, Retrieval and Evaluation (the system core) on the one
hand and the graphical user interface on the other hand.
The system core provides elementary methods for the re-
trieval process and defines the interfaces for all additional
functions. The graphical user interface allows the user to
access the functions of the framework and visualizes di-
agrams from the characteristic numbers that were calcu-
lated by the framework. A schematic representation of the
Xtrieval framework is illustrated in figure 1.

3.1 Indexing
A general programming interface is needed to convert a
data collection into a database structure that could be used
by a retrieval system. Therefore, we defined a layer that
represents the real data. We implemented a simple pro-
gramming interface that allows to transform every struc-
tured data collection into that representation.

The next step during indexing is the token analysis and
transformation. Again, a flexible programming interface is
used to access all commonly used transformation and tok-
enization procedures like snowball stemming algorithms or
simple stop-word removal.

Figure 1: Schematic Framework Representation

Finally, we created a layer to write to an index of a retrieval
toolkit. This programming interface allows us to integrated
famous retrieval toolkits of the IR community, as already
was mentioned in the introduction. At the moment Lucene7

for textual retrieval and PostgreSQL8 for CBIR are used
as retrieval cores, because they combine effectiveness and
efficiency and is widely used in real-world applications.

3.2 Retrieval
We also developed a general programming interface for the
retrieval component. At first there is a query preprocessing
component, which could be used for the token analysis, but
also for translation or any kinds of query transformation.

The main contribution of the Xtrieval framework is the
flexible searcher programming interface. It allows us to use
retrieval algorithms of common frameworks. But it is also
possible to combine searches in different indexes and com-
bine these results into one result set. For the combination
we created another programming interface, where one can
simply implement an algorithm for result list fusion. Three
standard approaches are implemented so far: (a) Sum-RSV,
(b) Product-RSV and (c) Z-Score. Again, just like the in-
dex creation, we use Lucene as retrieval core. Because of
the design of the retrieval programming interface it is even
possible to combine retrieval results from different retrieval
platforms, as soon as their specific query languages were
implemented.

Another important feature of the retrieval component is
its connection to the evaluation component and the graphi-
cal user interface. It allows us to test and evaluate new re-
trieval approaches on the fly. The connection to the graph-
ical user interface allows us to run interactive retrieval ex-
periments, because we can use feedback from the user.

3.3 Evaluation
The evaluation component includes several elements for
the visualization of retrieval effectiveness like recall-
precision graph or box-plot.

The most essential functionality of the evaluation com-
ponent is its capability to store and reload experiments and
their complete parameter sets. This enables us to repeat ex-
periments at a later date. Additionally, it is possible to load
and store relevance assessments in the TREC format.

7http://lucene.apache.org
8http://www.postgresql.org
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4 Experimental IR Evaluation
Since the Xtrieval framework was designed for experimen-
tal information retrieval research the evaluation of retrieval
approaches remains its main use case. With the obtained
flexibility other use cases like the implementation of a
search engine application are possible. Two exemplary
implementations of special evaluation tasks based on the
Xtrieval framework are described in the following subsec-
tions. Both achieved remarkable results in the correspon-
ding evaluation task of the CLEF campaign. Another in-
teresting application is the management tool for relevance
assessments, which is described in the last subsection.

4.1 Pseudo-Relevance Feedback based on
Classification

The main idea of this work was to evaluate whether term or
document clustering could improve retrieval effectiveness,
when it is utilized in an pseudo-relevance feedback (PRF)
algorithm. Therefore, we implemented several clustering
approaches and adapted them to our PRF mechanism. The
whole project is described in [Kürsten and Eibl, 2006] and
[Kürsten, 2006].

Local Clustering
As already mentioned, we applied clustering in our PRF
procedure. In our standard PRF algorithm the feedback
terms were extracted from the top-10 documents of an ini-
tial retrieval run. Several clustering algorithms were com-
pared [Kürsten, 2006] for the application in the PRF proce-
dure. The modified PRF with classification (PRF-C) uses
the top-10 documents from the standard PRF and the docu-
ments marked as relevant by the clustering algorithm. The
maximum number of documents for PRF-C is 20, but it de-
pends on the actual overlap between the top-10 standard
PRF documents and the top-10 PRF-C documents, i. e. the
actual number is dynamic and varies between 10 and 20.

Experimental Setup
For our experiments we used the following configurations
for PRF: (a) document clustering (LDC): using the top k
documents returned from clustering the top n documents
for PRF, (b) term clustering (LTC): using the terms returned
from clustering the terms of the top n documents for PRF,
(c) PRF-CD: combining LDC with PRF and (d) PRF-CT:
combining LTC with PRF.

For LDC some preliminary experiments showed, that
clustering the top n = 50 documents and returning k = 10
probably relevant documents of an initial retrieval pro-
vides the best results. In the LDC clustering procedure the
k-means algorithm was implemented for all experiments
shown in this evaluation. The LTC approach is a little dif-
ferent from LDC, because the objects to be clustered are
not the top k documents, but the terms of those top k doc-
uments. To get reliable term correlations, we used the top
k = 20 documents for LTC.

Experimental Results
Table 1 lists the results of clustering experiments we con-
ducted for the participation at the monolingual subtask of
the CLEF 2006 domain-specific track [Stempfhuber and
Bärisch, 2006]. PRF with classification is compared to
our baseline results (1st row) and a standard PRF approach
(2nd row). Finally, we compare the results of two further
experiments. Both combine two different stemming ap-
proaches for German, but for the first run (PRF*) standard

Table 1: Comparison of text retrieval performance

identifier MAP MR

baseline 0.3811 0.6674

PRF 0.4603 0.8154
LTC 0.4408 (-4.36%) 0.8024 (-1.59%)
PRF-CT 0.4394 (-4.54%) 0.7968 (-2.28%)
LDC 0.4603 (+-0.0%) 0.7949 (-2.51%)
PRF-CD 0.4726 (+2.67%) 0.8225 (+0.87%)

PRF* 0.5454 0.8534
PRF-CD* 0.5632 (+3.26%) 0.8912 (+4.43%)

PRF was used while for the second experiment (PRF-CD*)
the PRF-CD approach was applied as described before.

The results show that PRF-CD can achieve a small im-
provement in mean average precision (MAP) and mean re-
call (MR). Furthermore, it is obvious that LTC or PRF-CT
did not improve precision or recall.

4.2 Multi-modal Image Retrieval
For the participation in the ImageCLEF photographic re-
trieval task we had to combine textual retrieval with CBIR.
The corpus for the ImageCLEF photographic retrieval task
was the IAPR TC-12 benchmark [Grubinger et al., 2006],
which consists of 20.000 annotated photographs in a touris-
tic context. Annotations were available in English, German
and Spanish language. There were 60 topics in 16 different
languages with 3 example photos each .

Experimental Setup
Lucene, our standard text retrieval component, was com-
bined with a CBIR approach using common MPEG-7 de-
scriptors. Each of the following descriptors was calculated
using Caliph & Emir9 and stored in an extra database: scal-
able color, dominant color, color layout and edge histogram
descriptor. In the experiments two modalities were tested:
text only (text) and the combination of text and images
(mixed).

Additionally, a thesaurus based query expansion was
used, which did not improve the results in most cases. But
in combination with a manual relevance feedback it was
always able to produce better results. The feedback was
applied to the first 20 results.

Experimental Results
Table 2 shows the results of selected experiments. Both
modalities compared show that the combination of text re-
trieval and CBIR results in a better performance.

Table 2: Comparison of image retrieval performance

run id lang mod MAP

en-txt en text 0.1357
en-mix en mixed 0.1682 (+24%)
en-mix-qe-fb20 en mixed 0.2908 (+114%)

es-txt es text 0.1208
es-mix es mixed 0.1601 (+33%)
es-mix-qe-fb20 es mixed 0.3069 (+153%)

en-es-txt en-es text 0.1199
en-es-mix en-es mixed 0.1582 (+32%)
en-es-mix-qe-fb20 en-es mixed 0.3057 (+155%)

9http://sourceforge.net/projects/caliph-emir
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It also can be observed that the performance improves even
more if the text only result has a low mean average preci-
sion.
The best results were achieved with a combination of all
evaluated improvements: query expansion, manual rele-
vance feedback and the combination of text and image re-
trieval (see Table 2, run id: es-mix-qe-fb20).

4.3 Relevance Assessment
Relevance assessments for retrieval experiments can easily
be displayed and imported or exported to the TREC format.
A programming interface to provide access to the real data
of the corpus is integrated. In the retrieval evaluation use
case this property seems to be very useful, because one can
simply generate additional relevance assessments. Addi-
tionally, the framework can gather user relevance feedback
when it is used as multimedia search engine, since user re-
levance feedback is one of the most successful approaches
to close the semantic gap between media content and hu-
man media descriptors.

5 Future Work
For future enhancements we will concentrate on the two
main use cases, which are experimental retrieval evaluation
and the multimedia search engine application.
For the continuation in the field of experimental retrieval
evaluation we plan or actually work on the following as-
pects:

• integration of the Lemur and Terrier [Ounis et al.,
2007] toolkits,

• analysis and evaluation of automatic feedback ap-
proaches,

• creation of a parameter optimization component,

• design and implementation of a question answering
component,

• implementation of a web-based search engine appli-
cation.

Another important step will be the design and implemen-
tation of a programming interface between the Xtrieval
framework and our annotation and analysis framework.
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Abstract
Information extraction is concerned with the lo-
cation of specific items in (unstructured) textual
documents, e.g., being applied for the acquisition
of structured data. Then, the acquired data can be
applied for mining methods requiring structured
input data, in contrast to other text mining meth-
ods that utilize a bag-of-words approach.

This paper presents a semi-automatic approach
for structured data acquisition using a rule-based
information extraction system. We propose a
semi-automatic process model that includes the
TEXTMARKER system for information extrac-
tion and data acquisition from textual documents.
TEXTMARKER applies simple rules for extract-
ing blocks from a given (semi-structured) doc-
ument, which can be further analyzed using
domain-specific rules. Thus, both low-level and
higher-level information extraction is supported.
We demonstrate the applicability and benefit of
the approach with two case studies of two real-
world applications.

1 Introduction
Textual documents contain a lot of unstructured data. In-
formation extraction systems are then applied in order to
generate structure data using the source documents, i.e.,
for generating structured instances (cases) containing the
extracted information. The data bases containing the struc-
tured instances can then be applied in multiple ways, e.g.,
for data mining or text mining methods that do not employ
the common bag-of-words representation for textual data
but structured instances.

The extracted instances can be considered at different
levels of granularity: Corresponding to the quality of the
features (of the instances) that we want to generate, there
are different levels of difficulty when generating these fea-
tures. The latter range from blocks of words, to sentences,
phrases, and finally concepts. A general information ex-
traction system should support all these different options
in order to be broadly applicable for different domains.
Another issue concerns the ease of use of the system and
its applicability: Automatic information extraction systems
are usually applied when there is a lot of labeled training
data. Rule-based systems, for which the rules are manu-
ally or semi-automatically acquired, are commonly applied
if there is not enough training data available, or if the con-
sidered domain is too difficult to handle using purely auto-
matic methods.

In this paper, we propose a semi-automatic approach for
rule-based structured data acquisition from text. The user
can specify simple rules that consider features of the text,
e.g., structural or syntactic features of the textual content.
These rules are then applied by the TEXTMARKER system
for information extraction from text. Using its flexible rule-
based formalism TEXTMARKER supports both low-level
information extraction tasks such as named entity recogni-
tion, but also higher-level tasks since the extracted concepts
can also be processed using specialized rules.

Rules are especially suitable for the proposed informa-
tion extraction task since they allow a concise and declara-
tive formalization of the relevant domain knowledge that is
especially easy to acquire, to comprehend and to maintain.
Furthermore, in the case of errors, the cause can easily be
identified by tracing the application of the individual rules.
Especially the latter feature is rather important for an ef-
fective application of such an approach. Since the person
applying the system does not necessarily need to be a spe-
cialist concering the rules for text extraction, a simple and
intuitive way of signaling and tracing errors is necessary for
supporting these types of users. In the past, we have con-
sidered other approaches structured data acquisition from
text, e.g., [Betz et al., 2005]: The technique was applied
sucessfully at the initial development stage. However, the
maintenance of the formalized knowledge and the practi-
cal support of an inexperienced user in the case of errors
proved to be a significant problem.

Therefore, we opted for a more robust alternative, and
developed the TEXTMARKER system as a powerful sys-
tem for rule-based information extraction. It can be ap-
plied very intuitively, since the used rules are especially
easy to acquire and to comprehend. Using the extracted
information, data records can be easily created in a post-
processing step. So far, we have applied the system for
two real-world projects: The first case study concerns the
extraction of medical data from a phyisician’s letter (dis-
charge letter). The letter contains the observations and the
diagnoses for a specific patient. After the relevant infor-
mation have been extracted, a record for the patient can be
created quite easily. The second project concerns a techni-
cal domain. TEXTMARKER is applied for generating struc-
tured data records from textual (Word-)documents.

The rest of the paper is organized as follows: Section 2
presents the process model for rule-based structured data
acqusition from text. In Section 3 we introduce the TEXT-
MARKER system and discuss related work. Section 4
presents the two case studies of the presented approach
for two real-world applications. Finally, Section 5 con-
cludes the paper with a discussion of the presented work
and promising directions for future work.
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Figure 1: Process Model: Semi-Automatic Rule-Based Structured Data Acquisition from Texts

2 Process Model for Rule-Based Structured
Data Acquisition

In the following section, we describe the semi-automatic
process model for rule-based text extraction for generating
structured data records. We utilize the TEXTMARKER sys-
tem (c.f., Section 3) as the core component of the process.
TEXTMARKER is a flexible integrated system for the ex-
traction of textual information from unstructured or semi-
structured documents.

In general, the proposed process consists of two phases:
The knowledge acquisition phase, and the structured data
acquisition phase. The knowledge acquisition phase neces-
sarily precedes the structured data acquisition phase: In a
semi-automatic process, the necessary knowledge for struc-
tured data acquisition from text can be formalized by a do-
main specialist, and can be tested on a training corpus con-
taining a set of typical documents from the domain. The
knowledge is given by a set of specific extraction rules. The
process is incremental such that the extraction performance
can be used for optimizing the set of extraction knowledge.
The obtained knowledge provided by a set of extraction
rules are then applied by the TEXTMARKER system de-
scribed below.

In the structured data acquisition phase the formalized
knowledge, i.e., the formalized rules, are applied on the
(new) documents in a straight-forward manner. Given a
document, for example, a set of segments (blocks of words)
can be extracted, and further specialized rules can be ap-
plied for extracting specific concepts. Then, the structured
data is created and inserted into the database.

Alltogether, the process for rule-based text extraction
and acquisition of structured data considers the following
steps that are shown in Figure 1:

1. Knowledge Acquisition Phase:

(a) Acquire Extraction Rules: Using a set of train-
ing documents, usually an initial set of extrac-
tion rules is formalized by a domain specialist,
based on the features of the training documents
and the concepts to be extracted. Therefore, the
training documents should ideally capture typi-
cal characteristics of the documents encountered
in the practical application.

(b) Refine Rules: Using the given rules, the user can
tune and refine these in incremental fashion. In
this way, also extensions and changes for the doc-
ument corpus can be easily included.

2. Data Acquisition Phase:

(a) Apply Rules: After the knowledge acquisition
phase a set of extraction rules is available. These
can then be applied for each document of the
text corpus, and the output can be created. For
this step, for example, segments or words of the
document can be considered, but also annota-
tions, that were generated during the process, can
also be utilized. In this way both low-level and
high-level information extraction tasks can be
implemented. In general, the output is domain-
specific, but in the context of the presented work
usually attribute–value pairs will be considered.

(b) Create Data Record: In this step, the set of
attribute–value pairs (concepts) is applied for
creating the final data record. The specific imple-
mentation of this step is domain-dependent, and
can vary from a simple matching of concepts to
more sophisticated natural language processing
techniques. In the case studies in Section 4 we
discuss some exemplary techniques.

The input of the process, i.e., the knowledge acquisition
phase is usually given by a set of training documents that
are used for optimization and refinement of the set of ex-
traction rules. Although the domain specialist could also
provide a set of rules directly, in practice validating these
with a set of typical documents will usually increase the
performance of the system. The applied training corpus
can consist of the complete text corpus, but usually also
a representative sample of these documents is sufficient for
obtaining valid results. However, in practice the text corpus
usually grows over time, therefore the process can also be
iterated including further documents in the training corpus.

The output of the process is a set of structured data
records to be integrated in a database. In general, the out-
put of the data acquisition phase can be specified quite
flexible: Since TEXTMARKER provides several output op-
tions including direct textual output, modifying the input
document, and also the connection with programming lan-
guages, the user can provide flexible solutions that are also
easily extensible. In the context of the presented work, the
output for the creation of structured data records will usu-
ally consist of attribute–value pairs that are subsequently
included in the created data records.

2
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3 Information Extraction using
TEXTMARKER– An Overview

Whenever humans performs manual information extraction
they usually apply a strategy according to a highlighter
metaphor: First relevant headlines are considered and clas-
sified according to their content by coloring them with dif-
ferent highlighters. The paragraphs of the annotated head-
lines are then considered further. Relevant text fragments
or single words in the context of that headline can then be
colored. Necessary additional information can be added
that either refers to other text segments or contains valu-
able domain specific information. Finally the colored text
can be easily analyzed concerning the relevant information.

The TEXTMARKER system1 tries to imitate this man-
ual extraction method by formalizing the appropriate ac-
tions using matching rules: The rules mark sequences of
words, extract text segments or modify the input document
depending on textual features. The current TEXTMARKER

implementation is based on a prototype described by [von
Schoen, 2006] that supports a subset of the TEXTMARKER

language described below. The present TEXTMARKER

system is currently being extended towards a rich client ap-
plication and an integration as a UIMA component [Götz
and Suhre, 2004; Ferrucci and Lally, 2004]. This enables
a feature rich development environment with powerful de-
bugging capabilities and also an easy reusability of the
components.

The default input for the TEXTMARKER system is semi-
structured text, but it can also process structured or free
text. Technically, HTML is often the input format, since
most word processing documents can be converted to
HTML. Additionally, the TEXTMARKER systems offers
the possibility to create a modified output document.

In the following sections we first give a short conceptual
overview on the TEXTMARKER language and introduce its
core concepts. After that, we discuss the syntax and the se-
mantics of the TEXTMARKER language in detail, and pro-
vide several illustrating examples. Next, we present spe-
cial characteristics of the language that distinguishes the
TEXTMARKER system from other rule based information
extraction systems, and discuss related work.

3.1 Core TEXTMARKER Concepts
As a first step in the extraction process the TEXTMARKER

system uses a tokenizer (scanner) to tokenize the input doc-
ument and to create a stream of basic symbols. The types
and valid annotations of the possible tokens are predefined
by a taxonomy of annotation types. Annotations simply re-
fer to a section of the input document and assign a type or
concept to the respective text fragment.

Figure 2 shows an excerpt of a basic annotation taxon-
omy: CW describes all tokens, for example, that contains a
single word starting with a capital letter, MARKUP corre-
sponds to HTML or XML tags, and PM refers to all kinds
of punctuations marks.

By using (and extending) the taxonomy, the knowledge
engineer is able to choose the most adequate types and
concepts when defining new matching rules, i.e., TEXT-
MARKER rules for matching a text fragment given by a set
of symbols to an annotation. If the capitalization of a word,
for example, is of no importance, then the annotation type
W that describes words of any kind can be used.

1textmarker is a common german word for a highlighter

The initial scanner creates a set of basic annotations that
may be used by the matching rules of the TEXTMARKER

language. However, most information extraction appli-
cations require domain specific concepts and annotations.
Therefore, the knowledge engineer is able to extend the set
of annotations, and to define new annotation types tuned to
the requirements of the given domain. These types can be
flexibly integrated in the taxonomy of annotation types.

Figure 2: Part of a taxonomy for basic annotation types.

3.2 Syntax and Semantics of the TEXTMARKER
Language

One of the goals in developing a new information extrac-
tion language was to maintain an easily readable syntax
while still providing a scalable expressiveness of the lan-
guage. Basically, the TEXTMARKER language contains
expressions for the definition of new annotation types and
for defining new matching rules. The rules are defined by
expressions containing a list of rule elements headed by the
type of the rule.

The purpose of the different rule types is to increase the
readability of rules by making their semantic intention ex-
plicit. Each rule element contains at least a basic matching
condition referring to text fragments or already specified
annotations. Additionally a list of conditions and actions
may be specified for a rule element. Whereas the condi-
tions describe necessary attributes of the matched text frag-
ment, the actions point to operations and assignments on
the current fragments. These actions will then only be exe-
cuted if all basic conditions matched on a text fragment or
the annotation and the related conditions are fulfilled. Ta-
ble 3.2 summarizes the TEXTMARKER grammer for defin-
ing matching rules and annotations. It contains an excerpt
of the TEXTMARKER syntax in Backus-Naur-Form (BNF)
concerning the rule definitions.

Rule → RuleType RuleElement+
RuleType → ’ADDTYPE’ | ’DEFAULT’ | . . .
RuleElement → MatchType Conditions? Actions?’+’?
MatchType → Literal | Annotation
Annotation → ’ALL’|’ANY’|’MARKUP’|’W’|. . .
Conditions → ’{’ Condition (’;’ Condition)* ’}’
Condition → ’-’? CondType (’,’ parameter)*
CondType → ’PARTOF’|’CONTAINS’|’NEAR’|. . .
Actions → ’(’ Action (’;’ Action)* ’)’
Action → ActionType (’,’ parameter)*
ActionType → ’MARK’|’FILTER’|’REPLACE’|. . .

Table 1: Extract of the TEXTMARKER language definition
in Backus-Naur-Form
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Due to the limited space it is not possible to describe all
of the various conditions and actions available in the TEXT-
MARKER system. However, the common usage of the lan-
guage and its readability can be demonstrated by simple
examples:

ADDTYPE CW{INLIST,animals.txt}(MARK,animal)
ADDTYPE animal ’and’ animal

(MARK,animalpair,0,1,2)

The first rule looks at all capitalized words that are listed
in an external document animals.txt and creates a new an-
notation of the type animal using the boundaries of the
matched word. The second rule searches for an annotation
of the type animal followed by the literal and and a second
animal annotation. Then it will create a new annotation an-
imalpair covering the text segment that matched the three
rule elements (the digit parameters refer to the number of
matched rule element).

ADDTPYE W(MARK,firstname,firstnames.txt)
ADDTYPE firstname CW(MARK,lastname)
LOGGING paragraph{VOTE,firstname,lastname}

(LOG,’Found more firstnames than
lastnames’)

In this example, the first rule annotates all words that oc-
cur in the external document firstnames.txt with the type
firstname. The second rule creates a lastname annotation
for all capitalized word that follow a firstname annotation.
The last rule finally processes all paragraph annotations. If
the VOTE condition counts more firstname than lastname
annotations, then the rule writes a log entry with a prede-
fined message.

ADDTYPE ANY{PARTOF,paragraph,ISINTAG,
font,color=red}(MARK,delete,+)+

ADDTYPE firstname(MARK,delete,0,1) lastname
DEFAULT delete(DEL)

Here, the first rule looks for sequences of any kind of
tokens except markup and creates one annotation of the
type delete for each sequence, if the tokens are part of a
paragraph annotation and colored in red. The + signs indi-
cate this greedy processing. The second rule annotates first
names followed by last names with the type delete and the
third rule simply deletes all text segments that are associ-
ated with that delete annotation.

3.3 Special Features of the TEXTMARKER
Language

The TEXTMARKER language features some special char-
acteristics that are usually not found in other rule-based in-
formation extraction systems or even shift it towards script-
ing languages. The possibility of creating new annotation
types and integrating them into the taxonomy facilitates an
even more modular development of information extraction
systems than common rule based approaches do. Beside
others, there are two features that deserve a closer look in
the scope of this work: The robust extraction by filtering
the token or annotation set and the usage of scoring rules
for uncertain and heuristic extraction.

Robust extraction using filtering
Rule based or pattern based information extraction systems
often suffer from unimportant fill words, additional whites-
pace and unexpected markup. The TEXTMARKER System
enables the knowledge engineer to filter and to hide all pos-
sible combinations of predefined and new types of annota-
tions. Additionally, it can differentiate between every kind

of HTML markup and XML tags. The visibility of tokens
and annotations is modified by the actions of rule elements
and can be conditioned using the complete expressiveness
of the language. Therefore the TEXTMARKER system sup-
ports a robust approach to information extraction and sim-
plifies the creation of new rules since the knowledge en-
gineer can focus on important textual features. If no rule
action changed the configuration of the filtering settings,
then the default filtering configuration ignores whitespaces
and markup. Using the default setting, the following rule
matches all four types of input in this example (see [von
Schoen, 2006]):

DEFAULT ’Dr’ PERIOD CW CW

Dr. Peter Steinmetz
Dr . Peter Steinmetz
Dr. <b><i>Peter</i> Steinmetz</b>
Dr.PeterSteinmetz

Heuristic extraction using scoring rules
Diagnostic scores are a well known and successfully ap-
plied knowledge formalization pattern for diagnostic prob-
lems [Puppe et al., 2001]. Single known findings valuate a
possible solution by adding or subtracting points on an ac-
count of that solution. If the sum exceeds a given threshold,
then the solution is derived. One of the advantages of this
pattern is the robustness against missing or false findings,
since a high number of findings is used to derive a solution.
For more information on the diagnostic score pattern see,
e.g., [Puppe, 2000].

The TEXTMARKER system tries to transfer this diagnos-
tic problem solution strategy to the information extraction
problem. In addition to a normal creation of a new anno-
tation, a MARK action can add positive or negative scoring
points to the text fragments matched by the rule elements.
If the amount of points exceeds the defined threshold for
the respective type, then a new annotation will be created.
Further, the current value of heuristic points of a possible
annotation can be evaluated by the SCORE condition. In
the following, the heuristic extraction using scoring rules is
demonstrated by a short example:

ADDTYPE paragraph{CONTAINS,W,1,5}(MARK,
headline,5)

ADDTYPE paragraph{CONTAINS,W,6,10}(MARK,
headline,2)

ADDTYPE paragraph{CONTAINS,emph,80,100,%}
(MARK,headline,7)

ADDTYPE paragraph{CONTAINS,emph,30,80,%}
(MARK,headline,3)

ADDTYPE paragraph{CONTAINS,CW,50,100,%}
(MARK,headline,7)

ADDTYPE paragraph{CONTAINS,W,0,0}(MARK,
headline,-50)

ADDTYPE headline{SCORE,10}(MARK,realhl)
LOGGING headline{SCORE,5,10}(LOG,

’Maybe a headline’)

In the first part of this rule set, annotations of the type
paragraph receive scoring points for a headline annotation,
if they fulfill certain CONTAINS conditions. The first con-
dition, for example, evaluates to true, if the paragraph con-
tains one word up to five words, whereas the fourth con-
ditions is fulfilled, if the paragraph contains thirty up to
eighty percent of emph annotations. The last two rules fi-
nally execute their actions, if the score of a headline anno-
tation exceeds ten points, or lies in the interval of five and
ten points, respectively.
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3.4 Related Work and Discussion

Information extraction and the related acquisition of struc-
tured data are part of a widespread and still growing scien-
tific community that originates a multiplicity of new sys-
tems, tools and approaches. Many systems for process-
ing structured and semi-structured texts can be found in
the area of web information extraction systems [Kaiser and
Miksch, 2005].

One of these systems is the LAPIS system (Lightweight
Architecture for Processing Information Structure) [Kuh-
lins and Tredwell, 2003] that executes self-explanatory
script-like edit operations on the input document. Provid-
ing a graphical user interface with an integrated browser,
this system allows to revise the extraction results in a
HTML view. But its original purpose as innovative text
editor causes a lack of some essential concepts like the def-
inition of new types and the representation of uncertainty
that is necessary for the effective text extraction.

Another system for extraction information especially for
text extraction from the web is the LIXTO SUITE [Baum-
gartner et al., 2001b] with its LIXTO VISUAL WRAPPER.
This system provides a graphical user interface for a semi-
automatic generation of wrappers. The supervised learning
approach uses manual annotations and decisions of the user
to learn and refine rules of the ELOG language [Baumgart-
ner et al., 2001a]. Therefore there is no knowledge about
the language representation or HTML structure needed to
created an appropriate wrapper. But its visual program-
ming approach seems to prefer simple conditions instead
of complex ones that would increase the robustness of the
wrapper.

The PHOENIX system [Betz et al., 2005] uses a rule set
in a proprietary XML syntax to recursively segment rele-
vant blocks of text. The rules are composed of a set XPATH

statements that make a preliminary selection of interesting
text segments and use constraining conditions to increase
their precision. This system was especially developed to
extract case information from documents created by com-
mon word processing programs, but depends significantly
on a predefined structure of the documents by which the ro-
bustness of its extraction process is affected significantly.

Various tools and approaches are available to extract in-
formation from semi-structured texts and for the creation
of structured data records (e.g., [Mustafaraj et al., 2007]).
A prominent example is given by the DISCOTEX system
by [Mooney and Nahm, 2005] that applies a learning com-
ponent for generating the information extraction system.
After textual documents have been processed, a data min-
ing component can then be applied for the specific knowl-
edge discovery step. While DISCOTEX also proposes a
process model for text extraction and mining, the process
presented in this work is more general. It focuses on the
semi-automatic acquisition of extraction functionality, us-
ing rules, that is applicable for both low-level and high-
level text extraction systems.

In summary, no system fulfilled all requirements for the
core system of this process. This motivated the new devel-
opment of the TEXTMARKER system with the described
features: The modeling of extraction knowledge using rule-
based patterns, the intuitive knowledge acquisition sup-
ported by graphical editors, the powerful features of the
TEXTMARKER language and its extensibility prove crucial
when developing efficient and effective text extraction ap-
proaches for structured data record creation.

4 Case Studies
In the following sections we describe two real-world case
studies applying the presented approach. The first case
study considers the generation of structured data records
given semi-structured medical discharge letters. The sec-
ond case study is concerned with high-level information
extraction and data acquisition in a technical domain.

4.1 Generating Structured Discharge Letters
The first case study considers the generation of data records
from semi-structured medical discharge letters. These let-
ters are written by the physicians when a patient has been
diagnosed and leaves after a hospital stay. The letters are
typically written by the responsible physicians themselves
and are stored as Office (Word) documents. These contain
the observations, for example, the history of the patient,
results from certain examinations, measurements of labo-
ratory parameters, and finally the inferred diagnoses of the
patient. Figure 3 shows an example of the diagnoses and
the history part of an (anonymized) discharge letter. The
available electronic discharge letters provide the basis for
various purposes, for example, for quality control with re-
spect to a hospital information system, for medical evalu-
ations, or for creating case-based training sessions. How-
ever, the manual formalization and record creation using
these is quite costly. Therefore, we applied the presented
approach for structured data acquisition from the textual
documents.

Figure 3: Example of a discharge letter (in german): The
screenshot shows the diagnoses ("Diagnosen: . . . ") and the
history part (’Anamnese: . . . ’). The segments correspond-
ing to these need to be extracted for the case creation.

We started with a training corpus of 43 discharge let-
ters. The goal was then to process these and to extract the
relevant information (observations, diagnoses) in order to
create data records for latter evaluation and text mining.
Discharge letters usually follow certain formalization pat-
terns, e.g., the letter starts with a saluation, followed by a
description of the patient’s status and the diagnoses. Since
this structure is followed quite strictly, we were able to uti-
lize this feature for extracting the relevant observations.

For extracting the relevant information, we developed a
set of rules that take the structure of the document into ac-
count. As discussed above, a discharge letter needs to fol-
low a certain standard structure: The document is started by
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Figure 4: Exemplary segments (for the diagnoses part) for the discharge letter shown in Figure 3.

the salutation, the diagnosis part, the history of the patient,
textual paragraphs describing the results of various exam-
inations like computer tomography (CT), and the result of
laboratory examinations, i.e., the measured parameters. For
applying the TEXTMARKER system, we can therefore fo-
cus on these building blocks of the document. In this way,
we developed a set of rules for extracting segments of the
letter first, for example, considering the diagnosis block
(c.f., Figure 4). After that, those segments were split up fur-
ther, for example, considering the fact that individual diag-
noses are almost always contained in separate lines within
these segments. Some examples of the applied extraction
rules for the diagnoses are shown below.

DECLARE diagnosisStartMarker
ADDTYPE CW{PARTOF,paragraph;-PARTOF,

diagnosisStartMarker;INLIST,
SynonymeAdditional.txt}(MARK,
diagnosisStartMarker,0,1)
CW{INLIST,SynonymeDiagnosis.txt,
5,relative}

ADDTYPE CW{PARTOF,paragraph;-PARTOF,
diagnosisStartMarker;INLIST,
SynonymeDiagnosis.txt,5,relative}
(MARK,diagnosisStartMarker)

DECLARE historyStartMarker
ADDTYPE CW{REGEXP,[A-Za-zÄÖÜäöüß]*(anamnese

|Anamnese)}(MARK,historyStartMarker)
DECLARE startMarker
ADDTYPE diagnosisStartMarker(MARK,startMarker)
ADDTYPE historyStartMarker(MARK,startMarker)
ADDTYPE highlightedParagraph{TOTALCOUNT,

historyStartMarker,0,0}
(MARK,startMarker)

The rules concern the definition of several markers for a
set of diagnoses (block of diagnoses in the discharge letter)
and the start of the history section. Both the diagnosisStart-
Marker and the StartMarker are used for marking the start
of an interesting paragraph, i.e., block of content. The last
rule considers the case that the history, i.e., the historyS-
tartMarker is missing, since for extracting the diagnoses
we consider the content between the diagnosisStartMarker
and the following startMarker. The last rule was added for
increasing the robustness of the system. However, the case
that the history was missing occurred only in a minority of
cases. The diagnoses block is then split up into segments
concerning the individual diagnoses.

An example of the intermediate output of the extraction
phase is shown in Figure 4. After the segments have been
extracted we apply a post-processing phase in which the
segments are matched with specific diagnoses and obser-
vations using a lexicon and a synonym-list. This matching
step can be easily implemented using the TEXTMARKER

system, focusing on a set of interesting concepts (obser-
vations and diagnoses). The result of the application is a
set of attribute–value pairs that can be directly applied for
structured data record creation. The resulting database of
dissection records is then available, e.g., for knowledge dis-
covery and quality monitoring.

4.2 High-Level Information Extraction
The second case study describes the application of the pre-
sented process for a high level information extraction and
automatic content segmentation and extraction task. Un-
fortunately, we can only describe the case study in a very
general way due to non-disclosure terms. Therefore, we
will outline and summarize the general setting and ideas,
but we will not show specific screenshots or technology.

As a general setting, word processing documents in com-
mon file formats are the input of the described system.
These documents, initially 2 consisting of common Mi-
crosoft Word or OpenOffice documents need to be mined
for project-like information with temporal margins, e.g., in-
formation similar to facts commonly contained in curricu-
lums vitae.

In the concrete application, the input documents feature
an extremly heterogeneous layout and are each written by
a different person. Interesting text fragments may relate
from plain text to structured tables, combinations of these,
or parts of them. Additionally, the layout is not sufficient
enough for a correct classification, since also domain de-
pendant semantics may change the relevance of a fragment
in its specific context. The output of a document are a set
of templates that contain exact temporary information, the
exact text fragment related to the template and various do-
main specific information, e.g., the responsible position or
a title phrase, in our curriculum vitae analogy.

Although the application is still under development, it al-
ready involves 479 rules and contains several domain spe-

2The input documents are converted to HTML
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cific dictionaries with up to 80000 entries. During the pro-
cess, the TEXTMARKER system basically tries to imitate
the human perception of text blocks when processing the
documents. For this purpose interesting named entities,
e.g., temporal information, are recognised. Then, the ap-
plication identifies text structures of different types of com-
plexity and size, e.g., a headlined paragraph or a row of a
table. These overlapping text fragments are then compared
both in a top-down and a bottom-up manner. If one of these
text fragments or a set of text fragments of the same type
contains a significant pattern of interesting named entities,
then they are marked as a relevant block of text. Finally
additional rules find the domain specific information which
is also used to refine the found segments. This outline de-
scribes the basic functionality of the system. According
to this specification, extraction rules were defined by the
knowledge engineer using test documents provided by the
domain specialist.

In the current state the described TEXTMARKER appli-
cation was evaluated on correct text fragments and tem-
porary data only. In this setting, it already achieved an
F1 measure of about 89% tested on 58 randomly selected
documents with 783 relevant text fragments. These results
seem to indicate potential for further improvements, how-
ever, in order to obtain more reliable results we need to
perform more evaluations together with our project part-
ners first.

5 Conclusions

This paper presented an effective rule-based approach for
the generation of structured data records from text: We
have proposed a semi-automatic process that featured the
TEXTMARKER system as the core-component for the text
extraction. The paper provided a conceptual overview
on the TEXTMARKER application, and described the core
concepts, the TEXTMARKER language, and the acquisition
and application of extraction rules. For demonstrating the
applicability, benefit and effectiveness of the approach, the
paper discussed two cases studies from two real-world ap-
plications.

The results and the experiences so far show, that the pro-
posed process and the TEXTMARKER system are quite ca-
pable for implementing difficult text and information ex-
traction tasks. Then, the application of the versatile TEXT-
MARKER system can also be applied as a preprocessing
step for the structured data acquisition task.

In the future, we aim to consider automatic learning
methods for the (semi-)automatic acquisition of extraction
rules. Then, the acquisition of extraction knowledge can
be supported by the system, e.g., by proposing appropriate
templates for the extraction. Furthermore, we plan to ex-
tend the TEXTMARKER language in order to further sim-
plify the creation of domain-specific annotations. Addi-
tionally, we aim to completely integrate the TEXTMARKER

system with other natural-language processing tools using
UIMA (Unstructured Information Management Architec-
ture) [Ferrucci and Lally, 2004], such that the extraction
process can be enhanced using further specialized tools.
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Abstract
In order to support the navigation in huge doc-
ument collections efficiently, tagged hierarchical
structures can be used. Often, multiple tags are
used to describe resources. For users, it is impor-
tant to correctly interpret such tag combinations.
In this paper, we propose the usage of tag groups
for addressing this issue and an algorithm that is
able to extract these automatically for text doc-
uments. The approach is based on the diversity
of content in a document collection and a user’s
structuring preference. For evaluation, we use
methods from ontology evaluation and show the
validity of our approach on a benchmark dataset.

1 Labeling vs. Tagging
When searching for information, structured access to data,
e.g., as given by web directories or social tagging sys-
tems like del.icio.us can be very helpful. The goal of our
work is to automatically provide such structure for unstruc-
tured collections. Here, we consider text documents. One
direction that can be followed is to hierarchically cluster
documents based on their content and further knowledge
like personal clustering preferences [Bade and Nürnberger,
2008]. This hierarchy can then be used to browse the col-
lection. However, the labeling of the individual clusters is
crucial. A standard approach is to select a small set of terms
that are expected to describe the documents in the cluster
well.

The idea of cluster labeling is, however, closely related
to tagging. In tagging, a small set of terms is assigned to a
resource with the goal to describe the resource. Theoreti-
cally, each resource can be described with a different set of
terms. However, existing tagging systems have shown that
users tend to use similar / equal terms. This makes find-
ing relevant or interesting resources more easy for a user.
Therefore, a system for automatic tagging should follow
this idea. An initial clustering identifies similar documents
having common properties. Therefore, it would also be nat-
ural to tag the documents of a cluster with similar tags.
Hence, the cluster label can be used to tag all resources
in this cluster. Furthermore, hierarchical relations between
the tags can be derived from a cluster hierarchy.

Summing up, access to the initially unstructured collec-
tion can be given either through a labeled cluster hierarchy
or through a tag cloud as typical for today tagging systems.
Both representations can be gained through the same algo-
rithm. One possible solution is presented in the following.
This paper focuses on the extraction of the tags assuming

the cluster hierarchy was already build. Information on the
clustering process can be found in [Bade et al., 2007].

2 How to Tag

In todays tagging systems, resources are tagged with one
or more single words to describe them. Between tags, no
relations are usually assumed (an exception are hierarchi-
cal relations from bundle tags). However, a user might use
multiple tags for two different reasons. First, he wants to
provide synonyms such that more people find his resource.
Second, he wants to show that this resource actually be-
longs to an overlap of several topics. While browsing with
a single tag is sufficient for finding a resource of the first
type, the second case requires combining more tags in the
search.

For cluster labels, it is even more important to know how
different tags shall be interpreted. Two terms of a cluster
label could correspond either to the same document or to
different documents. This implies that documents in the
cluster could either belong to the intersection of two topics
or that some documents in the cluster belong more to one
topic and the others more to the other topic. As an example
consider a cluster tagged with Banking and Programming.
This can either mean that the cluster contains documents
about banking software or that the cluster contains docu-
ments that deal with Banking and others that deal with Pro-
gramming. Clusters on a deep hierarchy level are usually
very specific and, therefore, can easily be described by a
single tag. Several tags are usually used to provide clarifi-
cation of one concept. For more general clusters, a single
tag might not be sufficient to express the scope of the clus-
ter. Therefore, multiple tags can include both, several terms
of one concept and terms describing different concepts.

To help in the interpretation of tags, our approach tries
to group tags based on their relevance for documents.
A group of tags means that all tags therein belong to-
gether in describing a document of this cluster or bet-
ter one concept dominant in the cluster. Such a group,
therefore, contains synonyms as well as combined top-
ics. Furthermore, tags in different groups are supposed
to relate to different documents in the cluster and with
this to different concepts. In the following, we write
such a cluster label as a set of tag groups, where each
tag group is a set of tags. For the example above, we
would have either a cluster label with a single tag group
{{Banking ,Programming}} or a cluster label consisting
of two tag groups {{Banking}, {Programming}}. In the
next section, we present an approach that is able to deter-
mine such tag groups given a hierarchical cluster structure.
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3 An Algorithm for Automatic Hierarchical
Tagging

The labeling of a cluster hierarchy is accomplished in three
steps, i.e. candidate ranking, grouping, and refinement. In
the candidate ranking step, terms are weighted for each
cluster in the hierarchy based on their descriptiveness (i.e.
their value in describing the cluster) to identify the best
tags. A good label should not only describe the resources
of a cluster in a condensed form but also distinguish a clus-
ter from others. For efficient browsing in a hierarchy, a
label must be able to distinguish a cluster from its sib-
ling clusters as well as show the differences between the
cluster and its parent and child clusters. In the literature,
some current ideas on how to model these properties into a
score can be founded, e.g. in [Glover et al., 2002a; 2002b;
Treeratpituk and Callan, 2006]. [Geraci et al., 2006] pro-
posed a modified information gain. As we also used this
measure, we give its definition here:

IGmod(t, n) =
dft,n

|np| · log2

dft,n · |np|
dft,np · |n| (1)

+
dft,n

|np| · log2

dft,n · |np|
dft,np

· |n|
Furthermore, we integrated similar ideas in our own de-
scriptive score DSw (see also [Bade et al., 2007]). We
evaluated this score in comparison not only to the modified
information gain but also to a ranking purely by document
frequency df as a simple baseline. In specific, the descrip-
tiveness DSw of a term t in node n is computed by

DSw(t, n) = log2

(
rankdf (t, np)
rankdf (t, n)

)
· (2)

1 − SI(t, n) + SI(t, np)
2

·
(

dft,n

|n|
)w

SI(t, n) =

∑
nc∈ch(n)

dft,nc

dft,n
log2

dft,nc ·|n|
dft,n·|nc|

log2
|n|

minnc∈ch(n)|nc|
(3)

with rankdf (t, n) being the rank of t in n if terms are or-
dered by their document frequency in n, dft,n the document
frequency of t in n, np the parent node of n, and ch(n) the
set of child nodes of n. The score combines three factors.
The first measures the boost of document frequency rank-
ing in comparison to the parent. This assures that terms
get higher scores if they were not already good descriptors
for the parent and are therefore too general for the current
cluster (as proposed by [Treeratpituk and Callan, 2006]).
The second factor considers information on how the term
is distributed in sibling and child nodes. SI is based on the
KL-Divergence between the distribution of document fre-
quency and the distribution of node size, normalized to stay
in the interval [0; 1]. This means that SI becomes zero, if
t is distributed in the child nodes with the same distribu-
tion as the documents, i.e. if dft,nc

/dft,n = |nc|/|n| for
all child nodes. On the other hand, SI reaches the maxi-
mum of 1, if t occurs only in the smallest child node. In
the case of no child nodes (i.e. n is a leaf), SI is also
set to 1. By this, the second factor favors terms that occur
in several child clusters and therefore generally describes
them and penalizes terms that could be also descriptors in
sibling nodes. The last factor considers the document fre-
quency as a relatively high frequency is necessary however
not sufficient for a good term. How strong the influence of

the frequency should be on the final score is controlled by
w. Our experiments showed that 0.33 is a good value for w
(at least for the considered dataset).

In the grouping step, the ranked term list is handled se-
quentially to create tag groups. The first term forms the first
tag group. For every following term, it is decided whether
it forms a new tag group or belongs to an existing one. A
tag group is hereby represented as a coverage vector over
the documents in the collection:

cv =

⎛⎜⎝ cv(d1)
...

cv(dn)

⎞⎟⎠ (4)

A document is covered by a term, if the term occurs in
it. For the coverage of a tag group, we distinguish be-
tween two cases. The binary coverage weight just mea-
sures, whether at least one term occurs in the document:

cvb(di) =
{

1 if di ∩ g �= ∅
0 else

(5)

The weighted coverage of a tag group is a summation of
the individual term coverages, whereby the impact of each
term is weighted according to its rank in the tag group with
an exponentially decreasing influence:

cvw(di) =
∑

t∈g∩di

e−0.5·(rankg(t)−1) (6)

This should ensure that words like stop words that occur
in many documents but do not carry much meaning do not
join all tag groups. Similarity between a term and a tag
group (or two tag groups) is computed by the Dice coef-
ficient between the weighted coverage vectors to measure
their overlap:

sim(cv1, cv2) =
2 · cv1 · cv2

||cv1|| + ||cv2|| (7)

A term is merged to the tag group with highest similar-
ity, if this similarity is above a threshold. Once all terms
have been assigned to a tag group, the algorithm continu-
ously iterates over the set of tag groups. Two tag groups are
merged, if their similarity is still above the threshold. This
is continued until all tag groups are more dissimilar then the
threshold. From the remaining tag groups, all are removed
that are a specialization from another tag group, which is
determined through the weighted coverage vectors by:

incl(cv1, cv2) =
∑

i min(cv1(di), cv2(di))∑
i cv2(di)

(8)

In the refinement step, specific tag groups from deeper
hierarchy levels are propagated up in the hierarchy, because
a tag extracted for a cluster on a higher level might fail to
cover a smaller sub-group of resources. If the extracted tag
for a non-leaf cluster has a coverage below a certain thresh-
old, refinement is attempted. This is determined through a
binary coverage vector that combines the binary coverage
vectors of the individual tag groups. Tag groups from direct
child nodes are added to the parent tag, if they sufficiently
increase the coverage of the cluster tag. Tag groups with
the highest increase in coverage are added first to keep the
number of added tag groups small.

4 Evaluation
As the goal of labels or tags is usually to give a good de-
scription for a human automated evaluation is difficult. In
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Table 1: Results with three f-score measures on three datasets
APPROACH RANKING ORIGINAL NOISE BINARY

MEASURE tb rb db tb rb db tb rb db
Single df 0.5000 0.5377 0.9794 0.4905 0.4751 0.8923 0.3745 0.4593 0.9464

tag group IGmod 0.8214 0.6920 0.9467 0.7757 0.5992 0.8672 0.7249 0.7404 0.9204
DS0 .33 0.7857 0.8003 0.9530 0.7035 0.6458 0.8684 0.6832 0.7556 0.9226

Multiple IGmod 0.7775 0.6561 0.9316 0.7959 0.5953 0.8873 0.7233 0.7384 0.9099
tag groups DS0 .33 0.7932 0.7962 0.9340 0.7762 0.7240 0.9043 0.6658 0.7791 0.8912

particular, it is often the case that there is not one single
best solution as language is ambiguous. However, user as-
sessed quality is easily prone to subjectivity which can bias
the results. Therefore, we try to gain objectivity in the eval-
uation by using a benchmark dataset, which represents the
ideal solution. This approach is also taken in some current
work dealing with cluster labeling [Glover et al., 2002b;
Treeratpituk and Callan, 2006]. Due to the problems men-
tioned before, this should give a lower bound on the al-
gorithm’s performance. This bound can be improved by
integrating knowledge about the language. For example,
[Treeratpituk and Callan, 2006] used Wordnet to integrate
synonyms. Furthermore, one can also imagine the use of
additional linguistic relations like hyponyms and hyper-
onyms to extend the ground truth and thus make the eval-
uation more accurate. The measures in this work do not
make use of linguistic resources. Nevertheless, linguistic
resources could be easily integrated, which, however, is left
to future work.

In contrast to earlier work, we used evaluation mea-
sures from ontology learning [Dellschaft and Staab, 2006],
which we modified to fit the purpose of label evaluation.
The basis is built by the computation of the f-score between
average precision and recall. Precision π and recall ρ are
computed cluster specific, comparing the learned set of tag
groups Gl with the reference set of tag groups Gr:

π(Gl, Gr) = |Gl|−1
∑

gl∈Gl

max
gr∈Gr

sim(gl, gr) (9)

ρ(Gl, Gr) = |Gr|−1
∑

gr∈Gr

max
gl∈Gl

sim(gl, gr) (10)

For each tag group in one set, the best match in the other
set is used and evaluated. The computation integrates a
similarity sim of individual tag groups. By using different
similarity measures, we evaluated the approaches on dif-
ferent levels. In specific, we used a term based (tb), a rank
based (rb), and a document based (db) similarity. The term
based measure simtb looks for a perfect match in the terms
that would be displayed to a user. In our case, these were
the five best terms of a tag group. It is computed by:

simtb(gl, gr) =
|gr ∩ gl|
|gr| (11)

By definition, this measure is quite strict as it mainly dis-
tinguishes between correct and incorrect tags. Although it
measures the benefit for the user, it is not very distinctive
for comparing different methods. The rank based measure
simrb therefore rather compares the ranking of individuals
terms inside the tag groups:

simrb(gl, gr) =

∑
t∈gr∩gl

1
rank(t,gl)

1/1 + · · · + 1/|gr| (12)

For this measure all terms (not only the first five) are con-
sidered which allows a more detailed comparison, showing
how ”close” the approach came to the reference result.

The document based measure simdb evaluates on an even
higher abstraction level. It determines whether two tag
groups describe the same set of documents while ignoring
the actual terms. This can be seen as a first step in find-
ing the correct tags as the terms are selected based on the
documents covered by a tag group. This measure is also
computed with the Dice coefficient, in this case between
binary coverage vectors of the tag groups:

simdb(gl, gr) =
2 · cvgl

· cvgr

||cvgl
|| + ||cvgr

|| (13)

We evaluated our approach with the banksearch dataset
[Sinka and Corne, 2002]. We extracted three different hi-
erarchies: First, the original hierarchy was used with each
class having a label consisting of a single tag group (con-
sisting of one or two terms). Second, we build a binary
version of the original hierarchy. This resulted in the inser-
tion of intermediate nodes that were labeled with multiple
tag groups according to the combined classes. And third,
we created a noisy hierarchy in which groups of documents
are moved to other classes. The noisy classes were also la-
beled with multiple tag groups according to the combined
instances.

Based on the three hierarchies, we compared two differ-
ent approaches. First, we applied the standard approach of
using a single tag group formed through a term ranking.
This was compared against our approach describe in the
previous section that tries to build multiple tag groups. The
initial term ranking was computed through three different
measures, i.e., document frequency df , modified informa-
tion gain IGmod and our descriptive score DS.

Our results are summarized in Table 1. The three ranking
measures are all capable in both approaches to group the
right documents together, as can be seen by the document
based measure. However, using document frequency as a
measure fails to rank the good terms high, as can be seen by
the large drop in performance for the term and rank based
measure. Modified information gain and our descriptive
score both work quite well. The modified information gain
is slightly better considering only the first 5 terms (i.e. in
the term based measure). This is especially true for the
approach with a single tag group. For multiple tag groups,
the difference is much less. Nevertheless, the rank based
measure shows that our descriptive score usually ranks the
important terms higher than the modified information gain.

Comparing both approaches, it can be seen that perfor-
mance drops when the approach is restricted to a single tag
group but the clusters naturally consist of more than one tag
group. Our grouping method is capable of increasing the
performance for these datasets, especially in combination
with our descriptive score. As the original hierarchy only
contains single tag groups, it can be used to see whether the
algorithms extract to many tag groups. While performance
drops for the modified information gain, the performance

10

KDML



with the descriptive score is stable in this setting, indicat-
ing a good grouping behavior.

5 Conclusion
Concluding the paper, we want to point out that our main
goal that we propose in this paper is to improve the effec-
tiveness of tagging in general by integrating relations be-
tween tags in form of tag groups. Furthermore, we devel-
oped a method that is capable of extracting such tag groups
automatically. The presented method is independent of the
measure used to find candidate terms, although different
measures do not behave equally well as shown in our evalu-
ation. Additionally, we propose some measures to evaluate
cluster labeling with a benchmark dataset, trying to make
evaluation more objective. In future work, we will try to
improve the descriptive score used for initial term ranking.
The current score does not yet reflect the idea of multiple
tag groups. On the contrary, it assumes that always a single
tag group can be found. Therefore, we believe the current
results can be improved under this aspect.
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Abstract

Web applications pose new security-related chal-
lenges since attacks on web applications strongly
differ from those on client-server applications.
Traditional network-based firewall systems offer
no protection against this kind of attacks since
they occur on the application-level. The current
solution is the manual definition of large sets of
filtering rules which should prevent malicious at-
tempts from being successful. We propose a new
framework which should avoid this tedious work.
The basic idea is the definition of a description
language for positive security models taking the
particularities of web applications into account.
We then present adaptive techniques which em-
ploy this description language in order to de-
scribe the valid communication to a given web
application. The simplicity of the description
language allows the easy identification of unin-
tentionally incorporated vulnerabilities. Exper-
iments for several real-world web applications
demonstrate the usefulness of the proposed ap-
proach.

1 Introduction
The number of attacks performed against web servers and
their applications has grown along with the growing num-
ber of applications being accessible over the web (e.g. web
shops). In contrast to traditional client-server based appli-
cations, most of these attacks aim on the vulnerabilities at
the application logic level and can thus not be prevented by
traditional network-based firewalls. In particular, parame-
ter tampering is still one of the most severe issues for the
last years [5]. Popular classes of attacks that rely on trans-
mitting malicious parameter values include SQL injection
and remote file inclusion. With SQL injection, an attacker
tries to gain access to the background database by encapsu-
lating snippets of SQL commands in parameter values. In
the case of remote file inclusion, a foreign URL is placed in
a parameter such that the application includes a remote file
and evaluates it within the context of the web application.
This is often used by including a program written in PHP
and gives the attacker access to the server system.

A recent study revealed such vulnerabilities even in a
web-based secure banking application [9]. The main rea-
son for making this type of attack possible is a weak pa-
rameter validation. Many developers of web applications
often do not ensure that only valid parameters are allowed
and will be processed. Enhancing the security of web ap-

plications by adaptive parameter checks therefore is a great
challenge.

Security vendors are starting to develop application-
layer firewalls which are acting as reverse-proxies in front
of the web server. These application-layer firewalls should
help to overcome several popular types of attacks against
web applications. One of the main drawbacks of these so-
lutions, however, is that users or developers have to manu-
ally define the legal communication traffic. These filtering-
systems are based on a set of rules that specify the legal
traffic that may be forwarded to the application. An open-
source system of such a filter-engine is the ModSecurity
[6] project which provides rule-based filtering within the
popular Apache web server. An approach for defining such
rule sets can be found in [10] which proposes a language to
describe valid input for web applications. However, these
rule-based filter-systems often rely on a proprietary filter-
ing language and require a considerable time and expertise
to secure a web application.

A different attempt to elevate the security of web ap-
plications evolves from intrusion detection systems (IDS).
These systems can be divided into misuse detection and
anomaly detection. The former models known attacks in
a database of signatures that need to be maintained. The
popular Snort-IDS [8], for example, offers various pat-
terns for detecting malicious web-requests. This follows
the approach of a negative security model as the set of pat-
terns define malicious request-properties. An ambitious
goal would be the automatic creation of a negative secu-
rity model by means of data mining. Such a model would
generalize from known attacks and would also be effective
against unknown attacks, generally referred to as zero-day
attacks. Currently, no data mining method is known for de-
livering good generalizations for this type of problem and
therefore the model actually only contains a list of mali-
cious attempts. Another disadvantage of negative models
is that their pattern database grows with more attacks be-
coming known.

Anomaly-based intrusion detection tries to build mod-
els of the normal usage of an application. We refer to
this as a positive security model. These models are then
used to detect attacks which are expected to differ from
the previously observed characteristics. Kruegel and Vi-
gna [3] present a multi-model approach for building an
anomaly-detection model for a web application, which they
extended in [4]. These models try to identify the normal
usage of a web application by means of statistical mea-
sures. In contrast to the rule-based approaches like [10;
7], the multi-model does not provide a user understandable
description of the application model and thus no possibil-
ity to be further adjusted by the application deployer. The
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creation of an understandable positive security model is es-
pecially important since it could show the gap between the
developer’s intent to provide input fields and the users’ way
of accessing the application.

In this paper, we aim at the combination of the advan-
tages of positive security models with the automatic cre-
ation of understandable models by means of data min-
ing. Since the resulting model is positive, only legal traffic
needs to be described and we can reduce the problem to
the automatic identification of legal parameter values and
the automatic identification of legal temporal relations be-
tween transactions. In addition to that, we can expect that
positive models better generalize to unknown attacks since
every communication which is not defined as legal will not
be allowed. Finally, we will ensure that the resulting model
can easily be understood in order to allow for further secu-
rity improvements.

The rest of the paper is structured as follows: in Sec-
tion 2, we will introduce a description language for posi-
tive security models for web applications. This language
is powerful enough to describe even more complex web
applications and easy enough so that it can be easily un-
derstood by developers. In particular, it also allows for the
description of valid parameters as well as for the descrip-
tion of legal temporal relations. In Section 3, we describe
the process of learning a concrete positive security model
for a given web application from the corresponding audit
data. We employ different data mining methods in order
to automatically create the model from the given data. We
evaluate the approach on several real-world web applica-
tions in Section 4.

2 A Language for Positive Security Models

In this section we will introduce a description language for
positive security models which takes the particularities of
web applications into account. The work of Kruegel and
Vigna is the first approach analyzing the usage of web ap-
plications with regard to intrusions. Their approach is,
however, currently limited to the analysis of access log data
and thus does only consider a part of the requests sent to
the application. In addition to that, the light-weight mod-
els used in their work do not provide a user-understandable
view on the application. We therefore introduce a simple
XML structure which can be used to describe a positive
security model for web applications.

2.1 Describing the Resource Tree

Users (and programs) interact with web applications by
sending requests to the web server that hosts the applica-
tion. The application itself is embedded into the server by
a run time environment that provides an API to the appli-
cation (often directly integrated into the programming lan-
guage) for easy access of the request and generation of ap-
propriate output that is sent back to the client. We consider
each of these requests as a transaction that is independent
of the other transactions of a user. Each of these transac-
tions is sent to a resource of the application for further pro-
cessing. Every resource is identified by an unified resource
locator or URL. The classic way of writing dynamic web
pages have been HTML-based forms that contain input ele-
ments for user-data. This user-data is sent to resources such
as scripts or programs identified by their URL. Data sent to
these resources can be encoded within the query-string part
of the URL or as part of a request-body.

With the identification of a resource with its URL, we
define a web application as a set of resources (or URLs) that
are located under some common prefix-path referred to as
the application context. This includes any static resources
such as images or HTML pages as well as dynamic scripts,
programs or servlets. This definition of an application also
reflects the view of web-applications as described in official
standards. The natural representation of different URLs in
an application context is a tree structure. Figure 1 shows a
simple web application composed of a few resources.

/

cgi−bin

form.html

register.pl

Figure 1: Resource tree of an application.

Such a tree can easily be described in a hierarchical man-
ner by splitting the URL-path of a resource and defining a
resource for each of the path elements. We use an XML
scheme in order to describe the resource trees. This XML
scheme hence forms the basis of our language for appli-
cation profiles. The tree given above can be described by:

<Profile>

<Resource name="">

<Resource name="form.html">
<!-- resource description -->

</Resource>

<Resource name="cgi-bin">

<Resource name="register.pl">
<!-- resource description -->

</Resource>

</Resource>

</Resource>

</Profile>

In this case the outermost resource with the empty name
reflects the applications root path element “/”.

2.2 Describing Valid Parameters
In the last section we discussed the description of a web ap-
plication by a tree of resources written in XML. The next
step is to provide a flexible way to define a resource with
regard to its accessibility by means of legal input data, es-
pecially with respect to legal values for resource parame-
ters. Since a resource might be accessed by several differ-
ent methods (GET, POST,...), we take the request method
into account. Thus, a resource might have different sets
of valid parameters when being accessed with different re-
quest methods. Beside explicitly stating the valid request
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methods for a resource, the primary objective of resource
descriptions is limiting the parameters and the range of val-
ues of a parameter that may be sent to an application re-
source. This is achieved by the use of regular expressions
which provide a flexible way to define the range of a large
set of parameter types. Thus, each parameter value v can
be viewed as a word of a certain regular language Lr de-
fined by the regular expression r which is associated with
that parameter.

Parameters are generally categorized in two types: dis-
crete parameters and free parameters. Discrete parameters
only allow values from a fixed set. This reflects, for exam-
ple, values offered in a selection-box within a HTML for-
mular or a parameter which affects the ordering of a table.
In the later case this might be the values asc and desc. In
order to limit all requests to only these valid values we de-
fine the regular language only containing asc and desc
by the means of the regular expression r = (asc|desc).
In general, given a fixed set of values v1, . . . , vn the corre-
sponding regular expression can be defined by (v1| . . . |vn).
Such expressions can be compressed by grouping common
sub-strings as in the case above by using (a|de)sc. Free
parameters belong to a certain type of regular expression
which allows a usually larger set of values. This way we
can limit the parameter values to only those values match-
ing that type. Given a parameter page which refers to a
local page to be shown (often used in template-based appli-
cations) we can limit the page name to only ASCII charac-
ters and numbers of at most length 20 using the expression
[a−zA−Z0−9]{, 20}. This impedes attacks like indirect
directory traversals or remote-file inclusions.

In the example application of Figure 1 the resources to
be described are form.html and register.pl. Since
the former one is a simple static resource it is only valid to
be accessed with a simple GET-request and no parameters.
Assuming this resource to provide a HTML-form with a
name field and a selection box for selecting a salutation
transmitted within a POST-request, this can be described
by the XML snippet:

...

<Resource name="form.html">
<Method value="GET" />

</Resource>

<Resource name="cgi-bin">

<Resource name="register.pl">
<Method value="POST">

<Parameter name="salut"
value="(Mr|Mrs)" />

<Parameter name="name"
value="[a-zA-Z\s-\.]{,35}" />

</Method>
</Resource>

</Resource>
...

For this simple instance of a positive security model,
the only legal requests are for the two resources specified.
A request to the cgi-bin-directory is not allowed as no
method is said to be allowed to access that directory. In ad-
dition to that, we defined several attributes for describing
parameters such as to be optional or mandatory.

<Resource name="form.html">
<Method value="GET">

<CreateToken name="token1"
expires="3600"/>

</Method>
</Resource>

...

<Resource name="cgi-bin">

<Resource name="register.pl">
<Method value="POST">

<CheckToken name="token1" />
</Method>

</Resource>

</Resource>

2.3 Describing Temporal Dependencies
The description language presented so far provides any
means to describe what resources can be accessed and in
which ways. This gives a first good overview of the struc-
ture of the application but does not define temporal depen-
dencies of resources. In the simple example of Figure 1 it
might become quite obvious that sending a POST-message
to the register.pl-resource should be preceded by a
request sent to retrieve the input form at form.html. Ac-
cessing internal resources without logging in is another
case in which temporal dependencies between resources
matter. In general we aim at the description of an appli-
cations work-flow by means of sequential characteristics.

A typical attacking scenario in which this matters are dis-
tributed botnet attacks. When an attacker manages to use a
feedback form to inject spam-mails, it does often not take a
long time until he comes back with a distributed network of
bots sending POST-messages to that form without the bots
just visiting the site first. We used a simple token mecha-
nism which can be used to model the temporal occurrence
of a legal event preceding another. Considering our exam-
ple application this might look like the following (leaving
out the parameter-restrictions for readability):

The following XML excerpt restricts access to the re-
source register.pl to only those users which first ac-
cessed the page providing the HTML-form. This, however,
implies that a session-mechanism exists in which such a
token can be made available for a certain time. As most
applications are session-based, they provide a session-id in
form of a cookie or a URL-parameter. As we are inspect-
ing almost the complete HTTP-traffic, we can precisely re-
assemble the applications session-view.

3 Learning Positive Security Models
The basis for building web application models in our work
is the HTTP-traffic between clients and the web server. We
developed a sniffer application called WebTap which pro-
duces audit-data in the format of ModSecurity by passively
listening on the mirror port of a network switch.

3.1 Building the Resource Tree
The first task for the creation of an understandable positive
security model is to define the resource tree in the XML
language described in Section 2. The structure of the XML
document can be taken from the structures of the URLs
corresponding to the web application. The audit-data is di-
vided into events, each of which refers to a client-request
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and its corresponding server-response. For building the
resource-tree, we only collect events which have a posi-
tive server-response code. This ensures that all invalid or
non-existing resources do not show up within the tree.

3.2 Classification of Parameters

The next step is the identification of legal parameter values.
The first task is to classify each parameter either as discrete
or free. We used a simple heuristic measure for this iden-
tification which is described in the following. Given the
multi-set V of all values which were observed for a param-
eter, we denote the number of instances of value v in this
set with |Vv| and the disjoint set of values in V by ||V ||.
For a parameter p we tracked all values V that have been
observed for p. Given a threshold α and V �= ∅ we classify
p as discrete if ∑

v∈V |Vv|
||V || ≥ α.

This reflects the fact that for a free parameter p the number
of different values differs only slightly among the overall
number of values. For α = 1 this classifies all parameters
as discrete for which a single value occurred at least twice.

For discrete parameters, a regular expression needs to
be created that matches all legal values of that parameter.
Given the multi-set V of values observed for that parame-
ter, this can be achieved by joining all vi ∈ V such that

r = (v1| . . . |vn) where n = ||V ||.
This is, however, not always feasible as often selections
consist of values that are rarely selected. Thus, the resulting
expression does not match all legal values. Additionally,
this expects all observed values to be legal as well.

Typing of free parameters is achieved by using a pre-
defined set of regular expressions which reflect typical
parameter-types in web applications. This set of expres-
sions is ordered in a way such that the strictest expressions
are at the beginning of the list. Such an order can be ob-
tained by the following observation: Given two regular ex-
pressions r, s let Lr, Ls be the regular languages implied
by r and s. Now we define an order ⊂ by

r ⊂ s :⇔ ∀w ∈ Lr : w ∈ Ls ∧ ∃w′ ∈ Ls : w′ �∈ Lr.

A list of expressions [r1, . . . , rn] is sorted w.r.t. ⊂, if

∀ri ⊂ rj ⇒ i < j.

For expressions r1 = [0 − 9]∗ and r2 = [a − f0 − 9]∗, all
words matching the former one are included in the second
expression, thus r1 ⊂ r2. We applied a simple weighting
algorithm which selects the regular expression from the list
that matches the most values for that parameter.

3.3 Discovering Temporal Dependencies

The last step of finding a positive security model for web
applications consists of the identification of valid tempo-
ral relations. We used a sequential data mining algorithm
in order to discover temporal dependencies within the re-
sources, namely the GSP algorithm [12]. One of the key-
parts of mining sequential patterns in web access data is
the extraction of robust sessions. Since we have access to
the complete request-headers we are able to regroup the
requests into the same sessions that are known to the appli-
cation.

Sequential Mining - GSP
The GSP algorithm finds frequent sequential patterns in a
database of sequences. Subject to the algorithm are items
which are contained within transactions, denoted as item-
sets. A sequence S is an ordered set of itemsets (transac-
tions) written as S = 〈s1 s2 . . . s3〉 where sj are trans-
actions denoted as sj = (ij1 , . . . , ijk

). A database D of
sequences is a set of tuples (id, S) where S is a sequence
and id denotes a unique identifier for that sequence.

A sequence S = 〈s1, . . . , sn〉 contains a Sequence S′ =
〈s′1, . . . , s′k〉 if there exists integers 1 ≤ i1 < . . . < ik ≤ n
such that

s′1 ⊆ si1 , . . . , s
′
k ⊆ sik

.

If S contains the sequence S′ this is denoted by S′ � S.
The support supp(S′) of a sequence S′ within a database D
is the number of sequences S ∈ D which contain S′. For a
specified minimum support of μ ∈ N a frequent sequential
pattern P is a sequence which has a support of at least μ.

This idea can be directly applied in order to find succes-
sive resource-requests in a set of sessions. These common
sequences reflect temporal relations among the resources.
However, this approach often only reveals the frequent
paths of application usage. In the example application
given above, the sequence 〈(form.html)(register.pl)〉
might occur only ten times being not frequent given μ >
10. However, in all occurrences of (register.pl) it is pre-
ceded by (form.html) within each session. Therefore, we
choose an alternative support measure. Given sequences
S, we define DS = {D ∈ D|S � D}. For sequences S
and T we define the related support supp(S, T ) = |{D ∈
DT |S ∈ D}|. For a sequence S = 〈s1 . . . sn〉, the support
of supp(S) is defined by

supp(S) =
supp(S, 〈sn〉)
supp(〈sn〉) .

It can be shown that this support measure preserves the
monotonic property of the original support and thus suits
the needs for the GSP algorithm [1].

Another aspect which influences GSPs performance and
result is the level of detail that is used to describe the re-
sources, i.e. which request properties are chosen as items.
Using the request-method, URL and parameters, GSP ends
up with sequences of detailed dependencies like

〈(GET, form.html)(POST, register.pl, salut, name)〉.

4 Evaluation and Results
The evaluation of the learned security models is done in
two ways. First, we want to have a measure on how well
the models handle unknown data with respect to false pos-
itives and the detection rate of malicious requests. This is
achieved by transforming the learned models into rule sets
of the ModSecurity module. For comparison with other
rule sets, we use two freely available open-source rule sets
– one from the gotroot.com-project [2] maintained by
a group of interested users and the core-rules [11] pro-
vided by the Breach Security company.

The second point of interest is the comprehensibility of
the created models from the point of view of application
developers. This is especially interesting since it shows a
possible gap between the developers intent to provide input
fields and the users accessing the application in their ways.

The implemented environment consists of a reverse
proxy server that includes the ModSecurity module. Figure
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Figure 2: Test-environment for evaluation

2 depicts the general structure of our test-bed. We trans-
form the models created with the methods described above
from a part of the audit-data into rules for the ModSecu-
rity module. The remaining part of the audit-data is then
injected to that server by a simple TestClient application.
This allows for a repeatable testing in a real-world compa-
rable environment. This way we are able to precisely sim-
ulate the traffic as it would have flown through a real-world
reverse proxy. Since we are primarily interested in pro-
tecting vulnerable resources like scripts we preprocessed
the audit-data to filter out any static resources (i.e. pictures,
videos).

According to the modelling presented above these re-
sources can easily be described by allowing them to be re-
quested using GET- or HEAD-messages:

<Resource name="my-picture.png">
<Method name="(GET|HEAD)" />

</Resource>

After this preprocessing, the audit-data shown in Table 1 is
produced. For each application, the events in each set are
sorted according to their date of occurrence and split into
two sets – one for building the security model and the other
for later evaluation.

Application recorded “static” left for analysis
A1 211986 195293 16693
A2 50643 33980 16753
A3 119166 73482 45674
A4 20396 0 20396
A5 39104 0 39104

Table 1: Number of audit events recorded

4.1 Evaluating the Resource Restrictions
The profile for each application is created using 10000
events of the audit-data set, leaving the rest for evaluation.
The list of regular expressions used for the weighting algo-
rithm contains only 24 expressions which represent widely
used parameter-types, e.g. numbers, numbers in hex-format
and so on. We deploy each of the external rule sets within
our environment one at a time to get a reference for rat-
ing the learned models. Both of these rule sets represent a
negative security model as they contain patterns of known
attacks. The disadvantage of negative models becomes ob-

App. core-rules gotroot learned profile
A1 119,67 30,38 181,46
A2 99,22 16,08 171,59
A3 119,94 11,70 220,48
A4 103,58 7,18 198,53
A5 114,16 14,47 192,38

Table 2: Request-rate in requests per second as processed
by the rule sets

vious when comparing the request-rates shown in Table 2.
We reviewed the blocked events manually to decide

whether they are true attacks or false alerts. Looking at
the detection Table 3 shows the number of alerts reported
by the rule sets. The column named “prof1” contains the
positive security models created as described above. How-
ever, especially as application A4 provides user-input for
numeric table-data it became obvious that the classification
of discrete and free parameters does not work well for in-
tegers. Thus, we build the second model without any dis-
crete parameters which drastically reduces false positives.
As these numbers state in a first glance, we do not have

App. attacks core-rules gotroot prof1 prof2
A1 2 122 0 17 11
A2 0 30 129 113 113
A3 0 1071 0 726 112
A4 0 513 0 5371 393
A5 0 25 0 116 40

Table 3: Alerts issued by the rule sets

much real known attacks within our recorded data. The
two events stated as attacks in the first column have been
SMTP-injections in a free text-field which is easy to detect
with a pattern but outside the scope of our model.

Obviously the number of false positives plays an im-
portant role even with the approach of a negative security
model. Even a small generalization of known patterns as
it is done in the core-rules raises the number of false pos-
itives. Further investigations revealed that most of the er-
rors are produced by just a small portion of erroneous rules,
which can easily be adjusted by editing the XML profile.

The sequential models were all built upon the sessions
created by a cookie-based session tracker which reassem-
bles the sessions of the applications. As pointed out earlier,
the performance of the GSP algorithm becomes worse with
a large number of items, which depends on the application
itself. In our studies, we were only able to successfully ap-
ply GSP on the applications A2 and A3 due to time and
memory restrictions. Though we did not find any viola-
tions of these patterns in our data, the results showed that
an applications work-flow (e.g. logging in before interact-
ing with the rest of the application) can be automatically
extracted.

We created a profile for an e-commerce application and
presented the XML model to the developers. As we only
had access to standard access-log files, the profile only
partly reflected the application. By using the resulting
model the developer was able to quickly validate the al-
lowed input-data and identify several erroneous parame-
ters. In a second case, confidential files could be found in
the profile. The structured presentation of the application’s
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resources thus allowed easy identification of resources that
are not intended to be publicly available.

5 Conclusion and Future Work
We presented a new approach for describing web applica-
tions by means of an abstract positive security model based
on XML. Several methods are suggested to automatically
extract such a model. We tested our approach with several
real-world examples. Restricting parameters with regular
expression appears to be a powerful way for preventing a
number of attacks based on parameter tampering. Looking
at the performance results, a positive security model clearly
outperforms a negative one.

However, the approach fails on input that can hardly be
described in terms of regular expressions such as free text-
fields. In these cases a strict negative model seems to be the
the currently best solution. Thus, the positive use of regular
expression is not an option for validating free-form fields.

The discovery of temporal dependencies has shown that
it is possible to extract parts of the work-flow of an ap-
plication. Comparisons with different session-trackers re-
vealed that imitating the application sessions considerably
improved the detected patterns.

In future work we will try to incorporate methods used
in spam detection for a better restriction of text-fields and
improve the detection of an applications work-flow by a
more adaptive sequential pattern mining.
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Abstract
Collaborative tagging systems have nowadays be-
come important data sources for populating se-
mantic web applications. For tasks like synonym
detection and discovery of concept hierarchies,
many researchers introduced measures of tag sim-
ilarity. Even though most of these measures ap-
pear very natural, their design often seems to be
rather ad hoc, and the underlying assumptions on
the notion of similarity are not made explicit. A
more systematic characterization and validation of
tag similarity in terms of formal representations of
knowledge is still lacking. Here we address this
issue and analyze several measures of tag similar-
ity: Each measure is computed on data from the
social bookmarking system del.icio.us and a se-
mantic grounding is provided by mapping pairs of
similar tags in the folksonomy to pairs of synsets
in Wordnet, where we use validated measures of
semantic distance to characterize the semantic re-
lation between the mapped tags. This exposes im-
portant features of the investigated measures and
indicates which measures are better suited in the
context of a given semantic application1.

1 Introduction
Social bookmarking systems have become extremely popu-
lar in recent years. Their underlying data structures, known
as folksonomies, consist of a set of users, a set of free-form
keywords (called tags), a set of resources, and a set of tag
assignments, i. e., a set of user/tag/resource triples. As folk-
sonomies are large-scale bodies of lightweight annotations
provided by humans, they are becoming more and more in-
teresting for research communities that focus on extracting
machine-processable semantic structures from them. The
structure of folksonomies, however, differs fundamentally
from that of e.g., natural text or web resources, and sets new
challenges for the fields of knowledge discovery and ontol-
ogy learning. Central to these tasks are the concepts of sim-
ilarity and relatedness. In this paper, we focus on similarity
and relatedness of tags, because they carry the semantic in-
formation within a folksonomy, and provide thus the link to
ontologies. Additionally, this focus allows for an evaluation
with well-established measures of similarity in existing lexi-
cal databases.

Budanitsky and Hirst pointed out that similarity can be
considered as a special case of relatedness [Budanitsky and

1This work has been submitted for publication at the 7th Inter-
national Semantic Web Conference, http://iswc2008.semanticweb.
org/

Hirst, 2006]. As both similarity and relatedness are se-
mantic notions, one way of defining them for a folkson-
omy is to map the tags to a thesaurus or lexicon like Ro-
get’s thesaurus2 or WordNet [Fellbaum, 1998], and to mea-
sure the relatedness there by means of well-known metrics.
The other option is to define measures of relatedness di-
rectly on the network structure of the folksonomy. One im-
portant reason for using measures grounded in the folkson-
omy, instead of mapping tags to a thesaurus, is the obser-
vation that the vocabulary of folksonomies includes many
community-specific terms which did not make it yet into any
lexical resource. Measures of tag relatedness in a folkson-
omy can be defined in several ways. Most of these def-
initions use statistical information about different types of
co-occurrence between tags, resources and users. Other ap-
proaches adopt the distributional hypothesis [Firth, 1957;
Harris, 1968], which states that words found in similar con-
texts tend to be semantically similar. From a linguistic point
of view, these two families of measures focus on orthogo-
nal aspects of structural semiotics ([de Saussure, 1916 1983;
Chandler, 2007]). The co-occurrence measures address the
so-called syntagmatic relation, where words are considered
related if they occur in the same part of text. The context
measures address the paradigmatic relation (originally called
associative relation by Saussure), where words are consid-
ered related if one can replace the other without changing
the structure of the sentence.

In most studies, the selected measures of relatedness seem
to have been chosen in a rather ad-hoc fashion. We believe
that a deeper insight into the semantic properties of related-
ness measures is an important prerequisite for the design of
ontology learning procedures that are capable of successfully
harvesting the emergent semantics of a folksonomy.

In this paper, we analyse five measures for the related-
ness of tags: the co-occurrence count, three distributional
measures which use the cosine similarity [Salton, 1989] in
the vector spaces spanned by users, tags, and resources,
resp., and FolkRank [Hotho et al., 2006], a graph-based mea-
sure that is an adaptation of PageRank [Page et al., 1998]

to folksonomies. Our analysis is based on data from a
large-scale snapshot of the popular social bookmarking sys-
tem del.icio.us.3 To provide a semantic grounding of our
folksonomy-based measures, we map the tags of del.icio.us
to synsets of WordNet and use the semantic relations of
WordNet to infer corresponding semantic relations in the
folksonomy. In WordNet, we measure the similarity by using
both the taxonomic path length and a similarity measure by
Jiang and Conrath [Jiang and Conrath, 1997] that has been
validated through user studies and applications [Budanitsky
and Hirst, 2006]. The use of taxonomic path lengths, in par-

2http://www.gutenberg.org/etext/22
3http://del.icio.us/
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ticular, allows us to inspect the edge composition of paths
leading from one tag to the corresponding related tags, and
such a characterization proves to be especially insightful.

The paper is organized as follows: In the next section, we
discuss related work. In Section 3 we provide a definition
of folksonomies and describe the del.icio.us data on which
our experiments are based. Section 4 describes the measures
of relatedness that we will analyze. Section 5 provides first
examples and qualitative insights. The semantic grounding
of the measures in WordNet is described in Section 6. We
discuss our results in the context of ontology learning and re-
lated tasks in Section 7, where we also point to future work.

2 Related Work
One of the first scientific publications about folksonomies
is [Mathes, 2004], where several concepts of bottom-up so-
cial annotation are introduced. [Hammond et al., 2005;
Lund et al., 2005; Mathes, 2004] provide overviews over the
strengths and weaknesses of such systems. Ref. [Lambiotte
and Ausloos, 2005; Mika, 2005] introduce a tri-partite graph
representation for folksonomies, where nodes are users, tags
and resources. Ref. [Golder and Huberman, 2006] provides a
first quantitative analysis of del.icio.us. We have investigated
the distribution of tag co-occurrence frequencies in [Cattuto
et al., 2007b] and the network structure of folksonomies
in [Cattuto et al., 2007c]. Tag-based metrics for resource
distance have been introduced in [Cattuto et al., 2007a].

To our best knowledge, no systematic investigation of the
characteristics of tag relatedness measures in folksonomies
is found in the literature. However, such investigations exist
for plain text documents as input.

Ref. [Maguitman et al., 2006] has introduced a generaliza-
tion of the standard tree-based measures of semantic similar-
ity that applies to the case where documents are classified in
the nodes of an ontology with non-hierarchical components,
and has validated the measure by means of a user study. [Mo-
hammad and Hirst, ] has analysed distributional measures of
word relatedness, and has compared them with measures for
semantic relatedness in thesauri like WordNet. They con-
cluded that “even though ontological measures are likely
to perform better as they rely on a much richer knowledge
source, distributional measures have certain advantages. For
example, they can easily provide domain-specific similar-
ity measures for a large number of domains, their ability
to determine similarity of contextually associated word pairs
more appropriately [. . . ].”

The distributional hypothesis is also at the basis of a num-
ber of approaches to synonym acquisition from text corpora
[Cimiano, 2006]. As in other ontology learning scenarios,
clustering techniques are often applied to group similar terms
extracted from a corpus, and a core building block of such
procedure is the metric used to judge term similarity. In or-
der to adapt these approaches to folksonomies, several distri-
butional measures of tag relatedness have been used in the-
ory or implemented in applications [Heymann and Garcia-
Molina, 2006; Schmitz, 2006]. However, the choices of the
particular relatedness measures have not been justified, and
seem to be rather ad hoc.

A domain which depends heavily on measuring the re-
latedness of tags is the task of tag recommendations in
folksonomies. Scientific publications in this domain are
still sparse. Existing work can be broadly divided in ap-
proaches which analyze the content of the tagged resources
with information retrieval techniques (e.g. [Mishne, 2006;
Brooks and Montanez, 2006]) and approaches that use col-
laborative filtering methods based on the folksonomy struc-
ture (e.g. [Xu et al., 2006]). Another example for the latter

class of approaches is [Jäschke et al., 2007]. Here we used
our FolkRank algorithm [Hotho et al., 2006], which adopts
the idea of PageRank [Page et al., 1998] to the structure of
folksonomies, for tag recommendations. FolkRank will also
be analyzed in this paper.

Relatedness measures also play a role in the task of assist-
ing users in browsing through a folksonomy. Ref. [Aurnham-
mer et al., 2006] shows that navigation through a folkson-
omy can be enhanced by suggesting tag relations grounded
in content-based features.

A considerable number of investigations is motivated by
the vision of “bridging the gap” between the Semantic Web
and Web 2.0 by means of ontology-learning procedures
based on folksonomy annotations. Ref. [Mika, 2005] pro-
vides a model of semantic-social networks for extracting
lightweight ontologies from del.icio.us. Other approaches
for learning taxonomic relations from tags are [Heymann and
Garcia-Molina, 2006; Schmitz, 2006]. Ref. [Halpin et al.,
2006] presents a generative model for folksonomies and also
addresses the learning of taxonomic relations. Ref. [Zhang et
al., 2006] applies statistical methods to infer global seman-
tics from a folksonomy. The results of our paper are espe-
cially relevant to inform the design of such learning methods.

3 Folksonomy Definition and Data
In the following we will use the definition of folksonomy
provided in [Hotho et al., 2006]: 4 A folksonomy is a tuple
F := (U, T, R, Y ) where U , T , and R are finite sets, whose
elements are called users, tags and resources, respectively.,
and Y is a ternary relation between them, i. e., Y ⊆ U ×T ×
R. A post is a triple (u, Tur, r) with u ∈ U , r ∈ R, and a
non-empty set Tur := {t ∈ T | (u, t, r) ∈ Y }.

Users are typically represented by their user ID, tags may
be arbitrary strings, and resources depend on the system
and are usually represented by a unique ID. For instance,
in del.icio.us, the resources are URLs, and in YouTube, the
resources are videos.

For our experiments we used data from the social book-
marking system del.icio.us, collected in November 2006.
In total, data from 667, 128 users of the del.icio.us com-
munity with 2, 454, 546 tags, 18, 782, 132 resources, and
140, 333, 714 tag assignments were collected. As one main
focus of this work is to characterize tags by their distri-
bution of co-occurrence with other tags, we restricted our
data to the 10,000 most frequent tags of del.icio.us, and to
the resources/users that have been associated with at least
one of those tags. One could argue that tags with low fre-
quency have a higher information content in principle —
but their inherent sparseness makes them less useful for the
study of (both co-occurrence and distributional) measures.
The restricted folksonomy consists of |U | = 476, 378 users,
|T | = 10, 000 tags, |R| = 12, 660, 470 resources, and
|Y | = 101, 491, 722 tag assignments.

4 Measures of Relatedness
A folksonomy can be also regarded as an undirected tri-
partite hyper-graph G = (V,E), where V = U ∪ T ∪ R
is the set of nodes, and E = {{u, t, r} | (u, t, r) ∈ Y }
is the set of hyper-edges. Alternatively, the folksonomy
hyper-graph can be represented as a three-dimensional (bi-
nary) adjacency matrix. In Formal Concept Analysis [Gan-
ter and Wille, 1999] this structure is known as a triadic con-
text [Lehmann and Wille, 1995]. All these equivalent notions

4[Hotho et al., 2006] additionally introduces a user-specific sub-
tag/super-tag relation, which we will ignore here, as it is not imple-
mented in del.icio.us.
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make explicit that folksonomies are special cases of three-
mode data. Since measures for similarity and relatedness are
not well developed for three-mode data yet, we will consider
two- and one-mode views on the data. These two views will
be complemented by a graph-based approach for discover-
ing related tags (FolkRank) which makes direct use of the
three-mode structure.

4.1 Co-Occurrence
Given a folksonomy (U, T,R, Y ), we define the tag-tag co-
occurrence graph as a weighted, undirected graph, whose
set of vertices is the set T of tags, and where two tags t1
and t2 are connected by an edge, iff there is at least one post
(u, Tur, r) with t1, t2 ∈ Tur. The weight of this edge is given
by the number of posts that contain both t1 and t2, i. e.,

w(t1, t2) := card{(u, r) ∈ U × R | t1, t2 ∈ Tur} . (1)

Co-occurrence relatedness between tags is given directly
by the edge weights. For a given tag t ∈ T , the tags that are
most related to it are thus all tags t′ ∈ T with t′ �= t such
that w(t, t′) is maximal. We will denote the co-occurrence
relatedness also by co-occ.

4.2 Distributional Context Measures
We introduce three distributional measures of tag relatedness
that are based on three different vector space representations
of tags. The difference between the representations – and
thus between the measures – is the feature space used to
describe the tags, which varies over the possible three di-
mensions of the folksonomy. Specifically, we consider, for
X ∈ {U, T, R}, the vector space RX , where each tag t is
represented by a vector �vt ∈ RX , as described below.

Tag Context Similarity. The Tag Context Similarity (Tag-
Cont) is computed in the vector space RT , where, for tag
t, the entries of the vector �vt ∈ R

T are defined by vtt′ :=
w(t, t′) for t �= t′ ∈ T , with w being the co-occurrence de-
fined above, and vtt = 0. The reason for giving weight zero
between a node and itself is that we want two tags to be con-
sidered related when they occur in a similar context, and not
when they occur together.

Resource Context Similarity. The Resource Context Sim-
ilarity (ResCont) is computed in the vector space RR. For
tag t, the vector �vt ∈ R

R is constructed by counting how
often a tag t is used to annotate a certain resource r ∈ R:
vtr := card{u ∈ U | (u, t, r) ∈ Y } .

User Context Similarity. The User Context Similarity
(UserCont) is built analogously to ResCont, just the setsR
and U are swapping their roles: For tag t, its vector �vt ∈ RU

is composed by the entries vtu := card{r ∈ R | (u, t, r) ∈
Y } .

In all three representations, we measure similarity with the
cosine measure, a standard measure in Information Re-
trieval [Salton, 1989]: If two tags t1 and t2 are represented
by �v1, �v2 ∈ R

X , then their cosine similarity is defined as:

cossim(t1, t2) := cos�(�v1, �v2) = �v1·�v2

||�v1||2·||�v2||2 . The cosine

similarity is thus independent of the length of the vectors. Its
value ranges from 0 (for totally orthogonal vectors) to 1 (for
vectors pointing into the same direction).

4.3 FolkRank
The PageRank algorithm [Brin and Page, 1998] reflects the
idea that a web page is important if there are many pages
linking to it, and if those pages are important themselves.
We employed the same principle for folksonomies [Hotho et
al., 2006]: a resource which is tagged with important tags by
important users becomes important itself. The same holds,

symmetrically, for tags and users. By modifying the weights
for a given tag in the random surfer vector, FolkRank can
compute a ranked list of relevant tags.

More specific, FolkRank considers a folksonomy
(U, T, R, Y ) as an undirected graph (U ∪ T ∪ R,E) with
E := {{u, t}, {u, r}, {t, r} | (u, t, r) ∈ Y }. For a given
tag t, it computes in this graph the usual PageRank [Brin
and Page, 1998] with a high weight on t in the random
surfer vector.5 Then the difference of the resulting vector
with the PageRank without random surfer (which equals
just the edge count since the graph is undirected) is taken.
This way we compute the winners (and losers) when giving
preference to a specific tag in the random surfer vector. The
tags that obtain, for a given tag t, the highest FolkRank are
considered to be the most relevant to t. Reference [Hotho et
al., 2006] provides a more detailed description.

5 Qualitative insights
Using each of the measures introduced above, we computed,
for each of the 10, 000 most frequent tags of del.icio.us, its
most closely related tags. In a first round, we compared
the rankings manually. Table 1 shows a few selected ex-
amples. A first observation is that in many cases the tag
and resource context similarity provide more synonyms than
the other measures. For instance, for tag web2.0 they re-
turn some of its other commonly used spellings.6 For tag
games, the tag and resource similarity also provide tags that
one could consider as semantically similar. Consider e.g. the
morphological variations game and gaming or some transla-
tions like spiel (German), jeu (French) and juegos (Spanish).
This effect is not obvious for the other measures, which tend
to provide rather related tags (video, software) instead. The
same observation is also made for the “functional” tag to-
buy (see [Golder and Huberman, 2006]), where especially
the tag context similarity provides tags with equivalent func-
tional value (to buy, buyme), whereas the FolkRank and co-
occurrence measures provide rather categories of items one
could buy. The user context similarity yields also a remark-
able amount of functional tags, but with another target action
(toread, todownload, todo).

An interesting observation with regard to the tag java is
that e.g. python, perl or c++ (provided by tag context sim-
ilarity) could all be considered as siblings in some suitable
concept hierarchy, presumably under a common parent con-
cept like programming languages. An approach to explain
this behavior is that the tag context is measuring the fre-
quency of co-occurrence with other tags in the global con-
texts, whereas the co-occurrence measure and — to a lesser
extent — FolkRank measure the frequency of co-occurrence
with other tags in the same posts.

Another impression from this first manual inspection is
that the characteristics of tag and resource context similar-
ity seem to partially resemble each other, especially in terms
of synonym identification. The tag context measure, how-
ever, seems to be the only one capable of identifying sibling
tags, most clearly visible for the example java in Table 1.
An explanation of this behavior can be found in Figure 1.
It lists on its x-axis the 30 most frequent tags which span

5In this paper, we have set the weights in the random surfer
vector as follows: Initially, each tag is assigned weight 1. Then,
the weight of the given tag t is increased according to w(t) =
w(t) + |T |. Afterwards, the vector is normalized. The random
surfer has an influence of 15 % in each iteration.

6The tag “web at the fourth position (tag context) is likely to
stem from some user who typed in “web 2.0” which in the earlier
del.icio.us was interpreted as two separate tags “web and 2.0”.
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Table 1: Examples of most related tags for each of the presented measures.
rank tag measure 1 2 3 4 5

13 web2.0

co-occurrence ajax web tools blog webdesign
folkrank web ajax tools design blog

tag context web2 web-2.0 webapp “web web 2.0
resource context web2 web20 2.0 web 2.0 web-2.0

user context ajax aggregator rss google collaboration

15 howto

co-occurrence tutorial reference tips linux programming
folkrank reference linux tutorial programming software

tag context how-to guide tutorials help how to
resource context how-to tutorial tutorials tips diy

user context reference tutorial tips hacks tools

28 games

co-occurrence fun flash game free software
folkrank game fun flash software programming

tag context game timewaster spiel jeu bored
resource context game gaming juegos videogames fun

user context video reference fun books science

30 java

co-occurrence programming development opensource software web
folkrank programming development software ajax web

tag context python perl code c++ delphi
resource context j2ee j2se javadoc development programming

user context eclipse j2ee junit spring xml

39 opensource

co-occurrence software linux programming tools free
folkrank software linux programming tools web

tag context open source open-source open.source oss foss
resource context open-source open open source oss software

user context programming linux framework ajax windows

1152 tobuy

co-occurrence shopping books book design toread
folkrank toread shopping design books music

tag context wishlist to buy buyme wish-list iwant
resource context wishlist shopping clothing tshirts t-shirts

user context toread cdm todownload todo magnet
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Figure 1: Tag co-occurrence fingerprint of five selected tags in the first 30 dimensions of the tag vector space.

30 of the dimensions of the vector space RT that we intro-
duced in Section 4. For five selected tags, their values in the
corresponding dimensions are shown.7 In the diagram, we
see that each of the tags java and python appears frequently
together with programming, and (to a lesser degree) with de-
velopment. These two common peaks alone contribute ap-
prox. 0.68 to the total cosine similarity of the two tags java
and python of 0.85.

A similar behavior can be seen for the tags game and
games which have both peaks at fun and (to a lesser degree)
free. Here we also see the effect of letting vtt = 0 for all tags

7The length of all the vectors was normalized to 1 in the 2-norm.

t ∈ T , in the definition of the cosine measure: while game
has a very high peak at games, games has (by definition) the
value 0.

The high value for game in dimension games shows that
these two tags are frequently assigned together to resources
(probably because users already anticipate at the time of tag-
ging that they will not remember at the time of later re-
trieval whether they used singular or plural) — and makes
game showing up as third-closest tag to games for the co-
occurrence measure (see Table 1).

For the tag python, on the other hand, we see (at the very
right of Figure 1) that it co-occurs with java in the same posts
very rarely only (because only few web pages are about both
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Table 2: Overlap between the ten most closely related tags.
co-
occurr.

Folk-
Rank

tag
context

resource
context

user
context

1.77 1.81 1.35 1.55

resource
context

3.35 2.65 2.66

tag
context

1.69 1.28

FolkRank 6.81
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Figure 2: Average rank of the related tags as a function of
the rank of the original tag.

java and python). Hence — even though being ‘most related’
according to the tag context similarity, they are less so with
the other measures. In fact, in the lists of most related tags
to java, python is at position 21 according to FolkRank, 34
according to co-occurrence, 97 according to the user context
measure and 476 according to resource context similarity.

Our next step is to substantiate these first insights with a
more systematic analysis. We start by using simple observ-
ables that provide qualitative insights into their behavior.

The first natural aspect to investigate is whether the most
closely related tags are shared across relatedness measures.
We consider the 10, 000 most popular tags in del.icio.us, and
for each of them we compute the 10 most related tags ac-
cording to each of the relatedness measures. Table 2 re-
ports the average number of shared tags for all relatedness
measures. We first observe that the user context measure
does not exhibit a strong similarity to any of the other mea-
sures. The same holds for the tag context measure, with a
slightly higher overlap of 2.65 tags with the resource con-
text measure. Based on the prior manual inspection, this
can most probably be attributed to shared synonym tags. A
comparable overlap also exists between resource context and
FolkRank / co-occurrence similarity, respectively. Based on
the current analysis, it is hard to judge about the nature of
these overlapping tags.

The most eye-catching observation, however, is that re-
latedness by co-occurrence and by FolkRank share a large
fraction (6.81) of the 10 most closely related tags. Given a
tag t, its related tags according to FolkRank are – to a large
extent – tags with a high frequency of co-occurrence with t.
In the case of the context relatedness measures, instead, the
suggested tags seem to bear no special bias to high-frequency
tags. This is due to the normalization of the vectors implied
in the cosine similarity (see Section 4), which disregards in-
formation about global tag frequency.

To better investigate this point, we plot in Figure 2 the av-
erage rank (according to global frequency) of the 10 most
closely related tags as a function of the rank of the orig-
inal tag. The average rank of the tags obtained by co-

occurrence relatedness (green) and by FolkRank (blue) is
low and increases slowly with the rank of the original tag:
this points out that most of the related tags are among the
high-frequency tags, independently of the original tag. On
the contrary, the context measures (purple, red and turquoise)
display a different behavior: the rank of related tags in-
creases much faster with that of the original tag. That is, the
tags obtained from context relatedness belong to a broader
class with regard to their rank and seem not limited to higher-
frequency tags. 8

6 Semantic Grounding
In this section we shift perspective and move from the qual-
itative discussion of Section 5 to a more formal validation.
Our strategy is to ground the relations between the original
and the related tags by looking up the tags in a formal rep-
resentation of word meanings. As structured representations
of knowledge afford the definition of well-defined metrics of
semantic similarity, one can investigate the type of semantic
relations that hold between the original tags and their related
tags, defined according to any of the relatedness measures
under study.

In the following we ground our measures of tag related-
ness by using WordNet [Fellbaum, 1998], a semantic lexi-
con of the English language. In WordNet words are grouped
into synsets, sets of synonyms that represent one concept.
Synsets are nodes in a network and links between synsets
represent semantic relations. WordNet provides a distinct
network structure for each syntactic category (nouns, verbs,
adjectives and adverbs). For nouns and verbs it is possible
to restrict the links in the network to (directed) is-a relation-
ships only, therefore a subsumption hierarchy can be defined.
The is-a relation connects a hyponym (more specific synset)
to a hypernym (more general synset). A synset can have mul-
tiple hypernyms, so that the graph is not a tree, but a directed
acyclic graph. Since the is-a WordNet network for nouns and
verbs consists of several disconnected hierarchies, it is useful
to add a fake top-level node subsuming all the roots of those
hierarchies, making the graph fully connected and allowing
the definition of several graph-based similarity metrics be-
tween pairs of nouns and pairs of verbs. We will use such
metrics to ground and characterize our measures of tag relat-
edness in folksonomies.

In WordNet, we will measure the semantic similarity by
using both the taxonomic shortest-path length and a mea-
sure of semantic distance introduced by Jiang and Con-
rath [Jiang and Conrath, 1997] that combines the taxonomic
path length with an information-theoretic similarity measure
by Resnik [Resnik, 1995]. We use the implementation of
those measures available in the WordNet::Similarity
library [Pedersen et al., 2004]. It is important to remark that
[Budanitsky and Hirst, 2006] provides a pragmatic ground-
ing of the Jiang-Conrath measure by means of user stud-
ies and by its superior performance in the context of a
spell-checking application. Thus, our semantic grounding in
WordNet of the similarity measures is extended to the prag-
matic grounding in the experiments of [Budanitsky and Hirst,
2006].

The program outlined above is only viable if a significant
fraction of the popular tags in del.icio.us is also present in
WordNet. Several factors limit the WordNet coverage of
del.icio.us tags: WordNet only covers the English language

8Notice that the curves for the tag and user context relatedness
(red, turquoise) approach a value of 5 000 for high ranks: this is
the value one would expect if tag relatedness was independent from
tag rank.
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Table 3: WordNet coverage of del.icio.us tags.
# top-frequency
tags

100 500 1,000 5,000 10,000

fraction in
WordNet (%)

82 80 79 69 61

6.0 6.5 7.0 7.5 8.0 8.5 9.0 9.5 10.0

taxonomic path length

random

UserCont

folkrank

co-occ

TagCont

ResCont

8 9 10 11 12 13 14 15 16

Jiang-Conrath distance

random

UserCont

folkrank

co-occ

TagCont

ResCont

Figure 3: Average semantic distance, measured in WordNet,
from the original tag to the most closely related one. The
distance is reported for each of the measures of tag similar-
ity discussed in the main text (labels on the left). Blue bars
(bottom) show the taxonomic path length in WordNet. Red
bars (top) show the Jiang-Conrath measure of semantic dis-
tance.

and contains a static body of words, while del.icio.us con-
tains tags from different languages, tags that are not words
at all, and is an open-ended system. Another limiting factor
is the structure of WordNet itself, where the measures de-
scribed above can only be implemented for nouns and verbs,
separately. Many tags are actually adjectives [Golder and
Huberman, 2006] and although their grounding is possible,
no distance based on the subsumption hierarchy can be com-
puted in the adjective partition of WordNet. Nevertheless,
the nominal form of the adjective is often covered by the
noun partition. Despite this, if we consider the popular tags
in del.icio.us, a significant fraction of them is actually cov-
ered by WordNet: as shown in Table 3, roughly 61% of
the 10 000 most frequent tags in del.icio.us can be found in
WordNet. In the following, to make contact with the previ-
ous sections, we will focus on these tags only.

A first assessment of the measures of relatedness can be
carried out by measuring – in WordNet – the average se-
mantic distance between a tag and the corresponding most
closely related tag according to each one of the relatedness
measures we consider. Given a measure of relatedness, we
loop over the tags that are both in del.icio.us and WordNet,
and for each of those tags we use the chosen measure to find
the corresponding most related tag. If the most related tag
is also in WordNet, we measure the semantic distance be-
tween the synset that contains the original tag and the synset
that contains the most closely related tag. When measuring
the shortest-path distance, if either of the two tags occurs in
more than one synset, we use the pair of synsets which min-
imizes the path length.

Figure 3 reports the average semantic distance between the
original tag and the most related one, computed in WordNet
by using both the (edge) shortest-path length and the Jiang-
Conrath distance. The tag and resource context relatedness
point to tags that are semantically closer according to both
measures. We remark once more that the Jiang-Conrath mea-
sure has been validated in user studies [Budanitsky and Hirst,
2006], and because of this the semantic distances reported in
Fig. 3 correspond to distances cognitively perceived by hu-
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Figure 4: Probability distribution for the lengths of the short-
est path leading from the original tag to the most closely re-
lated one. Path lengths are computed using the subsumption
hierarchy in WordNet.

man subjects.

The best performance is achieved by similarity according
to resource context. This is not surprising as this measure
makes use of a large amount of contextual information (the
large vectors of resources associated with tags). While sim-
ilarity by resource context is computationally very expen-
sive to compute, it can be used as a reference for compar-
ing the performance of other measures. To this end, we also
computed the distances for the worst case scenario of a mea-
sure (marked as random in Figure 3) that associates every tag
with a randomly chosen one. All the other measures of re-
latedness fall between the above extreme cases. Overall, the
taxonomic path length and the Jiang-Conrath distance ap-
pear strongly correlated, and they induce the same ranking
by performance of the similarity measures. Remarkably, the
notion of similarity by tag context (TagCont) has an almost
optimal performance. This is interesting because is it com-
putationally lighter that the similarity by resource context, as
it involves tag co-occurrence with a fixed number (10 000)
of popular tags, only. The closer semantic proximity of tags
obtained by tag and resource context relatedness was intu-
itively apparent from direct inspection of Table 1, but now
we are able to ground this statement through user-validated
measures of semantic similarity based on the subsumption
hierarchy of WordNet.

As already noted in Section 5, the related tags obtained via
tag context or resource context appear to be “synonyms” or
“siblings” of the original tag, while other measures of relat-
edness (co-occurrence and FolkRank) seem to provide “more
general” tags. The possibility of looking up tags in the Word-
Net hierarchy allows us to be more precise about the nature
of these relations. In the rest of this section we will focus on
the shortest paths in WordNet that lead from an initial tag to
its most closely related tag (according to the different mea-
sures of relatedness), and characterize the length and edge
composition (hypernym/hyponym) of such paths.

Figure 4 displays the normalized distribution P (n) of
shortest-path lengths n (number of edges) connecting a tag
to its closest related tag in WordNet. All similarity measures
share the same overall behavior for n > 3, with a broad
maximum around n � 6, while significant differences are
visible for small values of n. Specifically, similarity by tag
context and resource context display a strong peak at n = 0.
Tag context similarity also displays a weaker peak at n = 2
and a comparatively depleted number of paths with n = 1.
For higher values of n, the histogram for resource context
and tag context has the same shape as the others, but is sys-
tematically lower due to the abundance of very short paths
and the normalization of P (n). The peak at n = 0 is due
to the detection of actual synonyms in WordNet. As nodes
in WordNet are synsets, a path to a synonym appears as an
edge connecting a node to itself (i. e., a path of length 0).
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Figure 5: Edge composition of the shortest paths of length 1
(left) and 2 (right). An “up” edge leads to a hypernym, while
a “down” edge leads to a hyponym.

Similarity by tag context points to a synonym in about 18 %
of the cases, while using resource context this figure raises
to about 25 %. In the above cases, the most related tag is a
tag belonging to the same synset of the original tag. In the
case of tag context, the smaller number of paths with n = 1
(compared with n = 0 and n = 2) is consistent with the idea
that the similarity of tag context favors siblings/synonymous
tags: moving by a single edge, instead, leads to either a hy-
pernym or a hyponym in the WordNet hierarchy, never to a
sibling. The higher value at n = 2 (paths with two edges in
WordNet) for tag context may be compatible with the sibling
relation, but in order to ascertain this we have to characterize
the typical edge composition of these paths.

Figure 5 displays the average edge type composition (hy-
pernym/hyponym edges) for paths of length 1 and 2. The
paths analyzed here correspond to n = 1 and n = 2 in Fig-
ure 4. For tag context, resource context and user context, we
observe that the paths with n = 2 (right-hand side of Fig-
ure 5) consist almost entirely of one hypernym edge (up) and
one hyponym edge (down), i. e., these paths do lead to sib-
lings. This is especially marked for the notion of similarity
based on tag context, where the fraction of paths leading to a
sibling is about 90% of the total. Notice how the path compo-
sition is very different for the other non-contextual measures
of relatedness (co-occurrence and FolkRank): in these cases
roughly half of the paths consist of two hypernym edges in
the WordNet hierarchy, and the other half consists mostly of
paths to siblings. We observe a similar behavior for paths
with n = 1, where the contextual notions of similarity have
no statistically preferred direction, while the other measures
point preferentially to hypernyms (i. e., 1-up in the WordNet
taxonomy).

We now generalize the analysis of Figure 5 to paths of ar-
bitrary length. Specifically, we measure for every path the
hierarchical displacement Δl in WordNet, i. e., the differ-
ence in hierarchical depth between the synset where the path
ends and the synset where the path begins. Δl is the differ-
ence between the number of edges towards a hypernym (up)
and the number of edges towards a hyponym (down). Fig-
ure 6 displays the probability distribution P (Δl) measured
over all tags under study, for the five measures of related-
ness. We observe that the distribution for the tag context and
resource context is strongly peaked at Δl = 0 and highly
symmetric around it. The fraction of paths with Δl = 0 is
about 40%. The average value of Δl for all the contextual

measures is Δl � 0 (dotted line at Δl = 0) . This reinforces,
in a more general fashion, the conclusion that the contextual
measures of similarity involve no hierarchical biases and the
related tags obtained by them lie at the same level of the orig-

-8 -6 -4 -2 0 2 4 6 8
Δl

0

0.1

0.2

0.3

0.4

P(Δl)

co-occ
folkrank
TagCont
ResCont
UserCont

Figure 6: Probability distribution of the level displacement
Δl in the WordNet hierarchy.

inal one, in the WordNet hierarchy. Tag context and resource
context are more peaked, while the distribution for user con-
text, which is still highly simmetric around Δl = 0, is
broader. Conversely, the probability distributions P (Δl) for
the non-contextual measures (co-occurrence and FolkRank),
look asymmetric and both have averages Δl � 0.5 (righ-
hand dotted line). This means that those measures – as we
have already observed – point to related tags that preferen-
tially lie higher in the WordNet hierarchy.

7 Discussion and Perspectives
The contribution of this paper is twofold: First, it pioneers
with a systematic methodology for characterizing tag relat-
edness measures in a folksonomy. Several such measures
have been proposed and applied, but given the fluid and
open-ended nature of social bookmarking systems, it is hard
to characterize – from the semantic point of view – what kind
of relations they establish. As these relations constitute an
important building block for extracting formalized knowl-
edge, a deeper understanding of tag relatedness is needed.
In this paper, we grounded several measures of tag related-
ness by mapping the tags of the folksonomy to synsets in
WordNet, where we used well-established measures of se-
mantic distance to characterize the chosen measures of tag
relatedness. As a result, we showed that distributional mea-
sures, which capture the context of a given tag in terms of
resources, users, or other co-occurring tags, establish – in
a statistical sense – paradigmatic relations between tags in
a folksonomy. Strikingly, our analysis shows that the be-
havior of the most accurate measure of similarity (in terms
of semantic distance of the indicated tags) can be matched
by a computationally lighter measure (tag context similar-
ity) which only uses co-occurrence with popular tags of the
folksonomy. In general, we showed that a semantic charac-
terization of similarity measures computed on a folksonomy
is possible and insightful in terms of the type of relations that
can be extracted. We showed that despite a large degree of
variability in the tags indicated by different similarity mea-
sures, it is possible to connotate how the indicated tags are
related to the original one.

The second contribution addresses the question of emer-
gent semantics: Our results indicate clearly that with an ap-
propriate measure, globally meaningful tag relations can be
harvested from an aggregated and uncontrolled folksonomy
vocabulary. Especially the tag and resource context measures
showed to be able to identify tags belonging to a common se-
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mantic concept. Admittedly, in their current status, none of
our measures can be seen as the mean to instant ontology cre-
ation. But we strongly believe that further analysis of these
and other measures and especially research on how to com-
bine them will pave the way towards a successful bridging
towards the Semantic Web.

In an application context, our semantic characterization
can be used to guide the choice of a relatedness measure as
a function of the task at hand. We will close by briefly dis-
cussing which of the relatedness measures we investigated is
best for . . .

• . . . synonym discovery. The tag or resource context sim-
ilarities are clearly the first measures to choose when
one would like to discover synonyms. As shown in
this work, these measure delivers not only spelling vari-
ants, but also terms that belong to the same WordNet
synset (see especially Figure 4). This kind of informa-
tion could be applied to suggest concepts in tagging sys-
tem or to support users by cleaning up the tag cloud.

• . . . concept hierarchy. Both FolkRank and co-
occurrence relatedness seemed to yield more general
tags in our analyses. This is why we think that these
measures provide valuable input for algorithms to ex-
tract taxonomic relationships between tags.

• . . . tag recommendations. The applicability of both
FolkRank and co-occurrence for tag recommendations
was demonstrated in [Jäschke et al., 2007]. Both mea-
sures allow for recommendations by straightforward
modifications. Our evaluation in [Jäschke et al., 2007]

showed that FolkRank delivered superior and more per-
sonalized results than co-occurrence. On the other
hand, similar tags and spelling variants as frequently
provided by the context similarity are less accepted by
the user in recommendations.

• . . . query expansion. Our analysis suggests that resource
or tag context similarity could be used to discover syn-
onyms and – together with some string edit distance –
spelling variants of the tags in a user query. The original
tag query could be expanded by using the tags obtained
by these measures.

Future work includes the application of these measures in
the tasks listed above. In particular, we are currently working
on adapting existing ontology learning techniques to folk-
sonomies, including the presented measures.
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Abstract
The concept of multiple graph alignment has re-
cently been introduced as a novel method for the
structural analysis of biomolecules. Using in-
exact, approximate graph-matching techniques,
this method enables the robust identification of
approximately conserved patterns in biologically
related structures. In particular, using multiple
graph alignments, it is possible to characterize
functional protein families independent of se-
quence or fold homology. This paper first re-
calls the concept of multiple graph alignment and
then addresses the problem of computing optimal
alignments from an algorithmic point of view. In
this regard, a method from the field of evolution-
ary algorithms is proposed and empirically com-
pared to a hitherto existing greedy strategy.

1 Introduction
In the field of bioinformatics, multiple sequence alignment
is an established approach for the identification of residues
that are conserved across many members of a gene or pro-
tein family [Thompson et al., 1994; Bateman et al., 2004;
Servant et al., 2002]. However, as this approach relies
on evolutionary conserved sequences in DNA or protein
chains to detect similarities between different molecules,
it is only capable of detecting functional similarities based
on heredity. Consequently, sequence analysis is not opti-
mally suited for the identification of functional similarities
between molecules, as functionality is more closely asso-
ciated with structural than with sequential features. In fact,
it is well-known that there is no strong correspondence be-
tween sequence similarity and structural similarity.

Focusing on the the identification of structural similari-
ties of biomolecules, this paper presents the concept of mul-
tiple graph alignment (MGA) as a structural counterpart to
sequence alignment. As opposed to homology-based meth-
ods, this approach allows one to capture non-homologous
molecules with similar functions as well as evolutionary
conserved functional domains. Accordingly, MGA offers a
much wider field of application, as the method is generally
applicable to different types of biological or biochemical
objects (and, in principle, even beyond the bioinformatics
domain). In this regard, our special interest concerns the
analysis of protein structures or, more specifically, protein
binding sites. However, graph alignments can also be used
for analyzing other types of biomolecules, e.g., to detect
similarities between chemical molecules such as protein
ligands (see Section 4.2).

Our previous approach to the MGA problem makes use
of a greedy algorithm [Weskamp et al., 2004]. In this pa-
per, we present an alternative method using evolutionary
strategies. As will be shown experimentally, the latter sig-
nificantly outperforms the former with regard to the quality
of alignments, albeit at the cost of an increased runtime.

The paper is organized as follows: In Section 2, we intro-
duce the concept of a multiple graph alignment. The prob-
lem of computing a MGA is then addressed in Section 3,
where an evolutionary algorithm is proposed for this pur-
pose. Section 4 is devoted to the experimental validation of
the approach, and Section 5 concludes the paper.

2 Graph-Based Modeling and Multiple
Graph Alignment

2.1 Graph-Based Modeling of Biomolecules
Graph models are often used to represent and analyze three-
dimensional biomolecules, i.e., single biomolecules are
represented in terms of a graph G consisting of a set of
(labeled) nodes V and (weighted) edges E. As mentioned
previously, our special interest concerns protein binding
pockets and chemical compounds.
Modeling Chemical Compounds
In the case of chemical compounds, atoms are represented
as nodes labeled with their corresponding atom type, using
the SYBYL atom type notation. The edges between nodes
are labeled by the Euclidean distance between the respec-
tive atoms. This way, important geometric properties of the
compound are captured. Alternatively, it is possible to use
a representation in which edges correspond to molecular
bonds and are weighted by the bond order.
Modeling Protein Binding Sites
Regarding the modeling of protein structures, the present
work builds upon Cavbase [Schmitt et al., 2002; Hendlich
et al., 2003], a database system for the fully-automated
detection and extraction of protein binding pockets from
experimentally determined protein structures (available
through the database PDB [Berman et al., 2000]). In
Cavbase, graphs are used as a first approximation to de-
scribe binding pockets. The database currently contains
113,718 hypothetical binding pockets that have been ex-
tracted from 23,780 publicly available protein structures
using the LIGSITE-algorithm [Hendlich et al., 1997].

To model a binding pocket as a graph, the geometrical
arrangement of the pocket and its physicochemical prop-
erties are first represented by pre-defined pseudocenters –
spatial points that represent the center of a particular prop-
erty. The type and the spatial position of the centers de-
pend on the amino acids that border the binding pocket and
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expose their functional groups. They are derived from the
protein structure using a set of pre-defined rules [Schmitt et
al., 2002]. As possible types for pseudocenters, hydrogen-
bond donor, acceptor, mixed donor/acceptor, hydrophobic
aliphatic and aromatic properties are considered. Pseudo-
centers can be regarded as a compressed representation of
areas on the cavity surface where certain protein-ligand in-
teractions are experienced.

The assigned pseudocenters form the nodes v ∈ V of
the graph representation, and their properties are modeled
in terms of node labels l(v) ∈ {P1, P2 . . . P5}, where P1

stands for donor, P2 for acceptor, etc. Two centers are con-
nected by an edge in the graph representation if their Eu-
clidean distance is below 11.0 Å and each edge e ∈ E is
labeled with the respective distance w(e) ∈ R.1 The edges
of the graph thus represent geometrical constraints among
points on the protein surface.

In Cavbase, a graph representation of a binding pocket
has around 85 nodes on average; however, also graphs with
several hundred nodes are frequently detected and extremes
with thousands of nodes exist. The graphs are rather dense
as approximately 20 percent of all pairs of nodes are con-
nected by an edge.

2.2 Multiple Graph Alignment
In the following, we assume a set G =
{G1(V1, E1) . . . Gm(Vm, Em)} of connected, node-
labeled and edge-weighted graphs to be given, each of
which represents a biomolecule. To make the discussion
more concrete, we subsequently consider the case of
protein binding sites.

When comparing homologs from different species in
protein cavity space, one has to deal with the same muta-
tions that are also given in sequence space. Correspond-
ing mutations, in conjunction with conformational vari-
ability, strongly affect the spatial structure of a binding
site as well as its physicochemical properties and, there-
fore, its graph descriptor. Thus, one cannot expect that the
graph descriptors for two related binding pockets match
exactly. In our approach, the following types of edit op-
erations are allowed to account for differences between a
graph G1(V1, E1) and another graph G2(V2, E2):

1. Insertion or deletion of a node v1 ∈ V1 (“InDel”). A
pseudocenter can be deleted or introduced due to a
mutation in sequence space. Alternatively, a confor-
mational difference can affect the exposure of a func-
tional group toward the binding pocket, accordingly
an insertion or deletion in the graph descriptor could
result.

2. Change of the label l(v1) of a node v1 ∈ V1 (“Node
Mismatch”). The assigned physicochemical property
(“type”) of a pseudocenter can change if a mutation
replaces a certain functional group by another type of
group at the same position.

3. Change of the weight w(e1) of an edge e1 ∈ E1

(“Edge Mismatch”). The distance between two pseu-
docenters can change due to conformational differ-
ences.

By assigning a cost value to each of these edit operations,
it becomes possible to define an edit distance for a pair of

1An interaction distance of 11.0 Å is typically enough to cap-
ture the geometry of a binding site; ignoring larger distances
strongly simplifies the graph representation.
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Figure 1: An alignment of four similar, but not identical graphs.
The node labels are indicated by the letters assigned to the nodes
(shown as circles). The edge labels are omitted for simplification.
The assignments among the different graph nodes are indicated
by the dashed lines. Large boxes in gray represent dummy nodes
that have been introduced in the alignment to represent “missing”
nodes.

graph descriptors. The edit distance of two graphs G1, G2

is defined as the cost of a cost-minimal sequence of edit op-
erations that transforms graph G1 into G2. As in sequence
analysis, this allows for defining the concept of an align-
ment of two (or more) graphs. The latter, however, also
requires the possibility to use dummy nodes ⊥ that serve
as placeholders for deleted nodes. They correspond to the
gaps in sequence alignment (cf. Figure 1).

Let G = {G1(V1, E1) . . . Gm(Vm, Em)} be a set of
graphs. Then A ⊆ (V1 ∪ {⊥}) × · · · × (Vm ∪ {⊥}) is
an alignment of the graphs in G if and only if

1. for all i = 1 . . . m and for each v ∈ Vi there exists
exactly one a = (a1 . . . am) ∈ A such that v = ai

(i.e., each node of each graph occurs exactly once in
the alignment).

2. for each a = (a1 . . . am) ∈ A there exists at least one
1 ≤ i ≤ m such that ai �=⊥ (i.e., each tuple of the
alignment contains at least one non-dummy node).

Each tuple in the alignment contains a certain number of
nodes from the different graphs that are matched onto each
other. If a node has no matching partner in a certain graph,
it has to be mapped onto a dummy node ⊥.

To assess the quality of a given alignment, a scoring
function is needed. This scoring function corresponds to
the above-mentioned edit distance, as each graph alignment
defines a set of edit operations that have to be performed to
transform one of the aligned graphs into another entry of
the alignment. Here, a scoring function that follows a sum-
of-pairs scheme is proposed, i.e., the score s of a multiple
alignment A = (a1 . . . am) is defined by the sum of scores
of all induced pairwise alignments:

s(A) =
n∑

i=1

ns(ai) +
∑

1≤i<j≤n

es(ai, aj), (1)

where the node score (ns) is given by

ns

⎛⎜⎝ ai
1
...

ai
m

⎞⎟⎠ =
∑

1≤j<k≤m

⎧⎪⎪⎨⎪⎪⎩
nsm

nsmm

nsd

nsd

l(ai
j) = l(ai

k)
l(ai

j) �= l(ai
k)

ai
j =⊥, ai

k �=⊥
ai

j �=⊥, ai
k =⊥

Comparing two edges is somewhat more difficult than
comparing two nodes, as one cannot expect to observe
edges of exactly the same lengths. We consider two edges
as a match if their respective lengths, a and b, differ by at
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most a given threshold tmax, and as a mismatch otherwise.
The edge score (es) is then given by

es

⎛⎜⎝
⎛⎜⎝ ai

1
...

ai
m

⎞⎟⎠ ,

⎛⎜⎝ aj
1
...

aj
m

⎞⎟⎠
⎞⎟⎠ =

∑
1≤k<l≤m

⎧⎪⎪⎪⎨⎪⎪⎪⎩
esmm

esmm

esm

esmm

(ai
k, aj

k) ∈ Ek, (ai
l, a

j
l ) /∈ El

(ai
k, aj

k) /∈ Ek, (ai
l, a

j
l ) ∈ El

dij
kl ≤ tmax

dij
kl > tmax

where dij
kl = ‖w(ai

k, aj
k) − w(ai

l, a
j
l )‖. The scores for the

different cases have to be defined by the user. For the ex-
periments, we used the following parameter setting: nsm =
1,nsmm = −5.0,nsd = −2.5, esm = 0.2 and esmm =
−0.1

2.3 Computing Multiple Graph Alignments
The problem of calculating an optimal MGA, that is, an
alignment with maximal score for a given set of graphs
is computationally very complex. The subgraph isomor-
phism problem (which is known to be NP-complete [Atal-
lah, 1999]) can be seen as a special case of the graph align-
ment problem where the cost for mismatches is set pro-
hibitively high. Thus, one cannot expect to find an effi-
cient algorithm that is guaranteed to find an optimal align-
ment for a given set of graphs. In [Weskamp et al., 2004],
simple and effective heuristics for the MGA problem have
been described that were found to be useful for the prob-
lem instances that were examined. The main idea of these
methods is to reduce the multiple alignment problem to the
problem of pairwise alignment (i.e., calculating an optimal
graph alignment for only two graphs) in a first step; these
pairwise alignments are subsequently merged into a multi-
ple alignment in a second step.

Both steps, finding optimal pairwise alignments and
merging them into a multiple alignment, are only heuris-
tics that do not guarantee to find a good solution on every
problem instance. Even worse, as there is no information
about the distance to the optimum, is is hardly possible to
get an idea about the quality of a solution produced by the
above strategy.

Motivated by these problems, we investigated the use of
evolutionary algorithms as an alternative approach. As will
be detailed in Section 3, we resorted to an evolution strat-
egy with a non-standard representation and examined two
different approaches: While the first approach seeks to op-
timize a complete multiple alignment directly, the second
approach sticks to the decomposition strategy that is also
used by the greedy algorithm and, hence, uses evolutionary
optimization only for the pairwise case.

On the one hand, evolutionary optimization is of course
more expensive from a computational point of view. On
the other hand, the hope is that this approach will be able
to improve the solution quality, i.e., to produce alignments
that are better than those obtained by a simple greedy strat-
egy. To see if the increased cost of an evolutionary algo-
rithm is justified, we have also compared it with a simple
hill-climbing strategy.

3 An Evolutionary Algorithm for Multiple
Graph Alignment

Evolutionary Algorithms seeks to optimize a fitness func-
tion, which in our case is given by the sum-of-pairs score

A: 1 2 3 4 . 5 . . . . . . .
B: . 3 . 4 5 . 1 6 . . 2 . .
C: 5 2 . . 4 . . . 1 . . 3 .
D: 4 . . 1 5 . . . . 2 . . 3

Figure 2: Matrix representation of a MGA. Dummies are repre-
sented by a dot.

(1). To this end, it simulates the evolution process by re-
peatedly executing the following loop [3]: (i) Initially, a
population consisting of μ individuals, each representing
a candidate solution, is generated at random. (ii) In each
generation, μ · ν offspring individuals are created; the pa-
rameter ν is called selective pressure. To generate a single
offspring, the mating-selection operator chooses ρ parent
individuals at random and submits them to the recombina-
tion operator. This operator generates an offspring by ex-
changing the genetic information of these individuals. The
offspring is further modified by the mutation operator. (iii)
The offsprings are evaluated and added to the parent pop-
ulation. Among the individuals in this temporary popula-
tion T, the selection operator chooses the best μ candidates,
which then form the population of the next generation. (iv)
The whole procedure is repeated until a stopping criterion
is met.

Regarding the representation of individuals, note that in
our case candidate solutions correspond to MGAs. Given a
fixed numbering of the nodes of graph Gi from 1 to |Vi|
(not to be confused with the labeling), an MGA can be
represented in a unique way by a two-dimensional matrix,
where the rows correspond to the graphs and the columns
to the aligned nodes of these graphs. Fig. 2 shows an exam-
ple of such a matrix. The first column indicates a mutual
assignment of the first node of graph A, the fifth node of
graph C, and the fourth node of graph D, while there is no
matching partner in graph B.

In the course of optimizing an MGA, the graphs can be-
come larger due to the insertion of dummy nodes. For
the matrix representation, this means that the number of
columns is in principle not known and can only be upper-
bounded by n1+. . .+nm, where ni = |Vi|. This, however,
will usually be too large a number and may come along
with an excessive increase of the search space. From an
optimization point of view, a small number of columns is
hence preferable. On the other hand, by fixing a too small
length of the alignment, flexibility is lost and the optimal
solution is possibly excluded.

To avoid these problems, we make use of an adaptive
representation: Starting with a single extra column filled
with dummies, more such columns can be added if required
or, when becoming obsolete, again be removed (see be-
low). Thus, our matrix scheme is initialized with m rows
and n + 1 columns, where n = max{n1, n2 . . . nm}. For
each graph Gi, a permutation of its nodes is then inserted,
with dummies replacing the index positions j > |Vi|.
As an aside, we note that dummy columns are of course
excluded from scoring, i.e., the insertion or deletion of
dummy columns has no influence on the fitness.

Among the proper selection operators for evolution
strategies, the deterministic plus-selection, which selects
the μ best individuals from the union of the μ parents and
the λ offsprings, is most convenient for our purpose. In
fact, since the search space of an MGA problem is ex-
tremely large, it would be very unfortunate to loose a cur-
rent best solution. This excludes other selection techniques
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such as fitness-proportional or simulated annealing selec-
tion.

As we use a non-standard representation of individuals,
namely a matrix scheme, the commonly used recombina-
tion and mutation operators are not applicable and have to
be adapted correspondingly. Our recombination operator
randomly selects ρ parent individuals from the current pop-
ulation (according to a uniform distribution). Then, ρ − 1
random numbers ri, i = 1 . . . ρ − 1 are generated, where
1 ≤ r1 < r2 < . . . < rρ−1 < m, and an offspring indi-
vidual is constructed by combining the sub-matrices con-
sisting, respectively, of the rows {ri−1 + 1 . . . ri} from the
i-th parent individual (where r0 = 0 and rρ = m by def-
inition). Simply stitching together complete sub-matrices
is not possible, however, since the nodes are not ordered
in a uniform way. Therefore, the ordering of the first sub-
matrix is used as a reference, i.e., the elements of the first
row serve as pivot elements. General experience has shown
that recombination increases the speed of convergence, and
this was also confirmed by our experiments (see Section 4).

The mutation operator selects one row and two columns
at random and swaps the entries in the corresponding cells.
To enable large mutation steps, we have tried to repeat this
procedure multiple times for each individual. As the op-
timal number of repetitions was unknown in the design
phase of the algorithm, it was specified as a strategy com-
ponent adjusted by a self-adaptation mechanism [Beyer and
Schwefel, 2002].

To adapt the length of an MGA (number of columns in
the matrix scheme), it is checked in randomly chosen inter-
vals whether further dummy columns are needed or exist-
ing ones have become unnecessary. Three cases can occur:
(i) There exists exactly one dummy column, which means
that the current length is still optimal. (ii) There is more
than one dummy column: Apparently, a number of dummy
columns are obsolete and can be removed, retaining only
a single one. (iii) There is no dummy column left: The
dummy column has been “consumed” by mapping dum-
mies to real nodes. Therefore, a new dummy column has
to be inserted.

3.1 Combining Evolutionary Optimization and
Pairwise Decomposition

As mentioned above, the search space of a MGA problem
grows exponentially with the number of graphs. Moreover,
the evaluation time of the fitness function grows quadrati-
cally with the number of graphs. Therefore, the application
of our EA algorithm becomes expensive for large problems.

One established strategy to reduce complexity is to de-
compose a multiple alignment problem into several pair-
wise problems and to merge the solutions of these presum-
ably more simple problems into a complete solution. This
strategy has already been exploited in our greedy approach,
where the merging step has been realized by means of the
star-alignment algorithm [Weskamp et al., 2004]. In star-
alignment, a center structure is first determined, and this
structure is aligned with each of the other m − 1 struc-
tures. The m−1 pairwise alignments thus obtained are then
merged by using the nodes of the center as pivot elements.
As the quality of a MGA derived in this way critically de-
pends on the choice of a suitable center structure, one often
tries every structure as a center. In this case, all possible
pairwise alignments are needed, which means that our evo-
lutionary algorithm must be called 1

2 (m2 − m) times.
As star-alignment is again a purely heuristic aggregation

procedure, the gain in efficiency is likely to come along
with a decrease in solution quality, compared with the orig-
inal EA algorithm. This is not necessarily the case, how-
ever. In fact, a decomposition essentially produces two op-
posite effects, a positive one due to a simplification of the
problem and, thereby, a reduction of the search space, and a
negative one due to a potentially suboptimal aggregation of
the partial solutions. For a concrete problem, it is not clear
in advance which among these two effects will prevail.

4 Experimental Results
This section presents two experimental studies. The pur-
pose of the first study was to optimize our evolutionary al-
gorithms by means of a proper adjustment of its exogenous
parameters, which have a strong influence on performance
and runtime. In our case, the following parameters are con-
cerned:

• the population size μ and the selective pressure ν;
• selfadaption and recombination, which can as-

sume values {on, off}, and allow the automatic step
size control and the recombination operator to be en-
abled or disabled, respectively;

• initial step size, which defines the initial step
size for the mutation; if the automatic step size con-
trol is disabled, this parameter is ignored and a con-
stant step size of 1 is used for the mutation.

In the second study, we used our algorithms to analyze two
data sets with different characteristics, the first consisting
of a set of small molecules (benzamidine) and the second of
a set of protein binding sites (thermolisin). For comparison
purpose, we also included a simple hill-climbing strategy,
namely a (1 + 1)-EA.

4.1 Speeding up the Evolutionary Algorithm
The main goal of this study was to reduce the runtime of
the EA without sacrificing solution quality. To this end,
we have experimented with the sequential parameter op-
timization toolbox (SPOT) [Bartz-Beielstein et al.,, 2006]
that enables a quasi-automatic adjustment of exogenous
parameters. The standard parametrization by Bck [Bäck,
1994] gives a first idea of a useful range. We have cho-
sen a range between 1 and 50 for the population size μ
and a range between 1 and 20 for the selective pressure ν.
For initial step size, we allowed values between 1 and
1
2 × n.

Test problems were produced by generating a ran-
dom graph first, and replicating this graph (with renum-
bered nodes) m − 1 times afterward. Obviously, the
optimal solution of a problem of that kind is a perfect
match of these m graphs; we modified the scoring sys-
tem (by a linear transformation) such that the score of
this solution is 0. SPOT generates a sequence of de-
sign points in the parameter space with the goal to min-
imize the number of required function evaluations for
reaching a fitness of zero. The experiments were con-
ducted for alignment problems of size m ∈ {2, 4, 8, 16}
which, however, all yielded similar results. Accord-
ing to these results, the parameter configuration μ =
4, ν = 20, selfadaption = off, recombination = on

and initial step size = 21 seems to be well-suited for
the problem. As can be seen, a small value for the popu-
lation size (only large enough to enable recombination) is
enough, probably due to the fact that local optima do not
cause a severe problem. On the other hand, as the search
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space is extremely large, a high selective pressure is nec-
essary to create offsprings with improved fitness. The self-
adaptation mechanism is disabled and, hence, the mutation
rate is set to one (only two cells are swapped by mutation).
This appears reasonable, as most swaps do not yield an im-
provement and instead may even produce a deterioration,
especially during the final phase of the optimization. Thus,
an improvement obtained by swapping two cells is likely to
be annulled by a second swap in the same individual. Fi-
nally, our experiments suggest that a recombination is very
useful and should therefore be enabled.

4.2 Mining Molecular Fragment Data
As a first proof-of-concept for the algorithms presented in
the previous section, we analyzed a data set consisting of
87 compounds that belong to a series of selective thrombin
inhibitors and were taken from a 3D-QSAR study [Böhm
et al., 1999]. The data set is suitable for conducting ex-
periments in a systematic way, as it is quite homogeneous
and relatively small (the graph descriptors contain 47–100
nodes, where each node corresponds to an atom). More-
over, as the 87 compounds all share a common core frag-
ment (which is distributed over two different regions with
a variety of substituents), the data set contains a clear and
unambiguous target pattern. From this data set, 100 subsets
of 2, 4, 8 and 16 compounds have been selected at random,
and for each subset, a MGA has been calculated using the
greedy heuristic (Greedy), our evolutionary algorithm with
optimized parametrization (EA), and in combination with
a star-alignment procedure (EA∗).

Before performing these experiments, we have com-
pared the optimized EA with a simple hill-climbing strat-
egy, namely a (1+1)-EA. To ensure a fair comparison, each
search strategy was allowed a fixed number of fitness func-
tion evaluations. The results indicate, that the (1 + 1)-EA
performs very poorly in comparison with EA.

The results of the main experiment, comparing the two
EA-variants with the greedy strategy, are shown in Fig. 3.
As a measure of comparison, we derived the relative im-
provement of the fitness value, defined as

fitness(EA) − fitness(Greedy)
min{|fitness(EA)|, |fitness(Greedy)|} . (2)

We obtain a value of zero if both methods construct an
alignment with the same score. The relative improvement
is positive, if the EA solution yields a higher score than the
Greedy solution (e.g. a relative improvement of one would
mean an increase in score by a factor of two), else it is neg-
ative.

The results confirm our expectations: Both EA variants
outperform the Greedy significantly with respect to align-
ment quality. In general, the full EA-variants also perform
better than EA∗.

The runtimes, shown in Fig. 3, confirm that EA produces
better results. The smallest runtime among all alternatives
is still produced by the greedy strategy, albeit at the cost
of a lower quality. A good compromise between solution
quality and efficiency is achieved by EA∗, as the runtime
is much better than the EA runtime, especially for a higher
number of graphs.

Regarding the aforementioned benzamidine core frag-
ment, which consists of 25 atoms (11 hydrogens), it turned
out that it was fully conserved, throughout all experiments,
in all the solutions produces by our EA. In fact the EA was
able to retrieve much more structure especially for closer
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Figure 3: Mean and standard deviation of runtime and relative
improvement as a function of the number of graphs.

related derivatives. For the greedy strategy, the correspond-
ing degree of conservation was significantly smaller.

4.3 Mining Protein Binding Pockets
As our main interest concerns the characterization of pro-
tein binding pockets, we subsequently examined the per-
formance of our algorithms on a second data set consisting
of 74 structures derived from the Cavbase database. Each
structure represents a protein binding pocket belonging to
the protein family of thermolysine, bacterial proteases fre-
quently used in structural protein analysis and annotated
with the E.C. number 3.4.24.27 in the ENZYME classi-
fication database. The data set is suited for our purpose,
as all binding pockets belong to the same enzyme family
and, therefore, should share evolutionary related, highly
conserved substructures. On the other hand, with bind-
ing pockets ranging from about 30 to 90 pseudocenters, the
data set is also diverse enough to present a real challenge
for graph matching techniques.

Again, 100 graph alignments of size 2, 4, 8, 16 and 32
were produced, respectively, for randomly chosen struc-
tures, and the results are summarized in Fig. 4. The im-
provements achieved by the EA are not as high as in the
previous experiment. This is possibly due to the high di-
versity of the protein cavities. For the benzamidine deriva-
tives a common core fragment was present in all molecules.
Given that the greedy solution is sub-optimal one can be
sure that the EA can always improve the score by identify-
ing more common structure. For the thermolysin cavities,
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it is not known a priori if a common structure exists, as not
all cavities are binding pockets for the same type of lig-
and. If we compare cavities that are completely dissimilar,
the EA solution might not yield a much higher score since
there is simply not much to optimize. That being said, the
EA solutions are still significantly better than the greedy
solutions, as shown in Fig. 4.
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Figure 4: Mean and standard deviation of runtime and relative
improvement as a function of the number of graphs.

5 Conclusions
Multiple graph alignment (MGA) has recently been intro-
duced as a novel method for analyzing biomolecules on a
structural level. Using robust, noise-tolerant graph match-
ing techniques, MGA is able to discover approximately
conserved patterns in a set of graph-descriptors represent-
ing a family of evolutionary related biological structures.
As the computation of optimal alignments is a computa-
tionally complex problem, this paper has proposed an evo-
lutionary algorithm (EA) as an alternative to a hitherto ex-
isting greedy strategy.

Our experiments, carried out on several data sets with
different characteristics, have shown the high potential of
this approach and give rise to the following conclusions:
The EA significantly outperforms the greedy strategy and
is able to produce alignments of much higher quality, albeit
at the cost of a considerable increase in runtime. In fact, as
runtime seems to increase exponentially with the number of
graphs to be aligned, we also considered a combination of
evolutionary optimization with decomposition techniques,
namely the star-alignment method. This approach appears

to be a reasonable compromise as it achieves a good trade-
off between solution quality and runtime.

As part of ongoing work, we currently elaborate on de-
composition techniques in more detail. In particular, we
investigate alternative decomposition schemes and aggre-
gation procedures. An especially interesting idea in this
regard is to replace a heuristic aggregation strategy again
by an evolutionary optimization step. This line of research
is complemented by more standard means to improve evo-
lutionary optimization, such as alternative representations
and more sophisticated genetic operators.
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Abstract
Weighted voting is the commonly used strategy
for combining predictions in pairwise classifi-
cation. Even though it shows excellent perfor-
mance in practice, it is often criticized for lack-
ing a sound theoretical justification. In this pa-
per, we study the problem of combining predic-
tions within a formal framework of label rank-
ing. In this framework, we derive a generalized
voting strategy in which predictions are properly
adapted according to the strength of the corre-
sponding base classifiers, and which is optimal
in the sense of yielding a MAP prediction. Then,
we show that weighted voting yields a good ap-
proximation of this MAP prediction. This theo-
retical argument in favor of weighted voting as
a quasi-optimal aggregation strategy is further
corroborated by empirical evidence from experi-
ments with real and synthetic data sets.

1 Introduction
Learning by pairwise comparison is a well-known decom-
position technique which allows one to transform a multi-
class classification problem, i.e., a problem involving m >
2 classes, into a number of binary problems. To this end, a
separate model is trained for each pair of labels. Typically,
the technique produces more accurate models than the al-
ternative one-against-rest decomposition, which learns one
model for each class using the examples of this class as
positive examples and all others as negative examples. De-
spite the need to train a quadratic instead of a linear num-
ber of models, pairwise classification is also computation-
ally not more complex than one-against-rest classification
[Fürnkranz, 2002]. Both techniques are special cases of
a more general approach that uses error correcting output
codes to decompose a multi-class problem into several bi-
nary problems [Dietterich and Bakiri, 1995].

A critical step in pairwise learning is the aggregation of
the predictions from the ensemble of binary models into
a final classification. Various strategies have been pro-
posed for this purpose [Fürnkranz, 2003; Wu et al., 2004;
Quost et al., 2007]. The most commonly used aggregation
strategy is weighted voting in which the prediction of each
model is counted as a (weighted) “vote” for a class label,
and the class with the highest sum of votes is predicted.
Even though weighted voting performs very well in prac-
tice, it is often criticized as being ad-hoc to some extent and
for lacking a sound theoretical basis.

In this regard, the current paper makes the following con-
tributions. First, we propose a formal framework in which

the aforementioned aggregation problem can be studied in
a convenient way. This framework is based on the set-
ting of label ranking which has recently received attention
in the machine learning literature [Har-Peled et al., 2002;
Crammer and Singer, 2003]. Second, within this frame-
work, we develop a new aggregation strategy called adap-
tive voting. This strategy allows one to take the strength
of individual classifiers into consideration and, under cer-
tain assumptions, is provably optimal in the sense that it
yields a MAP prediction of the class label, i.e., it predicts
the label with maximum posterior probability. Third, we
show that weighted voting can be seen as an approxima-
tion of adaptive voting and, hence, approximates the MAP
prediction. This theoretical justification is complemented
by arguments suggesting that weighted voting is a quite ro-
bust strategy and, moreover, it is also confirmed by strong
empirical evidence showing that weighted voting is at least
competitive in practice when compared to adaptive voting.

The paper is organized as follows. The setting of la-
bel ranking is introduced in Section 2. Learning by pair-
wise comparison is reviewed in Section 3. We introduce
the adaptive voting strategy, including its underlying for-
mal model, in Section 4. In Section 5, it will be shown
that weighted voting can be seen as an approximation of
adaptive voting. Experimental results are presented and
discussed in Sections 6 and 7, respectively. The paper ends
with concluding remarks in Section 8.

2 The Setting of Label Ranking
In this paper, we focus on the setting of label ranking which
is an extension of the conventional setting of classifica-
tion. Roughly speaking, the former is obtained from the
latter through replacing single class labels by complete la-
bel rankings. So, instead of associating every instance x
from an instance space X with one among a finite set of
class labels L = {λ1 . . . λm}, we now associate x with a
total order of the class labels, that is, a complete, transi-
tive, and asymmetric relation �x on L where λi �x λj

indicates that λi precedes λj in the ranking associated with
x. It follows that a ranking can be considered (metaphori-
cally) as a special type of preference relation, and therefore
we shall also say that λi �x λj indicates that λi is pre-
ferred to λj given the instance x. To illustrate, suppose
that instances are students (characterized by attributes such
as sex, age, and major subjects in secondary school) and �
is a preference relation on a fixed set of study fields such as
Math, CS, Physics.

Formally, a ranking �x can be identified with a permuta-
tion τx of the set {1, . . . ,m}. It is convenient to define τx

such that τx(i) = τx(λi) is the position of λi in the rank-
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ing. This permutation encodes the (ground truth) ranking:

λτ−1
x (1) �x λτ−1

x (2) �x . . . �x λτ−1
x (m) , (1)

where τ−1
x (j) is the index of the label at position j in the

ranking. The class of permutations of {1, . . . ,m} is de-
noted by Sm. By abuse of terminology, though justified in
light of the above one-to-one correspondence, we refer to
elements τ ∈ Sm as both permutations and rankings.

In analogy with the classification setting, we do not as-
sume that there exists a deterministic mapping X → Sm.
Instead, every instance is associated with a probability dis-
tribution over Sm. This means that, for each �x ∈ X , there
exists a probability distribution P(· |x) such that, for every
τ ∈ Sm,

P(τ |x) (2)

is the probability that τx = τ . In the above example, the
following probability distribution may be given for a par-
ticular x:

label ranking τ P(τ |x)
Math � CS � Physics .4
Math � Physics � CS .3
CS � Math � Physics .0
CS � Physics � Math .2

Physics � Math � CS .0
Physics � CS � Math .1

The goal in label ranking is to learn a “label ranker” in
the form of an X → Sm mapping. As training data, a label
ranker uses a set of example instances xk, k = 1 . . . n,
together with associated (pairwise) preferences λi �xk

λj .
It is important to note that the setting of label ranking

is a proper generalization of the setting of conventional
classification. In the latter, training data consists of tuples
(xk, λxk

) which are assumed to be produced according to
a probability distribution over X ×L. This implies that we
can associate with each instance x a vector of conditional
probabilities:

px = (P(λ1 |x) . . .P(λm |x) ) , (3)

where P(λi |x) denotes the probability of observing the
class label λx = λi given x.

In label ranking, the class label λx can be associated with
the top-label in the ranking τx, i.e., λx = τ−1

x (1). The
probability vector (3) is then the image of the measure in
(2) under the mapping τ �→ τ−1(1), i.e., P(λi |x) corre-
sponds to the probability that λi occurs as a top-label in a
ranking τ . In our example, this yields the following proba-
bilities:

P(Math |x) = .7, P(CS |x) = .2, P(Physics |x) = .1 .

Note that the pure classification scenario, in which the or-
der of the non-top labels L \ {λx} does not matter, can be
embedded into the label ranking setting by distributing the
probability mass P(λi |x) equally on {τ ∈ Sm | τ−1(1) =
λi}. The result is an inverse mapping from probability vec-
tors (3) to measures (2) expressing “indifference” with re-
spect to the order of non-top labels.

3 Learning by Pairwise Comparison
Pairwise learning is a decomposition technique that trans-
forms an m-class classification problem, m > 2, into a
number of binary problems [Fürnkranz, 2002]. To this end,
a separate model or base classifier Mij is trained for each
pair of labels (λi, λj) ∈ L × L, 1 ≤ i < j ≤ m. The base

classifier Mij is intended to discriminate instances with
class label λi from the instances having class label λj .

To train the base classifiers, an observation (x, λx), i.e.,
an instance x belonging to class λx = λk, is submitted
as a positive example (x, 1) to all Mkj with j > k and
as a negative example (x, 0) to all Mik with i < k. A
base classifier can be implemented by any binary classifier.
Given the outputs of the base classifiers, a decision has to
be made for the final classification of an instance. As men-
tioned in the introduction, we focus on the weighted voting
(WV) aggregation strategy in order to make this decision.

Given a scoring classifier that maps instances to the
unit interval [0, 1], the WV strategy considers the output
sij = Mij(x) produced by Mij for a query instance x as
a (weighted) “vote” for λi and, correspondingly:

sji
df= 1 − sij ,

as a (weighted) vote for λj . Each class label λi is then
scored in terms of the sum of its votes:

si =
∑

1≤j �=i≤m

sij , (4)

and the class label with the maximal sum of votes is pre-
dicted. Possible ties are broken at random or are decided in
favor of the majority class.

Pairwise learning for classification can be extended to
the setting of label ranking as follows [Fürnkranz and
Hüllermeier, 2003]. It is natural to interpret the output of
base classifier Mij as a decision whether λi �x λj or
λj �x λi. This decision is expressed by the following
mapping:

x �→
{

1 if λi �x λj

0 if λj �x λi
. (5)

The weighted voting strategy can then be extended to the
prediction of a label ranking in a straightforward way,
namely by ordering the class labels according to their
scores.

We believe that analyzing learning by pairwise compari-
son in the label ranking setting is useful for several reasons.
In particular, each “vote” of a classifier has a clear and con-
sistent semantics in this setting: λi should be ranked higher
or lower than λj in τx or, more specifically,

sij = P(λi �x λj) .

This offers an interesting alternative to the conventional
classification setting in which an output sij is usually in-
terpreted as the conditional probability of λi given that the
class is either λi or λj [Hastie and Tibshirani, 1998]:

sij = P(λx = λi |x, λx ∈ {λi, λj} ) . (6)

Without going into much detail, we mention that this ap-
proach is not uncritical, neither semantically nor techni-
cally:

• For a new query instance x, which is submitted to all
base classifiers, the interpretation (6) is actually only
valid for those Mij for which λx ∈ {λi, λj}, since
the probability is conditioned on that event [Cutzu,
2003]. In label ranking, this problem does not ex-
ist since class predictions are replaced by preferences
and, by definition, each base classifier is “competent”
for all instances.

• Most machine learning techniques, even those that
perform well for classification, do actually yield poor
probability estimates [Zadrozny and Elkan, 2002],
which again calls the interpretation (6) into question.
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• Finally, the problem of deriving the probabilities (3)
from the pairwise probabilities (6) is non-trivial and
does usually not have a unique solution [Wu et al.,
2004].

By approaching the aggregation task within the setting of
label ranking, we avoid the first problem. Adaptive voting,
to be introduced in the next section, addresses also the sec-
ond issue: Instead of requiring a classifier to output proba-
bilities directly, we derive probabilities indirectly by fitting
a model to the classifier’s outputs. As will be seen, this
also allows for adapting the outputs to the quality of the
corresponding classifier.

4 Adaptive Voting
We introduce adaptive voting (AV) as a novel aggregation
strategy for pairwise learning. AV is a generalized voting
strategy which is optimal in the sense that it yields a MAP
prediction under reasonable assumptions.

4.1 Formal Framework
Suppose that, for a particular query instance x, the predic-
tions of all base classifiers are given by

s(x) df= {sij = Mij(x) | 1 ≤ i �= j ≤ m} . (7)

Adopting a probabilistic perspective, we assume that the
output sij is a random variable. Its distribution depends
on whether λi �x λj or λj �x λi; we shall denote the
former event by Eij and the latter by Eji. If Mij is a
good predictor, then values of sij close to 1 should be more
probable than values close to 0 when Eij occurs, and vice
versa when Eji occurs. A reasonable assumption, also con-
firmed by empirical evidence, is that the outputs sij follow
a monotone increasing (decreasing) function that has an ex-
ponential shape. Hence, to model the scores, we use an
exponential distribution which is truncated to [0, 1]:

P(sij | τ) = c · exp (−αij · d(sij)) , (8)

where c = αij/(1− exp(−αij)) is a normalizing constant,
αij is a positive scalar, and d(sij) is the prediction error de-
fined as d(sij) = 1−sij when Eij occurs and d(sij) = sij

when Eji occurs. So, in other words, d(sij) is the distance
from the “ideal” outputs 1 and 0, respectively. Figure 1
gives an illustration.

We note that the higher the constant αij in (8), the more
precise the outputs of the classifer Mij are in the sense of
stochastic dominance: For every constant t ∈ (0, 1), the
probability to make a small prediction error d(sij) ≤ t in-
creases by increasing αij . Hence, adapting αij is a means
to take the strength of Mij into account. This can be done,
for example, by using a maximum likelihood estimation,
i.e., by maximizing the log-likelihood function:

LL(α) = nij log(α) − nij log(1 − e−α) − α

nij∑
k=1

dk ,

where nij is the number of examples Mij is trained on,
and dk ∈ [0, 1] is the prediction error on the k-th training
instance xk.

Assuming equal prior probabilities for Eij and Eji,
respectively, the following posterior probabilities pij =
P(Eij | sij) and pji = P(Eji | sji) are obtained by apply-
ing Bayes’ rule:

pij =
1

1 + exp(αij(1 − 2sij))
, and (9)

pji = 1 − pij =
1

1 + exp(−αij(1 − 2sij))
. (10)

0 0.2 0.4 0.6 0.8 1

0 0.2 0.4 0.6 0.8 1

Figure 1: Example of an empirical distribution of the scores
sij (gray bars) and sji (white bars) together with the esti-
mated exponential distributions. The base classifier in the
left subfigure is visibly more precise than that in the right
subfigure.

For strong classifiers with a large αij , these probabilities
are “reinforcements” of the original scores sij , whereas
these scores are weakened for classifiers with small αij .
Figure 2 gives an illustration. Making an idealized assump-
tion of independence for the base classifiers (as done in all
aggregation strategies), the probability P(τ) = P(τ |x) of
a ranking τ ∈ Sm, given the predictions (7) and corre-
sponding posterior probabilities as defined above, is

P(τ) =
∏

i,j∈{1...m} : τ(i)<τ(j)

pτ−1(i),τ−1(j) . (11)

The resulting probability distribution over Sm defined by
(11) can serve as a point of departure for various types of
inferences. In the following, we shall focus on classifica-
tion, i.e., estimating the top-label. Needless to say, as the
number of different rankings |Sm| = m! can become very
large, it is important to avoid an explicit construction of the
distribution Sm.

4.2 MAP Classification

In the conventional classification setting, one is interested
in the probabilities P(λk |x), λk ∈ L. Recalling that
λx = λk means that λk is the top-label in τx, we have
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Figure 2: Original scores sij (solid curve) and transfor-
mations pij (dashed curves) for α-values 1.5, 5, 10. The
higher the value of α, the more we approach the step func-
tion.

the following:

P(λk |x) =
∑

τ∈Sm : τ−1(1)=k

P(τ |x)

=
∏

1≤k �=i≤m

pki

∑
τ∈Sm :

τ−1(1)=k

∏
2≤i<j≤m

pτ−1(i),τ−1(j)

︸ ︷︷ ︸
∗=1

=
∏

1≤k �=i≤m

pki . (12)

The expression (*) evaluates to 1 since it is of the form∑
�∈{0,1}h

∏h
i=1 u

(�i)
i with u

(0)
i = ui, u

(1)
i = 1 − ui, and

by definition ui ∈ [0, 1].
Scoring class labels λi in terms of the logarithm of their

probability wi
df= log (P(λi |x)), we have

wi =
∑

1≤j �=i≤m

log(pij) =
∑

1≤j �=i≤m

wij , (13)

where

wij
df= − log(1 + exp(αij(1 − 2sij))) . (14)

Hence, the MAP prediction

λMAP
x = arg max

i=1...m
log (P(λi |x)) (15)

is obtained by finding the label λi for which the sum (13) is
maximal. We call this aggregation strategy adaptive voting
because the votes wij are adapted, via αij , to the strength
of the base classifiers Mij .

5 Weighted Voting
In this section, we focus on the weighted voting strategy,
which has shown excellent performance in practice. We of-
fer an explanation of this observation by proving that WV
yields an approximation to the AV prediction. Then, in Sec-
tions 5.2 and 5.3, we argue that WV can be considered as
being more robust than AV, which is potentially advanta-
geous from a classification point of view. Finally, this dis-
cussion leads us to propose a variant of AV that can be seen
as a compromise between adaptive voting and weighted
voting.

5.1 Approximate MAP Prediction
In this section, it will be shown that weighted voting can
be seen as an approximation to adaptive voting, i.e., to the
MAP prediction (15). Recalling (9) we derive

wij = log(P(sij |Eij)) − log((P(sij |Eij) + P(sij |Eji)))
= αij · sij − αij + e(dij , αij) , (16)

where

e(dij , αij)
df= − log(e−αijdij + e−αij(1−dij)) . (17)

This term, which depends on αij and the prediction er-
ror dij = d(sij) of classifier Mij , is bounded in size by
|αij/2 − log(2)|. Since exp(x) ≈ 1 + x for small x,
e(dij , αij) is small and nearly constant for small αij . For
larger αij , we have e(dij , αij) ≈ log(1 + e−αij ) ≈ 0 at
least for dij close to 1 or close to 0, so that

wij ≈ αij · (sij − 1) . (18)

In summary, one can conclude that

wi ≈
∑

1≤j �=i≤m

αij · sij −
∑

1≤j �=i≤m

αij ,

if the αij are either not too large, or if the predictions are
precise (which in turn is likely in case of large αij).

If one can furthermore assume that the strengths of the
classifiers are not too different, that is, αij ≈ α for all
1 ≤ i < j ≤ m, then we have

wi ≈ α
∑

1≤j �=i≤m

sij + const = α · si + const . (19)

In other words, the scores obtained by weighted voting
yield an approximate affine transformation of the theoret-
ically optimal score log(P(λi)) and, hence, are likely to
produce the same or a similar ordering of the labels λi,
i = 1, . . . ,m. We may conclude that, under the above
assumptions, weighted voting is an approximation of the
MAP prediction (15).

Nevertheless, the above derivation has also shown that
AV and WV may not coincide in cases where the αij are
rather different and, moreover, when some base classifiers
produce poor estimates. Thus, an interesting question is
whether the use of the weights (14), i.e., of the theoretically
optimal AV strategy, will indeed increase performance in
comparison with WV. Intuitively, taking the strength of in-
dividual classifiers into account appears perfectly reason-
able. Still, as we shall explain in the following two subsec-
tions, there are several reasons for why an improvement is
not self-evident.

5.2 Robustness Toward Inaccurate Votes
It is important to realize that good probability estimation is
a sufficient but not necessary prerequisite for high classi-
fication performance. In fact, it is well-known that classi-
fication performance in terms of accuracy is relatively ro-
bust toward estimation errors for class probabilities: the
classification remains correct as long as the highest esti-
mated probability is assigned to the true class label. Conse-
quently, even if the relationship between AV scores wi and
WV scores si is not given by a perfect affine mapping (19),
it is still possible that these scores yield the same ordering
of the classes, and even more likely that they produce the
same top-label.

More importantly, we note that “reinforcing” the output
of a classifier according to (14) is not unproblematic. The
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reinforcement (18) rescales the original scores sij to a po-
tentially larger range [− log(1+eαij ),− log(1+e−αij )] ⊂
(−∞, 0]. It follows that the scores wi, even though they
are optimal in the sense of being maximum likelihood es-
timates of the log-probabilities, may have a considerably
higher variance than the corresponding si, and that a few
wij may completely dominate the whole voting procedure.
An illustration is given in Fig. 3 (left) where we generated
sij independently according to (8). Note that, seen the
other way around, the scores sij used in weighted voting
can be seen as “regularized” scores which are normalized
to the range [0, 1], thereby especially reducing the effect of
small scores. While perhaps being suboptimal for probabil-
ity estimation, this can be reasonable from a classification
point of view: As long as the true class receives correct
votes, i.e., high scores, nothing will change anyway. How-
ever, if the true class receives one (or even more) bad votes,
an aggregation strategy which is tolerant toward low scores
is more likely to preserve this class as the overall winner
than a strategy which is more sensitive in this regard.

Interestingly, the situation is to some extent comparable
to estimating conditional probabilities of attributes given
classes, P(a | c), in Naive Bayes classification: Estimating
these probabilities by relative frequencies yields unbiased
estimates, but it causes the problem that small probabilities
have an extreme influence on the rating of a class. In par-
ticular, if a single probability is 0 (since a has not yet been
observed for c), multiplication of all conditional probabil-
ities causes the probability of class c to become 0 as well.
In practice, probabilities are therefore estimated by using
a Laplace correction. A similar problem occurs in AV so
that, as soon as one of the probabilities pki in (12) becomes
small, the probability of label λk becomes small as well.

5.3 Bias Caused by Learners of Different
Strengths

Another interesting observation is that the score of a class
label λi is biased by the strengths of its associated clas-
sifiers (namely Mij for j > i and Mji for j < i). If
λi �x λj then λi benefits from a strong classifier Mij ,
since such a classifier is likely to give a high vote for the
truly preferred class. Correspondingly, λj benefits from a
weak classifier, which is less likely to reveal it as the infe-
rior class. Imagine, for example, a scenario in which λ1 is
the true top-label, but all classifiers M1j , j = 2 . . . m, are
relatively weak and output scores s1j around 1/2. The total
score of λ1 will then be s1 ≈ (m−1)/2, which is only half
of the potentially reachable score m− 1. Consequently, λ1

will not be predicted (or at least is extremely unlikely to be
predicted).

This problem already occurs in weighted voting. How-
ever, the bias due to different strengths of classifiers is po-
tentially increased by the transformation (14), as can again
be seen from (18). Thus, with regard to the classification
performance, base classifier-specific parameters αij can be
beneficial if they are in favor of the correct label, but they
can also be disadvantageous otherwise.

This is also confirmed by some simulation studies that
we conducted. These studies perfectly fit our theoretical as-
sumptions, i.e., predictions sij are generated independently
according to (8). Here, we compared WV with AV using
the true αij-values. For m = 3, and assuming without loss
of generality that λ1 � λ2 � λ3, we made experiments
for three scenarios. In the first scenario, all three classifiers
have the same performance α. In the second scenario, clas-
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Figure 3: Left: Distribution of the scores wi (above) and si

(below) for λ1 (shaded) and λ2 (white), given λ1 � λ2 �
λ3 � λ4 and αij = 5 for all 1 ≤ i < j ≤ 4. Right:
Expected relative improvement in classification rate com-
paring AV and WV in scenario 1 (solid curve), scenario 2
(dash-dotted curve), and scenario 3 (dashed curve).

sifier M13 is three times as precise as M12 and M23, i.e.,
α13 = 3α. Likewise, in the third scenario, M23 is three
times as precise as the other two classifiers.

In Fig. 3 (right), we show the expected relative improve-
ment (a − b)/b as a function of α, where a is the classifi-
cation rate of AV and b that of WV. From these results we
may formulate the following three observations. First, for
strong enough classifiers, there is hardly any difference be-
tween the strategies. Second, if the classifiers are equally
precise, AV indeed performs better if α is not too small, but
the difference is extremely small. Third, the reinforcement
of single classifiers may have a significant effect which can,
however, go into both directions depending on whether or
not the reinforcement is beneficial for the correct label λ1

(as in scenario 2) or another label (as in scenario 3, where
λ2 has an advantage).

5.4 Partially Adaptive Voting
From the two previous subsections we have seen that, de-
spite the theoretical optimality of AV, an estimation of
class-specific parameters αij is not unproblematic for two
reasons. First, very high parameters may strongly increase
variance of the scores wi. Second, the systematic prefer-
ence for class labels with strong learners is potentially in-
creased.

These problems give rise to an alternative aggregation
strategy that can be seen as a compromise between AV and
WV. More specifically, it may be beneficial to estimate a
single parameter α that represents the “average strength” of
the whole ensemble of classifiers Mij . The estimation can
again be done by maximum likelihood. The resulting ag-
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gregation strategy, called partially adaptive voting (PAV),
is supposed to reduce the aforementioned bias, and yet al-
lows the scores sij to be adapted to the ensemble of classi-
fiers as a whole.

In the next section, we provide an extensive empirical
evaluation and comparison between WV, AV, and PAV. We
also include binary voting (BV) since it is often used in
practice. This strategy maps the original scores sij to
scores bij ∈ {0, 1} where bij = 1 iff sij ≥ 0.5. Obviously,
BV can also be seen as a reinforcement of the outputs of
the base classifiers, independent of their strength.

6 Experimental Results
To compare BV, WV, AV, and PAV, experiments have
been conducted on a collection of 17 benchmark data
sets obtained from the UCI machine learning repository
and the StatLib project [Asuncion and Newman, 2007;
Vlachos, 2008]. The data sets vary greatly in size, number
of classes, and other characteristics such as class distribu-
tion. We used two different learning algorithms to produce
base classifiers, both from the WEKAmachine learning soft-
ware [Witten and Frank, 2005].

Our main classifier is a multilayer perceptron (MLP)
where each network node has a sigmoid transfer function.
As we could verify by statistical goodness-of-fit tests, the
scores produced by MLPs are sufficiently well in agree-
ment with our model assumptions. That is, the scores sij

produced by a classifier Mij can usually be fitted by an
exponential model (8); see Figure 1. Just for comparison,
and also to investigate the robustness of adaptive voting to-
ward violations of its model assumptions, we included a
second base classifier which is more problematic from this
point of view: J48, an implementation of C4.5. This clas-
sifier yields relatively poor scores that are sometimes hard
to fit by an exponential model; see Figure 4. In particular,
the scores do often not exhaust the whole interval [0, 1] but
instead only produce a limited number of different values.
This makes a maximum likelihood estimation (computed
on an independent subset of the training data) difficult and
often leads to bad estimations of the αij .

For both base learners we used the default options, ex-
cept for a variable learning rate in MLP and Laplace cor-
rection for probability estimation in J48. Stratified ten-fold
cross validation is applied and repeated for five times. The
comparison between the aggregation strategies is based on
the error rate. Results are shown in Table 1 and summa-
rized as win-loss-equal statistics in Table 2.

The results confirm what could be expected from our the-
oretical considerations and the simulation results: In prac-
tice, weighted voting performs extremely well and is hard
to improve. In fact, the results are all quite similar and the
differences, if any, are mostly not significant. Nevertheless,
slight though consistent improvements can be achieved by
adaptive voting and, interestingly, even more so by partially
adaptive voting, when using MLPs as base classifiers. This
situation reverses, however, when taking J48 as a base clas-
sifier, most likely due to the aforementioned problem that
the classifier does not well meet our model assumptions.
Seen from this point of view, AV still performs respectably,
but indeed seems to be less robust than WV.

The binary voting strategy performs quite reasonable de-
spite its simplicity. We hypothesize that this is due to two
reasons. First, by mapping scores to 0 and 1, BV “cali-
brates” the classifiers and, thereby, avoids the bias caused
by classifiers of different strengths (as explained in Section
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Figure 4: Two examples of an empirical distribution of the
scores together with the estimated exponential distribution
when using J48 as a base classifier.

5). Second, the majority of the base classifiers are accurate
enough such that reinforcing scores toward the extremes
0 and 1 does not decrease accuracy. To some extent, this
also holds for adaptive voting and partially adaptive vot-
ing. So, these two aggregation strategies are relatively ro-
bust toward bad estimations of the class-specific parame-
ters: A few bad estimates are masked in the aggregation
by the base classifiers which are accurate, and hence, their
scores receive a strong reinforcement.

7 Discussion
Our results offer strong arguments, both theoretical and
empirical, in favor of weighted voting for aggregating pre-
dictions in pairwise classification, and improve the under-
standing of its good performance. First of all, we found that
WV can be seen as an approximation to a theoretically op-
timal (MAP) prediction. Moreover, we argued that WV is
more robust than AV, in which the adaptation of scores may
come along with increased variance and a potential loss of
calibration. With respect to classification performance, this
robustness may be more important than the ability to esti-
mate accurate class probabilities, especially in the case of
base classifiers producing “poor” scores. These results are
in full agreement with an empirical comparison between
(partially) adaptive voting and weighted voting: Adaptive
voting is indeed able to achieve small improvements, at
least when using base classifiers that approximately sat-
isfy the model assumptions, but the differences are small
and mostly non-significant. On the other hand, weighted
voting yields slightly better results when the scores do not
follow a truly exponential distribution and, indeed seems to
be more robust.

In this regard, let us briefly comment on the model as-
sumptions underlying our results. Of course, without any
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Table 1: The error rate for BV, WV, AV, and PAV on the 17 data sets using multilayer perceptron (above) and J48 (below)
as the base classifier. Reported values are the averages over the test folds followed by the standard deviation.

DATA SET BV WV AV PAV
ANALCAT-AUTHOR .0029 ± .0057 .0033 ± .0064 .0033 ± .0059 .0029 ± .0057

BALANCE-SCALE .1412 ± .0296 .1403 ± .0306 .1409 ± .0304 .1403 ± .0298
CARS .2950 ± .0664 .2930 ± .0596 .2920 ± .0603 .2907 ± .0605
CMC .4719 ± .0391 .4717 ± .0405 .4706 ± .0399 .4695 ± .0409

EUCALYPTUS .3394 ± .0703 .3348 ± .0674 .3344 ± .0637 .3328 ± .0660
GLASS .5121 ± .0620 .5345 ± .0571 .5279 ± .0592 .5198 ± .0600

MFEAT-FOURIER .1582 ± .0258 .1626 ± .0253 .1585 ± .0270 .1583 ± .0271
MFEAT-KARHUNEN .0370 ± .0133 .0364 ± .0138 .0363 ± .0141 .0358 ± .0137

MFEAT-MORPHO .2853 ± .0250 .2841 ± .0264 .2837 ± .0257 .2819 ± .0289
MFEAT-ZERNIKE .1683 ± .0210 .1747 ± .0216 .1673 ± .0204 .1685 ± .0195

OPTDIGITS .0168 ± .0047 .0177 ± .0048 .0164 ± .0047 .0165 ± .0047
PENDIGITS .0187 ± .0041 .0192 ± .0041 .0174 ± .0038 .0176 ± .0038

PAGE-BLOCKS .0509 ± .0066 .0628 ± .0066 .0494 ± .0071 .0494 ± .0071
SEGMENT .0551 ± .0148 .0562 ± .0158 .0552 ± .0147 .0551 ± .0145
VEHICLE .2643 ± .0443 .2621 ± .0442 .2618 ± .0432 .2634 ± .0414

VOWEL .1984 ± .0347 .2491 ± .0418 .2105 ± .0416 .2079 ± .0419
WAVEFORM .1374 ± .0143 .1371 ± .0144 .1372 ± .0144 .1373 ± .0144

ANALCAT-AUTHOR .0471 ± .0231 .0440 ± .0230 .0492 ± .0243 .0454 ± .0245
BALANCE-SCALE .2063 ± .0384 .2066 ± .0398 .2070 ± .0401 .2066 ± .0398

CARS .1641 ± .0621 .1664 ± .0588 .1689 ± .0620 .1659 ± .0577
CMC .4715 ± .0424 .4696 ± .0415 .4694 ± .0415 .4700 ± .0412

EUCALYPTUS .3781 ± .0515 .3742 ± .0553 .3736 ± .0554 .3749 ± .0564
GLASS .2949 ± .0879 .2763 ± .0854 .2744 ± .0879 .2825 ± .0838

MFEAT-FOURIER .2165 ± .0256 .2058 ± .0264 .2087 ± .0249 .2063 ± .0256
MFEAT-KARHUNEN .1170 ± .0240 .1060 ± .0236 .1079 ± .0247 .1078 ± .0239

MFEAT-MORPHO .2748 ± .0208 .2731 ± .0224 .2731 ± .0219 .2737 ± .0211
MFEAT-ZERNIKE .2430 ± .0238 .2326 ± .0252 .2330 ± .0259 .2355 ± .0245

OPTDIGITS .0578 ± .0099 .0513 ± .0099 .0527 ± .0108 .0522 ± .0104
PENDIGITS .0302 ± .0050 .0285 ± .0049 .0293 ± .0053 .0289 ± .0048

PAGE-BLOCKS .0293 ± .0060 .0290 ± .0058 .0294 ± .0062 .0290 ± .0059
SEGMENT .0320 ± .0117 .0320 ± .0108 .0318 ± .0103 .0315 ± .0106
VEHICLE .2880 ± .0605 .2801 ± .0577 .2858 ± .0549 .2851 ± .0574

VOWEL .1966 ± .0359 .1994 ± .0410 .1964 ± .0378 .1970 ± .0387
WAVEFORM .2371 ± .0221 .2323 ± .0224 .2331 ± .0227 .2324 ± .0224

Table 2: The win-loss-equal statistics for each combination of aggregation strategy and base classifier.

COMBINATION MLP J48
W L E W L E

BV VS WV 9 8 0 4 11 1
BV VS AV 5 12 0 4 13 0

BV VS PAV 4 10 3 3 14 0
WV VS AV 2 14 1 11 5 1

WV VS PAV 2 14 1 12 3 2
AV VS PAV 5 11 1 6 11 0
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assumptions, nothing can be proved, so model assump-
tions are needed in any case. Still, it is legitimate to ask
whether or not the assumptions are reasonable. Regard-
ing the assumption of exponentially distributed scores, this
property appears to be reasonable at least theoretically. Es-
sentially, it comes down to assuming a monotone behavior.
Moreover, since we actually use a truncated distribution re-
stricted to the unit interval, the model can capture almost
all reasonable shapes, ranging from the uniform to the ex-
treme boundary distributions. Practically, we have seen that
the assumption does indeed hold true for learners such as
MLP, while being violated by others such as C4.5. It is
clear, however, that no distribution will be able to agree
with all classifiers. Besides, an accurate modeling of distri-
butions like those produced by C4.5 seems to be extremely
difficult.1

Another critical assumption is the independence of pre-
dictions produced by the base classifiers. Even though it
is typically not completely valid in practice, the simplify-
ing assumption of independence is often made in statisti-
cal analysis, mainly because a formal analysis is often not
possible without. Anyway, in the context of our study, the
assumption is not only reasonable but in a sense even nec-
essary, since independence is also assumed, at least implic-
itly, by weighted voting itself. Consequently, it is likely to
be impossible to show that weighted voting approximates
a theoretically optimal aggregation which takes a certain
type of dependency of the predictions into account.

8 Conclusions and Outlook
This paper offers hitherto missing theoretical arguments
in favor of weighted voting (WV) as a quasi-optimal ag-
gregation scheme in pairwise classification and, thereby,
gives an explanation of its excellent performance in prac-
tice. Roughly speaking, WV approximates a MAP estimate
of the true class. Moreover, compared with the adaptive
voting strategy which is actually optimal under our model
assumption, it has the additional advantage of being more
robust.

The formal framework that we have developed for this
purpose, and the method of adaptive voting derived therein,
are interesting in their own right and may provide the ba-
sis for further developments. Indeed, one should note
that there is space for further improving adaptive vot-
ing, namely by relaxing some model assumptions mainly
needed to adhere to corresponding properties of weighted
voting. For example, one could think of incorporating prior
probabilities in the estimation of the conditional class prob-
abilities pij , and using asymmetric distributions to model
the scores produced by a classifier Mij (i.e., the distribu-
tion of predictions given that λi �x λj is not necessarily
the same, except for reflection, as the distribution of predic-
tions given that λj �x λi). Also, the maximum likelihood
approach for estimating the strengths of base classifiers is
susceptible to over-fitting. By generalizing and improving
adaptive voting along these lines, it may indeed become
possible to outperform the simple weighted voting strategy,
even though this is of course not guaranteed. Elaborating
on this question is an important topic of future work.

We finally note that our framework of label ranking is
quite general and not restricted to the conventional clas-

1In fact, we tried a number of more flexible models, such as
Beta distributions. Such distributions, however, often involve ad-
ditional complications and sometimes produce undesirable effects
such as non-monotone functions.

sification problem. Instead, it also allows for studying
other problems, including multi-label classification and, of
course, label ranking itself. Again, studies of that kind shall
be addressed in future work.
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Abstract
Most commonly used inductive rule learning al-
gorithms employ a hill-climbing search, whereas
local pattern discovery algorithms employ ex-
haustive search. In this paper, we evaluate the
spectrum of different search strategies to see
whether separate-and-conquer rule learning algo-
rithms are able to gain performance in terms of
predictive accuracy or theory size by using more
powerful search strategies like beam search or
exhaustive search. Unlike previous results that
demonstrated that rule learning algorithm suffer
from over-searching, our work pays particular
attention to the connection between the search
heuristic and the search strategy, and we show
that for some rule evaluation functions, complex
search algorithms will consistently improve re-
sults without suffering from the over-searching
phenomenon. In particular, we will see that this
is typically the case for heuristics which perform
poorly in a hill-climbing search. We interpret this
as evidence that commonly used rule learning
heuristics mix two different aspects: a rule eval-
uation metric that measures the predictive qual-
ity of a rule, and a search heuristic that captures
the potential of a candidate rule to be refined into
highly predictive rule. For effective exhaustive
search, these two aspects need to be clearly sep-
arated.

1 Introduction
Most classification rule learning algorithms use hill-
climbing as their method for greedily adding conditions
to a rule, whereas local pattern discovery algorithms, such
as association rule or subgroup discovery often use some
form of exhaustive search. Beam search can be viewed as
a means for trading off between these two. The question
that we pose in this paper is how the quality of the found
theories changes with increased search effort.

Several authors have previously observed a phenomenon
called over-searching, which essentially says that increased
search effort will not only not improve the results but may
even lead to a decrease in accuracy. For example, Murthy
and Salzberg [Murthy and Salzberg, 1995] have found that
increasing the look-ahead in decision tree induction will
typically no longer improve the results, and may also pro-
duce larger and less accurate trees. Specifically for induc-
tive rule learning, in [Quinlan and Cameron-Jones, 1995] it
was shown that more search has not to lead to better pre-

dictive accuracy. However, this work was limited to the use
of a single heuristic for evaluating rules, the Laplace error.

Following this direction, our work aims at re-evaluating
the over-searching problem for many other heuristics and
on different datasets. The key difference to the previous
work is that we evaluate nine different heuristics which
have been recently evaluated for heuristic search [Janssen
and Fürnkranz, 2008]. Most of them are well-known for
heuristic search, but have never been used for exhaustive
search before. Collectively, they span a wide variety of dif-
ferent biases for evaluating a single rule. We will show
that the search mechanism is interweaved directly with the
search heuristic. Our results confirm the previous results,
but we argue that the over-searching phenomenon depends
on the used heuristic. This paper gives evidence that, for
several search heuristics, a complete search does not only
result in a smaller theory, as also observed in [Quinlan and
Cameron-Jones, 1995], but also in a more accurate one.
This is particularly likely to happen for heuristics that per-
form badly in hill-climbing search, while other heuristics,
that perform rather well, will lead to a decrease in perfor-
mance when used in exhaustive search. The main conclu-
sion that we will draw from this investigation is that heuris-
tics that are tailored to hill-climbing search, also have to
capture the potential that the current rule can be refined in
to a rule with a high predictive quality, and that it is mainly
this aspect that is responsible for these observed perfor-
mance differences.

We begin the paper with a brief recapitulation of
separate-and-conquer rule learning, and, in particular, de-
scribe our implementation in some detail. In Section 3, we
discuss the three different search strategies. Thereafter, the
rule learning heuristics we used for the study are summa-
rized in Section 4. The experimental setup is described in
Section 5 and the results of the experiments are presented
in Section 6. Section 7 gives a conclusion of the work con-
ducted in this study.

2 Separate-and-Conquer Rule Learning

The goal of an inductive rule learning algorithm is to au-
tomatically learn rules that allow to map the examples of a
domain to their respective classes. Algorithms differ in the
way they learn individual rules, but most of them employ a
separate-and-conquer or covering strategy for combining
rules into a rule set [Fürnkranz, 1999]. For the sake of the
reproducibility of the results, we use this section to describe
our particular implementation. It can be safely skipped by
readers that are primarily interested in the experimental re-
sults.
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Algorithm 1 FINDBESTRULE(Examples,h)
InitRule = ∅
InitVal = EVALUATERULE(InitRule,Examples,h)
BestRule = <InitVal,InitRule>
Rules = {BestRule}
while Rules �= ∅

Candidates = SELECTCANDIDATES(Rules, Examples)
Rules = Rules \ Candidates
for Candidate ∈ Candidates

Refinements = REFINERULE(Candidate, Examples)
for Refinement ∈ Refinements

Eval = EVALUATERULE(Refinement,Examples,h)
NewRule = <Eval,Refinement>
Rules = INSERTSORT(NewRule, Rules)
if NewRule > BestRule

BestRule = NewRule
Rules = FILTERRULES(Rules, Examples)

return(BestRule)

2.1 Overview of the strategy

Separate-and-conquer rule learning can be divided into two
main steps: First, a single rule is learned from the data (the
conquer step) by a procedure called FINDBESTRULE. Fol-
lowing [Fürnkranz, 1999], Figure 1 shows a generic ver-
sion of this procedure which can be instantiated into vari-
ous specific search algorithms. In particular, it can simulate
the three strategies that we will describe in Section 3.

The procedure FINDBESTRULE searches the hypothesis
space for a rule that optimizes a given quality criterion h.
It maintains Rules, a sorted list of candidate rules, which
is initialized with an empty set of conditions. New rules
will be inserted in appropriate places (INSERTSORT), so
that Rules will always be sorted in decreasing order of the
heuristic evaluations h, which are determined by EVALU-
ATERULE. At each cycle, SELECTCANDIDATES selects a
subset of these candidate rules, which are then refined us-
ing REFINERULE. In our case, a refinement is the addition
of an attribute-value test. Each refinement is evaluated and
inserted into the sorted Rules list. If the evaluation of the
NewRule is better than the best rule found previously, Be-
stRule is set to NewRule. FILTERRULES selects the subset
of the ordered rule list that will be used in subsequent iter-
ations, and, when all candidate rules have been processed,
returns the best encountered rule. The three search strate-
gies used in this paper, hill-climbing, beam search, exhaus-
tive search, can be realized by allowing FILTERRULES to
let only the best n refinements pass for the next iteration (n
is the beam width, n = 1 results in hill-climbing search,
and n = ∞ produces an (inefficient) exhaustive search).
For hill-climbing and beam search, SELECTCANDIDATES

will always return all Rules, whereas an exhaustive search
will only look at the first element in this sorted list.

Then, the main covering loop removes all examples that
are covered by the learned rule from the training set (the
separate step), and the next rule is learned on the remaining
examples. The two steps are repeated as long as positive
examples are left in the training set. This ensures that every
positive example is covered at least by one rule (complete-
ness) and no negative example is included (consistency).
The origin of this strategy is the AQ-Algorithm [Michalski,
1969] but it is still used in many algorithms, most notably
in RIPPER [Cohen, 1995], arguably the most accurate rule
learning algorithm today.

2.2 Implementation
For our experiments, we implemented a simple separate-
and-conquer algorithm with a top-down strategy for select-
ing individual rules. The rule refinement process follows
closely the general procedure described in Algorithm 1.
At the moment, the algorithm can only handle nominal at-
tributes, we are currently working on an implementation
that can also use numeric attributes.

The algorithm can be ran with different heuristics and is
able to handle multi-class problems by employing a sim-
ple one-against-all class binarization where the classes are
ordered in ascending frequency. Thus all instances that be-
long to the current class are treated as positive examples
and all other examples represent the negative class label.
When the algorithm has finished learning c− 1 of c classes
it predicts the most frequent class (the last one) as default
class. For classification of a new example, each rule in the
(decision) list is checked whether it covers the example or
not and the first one that “fires” is used to classify the exam-
ple. If no rule in the list covers the example the default class
is predicted. The heuristic value of this exceptional rule is
also used as a minimum quality measure for all rules. If
no rule could be found that outperforms the default rule the
theory remains empty. Missing values are treated as exam-
ples that are never covered. For rules with equal evaluation
a tie breaking on the covered positive examples is done.
This is especially important for the heuristic Precision and
is discussed in detail in Section 6.5.

Our algorithm does not feature a special pruning or opti-
mization phase. Nevertheless some pruning is done in both
loops: the outer covering loop does not add the rule Be-
stRule to the theory if the rule returned by FINDBESTRULE

is empty or if it covers fewer positive than negative exam-
ples. When the negative coverage is higher than the positive
a rule will never increase the accuracy of the theory. The
procedure FINDBESTRULE stops refining the current rule
NewRule if no negative examples are covered or a simple
forward pruning criterion fires.

Forward pruning (also called pruning with “optimistic
value” in [Webb, 1995]) is used to cut off subtrees of the
search space without losing performance. In the used im-
plementation it works as follows: Assume the current rule
NewRule covers p positive and n negative examples. The
best rule that could be yielded by this refinement process
(FPrunedRule) would be one that covers p positives (does
not lose a positive) and 0 negatives (excludes all negatives).
If h(FPrunedRule) ≤ h(BestRule) NewRule is not re-
fined any more (not inserted into Rules).

3 Search Strategies
Most global rule learning algorithms employ a hill-
climbing strategy [Cohen, 1995; Lavrač et al., 2002]

whereas algorithms for association rule discovery typically
perform an exhaustive search that discovers all patterns that
satisfy a given set of constraints. The first technique starts
with a rule that covers all examples (the empty rule) and
evaluates all possible conditions. The best one according
to a heuristic measure is selected, all others are discarded
and based on this first condition all candidate rules with
two conditions are generated. The second mechanism at
each conquer step generates and evaluates all rules that can
be built from the data and selects the best one.

To trade off between these two methods usually a beam
search is used where a parameter n determines how many
rules are refined in a single steps.
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Figure 1: Hill-Climbing and Beam Search
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Another method for searching good theories is to gener-
ate all possible theories rather than search all single rules.
The computational demands of this approach are far be-
yond the mechanism that only generates all rules. There-
fore we concentrated on evaluating different strategies for
searching a single rule and left the main covering loop of
the algorithm untouched.

3.1 Hill-Climbing
Hill-climbing represents the instantiation of a beam search
with beam size n = 1. The advantage of this method
clearly lies in its efficiency concerning both memory and
time issues. The disadvantage is that the search can be
stuck in a local optimum without finding the global opti-
mum. Note that for any refinement process there is ex-
actly one path through the search space. In the first step of
the FINDBESTRULE procedure all attribute-value pairs are
generated and evaluated. Until then the used conditions are
stored so that they are not generated twice.

Figure 1 (left subtree) shows an example for a refine-
ment path through the search space. Assume that there
are only the attributes A and B that can be selected in
the first test (attribute values are omitted). Hill-climbing
now adds the attribute with the highest evaluation value (in
this case A). In the second step there are only 3 possible
Tests (B,C and D). Attribute D is selected, B and C are re-
maining, hill-climbing selects B and then only C remains.
Note that now the refinement process is terminated because
no more attributes exist. The returned rule has not to be
A ∧ D ∧ B ∧ C → CLASS since any of the previously
generates ones can have a higher evaluation value and thus
would be returned.

3.2 Beam Search
Beam search is useful for avoiding situations where the
locally optimal choices of hill-climbing make a globally
suboptimal choice. The idea is simply to refine n rules si-
multaneously. If n → ∞ the beam search turns into an
exhaustive search. There is some work on determining a
good beam size for a single dataset [Quinlan and Cameron-
Jones, 1995] but it is still an open question how to choose
n. In our experiments we simply tested the beam sizes
1, 2, 4, ..., 2048.

Our implementation of the beam search generates all
attribute-value pairs in each step but only adds a rule if it is
not contained in the current beam. Thus, the search space is
basically unordered due to many possible refinement paths
starting from different attribute tests. Therefore, the algo-
rithms only store what attributes are already used for one
single rule because for nominal attributes a test of an at-
tribute should only occur once in a rule.

Figure 2: Exhaustive search
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Figure 1 also displays an example for a beam search with
a size of 2. Assume the same start situation as in the exam-
ple before. Beam Search is able to both refine A and B. It
adds conditions in the same way as done in hill-climbing.
At last both rules contain 4 conditions and are semantically
the same rule but with a different ordering of conditions. In
this case, as described above, the second one would not be
added to the current beam. Instead, the rule with the second
best evaluation is included in the beam.

3.3 Exhaustive Search
There are some global rule learning systems that incor-
porate an exhaustive search, most notably OPUS [Webb,
1995]. The naive implementation sketched in Section 2.1
suffers from the problem that the same rule can be reached
over multiple refinement paths, as also shown in Figure 1.
Presumably for this reason, Quinlan and Cameron-Jones
did not include a true exhaustive search into their compari-
son, but used a maximum beam width of 512.

We implemented a more efficient version, based on the
ordered search algorithm of the OPUSo rule learner. As
shown in Figure 2, the algorithm only generates each rule
once, and therefore does not have to check if it is already
contained in the beam. This is because the procedure has
to construct every single rule anyway. Thus, the computa-
tional demands of the exhaustive search are much smaller
than those of a beam search with n → ∞ because the latter
may generate multiple paths that end in the same refine-
ment. Note that the sequence in which the rules are gener-
ated may differ from the sequence generated by the beam
search. Therefore, for some datasets, the performance of
the two search strategies may be different, because we can-
not guarantee that, among rules with identical evaluations,
the same rule is selected in both algorithms.

4 Rule Learning Heuristics
A rule learning heuristic is a function h that evaluates can-
didate rules for their potential of being refinable into good
rules. Most commonly used heuristics base the evaluation
of a rule r on its coverage statistics on the training set. A
good heuristic should, on the one hand, maximize the num-
ber of positive examples p that are covered by the rule (cov-
erage), and, on the other hand, the rule should cover as few
negative examples n as possible (consistency). A simple
way of achieving both objectives is to subtract the number
of covered negatives from the covered positives. The result-
ing heuristic (hAccuracy = p−n) is equivalent to accuracy
(for constant P and N ), which computes the percentage of
correctly classified examples among all training examples
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Table 1: The used heuristics
heuristic formula

Precision p
p+n

Laplace p+1
p+n+2

m-estimate
p+m· P

P+N

p+n+m

Weighted Relative Accuracy p
P − n

N
Accuracy p − n

Relative Cost Measure c · p
P − (1 − c) · n

N

Odds ratio p·(N−n)
(P−p)·n

Correlation p·(N−n)−n·(P−p)√
P ·N ·(p+n)·(P−p+N−n)

Meta-learned meta-learned combination
of p, n, P and N

(P positive and N negative). Other heuristics employ more
complex ways to reach these two objectives.

In this study we experimented with 9 heuristics dis-
played in Table 1. All of these heuristics employ differ-
ent strategies for evaluating a single rule. Precision, for
example, tends to learn many rules which usually contain
of a lot of conditions. On the contrary WRA [Lavrač et
al., 1999] often settles for very few rules that are overly
general [Todorovski et al., 2000; Janssen and Fürnkranz,
2008]. In this sense, each heuristic has its own evaluation
strategy for navigating the search process in the right di-
rection. In a recent study [Janssen and Fürnkranz, 2008],
we have evaluated the performance of these heuristics in a
hill-climbing search (with the exception of the Odds Ra-
tio). In this study, we also determined parameters for the
two heuristics which allow to trade off between optimiz-
ing consistency and coverage. For the m-estimate we have
chosen m = 22.466, and for the relative cost measure
we selected c = 0.342 as recommended in [Janssen and
Fürnkranz, 2008] for hill-climbing search. The final heuris-
tic has been Meta-learned using linear regression on vari-
ous characteristics of the training set, such as the positive
and negative coverage and the precision of the rule, the
class distribution of the problem, etc. It tries to predict the
out-of-sample precision of the final rule, based on train-
ing set characteristics of the current rule. For a detailed
description we refer to [Janssen and Fürnkranz, 2007;
2008].

It should be noted that classical rule evaluation metrics
typically focus on evaluating the discriminatory power of
a rule. However, if we consider the learning of a rule as a
search problem, as we do in this work, a rule should rather
be evaluated by its potential of being refined into such a
rule. In particular for the parametrized and meta-learned
heuristics mentioned above, the parameter has been opti-
mized in the context of a hill-climbing algorithm, and will
implicitly take this into account.

5 Experimental Setup
Our goal was to experiment on a large number of data sets
with many different beam sizes. The primary interest was
how the accuracy achieved in average on all datasets varies.
To illustrate the effects of increasing beam sizes we also
experimented with a rule learner that only learns one single
rule for each class. Ideally, these effects are illustrated best
on datasets where local minima occur or which are hard
to learn. As there are some datasets that show strong per-
formance variations among different beam sizes, we also

include some plots of individual datasets.
Some of the commonly used UCI datasets [Newman et

al., 1998] were too big to use (in terms of attribute-value
pairs and classes) due to the vast memory demands of
larger beam sizes. The datasets we used were autos-d, bal-
loons, breast-cancer, breast-w-d, bridges2-d, colic.ORIG-
d, contact-lenses, hayes-roth, hepatitis-d, monk1, monk2,
monk3, mushroom, primary-tumor, promoters, solar-flare,
soybean, tic-tac-toe, titanic, vote-1, vote, zoo. We focused
on datasets with primarily nominal attributes, but also in-
cluded some that contained numeric attributes (marked
with a “-d”). In this case, the numeric attributes were
discretized into 10 different values, using equal-width dis-
cretization.

On each dataset a 10-fold stratified Cross Validation im-
plemented in Weka [Witten and Frank, 2005] was used
to obtain performance statistics for all different combina-
tions. As a crude measure for comparing the performance
of heuristics we use macro-averaged accuracy (the average
fraction of correctly classified examples over all datasets).
However, we will also look at the behavior of individual
datasets. We do not report training set accuracy, as it will
typically increase with increased search effort.

We also report the size of the theory, typically in terms of
numbers of conditions of all rules. Especially in Section 6.1
the number of rules is also used. Along with these we em-
ployed a ranking based on the accuracy of the heuristics.
Note that the ranking handles heuristics that achieve the
same accuracy by dividing the sum of their “standard” po-
sitions by the number of them, i.e., for three heuristics that
have the same accuracy their rank would be 1+2+3

3 = 2.
The ranking gives additional information about the quality
of the heuristic that sometimes are not detectable when only
using accuracy values. Often there are large differences
in the variances of the accuracies of individual datasets
that are neglected when the ranking is used as evaluation
method. Finally, we also report runtime measurements.

6 Results
This section provides a detailed discussion of our empirical
study. We examine each single heuristic in terms of predic-
tive accuracy, theory size (number of conditions) and the
runtime of each metric (Section 6.1). Subsequently, results
on single data sets are discussed (Section 6.3). To illustrate
how the rules change when they are searched more exhaus-
tively we also included a version of the algorithm where
the main covering loop is only iterated once, so that there
is one single rule for each class (Section 6.4). Following
from the previous observations we identify several interest-
ing properties of Covering algorithms used with complex
search mechanisms which are discussed in Section 6.5.

6.1 Varying the Beam Size
Figure 3 displays the results in terms of accuracy (left y-
axis) and number of conditions (right y-axis) for all heuris-
tics. The x-axis displays the varied beam sizes in logarith-
mic scaling. A beam size of 10000 is used for denoting
exhaustive search. The solid (red) line displays the average
accuracy and the dotted (blue) line the number of condi-
tions over various beam sizes.

The results for the heuristics are quite different. Some of
them show a clear profit of the simultaneous refinement of
more than one search path. Precision, for example, is able
to constantly gain performance (with some fluctuation) and
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Figure 3: Accuracies vs. Number of Conditions for all heuristics
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simultaneously decreases the theory size. This is a bit sur-
prising, as one might expect that exhaustive search will be
more likely to discover overfitting rules that cover only a
few positive and no negative examples. However, the op-
posite seems to be the case: exhaustive search is able to
discover pure rules that are shorter and have a higher cov-
erage (it should be noted that positive coverage is used as a
tie breaker when multiple rules have the same evaluation).

Laplace, on the other hand, shows much more fluctua-
tion and ends up with a lower accuracy than those reached
with simple hill-climbing. This, essentially, confirms the
results of [Quinlan and Cameron-Jones, 1995]. Interest-
ingly, contrary to the results of Precision, the theory size
seems to increase steadily (with the exception of the outlier
for a beam size of 2). However, both Precision and Laplace
seem to arrive at very similar theories with about 65 con-
ditions on average, and an average predictive performance
of about 78.7%. Apparently, while the Laplace measure
is effective in preventing overfitting for hill-climbing al-
gorithms, its performance degrades to the performance of
Precision.

Weighted Relative Accuracy (WRA), on the other hand, is
a very stable heuristic. The reason for this behavior is that
it effectively over-generalizes. It learns by far the smallest

theories (only about 6.5 conditions on average), with a per-
formance that lags considerably behind the performance of
the above two heuristics. Thus, the optimal rules are typi-
cally found at very shallow search depths and comparably
small beam sizes.

The final minor jump in predictive accuracy when mov-
ing from a beam size of 2048 to exhaustive search is due
to the different order of the exploration of the search space
with beam search and exhaustive search (cf. Figure 1 and
2). As a result, the two algorithms may pick different rules
when they have the same heuristic value and the same tie-
breaking statistics1, which in turn, due to the covering loop,
may result in entirely different theories. Apparently, this
happens several times in the cross-validations of the 22
datasets, producing this minor deviation. This effect also
has to be taken into account in several other cases, but it
should also be noted that in many cases (e.g., Accuracy),
we can still observe changes at beam sizes > 1000, so that
the increase in performance when moving from beam sizes
2048 to exhaustive search, which can be observed in 7 of
the 9 heuristics, has some credibility.

1We are currently working on a version which selects the same
rules.
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Figure 4: Beam size vs. accuracy for single data sets
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In terms of accuracy gain the Odds Ratio works best with
1.3% average accuracy gain from hill-climbing to the best
working beam size of 2048. The theory size could be de-
creased and has its minimum at a beam size of 64 where
the corresponding accuracy has already exceeded those of
hill-climbing. The Accuracy heuristic also shows a big per-
formance gain of 0.51% average accuracy that goes along
with a decrease of conditions of 14.78.

Interestingly all three heuristics that were optimized for
hill-climbing (m-estimate, relative cost measure (RCM),
and the Meta-learned heuristic) do not perform well under
deeper searches. In all cases, exhaustive search finds sim-
pler theories than greedy search, but these are of a lesser
quality. This is consistent with several previous results that
show that contrary to the assumptions of Occam’s razor,
simpler theories often exhibit a worse performance (we re-
fer to [Domingos, 1999] for a summary of such results). We
explain these results with the fact that these heuristics have
been optimized for hill-climbing [Janssen and Fürnkranz,
2008], and that they thus implicitly take the search process
into account. As discussed above, a good heuristic for a
hill-climbing search should try to predict the quality of the
best rule to which it can be refined to, in order to make
sure that the path to the best final rule can be found. This,
on the other hand, is not necessary for exhaustive search,
where we are guaranteed to find the best rule.

6.2 Runtime of the search methods
Table 2 shows the runtimes of the different methods in sec-
onds. Not surprisingly, the runtime generally increases for
more exhaustive searches. However, it is interesting to look
at the relative increase of time for consecutive beam sizes.
Some measurements are practically the same (cf. Accuracy
with beam size 2 to 16) which means that the number of
evaluated rules does not change much. This, again, reflects
the fact that some heuristics prefer general rules, and these
are already found with low beam sizes.

On the other hand, both Precision and Laplace have a

strong bias towards overfitting rules which is also reflected
in their runtimes. As the beam grows, the runtime of the
algorithm increases. When changing the search to an ex-
haustive one the time grows again. Precision with over 3
hours takes the maximum amount of total runtime among
all heuristics.

Note that the implementation of the exhaustive search
sometimes is even more efficient than the beam search with
n = 2048. But this is mostly with heuristics that do not
induce many candidate rules as described above.

6.3 Results for Individual Datasets
Of course, macro-averaged accuracy over several datasets
is a very crude and not very meaningful summary measure
that we only used because of the lack of a better alterna-
tive. To illustrate the effects of the different search mech-
anisms without averaging the values, Figure 4 displays re-
sults of all interesting heuristics (those where some changes
happen) on six selected datasets. The x-axis displays the
beam size in a logarithmic scaling (beam size of 10000 en-
codes exhaustive search), and the y-axis depicts the cross-
validated accuracy on this dataset. Most of the heuristics
show some fluctuation between different beam sizes, but
typically a clear trend can be recognized.

There are some heuristics, primarily WRA, that remain
quite constant over all sizes and data sets, for reasons we al-
ready discussed above. Thus, we only included this heuris-
tic in the plot for “monk2” because its performance there
was superior. After a degradation of 1.78% in accuracy it
achieves the highest value with a beam size of 8 and from
then on does not change any more. The strongest varia-
tions are visible on the data set “breast-cancer” where only
Correlation and the Relative Cost Measure remain fairly
constant.

The set “autos-d” is one example for the constant per-
formance gain of the heuristic Odds Ratio, but also of its
bad performance in hill-climbing. Until a beam size of 64
it profits from bigger beam sizes before the accuracy falls
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Table 2: Runtimes (in sec.) of the heuristics with different beam sizes

beam size Precision Laplace m-estimate WRA Accuracy RCM Odds Ratio Correlation Meta-learned
1 884.2 808.4 495.6 299.2 741.3 234.5 615.0 586.3 457.5
2 1405.1 1243.7 632.3 362.7 1024.6 334.7 793.2 836.8 627.9
4 1447.4 1292.6 684.7 386.0 1037.3 360.6 832.3 938.2 710.6
8 1520.8 1423.8 729.4 431.3 1063.1 359.0 890.9 1007.5 764.8
16 1586.9 1571.1 817.0 439.9 1141.1 363.0 920.0 1074.7 826.8
32 1721.7 1787.1 879.1 481.3 1211.2 376.8 981.6 1170.4 924.1
64 1891.5 1950.7 935.6 503.1 1288.1 394.2 1112.6 1291.8 1074.0
128 2102.4 2098.5 1066.1 577.2 1443.1 412.0 1387.6 1495.1 1218.1
256 2466.0 2518.8 1279.7 679.0 1660.5 436.2 1651.1 1861.2 1445.1
512 3380.5 3341.6 1670.2 786.9 2061.3 480.9 2042.8 2379.7 1871.4
1024 4626.4 5183.8 2344.2 976.1 2727.1 526.0 2802.2 3300.6 2885.0
2048 8227.3 7638.2 3395.8 1473.0 3904.4 576.3 4076.6 5174.1 3903.2
exh. 12061.1 11764.1 3078.9 928.8 5596.6 1714.3 4310.4 5076.4 4359.7

down again. High beam sizes > 512 show a comparable
accuracy but the theory size dropped by 2 conditions. The
data set also is a good example for the different behavior of
the heuristics. As mentioned above Odds Ratio constantly
gains performance, has an optimum at a beam size of 64
(22.93% accuracy gain) and ends up about 17% more ac-
curate than with a simple hill-climbing search. Otherwise
the relative cost measure loses performance. The perfor-
mance of all other heuristics variates slightly, some end up
better others worse than hill-climbing.

Among all plots, the one of “breast-w-d” shows the
strongest fluctuations. However, this is partly due to the
different scale: note that the y-axis only displays about
2% of change in accuracy. Another interesting plot is the
one of “primary-tumor”. The variations with all different
beams are not that strong but nearly all heuristics show a
clear peak when changing the beam search to the exhaus-
tive search. This data set has 17 nominal attributes which
have 43 values in total and 22 classes. Thus the search
space for this data set is rather large. In several datasets,
we can also see that, as we have already observed above,
the performance of Precision and Laplace become increas-
ingly similar with larger beam sizes.

6.4 Searching for single rules
Table 3 displays results for a learning algorithm that only
induces one rule per class. The purpose of these experi-
ments is to observe the difference of the behavior not on
entire theories, but on single rules.

For each heuristic, Table 3 compares the performance
of the hill-climbing search (first line) to the performance
of exhaustive search (second line). The accuracies are ob-
tained by using the rules in the same way as a complete
model. Invariably, for all heuristics, exhaustive search finds
rules that are longer, but more accurate. This can also be
observed if we look at the average number of conditions
per rule in the scenario that learns complete theories. Al-
though the theories generally tend to become smaller in
size, the individual rules tend to become longer with in-
creasing beam sizes. This is because the FINDBESTRULE

procedure is able to find more complex rules that show a
tendency to cover more examples than those induced by
the hill-climbing search. As a result, the learned rules of-
ten become longer but cover more examples, so that fewer
rules are necessary in total to cover all positive examples.

If we compare the results with those where complete
models are learned in terms of accuracy, it is rather sur-
prising that they achieve such high values. Most of the

Table 3: Accuracy and Theory Size when learning a single
rule

Heuristic beam accuracy in % # conditions

precision
1 64.67 6.82

exh. 68.55 9.59

laplace
1 66.13 6.86

exh. 68.78 9.64
m-
estimate

1 70.87 7.23
exh. 71.32 7.36

WRA
1 68.14 3.23

exh. 68.81 3.5

Accuracy
1 72.50 6.64

exh. 73.45 9.55

RCM
1 72.31 5.64

exh. 72.69 6.00
Odds
Ratio

1 63.99 4.05
exh. 65.57 5.05

Corr.
1 72.41 7.14

exh. 72.72 8.95
Meta-
L.

1 70.38 7.27
exh. 70.30 7.50

heuristics only lack about 10% accuracy in average, Ac-
curacy and Correlation only decrease their performance by
approximately 5%. Comparing their model size, both Pre-
cision and Laplace are able to achieve the described accu-
racies with theories that are about 7 times smaller than the
complete theories, for the other the sizes are reduced to ap-
proximately half the size.

6.5 Covering algorithms and deep search
The previous discussions of the different results revealed
some problems and inconvenient observations. In some
cases a deeper search leads to theories that have a lower
training set accuracy as their hill-climbing or low beam size
variants. This is due to the discovery of high quality rules
that cover some negatives. With a deeper search the prob-
ability of finding such rules increases. In general, Cover-
ing algorithms are not able to exclude negative examples
in further conquering steps. Thus, if in an early loop of
the main covering loop a rule is added, that, for example,
covers more negative examples than the complete theory
learned with hill-climbing, the accuracy of the theory can
never get better than that of the hill-climbing search. There-
fore the differences from theories learned by hill-climbing
and exhaustive search mostly lie in the smaller number of
rules where those for the latter usually contain more condi-
tions (as often observed in Figures 3 and 4 and Table 3).

Following from these observations we are able to draw
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another conclusion. All of the used heuristics are designed
to induce a single rule that, in some certain sense, optimizes
a quality criterion. This criterion differs among the heuris-
tics used in this paper. But all of them have in common
that they not aim to induce a rule that optimizes the whole
theory. A known problem of Covering algorithms is that
the rule is not learned in context to the incomplete theory
that is learned so far. This effect also manifests in the stop-
ping criterion described in Section 2.2 which states that a
rule is only added to the theory if it covers more positives
than negatives. If assumed that the best rule that could be
found on the data is one that does not fulfil this criterion it
would not be added although no better rule can be found.
However, if we assume that the same heuristic is used for
both evaluating rules and the whole theory, a constant gain
in performance should be measurable. As seen in Figure 4e
this actually holds for the heuristic Accuracy.

7 Conclusion
The main conclusion that we draw from the experiments re-
ported in this paper is that the over-searching phenomenon
is highly dependent on the search heuristic. The perfor-
mance of heuristics that perform bad with greedy search
(such as Odds Ratio or Precision) can be considerably im-
proved with exhaustive search, whereas heuristics that are
optimized for greedy search will lose performance when
used for guiding exhaustive search. This is, maybe most
obvious when we compare Precision and Laplace, which
differ greatly in their performance in a hill-climbing search,
but perform almost identically when used in exhaustive
search.

In particular, the three heuristics that we had optimized
for hill-climbing search in previous work, performed best,
and their performance decreased steadily and substantially
when used with increasing beam widths, as is predicted
by the over-searching phenomenon. In these cases, they
learned much fewer, but substantially longer rules. Among
the heuristics that we looked at, there was no counter-part
that performed as well in exhaustive search as these heuris-
tics performed in hill-climbing.

However, we would be careful not to interpret this as
conclusive evidence that exhaustive search is detrimen-
tal and will necessarily lead to the over-searching phe-
nomenon. Instead, we attribute this result to the fact that
search heuristics for rule learning algorithms have to ad-
dress several goals simultaneously: on the one hand, they
have to estimate a rule’s predictive quality, on the other
hand, they have to evaluate the rule’s potential for being
refined into a rule that has a high predictive quality. How-
ever, with increasing search depth, the importance of the
latter point decreases, because the chances that high-quality
rules will be found without guidance of the search increase.

Thus, we think that good heuristics for exhaustive search
have different requirements than good heuristics for hill-
climbing search. Most of the efforts in inductive rule learn-
ing have been devoted only to the latter problem, whereas
we would argue that finding a suitable metric for exhaustive
rule induction is still an open problem. We plan to address
this in future way in a similar study as we have previously
performed for hill-climbing search [Janssen and Fürnkranz,
2008]. As soon as we have identified a good evaluation
metric for predictive rule learning, we can address the sec-
ond step, which is to clearly separate the search heuristic
and the rule evaluation metric in inductive rule learning al-
gorithms.
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[Todorovski et al., 2000] Ljupčo Todorovski, Peter Flach, and
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Abstract
Where Information Retrieval (IR) and Text Cate-
gorization delivers a set of (ranked) documents
according to a query, users of large document
collections would rather like to receive answers.
Question-answering from text has already been
the goal of the Message Understanding Confer-
ences. Since then, the task of text understand-
ing has been reduced to several more tractable
tasks, most prominently Named Entity Recogni-
tion (NER) and Relation Extraction. Now, pieces
can be put together to form enhanced services
added on an IR system.
In this paper, we present a framework which
combines standard IR with machine learning
and (pre-)processing for NER in order to extract
events from a large document collection. Some
questions can already be answered by particular
events. Other questions require an analysis of a
set of events. Hence, the extracted events become
input to another machine learning process which
delivers the final output to the user’s question.
Our case study is the public collection of minutes
of plenary sessions of the German parliament and
of petitions to the German parliament.

1 Introduction
Several information systems make available large collec-
tions of documents through the internet. Their documents
can not only be retrieved by a search engine, but also by
a built-in retrieval service based on the structuring of the
content. To the user, the making of the structures is hidden.
The structure is presented in terms of categories among
which the user might choose in order to navigate to the de-
sired document. Although search for documents becomes
more focused and user-driven, the user needs to understand
the categories. Having a particular question in mind, the
user is guessing under which heading she might find a rel-
evant document. Moreover, the user needs to read the doc-
ument in order to determine the answer to her question.

Some systems offer full-text search so that snippets of
text are returned which include the keyword of the query.
This eases already the burden of reading, but still the user
needs to compose the answer out of some text excerpts.
Again, the keyword needs to be chosen carefully in order
to receive the right parts of relevant documents.

In contrast to the retrieval of documents, the Message
Understanding Conferences (MUC) focussed on the ex-
traction of structured information from natural language

texts. Event extraction means to fill in the slots of a
frame with named entities (NE) of the appropriate type,
e.g., person, location, organisation or temporal and nu-
meric expressions (cf. the more recent work [Aone and
Ramos-Santacruz, 2000]). Hence, NER became a subtask
in its own right within MUC-6 and MUC-7 [MUC, 1995;
1998]. Methods ranged from linguistic rules over pattern-
based approaches to machine learning techniques. Linguis-
tic knowledge is not only exploited by the hand-written rule
or pattern-based extractions, but also when applying learn-
ing algorithms. For instance, part of speech (POS) tagging
delivers class, case and number features of words, dictio-
naries classify known instances of NE types, and tagged
texts allow to retrieve the context of NEs which becomes
additional features to the word in focus. A knowledge-poor
approach has applied machine learning to construct the re-
quired linguistic resources (e.g., name lists, gazetteers) in a
bootstrap manner when learning NER [Roessler and Morik,
2005]. Tagging documents with NER already offers some
services to the user, namely highlighting words or phrases
in the text. This might help the user to selectively read only
the relevant parts of a long document.

Currently, the restriction to NER is being dropped and
approaches towards event extraction are undertaken, anew.
Relation extraction aims at recognizing semantic relations
between NEs, e.g., interactions of proteins [Blaschke and
Valencia, 2001]. Again, the hand-written rules were fol-
lowed by learning approaches, first by learning the extrac-
tion rules [Bunescu et al., 2004]. Synactic knowledge was
used by patterns for the extraction of relations [Hahn and
Romacker, 2000] and syntactic dependency trees were used
as features for probabilistic learning [Katrenko and Adri-
aans, 2007]. Learning approaches outperformed the hand-
written ones. Relation learning removes irrelevant occur-
rences of NEs, selecting only the ones in the relation of
interest. Hence, readers are confronted with a smaller num-
ber of text excerpts.

Event extraction is similar to relation extraction, but usu-
ally events contain more slots than relations have argu-
ments. Several definitions are possible. Here, we simply
define relations as parts of events and the relation learning
in the way of [Katrenko and Adriaans, 2007].
Definition 1.1. Relation Extraction:
Given a set of documents D and an n-ary relation schema R
with arguments A1,A2, ...,An, find instances r(x1,x2, ..,xn)
with x1 ∈ dom(A1),x2 ∈ dom(A2), ...,xn ∈ dom(An) in D.

Typically, the relation r is represented in natural lan-
guage by a verb, and the domains of arguments can be con-
strained by the case of a noun and a NE type. The arity
usually is small, n ≤ 4. We could write the form of events
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Figure 1: Website of the German parliament

similarly, just allowing more complex arguments. Where
a relation instance has just a (possibly composite) word as
argument, an event may have a NE, a phrase, a relation, or
a reference to another event as argument. In order not to
confuse the reader, we use another notation for events.
Definition 1.2. Event Extraction:
Given a set of documents D and a schema E defining slots
S1, ...,Sn as elements, find instances < e >< S1 > ... <
/S1 >,< S2 > ... < /S2 >,...,< Sn > ... < /Sn >< /e >
in D.

Typically, the schema corresponds to an XML schema,
the slots correspond to XML elements, and instances are
tagged text. Since XML elements can be structured them-
selves, relations can become slots of an event. The name
of the schema corresponds typically to a noun, indicating
the type of the event. Event extraction allows to build up
a database. This, in turn, allows to do analyses ranging
from simple queries over statistics to knowledge discovery
(data mining). Although not being comparable to a natural
language dialog system, more service is offered to the user.

In this paper, we propose to combine IR, NER, relation
extraction, event extraction, and data mining in order to of-
fer more services to users. We illustrate our framework by
the application of the German Parliament document col-
lection (see Section 2). The services we are aiming at are
introduced in Section 3. The IR techniques and how we
are using them for answering simples questions and as a
basis for following steps are presented in Section 4.1. In
Section 4.2 the named entity tasks are described, Section 4
describes the information extraction tool we are developing
as a plugin to the data mining tool RapidMiner [Mierswa et
al., 2006].

2 The German Parliament Application
The website of the German parliament (see http://www.
bundestag.de and Figure 1) is an excellent example of a
web-based information system. It is structured according
to the categories: parliament, members, committees, docu-
ments, knowledge, European Union, international, and vis-
itors. To each category, a number of documents with links
to other content is stored.

In particular, all plenary sessions are documented, from
the 8th period until today (16th period). Also the printed
papers which form the basis of discussions and decisions
in plenary sessions, the recommendations of committees,
small and large interpellations (“kleine Anfrage”, “An-
frage”), legal proposals, are available as well as informa-
tion about the members of parliament. We are focusing on

the document collection, here. There is an information sys-
tem, DIP21 (http://dip21.bundestag.de), which al-
ready offers some services to process the documents.

These services seem to merely use an index over the
given documents. The documents are available in PDF for-
mat (mostly), the pages of the members of parliament are
written in html. The identifier numbers of printed papers
and plenary sessions need to be explained. For each ple-
nary session there is an agenda, where to each of its points
printed papers form the basis. In the plenary session, a
topic is called by the numerical identifier of the respective
printed paper. For instance, a committee might have de-
cided to recommend the rejection of a request. This means,
that there is a printed paper with, let’s say, ID=16/5540
which proposes something, i.e., is a request. The com-
mittee’s recommendation to reject the proposal has another
number, e.g., ID=16/5561. In the plenary session, the par-
liament decides about the recommendation 16/5561. If the
recommendation is accepted, this means, that the request
16/5540 is rejected. If the recommendation is rejected,
the request must again be discussed (and changed) in the
committee yielding another paper of type changed request
with a new number, e.g., ID=16/6102. For users who just
want to know, for instance, whether the old age pension
increases, or not, it is cumbersome to follow all these refer-
ences through all the documents. Hence, for users it is not
easy to actually receive answers to their information needs,
although all information is publicly available.

Such a situation is quite common for web-based infor-
mation systems. We use the one of the German parliament,
because it is publicly available and we, as citizens, are al-
lowed to analyse the documents. The goal is to enhance the
services for users by moving more into the documents.

While the German Parliament web site is typical with
respect to the services it offers, it is rather exceptional with
respect to the language. Analysing word frequencies, we
receive the typical power law distribution. However, the
word length is even for German extraordinary. There are
words like
“Konsensfindungserleichterungsmassnahme”,
“Fernstrassenbauprivatfinanzierungsgesetzesänderungs-
gesetz”, or
“Grundstücksverkehrsgenehmigungszuständigkeits-
übertragungsverordnung”.
Our corpus of the periods 13 - 16 contains 50,363 doc-
uments with about 470,000 different words. This shows
that the political language is extremely challenging for
extraction purposes.

3 Services
Services of the parliament’s web-site are currently re-
stricted. We would like to offer more to users. There is a
variety of questions which people like to ask assuming dif-
ferent answers. For instance, the following questions were
raised by a group of our students:

1. How many members of parliament have children?
2. How many of the female members of parliament have

children?
3. Which requests (which plenary sessions) dealt with

the relation between Germany and Turkey?
4. Which decisions were related to students from foreign

countries?
5. Under which aspects have the relationship between

Germany and Turkey been discussed?
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Figure 2: System design

6. Which party has signed the most requests?
7. Which party has the most requests rejected?
8. How many changes were necessary before the law for

unemployed (Hartz law I, II, III, IV) has been de-
cided?

9. Which parties or members of parliament were against
the student registration fees?

10. Given the three levels of additional income, is there a
correlation between the party and members with the
highest level of additional income?

11. Which events were used as argument in favor of re-
stricting civil rights in favor of enhancing the state’s
security?

The questions demand for different types of results.
• Some questions just ask for excerpts of documents,

questions 3 and 4 are examples of this type. The an-
swer set can be determined by full-text search and
some post-processing (cf. Section 4.1).

• Some questions ask for counts of entities which are
easy to recognize, questions 1 and 2 are examples of
this type (cf. Section 4.1).

• Some questions ask for statistical analysis of relations,
question 9 is an example of this type (cf. Section 4.2).

• Some questions ask for counts of events, questions 7,
8, 9 are examples (cf. Section 4.2).

• Some questions ask for statistical analysis of events
or machine learning, questions 7 and 10 are examples
(cf. Section 4.3).

• Some questions demand text understanding, questions
5 and 11 are examples. We exclude these difficult
questions, here.

The architecture of our system for targeted information ex-
traction is shown in Figure 2.

The graphical user interface offers menues for simple
questions, questions about relations or events, and ques-
tions requiring some statistical analysis or learning. Doc-
uments from the web-based information system are re-
trieved, transformed from PDF into ascii format, and stored
in the document base, which is then indexed. The simple
questions are answered on the basis of the document’s in-
dex. Some annotations are quite easy and can be achieved

on the basis of simple patterns. The annotated documents
become stored in the document base, as well. Questions
about easy to recognize entities are answered on the basis
of these data. Other annotations according to NE require
to learn the NER. This is performed by the IE-plugin (see
Section 4.2). Again, annotated documents are stored for
further use in the document base. In order to learn about
relations and events, the regular RapidMiner with designed
experiments is integrated.

This architecture is quite general and a blueprint for a
class of applications, namely enhancing web-based infor-
mation systems. Depending on the application is the partic-
ular set of pre-processing operators, the regular expressions
or other patterns to be used, and the particular sets of rela-
tion and event schemata. Due to RapidMiner’s flexibility,
it is easy to adapt the system to a new domain.

4 Targeted Information Retrieval
In this section we explain how we prepare for answering
various questions (see Section 3) using our system or par-
ticular components of it.

Referring to Figure 2 one can see that our system con-
sists of three components which are now presented in de-
tail.

4.1 IR-Component
Many questions already are to be answered by IR tech-
niques. To get these questions answered is on the one hand
a nice benefit for users and on the other hand relatively easy
to offer.

The system first of all extracts all the plenary session
documents and printed papers and stores them for later use
in ascii-format. Additionally the websites of the members
of parliament are extracted in order to fill personal event
templates which contain names, birthday, birthplace, fam-
ily status, children, education and so on. In addition we –
as written in Section 2 – build up an index of all the docu-
ments using the open-source indexing environment lucene
(http://lucene.apache.org).

Furthermore, we extract the information of every printed
paper – similar to the approach using for the members of
parliament – into an event-like template for accessing the
information easily. This extraction by now is done using
trigger-words like, e.g., ”geboren in” (born in) for birth-
places.

The printed papers follow a special formatting which
helps to extract the number of the printed paper, the mem-
bers of parliament, the parties involved, the date, and an
abstract of the printed paper. These are the slots of the
printed-papers-template.

The member-of-parliament-templates, the printed-
paper-templates, the original (complete) documents and
the index over all documents form our repository which is
ready to use for answering questions 1, 2, 3, 4 and 6. The
data of the repository is used for further analysis in the
IE-component and in the Data Mining(DM)-component in
order to answer more difficult questions.

Our system contains all printed papers of the 14th, 15th
and 16th period as templates currently. Requests like ’How
many requests has the party SPD signed?’ or ’Show me all
the printed papers of type ”Gesetzentwurf”!’ can be easily
processed.
Experiments using the IR-component
As an example which will be picked up again in Section
4.3 we extracted all the requests and its corresponding rec-
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recommend(
<printed-paper>14/358</printed-paper>,
<recommendation>accept</recommendation>,
<committee>Rechtsausschuss</committee>
)

Figure 3: Positive recommendation

ommendations of the committees either to reject, to accept
or to depose the proposals. For this task, one has to look
for all the printed papers of type request. Then, one has
to extract all the recommendations considering these re-
quests. Finally, one has to search snippets according to the
request numbers in the recommendations to find the deci-
sion of the committees. Users now can easily look at rel-
evant excerpts of large documents, focused on particular
recommendations to see what happened to a request.

The recommendation is a relation embedded into the
event request consisting of the outcome (i.e., accept,
reject, depose), the number of the recommendation and
the recommending committee (e.g. committee of justice).
Figure 3, for instance, is a positive recommendation of the
committee of justice (in German: ’Rechtsausschuss’):

4.2 IE-Component
The IE-component is profitable for users when, for exam-
ple, highlighting special objects (NEs) in the texts achiev-
ing a better user-guidance. It is necessary for other pro-
cesses for which it captures trigger-words or patterns. Ad-
ditionally, the IE-plugin delivers the relation extraction (see
4.1).

As learning and information extraction environment we
use the open-source software RapidMiner1 [Mierswa et al.,
2006] which is implemented in Java. RapidMiner is first
of all a well-suited and worldwide used data-mining tool
which allows to design complex chains of operators. Pre-
processing, learning, and evaluation operators are imple-
mented and can be combined to form a so-called experi-
ment (nested operator chain). RapidMiner offers several
interfaces to other systems and an elegant mechanism to
plugin specialized add-ons. We have developed such a plu-
gin for information extraction (IE). RapidMiner represents
examples as a set of attribute-values together with a label
indicating the class membership. In case of data-mining
or machine learning, the individual examples do not affect
each other. In contrast, natural language processing (named
entity recognition, for instance) has a sequential character
which should not be destroyed. Keeping that in mind, one
has to maintain the sequential character on the one hand
and the clustering-character of sentences on the other hand,
if one wants to express natural language utterances as ex-
amples in RapidMiner. Converting natural language to ex-
amples means that every word occurrence becomes one ex-
ample which has a bunch of attributes. Preceeding and fol-
lowing words become attributes of the current word. Cor-
responding to the learning task (in this case NER), a label
attribute is added (the NE).

Using the IE-plugin for RapidMiner one must first of
all define a dataset (text). Then, one can use various
pre-processing-operators. Corresponding to McDonald’s
definition of internal and external evidence ([McDonald,
1996]) the categorization of words depends on internal fea-
tures – extracted directly from the form of a word – and

1formerly known as YALE

Table 1: Recommendation extraction for all requests
Found requests 1.935
Requests without recommendation 680
Requests with recommendation 1.255
Recommendation ’reject’ 794
Recommendation ’accept’ 251
Recommendation ’depose’ 44
Recommendation not extractable 166

external features features – extracted from the context of
a word. The pre-processing operators make use either of
internal or of external evidence. Considering current work
on sequence labeling ([Leaman and Gonzalez, 2008]) one
sees that there is a set of features which delivers good re-
sults. These features consist of character n-grams, prefixes,
suffixes, word-generalizations and so on. The external ev-
idence is used by encoding the knowledge of surrounding
contexts into attributes of words. So particular words also
have attributes corresponding to words in front or behind
the word. Most of the features presented in [Leaman and
Gonzalez, 2008] also are implemented in our IE-plugin.

After the pre-processing steps, one can use multiple
machine learning methods. In case of sequence labeling
tasks, [Nguyen and Guo, 2007] showed that the structured
support vector machine (SVMstruct [Tsochantaridis et al.,
2005]) delivers the best results compared to other methods
like hidden markov models and especially conditional ran-
dom fields (CRF) ([Lafferty et al., 2001]). But [Keerthi and
Sundararajan, 2007] showed that the better performance of
the SVMstruct compared to CRFs is only due to differ-
ent internal features used for learning. Their comparison
showed that the perfomance of both methods are nearly the
same. Hence, both methods can well be used. Since the
SVMstruct is not yet implemented in Java, we integrated
CRFs into RapidMiner – we use MALLET [McCallum,
2002] as basis for our CRF-operator.

The plugin also contains an annotation-functionality for
annotating texts by hand or correcting wrongly annotated
texts in order to prepare a training set.

Relation Experiment using the IE-plugin
On the basis of the snippets according to the request num-
bers in the recommendations, we have extracted the rela-
tion recommend with the arguments re ject, accept, and
depose. We present the results in Table 1.

NER Experiments using the IE-plugin
We made an exemplary NER-experiment using a manually
annotated document of the plenary sessions. The document
contained about 2.700 sentences containing nearly 56.000
words or in other words ’tokens’ – points for example are
tokens, too. The different named entities are:

• name, which mark real person’s names.

• institution, which contain institutions of the German
parliament.

• party, marking parties in the parliament.

• person, which mark – in contrast to name – persons
not given by a name but by another noun (for instance
Mister).

• location, respectively cities, countries and so on.

• organization, which mark firms for example.
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Table 2: NEs in the examined document (printed papers
(p.p.), plenary session (p.s.))

name institution party person
count 1.115 823 703 422

f-measure in % 90,3 87,9 96,1 68,4

location organisation reaction date
409 238 120 78
68,2 52,1 55,4 60,3

p.p. no. p.s. no.
45 18

37,7 36,7

• reaction, which are special for the Politics-domain.
During speeches in the parliament, some politicians
make interjections which are written in the protocols.
These interjections should be marked with reaction.

• date, which are dates, timestamps and so on.
• p.p. no., which are the ID-numbers of printed papers.
• p.s. no., which are the ID-numbers of plenary ses-

sions.
Table 2 shows the numbers of NEs and the performance
(measured with f-measure) which was achieved on the
dataset using a ten-fold-cross-validation. The results show
that some NEs are easy to spot like, for instance, name and
party. In contrast, the recognition of a plenary session and
of printed paper numbers is difficult for NER. However, the
numbers and the dates do not need to be extracted by NER,
but can be easily set by regular expressions during pre- or
post-processing. True NER tasks are recognizing institu-
tions, locations, and organizations. Without background
knowledge, organisations are hard to detect.

4.3 DM-Component
The innovation of our system is the opportunity to use ex-
tracted events as input for data mining experiments. It is
nice to get questions answered like ’How many requests
are recommended to be rejected?’, but data mining goes
beyond that. It offers the opportunity to get to know why
or under which circumstances a request has been rejected.
We are using RapidMiner for data mining. According to
the example of Section 4.1 we converted all found requests
into examples as an input for a data mining task. The event
request has the following form:

<e type = "request">
<printed_paper>14/138</printed_paper>
<recommend>
<printed_paper> 14/358 </printed_paper>
<recommendation> accept
</recommendation>
<committee> Rechtsausschuss
</committee>

</recommend>
<party 1> SPD </party 1>
<party 2> BUENDNIS90/DIE GRUENEN
</party 2>
<party 3> null </party 3>
<party 4> null </party 4>
<party 5> null </party 5>
<multiMOP> false </multiMOP>
<justParty> true </justParty>
<government> false </government>

</e>

There are only 5 parties in the parliament. The supporters of a
request can be a number of members of parliament (MOP), some
parties, or the complete government. The slot < party1 > indi-
cates the party initiating the request. The shown example states
that two parties together have signed the request 14/138 and the
request got a positive recommendation by the committee of jus-
tice. This event is transformed into a data set for learning, where
the slots become attributes. The recommend arguments for the
decision are encoded by numbers: 0 for no recommendation, 1
for accept, 2 for reject, and 3 for depose. These arguments are the
class labels for learning. A simple decision tree learner delivers
following results.

Decision-Tree-Experiment on extracted events
Tree

PARTY 2 = CDU/CSU
| PARTY 1 = SPD: 0 {0=37, 2=0, 1=4, 3=0}
| PARTY 1 = PDS: 2 {0=0, 2=2, 1=0, 3=0}
PARTY 2 = BUENDNIS 90/DIE GRUENEN
| Just Parties = true: 0

{0=95, 2=1, 1=44, 3=3}
| Just Parties = false: 1

{0=75, 2=1, 1=155, 3=3}
PARTY 2 = null
| PARTY 1 = SPD: 2

{0=44, 2=164, 1=1, 3=9}
| PARTY 1 = PDS: 2

{0=171, 2=413, 1=9, 3=20}
| PARTY 1 = CDU/CSU: 2

{0=46, 2=108, 1=1, 3=3}
| PARTY 1 = BUENDNIS 90/DIE GRUENEN: 0

{0=141, 2=102, 1=2, 3=6}
| PARTY 1 = CDU: 2 {0=0, 2=1, 1=0, 3=0}
| PARTY 1 = FDP: 0 {0=2, 2=0, 1=0, 3=0}
| PARTY 1 = DIE LINKE.: 0

{0=1, 2=0, 1=0, 3=0}
PARTY 2 = SPD
| Just Parties = true: 0

{0=22, 2=0, 1=3, 3=0}
| Just Parties = false: 0

{0=31, 2=0, 1=23, 3=0}
PARTY 2 = DIE LINKE.: 2 {0=0, 2=1, 1=0, 3=0}

The possible label allocations are given in brackets at the leaves of
the learned tree. Using this little number of attributes one would
not think of getting interesting results, but there are some: if the
attribute PARTY 2 is null (just one party is signing the request),
one can see at the leaf with PARTY 1 = PDS that most of the
requests of this party, the leftist party, are recommended to be
rejected. This answers question 7 from the Section 3. A ten-fold-
cross-validation over the requests ended up in 67,1 % accuracy to
predict the label.

5 Related Research and Conclusion
The first trainable systems for event extraction were based on
wrapper induction (WI) [Kushmerick et al., 1997]. WI-based
systems are processing a huge amount of already structured data
– typically labeled by html-tags. By learning which tags wrap
the interesting data, WI-based systems are capable of filling event
slots after having found special tags. These systems work well if
and because the html-syntax is well-formed and thus offers kinds
of slots, already.

A more specific problem is the analysis of semantic roles and
its corresponding relations. [Yangarber and Grishman, 2000], for
instance, tried to extract patterns for the relation ’position state-
ment’ automatically – given a little seed example set. Their results
show that this automatic pattern extraction works as good as hand-
crafted ones, being not as time-consuming. Actually ’relational
search’ is used to extract relations between entities automatically
without using seed-examples [Cafarella et al., 2006] in an unsu-
pervised and highly scalable manner. Therefore any object-string-
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pair which occurs in a neighbouring context in a (huge) document
collection is extracted with its corresponding relation – which just
is the text between the two object-strings. An extraction graph –
consisting out of objects and relations between these objects – is
built up in order to answer queries which cannot be answered eas-
ily by traditional search-engines. [Popov et al., 2003] present a
similar system which uses an ontology to annotate semantic cate-
gories (NEs) in texts and in turn uses the annotated texts to update
and advance its ontology.

Our plugin for NER is ready for use and its performance is
competitive with other approaches. Enhancements of perfor-
mance can be achieved by adding background knowledge in terms
of lists of organizations and locations. Further experiments will
be made with other NEs. Possibly, these demand for further fea-
ture extractions.

Related systems like the one from [Popov et al., 2003] or the
one from [Cafarella et al., 2006] are powerful for relation extrac-
tion. It should be investigated if these techniques are applicable
for the event- and relation-extraction in our system, and whether
it would improve our extraction of events.

Our relation extraction is currently quite heuristic. Here, more
sophisticated approaches could extract relations from the plenary
sessions. It is extremely hard to extract the opinion (in favor,
against) from speeches in parliament. The language used is most
elaborated and full of subtle irony. Currently, we restrict ourselves
to the ballot results where the language is more standardized.

Similarly, event extraction from the plenary sessions are cur-
rently referring to decision making events (recommendations, de-
cisions, votes, passes of a law), interjections, and the extraction
of the list of speakers in a plenary session dealing with a cer-
tain topic. This is already challenging, since the speeches can be
nested, and the topics are called in various ways. Far more dif-
ficult is to recognize the position in a speech. For instance, does
a speaker argue in favour or against nuclear plants? Extracting
the opinion of a politician at several points in time would allow to
register changes in the political belief of a member of parliament.
However, the difficulty is the extraction of the opinion from text.
Hence, we work on events which relate requests (standing for a
political position) and politicians or parties. The summarizing
text of a request represents the position and is only interpreted by
the reader.

The major focus of this paper is the combination of IR, IE,
and DM. Indexing services and information extraction transform a
document collection into a set of events and relations which form
the basis of data mining. The efforts of finding relevant para-
graphs in the documents, of writing regular expressions for the
extraction of simpler entrities such as, e.g., document numbers or
dates, are turned into operators of the IE plugin of RapidMiner
and, hence, are available for other applications, as well. The IE-
plugin offers these preprocessing operators. It interacts with the
IR-tool lucene. It offers an annotation tool and runs the CRF NER
in a loop of cross validation. Hence, we have not merely shown an
application but the development of a system which eases to build
an application. Such a principled approach to enhancing services
of web-based information systems by event extraction and data
mining is a novelty, as far as we know.

The human-computer interface is currently under development.
It will accept queries and call the respective IR-, IE-, or DM-
processes. However, the major issue for a user-friendly HCI is
to prepare the answers. We have shown that calling the processes
manually already delivers the relevant text snippets, the tagging
of some NEs, and the decision trees, respectively. Experiments
using the IR- and IE-component deliver good results which can
be used as input for the DM-component. First experiments in 4.3,
using data mining techniques for analyzing extracted templates
which represent specific relations show interesting results.
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Abstract
Detecting bursts in data streams is an important
and challenging task, especially in stock market,
traffic control or sensor network streams. Burst
detection means the identification of non regu-
lar behavior within data streams. A specifically
crucial challenge on burst detection is to iden-
tify bursts in the case of non-stationary data. One
approach is to apply thresholds to discover such
bursts. In this paper, we propose a new ap-
proach to dynamically identify suitable thresh-
olds using techniques known from time series
forecasting. We present fundamentals and dis-
cuss requirements for threshold-based burst de-
tection on stream data containing arbitrary trends
and periods.

1 Introduction
Data Stream Management Systems (DSMS) are built for
processing and reacting to continuous input data. Depend-
ing on the kind of application, this also involves the pro-
cessing of certain data mining tasks. One important task
is burst detection. A burst is defined as a large number of
occurring events. In data streams, these events are usually
related to one or more time windows moving over the data
stream.

For instance, if a DSMS is used for monitoring facil-
ity sensor data, detecting bursts is crucial for identifying
abnormal situations like fire or heat-ups, where human in-
teraction is needed and/or alarms should be triggered. In
this scenario, detecting bursts can also help triggering the
right actuations, like starting a sprinkler system, turn off
heating systems or lower blinds. If one imagines heat sen-
sors, a burst is detected by summing up the single tem-
peratures from the time window of interest – any result-
ing sum that is above a given threshold is regarded as a
burst and should result in according reactions. Beside fa-
cility management, burst detection is a noteworthy task in
for instance stock trading systems, astrophysics and traf-
fic control systems. In all cases we have to handle con-
tinuously streaming data, which demands for incremental
one-pass algorithms. Additionally, all the mentioned sce-
narios usually claim for detecting bursts over a variety of
dynamically chosen windows sizes, rather than above pre-
defined ones. This is called elastic burst detection [Shasha
and Zhu, 2004].

The naive approach of inspecting all interesting win-
dow sizes in sequence is not scalable and not suitable for
data streams. There are several proposals dealing with

this and similar problems. [Kleinberg, 2003; Wang et al.,
2002] focus on modeling bursty behavior in data streams,
but not on an efficient algorithm for detecting them. The
authors of [Vlachos et al., 2004] mine for bursts in web
search query logs. A closely related problem is the de-
tection of outliers and anomalies [Shahabi et al., 2000;
Keogh et al., 2002]. [Zhang and Shasha, 2006] suggests
the utilization of shifted aggregation trees for elastic burst
detection in acceptable time and space. Beside the fact that
this approach is performing very well, the implementation
is easy and light-weight. The idea is to build a synopsis
structure containing all aggregates over all windows of all
sizes of the input stream – of the largest sliding window, re-
spectively. The authors propose the data structure needed,
how to build and optimize it, as well as how to mine for
bursts over the different levels of the synopsis. But, their
approach in its original form is only applicable for sta-
tionary data. The problem is, the threshold for identify-
ing bursts is only adapted very slowly with evolving input
data. This does not perform satisfyingly in the presence
of trends or periods. Usually, the amount of false positives
and wrong negatives is too high in this case. Thus, the main
idea of our work is to combine their approach with time se-
ries forecasting. To the best of our knowledge this is novel
for burst detection, although forecasting methods have been
used for solving similar problems. For instance, [Yaman-
ishi and Takeuchi, 2002] utilizes auto regression models to
detect outliers and change points in non-stationary data.

To illustrate the problem, again imagine heat sensors, lo-
cated in a single living room. First, we will observe peri-
ods, because temperatures are changing with day and night
hours. Second, especially on hot summer days, there will
be a continuous heating up of the room, particularly in the
midday hours. These facts should be involved in triggering
actuations like lowering heating systems or blinds, but this
should not result in an alarm just because the system thinks
it detected a burst. Thus, the threshold for bursts must be
adapted with occurring trends and periods.

There exists a lot of work concerning time series fore-
casting and analyzing trends and periods [Ergün et al.,
2004; Papadimitriou et al., 2003; Hinneburg et al., 2006].
For now, we use exponential smoothing following the Holt
and Holt-Winters methodologies [Chatfield and Yar, 1988].
Like this, we are able to predict the next points of the in-
put stream satisfyingly accurate. Unfortunately, forecast-
ing methods tend to become the more inaccurate the more
points we predict in the future. This is why we have to
recompute the forecast periodically, ending in only short-
term predictions. Thus, exponential smoothing is suitable,
although we are going to investigate other methods as well.

A second main idea is to implement both – burst detec-
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tion and time series forecasting – in two absolutely inde-
pendent operators. Like this, they can be arbitrarily com-
bined with other operators in a multi-functional DSMS.

The remainder of this paper is structured as follows.
In Sections 2.1 and 2.2 we first briefly introduce the data
structures proposed by [Zhang and Shasha, 2006] and dis-
cuss how they are applied in our context. Second, in Sec-
tion 2.3 we present how exponential smoothing is used in
order to adapt the threshold to trends and periods. After-
wards, we sketch the main algorithm in Section 2.4. Fi-
nally, we present motivating results from preliminary tests
in Section 2.5, discuss open issues and future work in Sec-
tion 3 and conclude in Section 4.

2 Non-Stationary Burst Detection
2.1 Aggregation Pyramid
Elastic burst detection is the problem of finding all win-
dows wi, wi ∈ {w1, ..., wn} at a time point t, such that for
a monotonic aggregation function A the aggregate A(wi)
exceeds a window specific threshold f(wi).

A simple approach to detect bursts within a data stream
is to check each relevant window size starting at time point
t for a burst. Consequently, for a burst detection over k
different window sizes O(k · N) time is necessary, where
N denotes the length of the explored sequence. This is not
practicable for online data stream mining.

Another approach is presented by Zhang and Shasha
in [Zhang and Shasha, 2006]. The authors introduce a
data structure called aggregation pyramid. An aggregation
pyramid is a triangular data structure over N stream ele-
ments with N levels. N corresponds to the length of the
analyzed sequence (the size of the regarded time window).
Level 0 has N cells containing the original data elements
y1, ..., yN . Level 1 has N − 1 cells and stores aggregates
over two-element sets from the original data stream. The
construction of the aggregation pyramid is recursive, that
means level h has N − h cells and each cell c(h, t) con-
tains the aggregates from a window of length h starting at
element t. The aggregate of cell c(h, t) is computed by
c(h, t) = A(c(h−1, t−1), c(0, t)). Consequently, level N
stores the aggregate over the complete sequence. Figure 1
shows an aggregation pyramid over a windows of size 8.

The aggregation pyramid has some interesting proper-
ties. For instance, each cell c(h, t) of the aggregation pyra-
mid spans to a sub pyramid. The window starting at time
t − h composed of the following h + 1 cells on level 0 is
called the shadow of the root cell. Now it is straight forward
to identify a burst. If a cell c(h, t) exceeds the threshold for
its shadow, a burst ending at time t is discovered.

2.2 Aggregation Tree
In order to efficiently identify the exact length and time of
the burst Zhang et. al additionally introduce a data struc-
ture called shifted aggregation tree. The shifted aggrega-
tion tree is a hierarchical tree structure, whose nodes are a
subset of the cells of the aggregation pyramid. Each level
of the aggregation tree consists of a number nodes. The
leaf nodes of the aggregation tree correspond to the level 0
nodes of the aggregation pyramid. A node on level i of the
aggregation tree represents the aggregate of its child nodes
on levels ≤ i − 1. Figure 1 also shows a three level ag-
gregation tree (shaded cells). Each node of the aggregation
tree corresponds to one node of the aggregation pyramid.

A central property for burst detection with aggregation
trees is that the aggregate of each subsequence of length

6y 1y
A(y  ,y  )7 6A(y  ,y  )8 7

8y 7y

Figure 1: An aggregation pyramid over a window of size 8
and the corresponding three level aggregation tree (shaded
cells)

w, with w ≤ hi − si + 1, is covered by the shadow of a
node at level i. hi denotes the size of the window at level
i and si is the shift at level i. That means, each window of
a size ≤ hi − si is covered by at least one node on level
i and consequently, each burst occurring in hi − si can be
discovered.

For the detection of a burst within the aggregation tree
it is sufficient to check if one aggregate of a subwindow
between hi−1 − si−1 + 2 and hi − si + 1 is exceeded. If
a burst is discovered a detailed search on the shadow of the
node which exceeded the threshold is necessary.

2.3 Threshold Detection
A main problem of the burst detection is the definition of a
suitable threshold. If the threshold is set too high, bursts are
potentially not detected. The other case is that the thresh-
old is set too low. This results in a high number of (maybe
wrong) alerts. Moreover, this also results in a higher work-
load, because each time an alert is triggered all cells within
the shadow of the concerned cell must be investigated.

[Zhang and Shasha, 2006] suggests a heuristic to iden-
tify a threshold dependent on the data distribution. The
presented approach has the disadvantage that it is only ap-
propriate for stationary data with well known distribution.
Consequently, an algorithm using the presented threshold
cannot react correctly to trends or periods. In the follow-
ing, we present an approach using exponential smoothing
for continuously forecasting the stream in order to adapt
the threshold.

Exponential smoothing is a popular technique to produce
smoothed time series. In single (also called simple) ex-
ponential smoothing the forecast is the linear combination
of the weighted average of the current observation and the
previous smoothed observations. With this, recent observa-
tions are more relevant for forecasting than older observa-
tions. The single exponential smoothing is defined by

St = α · yt + (1 − α) · St−1

St denotes the forecast value and α, 0 < α < 1, weights
the influence of new values. By direct substitution of the
equation back into itself St becomes the weighted average
of a number of past observations

St = α · (yt + (1 − α) · yt−1 + (1 − α)2 · yt−2

+(1 − α)3 · yt−3 + · · ·) + (1 − α)t · y0

Single smoothing is sufficient for short-range forecasting
and static time series.

For non-static time series showing a trend the double
exponential smoothing (also known as Holt exponential
smoothing) is appropriate. An example is a room contin-
uously warming up due to a running radiator. In this case
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an alert is undesirable. Double exponential smoothing is
defined as

St = α · yt + (1 − α)(St−1 + bt−1)
bt = γ · (St − St−1) + (1 − γ)(bt−1)

where α and γ, with 0 < α, γ < 1, are predefined
weights. They can be achieved via non-linear optimization
techniques, such as the Marquardt algorithm [Marquardt,
1963]. The first equation adjusts St for the trend bt−1 de-
pending on St−1. The second equation updates the trend,
which can be expressed as the difference between St and
St−1.

If the time series contains both, a trend and season-
ality, we can use the third exponential smoothing (also
known as Holt-Winters exponential smoothing). Season-
ality means that the data distribution contains periods of
constant length. For instance, the temperature of a room is
changing periodically with the time of the day and the out-
side temperature. Or, the occupants may heat up the room
for the same period of time each day. The Holt-Winters
exponential smoothing is defined as follows:

St = α · yt

It−L
+ (1 − α)(St−1 + bt−1)

bt = γ · (St − St−1) + (1 − γ) · bt−1

It = β · yt

St
+ (1 − β) · It−L

where α, β and γ, with 0 < α, β, γ < 1, are also predefined
weights. bt denotes the trend factor, I is the seasonal index
and St is our overall smoothing.

2.4 Non-Stationary Burst Detection Algorithm
In the following we describe the general burst detection
algorithm (Algorithm 1) using the exponential smoothing.
As presented here, the algorithm can handle linear trends.

We start with an initial learning phase in order to get
first parameters S and b from the exponential smoothing
(implemented in method exsm). The size smcnt of the
window used for this should depend on the input data and
the actual application scenario. This is one of the open
issues we currently investigate. In parallel, we build the
aggregation tree (included in method bdet). After the initial
learning, we can start burst detection. This is also done by
the method bdet, which runs the detection algorithm from
[Zhang and Shasha, 2006].

The important point is the computation of the current
threshold f . For this, we use the parameters from the ex-
ponential smoothing in order to predict the value μ of the
current stream element. The standard deviation σ2 used for
computing f is determined from the input stream.

In order to base the threshold computation on only short-
term predictions and to identify changes in the stream, we
have to recompute the exponential smoothing in regular in-
tervals. Currently, we use a fixed interval of time smcnt.
We are investigating if this should be replaced by a more
dynamic and flexible approach. Note that if a burst oc-
curs, this will be included into smoothing calculation and
we predict a wrong trend! Thus, we only run exponential
smoothing on elements from non-bursty periods.

2.5 Motivating Observations
Figure 2(a) and Figure 2(b) show first observations for syn-
thetic data sets. We compare the approach using thresholds
based on the Holt exponential smoothing with that using

Input: new stream element yt, time t, number smcnt
Output: true if burst is detected
/* collect first smcnt points */
if t = 0 then

Y = ∅;
end
if t ≤ smcnt then

Y = Y ∪ {yt};
/* only update tree */
bdet(−1, yt);
if t < smcnt then

return false;
end
/* initial exponential smoothing on first points */
S, b = exsm(Y );
Y = ∅;
k = 0;

end
/* collect next smcnt points */
Y = Y ∪ {yt};
/* predict current value (k time steps since computing S) */
μ = S + k · b;

f = μ + 2 · √σ2;
k = k + 1;
/* update tree and check for bursts */
burst = bdet(f, yt);
/* if a burst occurs, smoothing should be delayed */
if burst = true then

Y = ∅;
end
/* recompute exponential smoothing */
if |Y | ≥ smcnt ∧ burst = false then

S, b = exsm(Y );
Y = ∅;
k = 0;

end
return burst;

Algorithm 1: Basic algorithm

thresholds based on the mean (as [Zhang and Shasha, 2006]

suggests) on normally distributed data.
The stream values (y) in Figure 2(a) show two well-

separated Gaussians on a decaying exponential baseline
plus normally distributed zero-mean noise. Using a thresh-
old as suggested by Zhang (f-mean) both bursts are cor-
rectly detected. But, Figure 2(a) shows that the first burst
increases the threshold in a way that almost prevents from
detecting the second burst. Obviously, it is detected rather
late. A detailed search on the corresponding part of the
aggregation tree finds only a small part of the burst. In op-
position, the algorithm using the Holt strategy adapts the
threshold (f-Holt) in a way that the second burst is detected
satisfyingly.

For our second experiment we combined a continuous
trend with two small bursts. This simple experiment il-
lustrates the general problem of the Zhang approach. The
trend is not detected. Rather, the trend is interpreted as a
burst of undefined length. In contrast, the Holt approach
detects the bursts correctly by adapting the threshold to the
trend.

These first observations show that the presented ap-
proach using a forecasting strategy in order to adapt the
threshold for burst detection is very promising.

3 Ongoing Work
There are several open issues concerning our approach.
The majority of them is part of our ongoing work. First, we
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Figure 2: First observations on synthetic data

need to evaluate and tune the parameters of our approach,
e.g., the number of time steps we predict the stream in the
future (smcnt). This goes along with tuning the forecast-
ing technique itself, e.g., find suitable smoothing param-
eters. Different forecasting techniques provide different
qualities depending on the input data and the time we pre-
dict. Thus, we also plan to test forecasting methods other
than the exponential smoothing technique.

A second field of work is the used aggregation tree itself.
Here, we mainly investigate how to efficiently maintain the
structure. This involves a comparison of batch-like versus
incremental one-element updates. An interesting idea is to
dynamically adapt the tree, i.e., let it grow or shrink.

After dealing with these rather theoretical issues we are
going to implement the burst detection in a DSMS. For this,
we will implement separated mining operators that can be
used in the system. Based on this, we will elaborately eval-
uate the approach. This will be done on synthetic data as
well as real data from facility sensors. Further, we are
going to investigate the impact of different window sizes
and different kinds of bursts. A formal definition of bursts
and an according classification will be very helpful. Also,
we need to investigate solutions for dealing with non-linear
trends, like transforming the data accordingly.

4 Conclusion
Burst detection is a very important task, not at last in a facil-
ity management scenario. But, it reveals several challenges
when applied on data streams. In this paper, we intro-
duced a novel approach of detecting bursts in the presence
of trends and seasonalities. To achieve this, we combined
the idea of shifted aggregation trees as the basic synopsis
structure with forecasting techniques. We showed that this
simple approach is suited for handling linear trends. How-
ever, this is only a first step towards an all-encompassing
solution. We will continue to develop the approach and
evaluate it exhaustively. After all, this will be a major mile-
stone on the way to an automated and intelligent facility
management system.
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Abstract
The annotation of web sites in social bookmark-
ing systems has become a popular way to man-
age and find information on the web. The com-
munity structure of such systems attracts spam-
mers: recent post pages, popular pages or spe-
cific tag pages can be manipulated easily. As
a result, searching or tracking recent posts does
not deliver quality results annotated in the com-
munity, but rather unsolicited, often commercial,
web sites. To retain the benefits of sharing one’s
web content, spam-fighting mechanisms that can
face the flexible strategies of spammers need to
be developed.
A classical approach in machine learning is to
determine relevant features that describe the sys-
tem’s users, train different classifiers with the
selected features and choose the one with the
most promising evaluation results. In this paper
we will transfer this approach to a social book-
marking setting to identify spammers. We will
present features considering the topological, se-
mantic and profile-based information which peo-
ple make public when using the system. The
dataset used is a snapshot of the social book-
marking system BibSonomy and was built over
the course of several months when cleaning the
system from spam. Based on our features, we
will learn a large set of different classification
models and compare their performance. Our re-
sults represent the groundwork for a first applica-
tion in BibSonomy and for the building of more
elaborate spam detection mechanisms. 1

1 Introduction
Web spam detection is a well known challenge for search
engines. Spammers add specific information to their web
sites that solely serve to increase the ranking and not the
quality or content of a page. They thereby increase the traf-
fic to their web sites be it for commercial or political inter-
ests or to disrupt the service provided. Ranking algorithms
need to detect those pages using elaborate techniques.

Not only search engines need to fight with malicious web
content. Social bookmarking systems also have become
an attractive place for posting web spam. These systems
allow users to annotate and share bookmarks. Within the

1This paper has been presented at the AIRWeb 2008 Work-
shop [Krause et al., 2008].

last few years, a large community of users who add, share
and work with the content of these systems has evolved.
del.icio.us2 is a popular example, but also other systems
targeting more specific communities such as the scholarly
world, exist (Connotea3, CiteULike4, BibSonomy5).

Spammers (mis)use the popularity and the high PageR-
ank of social bookmarking systems for their purposes. All
they need is an account; then they can freely post en-
tries which bookmark the target spam web site. In recent
months, different spamming techniques have been devel-
oped to frequently show up on popular sites, recent post
sites or as highly ranked posts after the search for a spe-
cific tag. For instance, spammers request several accounts
and publish the same post several times. Besides appear-
ing on the recent post page, the bookmark may show up on
the popular page, since “many” users have considered the
bookmark. Another technique is to add diverse tags to the
bookmark or use popular tags.

In order to retain the original benefits of social book-
marking systems, techniques need to be developed which
prevent spammers from publishing in these systems, or
at least from having their malicious posts published. The
problem can be considered as a binary classification task.
Based on different features that describe a user and his
posts, a model is built from training data to classify un-
known examples (on a post or user level) either as (“spam”
or “non-spam”). As we consider “social” systems in which
users interact with each other and one incentive to use the
system is to see and be seen, an exclusion of non-spammers
from publishing is a severe error which might prevent the
user from further participation. Similar to other spam de-
tection settings, this problem needs to be taken into consid-
eration when classifying users.

The adaptation of classification algorithms to this task
consists of two major steps. The first one is to select fea-
tures for describing the users. The second step is the se-
lection of an appropriate classifier for the problem. In this
paper, we introduce a set of initial features that can be used
for spam classificiation. These features are evaluated with
well-known classifiers (SVM, Naive Bayes, J48 and logis-
tic regression) against a simple baseline of representing a
user by the usage of tags.

This article is organized as follows. In Section 2 we
will discuss related work in the field of spam detection.
Section 3 introduces the concept of a folksonomy and the
dataset. Section 4 describes the setting and the features of

2http://del.icio.us
3http://www.connotea.org
4http://www.citeulike.org
5http://www.bibsonomy.org

61

KDML



the classification task. In Section 5 the results are presented
and Section 6 concludes our findings and discusses future
work.

2 Related Work
One of the first publications dealing with folksonomies,
also referred to as tagging systems, is [Mathes, 2004].
The authors of [Lambiotte and Ausloos, 2005; ?] first de-
scribe the structure of these systems which can be viewed
as a tripartite graph, whereby the nodes are composed
of users, tags and resources. In [Golder and Huberman,
2006] a first analysis of del.icio.us. is provided. [Ham-
mond et al., 2005; Lund et al., 2005; Mathes, 2004;
?] give further insights into the structure and dynamics
of tagging systems. Rankings and recommender systems
for folksonomies are proposed in [Hotho et al., 2006b;
?].

Research on spam detection in social media has been
conducted by the blog and wikipedia community. Meth-
ods to detect comment spam and spam blogs have been
proposed by [Kolari et al., 2006a; 2006b; Mishne et al.,
2005]. A first reference to the spam detection problem in
folksonomies is given in [Cattuto et al., 2007]. [Heymann
et al., 2007; Koutrika et al., 2007] are the first to deal with
spam in tagging systems explicitly. The authors identify
anti-spam strategies for tagging systems and construct and
evaluate models for different tagging behaviour. In con-
trast to [Heymann et al., 2007; Koutrika et al., 2007] we
present a concrete study using machine learning techniques
to combat spam on a real-world dataset. We focus on social
bookmarking systems as tagging systems and present fea-
tures derived from the identity of contributors, the semantic
of tags and the link or behaviour analysis of users.

Considering our task of classifying users posting web
sites, web spam detection is a further related area. [Castillo
et al., 2007; Gan and Suel, 2007; Ntoulas et al., 2006;
Wu and Davison, 2006] represent some of the research
on feature selection and classification. Many features and
classical machine learning techniques can be transferred
from this area (e. g., content based and linked based spam
detection), however the nature of social tagging systems al-
lows for further features such as profile information of the
active user, the usage of tags and co-occurrences of tags
and resources among spammers and non-spammers.

3 Basics
In this section, we will formally define the structure of a
social bookmarking system, the phenomenon of spam and
introduce the dataset used for evaluation.

3.1 Spam in folksonomies
Social bookmarking systems are collaborative tagging sys-
tems which allow users to add keywords to shared content
(bookmarks). Their underlying data structure is called a
folksonomy. We will make use of the formal definition of
folksonomies that we provided in [Hotho et al., 2006b].

Definition A folksonomy is a tuple F := (U, T,R, Y )
where U , T , and R are finite sets, whose elements are
called users, tags and resources, resp., and Y is a ternary
relation between them, i. e., Y ⊆ U × T × R. The ele-
ments of Y are called tag assignments (TAS). A post is a
triple (u, Tur, r) with u ∈ U , r ∈ R, and Tur := {t ∈ T |
(u, t, r) ∈ Y } such that Tur �= ∅.

Table 1: Figures of the dataset used for evaluation

Spammers Users Tags Resources TAS
18,681 1,411 306,993 920,176 8,709,417

As proposed in [Heymann et al., 2007], we consider
spam in folksonomies as (1) content which legitimate users
do not wish to share and (2) content which is tagged in a
way to mislead other users. The first part refers to web
spam: For commercial or political interests, to simply dis-
tract the system, or to run down other companies, spam-
mers try to score high with their web sites by posting their
content in the system. The second part considers the tag-
ging behaviour: spammers add keywords that do not match
the content of the bookmarks. Again the motivation may be
self-promotion (users looking for a specific tag will receive
advertisements) or to distract and destroy the serendipitous
browsing facilities that make folksonomies special.

Figure 1 shows examples of spam from the bookmarking
system BibSonomy: The first and the last entry advertise
medical treatments.

Figure 1: Examples of spam posts in the social bookmark-
ing system BibSonomy

3.2 Dataset
BibSonomy5 is a social bookmarking site that allows users
to share bookmarks (i. e., URLs) as well as publication ref-
erences [Hotho et al., 2006a]. The authors are part of the
team behind BibSonomy and take part in the (up to now
manual) removal of spam. The resulting spam dataset will
be used in this paper for evaluation.6 It comprises users,
tags, resources and a user’s profile information of all Bib-
Sonomy users until the end of 2007 (Table 1). Considering
only bookmarks, the system consists of 1,411 legitimate
users and 18,681 users that were flagged as spammers.

The dataset was created in the course of the year 2007.
In order to prevent spammers from publishing, the system
administrators created a simple interface, that allows au-
thorized users (mainly the system administrators and some
researchers) to flag users as spammers. If a user is flagged
as a spammer, his posts are no longer visible for other users.

6BibSonomy dumps (without private information) are avail-
able for scientific purposes from the BibSonomy site.
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Table 2: Training and Test dataset
Users Tags Resources TAS

Train 17,202 282,473 774,678 7,904,735
Test 2,890 49,644 153,512 804,682

In particular, this means that general pages such as the pop-
ular page do not show a spam post anymore. However,
spammers can still see and manage their own posts on their
own user page.

The flagging of spammers by different evaluators is a
very subjective process. There were no official guide-
lines, but a common sense of what distinguishes users from
spammers, based on the content of their posts. To narrow
down the set of potential spammers, the evaluators nor-
mally looked at a user’s profile (e. g., name, e-mail ad-
dress), the composition of posts (e. g., the semantics of
tags, the number of tags) before assessing the content of
the bookmarked web sites. Borderline cases were handled
from a practical point of view. BibSonomy intends to at-
tract users from research, library and scholarly institutions.
Therefore, entries referring to commercial advertisements,
Google Ad clusters, or the introduction of specific com-
panies are considered as spam. The marked spammers are
shown on the administration interface and can be unflagged
by all authorized users. However, evaluators rarely cross-
checked the evaluations, so a certain amount of noise in the
dataset is therefore probable.

Another option of spam prevention in social bookmark-
ing systems is to define spam on the post level instead of
the user level. This would mean that individual posts are
marked as spam or not, whereas currently all or none of
the posts of a user are marked as spam. Our justification
for the latter approach is that users either have a malicious
intention and use non-spam posts to hide their motivations
or are “clean” users. This approach reduces in particular
the workload for the administration team when manually
checking the content for spam. In future work, however, it
will be interesting to consider spam detection on the post
level as well.

4 Framework
An automatic classification of spammers demands features
that distinguish legitimate users from malicious ones. In
this section we describe the features we have chosen and
outline the basic setting to evaluate those features.

4.1 Evaluation
We generated training and test instances from the dataset
described in Section 3.2. As the practical objective of this
evaluation is to predict spam in the next month/week/day,
we split the instances chronologically: the training set com-
prehends all instances until the end of November 2007, the
test set all instances of the month December 2007 (Table 2).
In future work, we want to evaluate more granular splits.

The results of a classification algorithm can be presented
in a confusion matrix, see Table 3. TP is the number of
spam instances that were correctly classified, FP is the
number of non-spam instances that were incorrectly clas-
sified as spam, FN is the number of instances that were
incorrectly classified as non-spam, and TN denotes those
instances that were correctly classified as non-spam.

Precision is defined as TP
TP+FP , the true positive rate (or

recall) as TP
TP+FN and the false positive rate as FP

FP+TN .

Table 3: Confusion matrix
Actual/Labeled Spam Non-spam
Spam TP FN
Non-spam FP TN

For our evaluation, we consider the F-measure which is
the harmonic mean of precision and recall F = 2PR

P+R
and the area under a ROC curve (AUC). AUC estimates
the probability that a randomly chosen positive instance
will be ranked higher than a randomly chosen negative in-
stance [Fawcett, 2006]. It assesses the portion of the area
of the unit square under the receiver operating characteris-
tics (ROC) curve. These curves show the relative tradeoffs
between benefits (true positives rates) and costs (false posi-
tives rates), see Figures 2, 4, and 5(a)–6(b). The curves are
plotted according to a pre-determined order of the test in-
stances – for instance, the Naive Bayes classifier provides
an instance probability which can be used for such a rank-
ing. An advantage of using ROC curves for evaluation is
that these curves are independent of the underlying class
distribution. Therefore, the skewed class distribution as it
is present in our dataset, is not considered. Another – more
practical – reason for considering the ROC curve is that we
want to leave the obvious decisions to the classifier, and to
control the suggested classification of the borderline cases
before finalizing the decision. The former ones are those
at the beginning of the ROC curve. The steeper the curve
starts, the fewer miss-classifications occur. Once the curve
becomes less steep, we have to control the outcome of the
classifier.

4.2 Baseline
The simplest baseline we can consider is to always predict
the majority class in the data, in our case “spammer”. In
our skewed dataset, this would yield a precision of 0,965,
and a F-measure of 0,982 (for the spam class). However,
all non-spammers would be classified as spammers.

A more substantial baseline is to consider the tags used
to describe a resource as features and use a classifier that
has been shown to deliver good results for text classifi-
cation such as Naive Bayes. Each user u can then be
represented as a vector �u where each dimension corre-
sponds to a unique tag t. Each component of �u is as-
signed a weight. We consider two different settings. In
the first case, the weight corresponds to the absolute fre-
quencies the tag t occurs with the user u. In the second
case, each tag is assigned a tfidf value. The tfidf value
for a specific tag ti in a post p of user u is defined as
tfidf(i; p, u) = tfip

maxtfjp log |P |
|Pi| where tfip denotes the

tag frequency of the tag ti in the post p, maxtfjp is the
maximum frequency of a tag tj in this post p, |P | is the
total number of posts, and |Pi| the number of posts which
contain the tag ti.

Tables 4 and 5 show the TP, FP, FN, TN values for the
absolute frequencies and the tfidf values. When computing
the baseline with the tfidf measure, the misclassification of
spammers slightly improves, so that more spammers are
identified. The ROC area value for the frequency baseline
is 0.801, the F-measure 0.286. For the tfidf baseline the
ROC area value is 0.794, the F-measure 0.319. Figure 2
shows the ROC curve progression of the two baselines. The
curves are similar at the beginning. The tfidf-baseline curve
shows a steeper progression in the beginning, but is then
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Table 4: Baseline with all tags as features (frequency)
Spam Non-Spam

Spam 466 2324
Non-Spam 0 100

Table 5: Baseline with all tags as features (tfidf)
Spam Non-Spam

Spam 530 2260
Non-Spam 0 100

exceeded by the frequency-baseline.
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Figure 2: ROC curves of the frequency and tfidf tag fea-
tures

4.3 Features
Overall we considered 25 features. In order to describe
them, we identified four different feature categories. The
first one comprehends all information in the user’s profile.
The second category refers to the location a user publishes
bookmarks from, or which is given as the domain in his e-
mail address. The third category concerns the interaction
with the system and the last one considers semantic fea-
tures hidden in the choice and usage of tags. Tables 6–9
summarize all features.

An instance in the training or test set can be seen as a
vector with all features and the correspondig values. Each
feature is normalized over the total set of users by dividing
a user’s feature value by the difference of the maximum and
the minimum value of this specific feature.

Profile features
The profile features are extracted from a user’s profile
which he or she reveals when requesting an account in
BibSonomy. Table 6 show the features corresponding to
a user’s profile.

Most of the fields to fill in at registration are not oblig-
atory, however, users need to indicate a name and a valid
e-mail-address. Spammers often differentiate from normal
users in that they use names or e-mail addresses with many
numbers. For instance, the spammer’s names of the exam-
ple in Figure 1 are “styris888” and “painrelief2”. Figure 3
shows the histogram of the spam/non-spam distribution of
the number of digits in the username and the email address
(namedigit, maildigit). As can be seen, besides the peak at
the bin with 0 numbers, spammers show further peaks at the

Figure 3: Histogram of the number of digits in the user-
name and email of spam vs. nonspam users

two-digit bin. The namelen, maillen and realnamelen fea-
tures refer to the length of the usernames, email addresses
and realnames. The realname2 and realname3 features are
binary and set to one, if the user has indicated two or three
names. The features were derived from the observation,
that legitimate users often register with their full names.

Location based features
Location based features refer to describing the user’s loca-
tion and domain. Table 7 summarizes the location based
features.

Often, the same spammer uses several accounts to pub-
lish the same content. These accounts show the same IP
address when they are registered. Thus, if one user with a
specific IP is already marked as a spammer, the probabil-
ity that other users with the same IP are also spammers is
higher (spamip). When considering the users in the train-
ing dataset, 6,637 of them have at least one ip address in
common with another spam user. Out of these, 6,614 users
are marked as spammers. The same phenomenon holds for
users of specific domains (domaincount, tldcount). The
probability that a user who is from a rare domain which
hosts many spammers is also a spammer is higher than av-
erage (and vice versa). For instance, 16 users have regis-
tered with the domain “spambob.com” and 137 with the do-
main “rhinowebmail”, all of which were classified as spam-
mers.

Activity based features
Activity properties (Table 8) consider different kinds of
user interactions with the social bookmarking system.
While normal users tend to interact with the system first
thing after the registration (e. g., by posting a bookmark),
spam users often wait a certain time after they submit their
first post. This timelag can be considered when character-
izing spam (datediff ).

Furthermore, the number of tags per post varies (tasper-
post). Spammers often add many different tags to a re-
source, be it to show up more often when searching for
many different tags, be it to include “good” tags in order to
confuse spam detection mechanisms. Considering the Bib-
Sonomy dataset, spammers add in average eight tags to a
post, while non-spammers add four. The average number
of TAS (see definition in Section 3) is 470 for spammers
and 334 for users (tascount).
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Table 6: Profile features
Feature name Description
namedigit name contains digits
namelen length of name
maildigit email address contains digits
maillen length of mail address
realnamelen length of realname
realnamedigit realname contains digits
realname2 two realnames
realname3 three realnames

Table 7: Location based features
Feature name Description
domaincount number of users in the same domain
tldcount number of users in the same top level

domain
spamip number of spam user with this IP

Semantic features
Semantic features (Table 9) relate to the usage and content
of the tags which serve as an annotation for a bookmark.

There are several “simple” properties which we found
when manually cleaning the system from spam. For in-
stance, 1,916 users added “$group=public” as a tag or part
of a tag to a resource. 1,914 of these users are spammers
(grouptag). This specific tag is used by a software to gen-
erate spam in social bookmarking systems. We also have a
blacklist of tags which contains tags that are very likely to
describe a spam post. For instance, “pornostars”, “jewelry”
or “gifts” are contained in this list. One feature is to calcu-
late the ratio of such spam tags to all tags published by a
specific user (spamtag).

Cooccurrence information can be extracted by building
an undirected graph with users as nodes. A link between
two users ui and uj exists if they share at least one resource
or at least one tag or at least one tag-resource pair.

For our feature calculation, we considered each case
twice, resulting in the six features co(no)spam(r/t/tr). In
the first case, a link between ui and uj is only set if uj is a
spammer, in the second a link is set if uj has been marked
as a nonspammer. The assumption is that spammers show
high values in the first case, as they apply the same vo-
cabulary and resources other spammers use; non-spammers
show higher values in the second case. To give an idea of
the range of these values: a non-spammer shares resources
with about 18 other non-spammers in average. A spam-
mer only shares resources with about 0.5 non-spammers in
average. We also computed the ratio of each spam and non-
spam pair (spamratiot, spamratior, spamratiotr).

Table 8: Activity based features

Feature name Description
datediff difference between registration and first

post
tasperpost number of tags per post
tascount number of total tags added to all posts

of this account

Table 10: Evaluation values all features
Classifier ROC area F1 FP FN
Naive Bayes 0.906 0.876 14 603
SVM 0.936 0.986 53 23
Logistic Regression 0.918 0.968 30 144
J48 0.692 0.749 11 1112

5 Experiments
We selected different classification techniques to evaluate
the features we introduced in the previous section. For
the first three algorithms, we used the Weka implementa-
tion [Witten and Frank, 1999], for the SVM we used the
LibSVM package [Chang and Lin, ]

Naive Bayes, a statistical classifier, has been shown to
be successful and simple in classification. The algorithm is
based on the Bayes’ theorem using the joint probabilities
of sample observations to estimate the conditional proba-
bilities of classes given an observation [Han and Kamber,
2000]. The C4.5 decision tree classifier [Quinlan, 1993],
in Weka implemented as J48, builds a binary classification
tree. Determined by a splitting criterion, attributes are se-
lected as branching points that separate the two classes in
the training dataset best. Logistic Regression is a general-
ized linear model to apply regression to categorical (in our
case binary) variables. Finally, support vector machines
(SVMs) aim at searching for a hyperplane that separates
two classes of data with the largest margin (the margin is
the difference between the hyperplane and the point closest
to it).

We tried different scenarios. Each will be described in
the following paragraphs, together with the evaluation out-
comes.

5.1 Classification combining all features
Table 10 shows the ROC area, F1 measure, and the absolute
false positive values and false negative values for all algo-
rithms, based on all features. Figure 47 depicts the ROC
curves for all classifiers. The best classifier with an AUC
of 0.936 is the SVM, followed by the logistic regression
classifier. Even though the progression of the SVM’s ROC
shows that the false positive instances are the ones with less
probability, over half of the non-spammers are ranked as
spammers. Section 5.3 therefore introduces costs for mis-
classifying non-spammers. The AUCs of the two baselines
(0.801 and 0.794) yield lower results.

5.2 Feature groups
In order to find out about the contribution of the different
features, we have analyzed each feature group separately.
The best results are given by the cooccurrence features
(co(no)spamr, co(no)spamt, co(no)spamrt, spamratior,
spamratiot, spamratiotr). Figures 5(a)–6(b) present the
ROC curves and evaluation values. The semantic features
were split in two subgroups – cooccurrence features (and
the ratios) and the spamtag/grouptag.

Table 11 shows, for each feature group, the evaluation
values of the algorithm which optimizes the ROC area. In-
terestingly, there is not a single algorithm which performs
best on all feature groups.

Overall, none of the feature groups reaches the classifi-
cation performance obtained when combining the features.

7We only included one baseline (tfidf) to reduce the number
of curves.
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Table 9: Semantic features
Feature name Description
co(no)spamr user cooccurrences (related to resources) with (non) spammers
co(no)spamt user cooccurrences (related to tags) with (non) spammers
co(no)spamtr user cooccurrences (related to tag-resources pairs) with (non) spammers
spamratio(r/t/rt) ratios of spam/non spam cooccurrences
grouptag number of times ’group=public’ was used
spamtag ratio of spam tags to all tags of a user

(a) Profile features (b) Location features

(c) Activity features

Figure 5: ROC curves of the different feature groups

Figure 4: ROC curves of classifiers considering all features.
The steepest progression shows the SVM classifier.

This shows that in our setting, no dominant type of spam
indicator exists. A variation of different kinds of informa-
tion is helpful. The cooccurrence features describing the
usage of a similar vocabulary and resource usage are most
promising.

Table 11: Evaluation values of feature groups
Features ROC area F1
Profile features (log. reg.) 0.77 0.982
Location features (SVM) 0.698 0.407
Activity features (SVM) 0.752 0.982
Semantic features (J48) 0.815 0.981
Cooccurrence features (log. reg.) 0.927 0.985

5.3 Costs
The ROC curves inherently introduce costs in that they
order instances according to classification probabilities.
However, most classifiers do not use cost information when
building their models. As seen above, the SVM for the
combination of all features nearly perfectly separates 40%
of spammers from non-spammers until an error takes place.
However, over half of the non-spammers are classified as
spammers in the final result.

In order to penalize the wrong classification of non-
spammers, we introduced cost sensitive learning [Witten
and Frank, 1999]. Before a model is learned on the train-
ing data, the data is reweighted to increase the sensitivity
to non-spam cases (i. e., the data consists of more non-
spam classified instances than before). We experimented
with different cost options and found that a penalty of ten
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(a) Semantic features (grouptag, spamtag) (b) Semantic features (cooccurrences + ratios)

Figure 6: ROC curves of the semantic feature groups

Table 12: Evaluation with a cost sensitive classifier
Classifier F1 FP
SVM 0.924 15
J48 0.794 11
Logistic Regression 0.927 12
Naive Bayes 0.855 11

times higher than the neutral value (one) delivered good
results for the SVM. We also recalculated the other clas-
sifiers using cost options. Table 12 shows an overview of
the changed F1 and false positive rates of classification us-
ing all features. Cost-sensitive learning on all features with
logistic regression returns the best results.

6 Conclusions
This paper introduced a variety of features to fight spam
in social bookmarking systems. The features were evalu-
ated with well-known machine learning methods. Combin-
ing all features shows promising results exceeding the AUC
and F1 measure of the selected baseline. Considering the
different feature groups, cooccurrence features show the
best ROC curves.

Our results support the claim of [Heymann et al., 2007],
that the problem can be solved with classical machine
learning techniques – although not perfectly. The differ-
ence to web spam classification are the features applied: on
the one hand, more information (e. g., email, tags) is given,
on the other hand spammers reveal their identity by using
a similar vocabulary and resources. This is why cooccur-
rence features tackle the problem very well.

Several issues considering our approach need to be dis-
cussed. First of all, a switch from the user level to the post
level is an interesting next step to consider. This would
also facilitate the handling of borderline cases, as users,
though some of their posts were flagged as spam, can still
participate. A consideration of a multiclass classification
introducing classes in between “spam” and “non spam” or
a ranking of classified instances may also help to identify
those borderline users a moderator needs to manually clas-
sify. A further issue regards the evaluation method chosen.
In future work, we want to consider more than one chrono-
logical separated training/test set. This may also help to
reduce the ratio between training and test data. The large
ratio between spam and non-spam users could be reduced
by identifying spammers which have created several user
accounts and therefore are counted several times. Finally,
the feature groups presented have been intuitively chosen

– they may be extended in different ways. We also think
of adding more features such as topological information,
clustering coefficients and tag similarity in posts.

Overall, our contribution represents a first step towards
the elimination of spam in social bookmarking systems us-
ing machine learning approaches. Currently, we are con-
structing a spam detection framework to flexibly combine
features and learning algorithms. Besides the practical
need to eliminate spam, we intend to use this platform to
develop and evaluate further social spam detection mecha-
nisms.
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Abstract
Comparing machine learning methods concern-
ing their effectiveness and efficiency is a gen-
eral research problem. For a careful evaluation of
the algorithms, the availability of data sets with
known characteristics is a key issue. Bayesian
networks can be directly applied for data gen-
eration. In order to enable a simple and ef-
fective modeling of the networks, we present a
methodology featuring techniques that are espe-
cially suited for inexperienced users. The ap-
proach integrates techniques for constructing the
graph structure and approaches that allow an eas-
ier specification of the contained probability ta-
bles. The resulting Bayesian network can then be
directly applied for the data generation. The ef-
fectiveness and benefit of the presented approach
is demonstrated by four case studies.

1 Introduction
Assessing and comparing machine learning methods is a
general research problem: Commonly the efficiency and the
effectiveness of the algorithms need to be accounted for.
The efficiency usually considers the O–notation for a de-
scription of the time and space complexity. The practical
performance of the applied method and its scalability when
the number of data samples is increased is of further inter-
est. The effectiveness of a method concerns its accuracy:
The accuracy can be determined by classical measures like
classification accuracy, precision, recall, ROC-curves, etc.
The effectiveness of a method may also concern the frac-
tion of correctly learned patterns: Then, it is very important
to control the characteristics of the data that also determine
the included patterns of interest.

Generated evaluation data is thus beneficial due to sev-
eral reasons. Often no data base with appropriate samples
is available, and at best, a data base embodies a collection
of data sets with varying sizes. In the past, data sets were
collected from real world applications or were taken, from
public repositories [1]. However, such existing data sets
often lack reliability when evaluating a machine learning
method: First, the efficiency of the method cannot be pre-
cisely tested if the data sets with different sizes do not show
equivalent characteristics. Second, the effectiveness of the
method cannot be concisely determined if the complexity
of the patterns is unknown, and/or cannot be appropriately
diversified. In such cases, the evaluation data is mainly ap-
plied as a black box, since the characteristics of a given
data set not really known, and the applied data sets are not
comparable to each other.

In this paper, we present a novel approach to generate
data sets for the evaluation and comparison of machine
learning methods. The approach allows for the precise def-
inition of the characteristics of the data set that can be intu-
itively captured using Bayesian networks. These also allow
for a partial modeling of an (artificial) domain and its rela-
tions, e.g., for more plausible and thus extensible evalua-
tion data models. Then a collection of data sets with vary-
ing size can be created according to the given semantics.

However, modeling Bayesian networks manually is of-
ten a difficult and costly task: If a complex domain needs
to be completely captured, then both the network structure
and the conditional probability tables need to be specified.
A naive approach is often hard to implement – especially
for users that are not familiar with Bayesian networks. In
such cases, the user can be supported significantly by tech-
niques that allow the approximate specification and adap-
tation of the network structure. The user can also rely on
modeling guidelines for implementing the network.

We especially consider the modeling of Bayesian net-
works for an effective data-generation approach, featuring
intuitive modeling strategies that are especially suited for
inexperienced users: The approach integrates techniques
for constructing the graph structure and approaches that
allow an easier specification of the contained probability
tables. Additionally, we utilize idioms that specify com-
mon patterns for modeling. These can be reused as tem-
plates in a semi-automatic way. Furthermore, simple pat-
terns, i.e., set-covering models or subgroup patterns can
be included. These can then be mapped to probabilis-
tic constraints that are utilized for instantiating the con-
ditional probability tables of the network. Additionally,
we provide easy-to-apply modeling methods, e.g., an ex-
tended Ranked-Nodes approach, for specifying the condi-
tional probability tables directly. The approach has been
completely implemented as a plugin of the VIKAMINE
system (vikamine.sourceforge.net).

The rest of the paper is organized as follows: In Section 2
we briefly discuss some technical background issues. Next,
Section 3 summarizes the process of generating evaluation
data using Bayesian networks, and discusses related work.
Section 4 presents the modeling methodology: Section 4.1
describes the modeling of the graph structure in more de-
tail, while Section 4.2 presents techniques for an easier as-
signment of the probability tables of the nodes contained in
the network. We especially discuss the extended Ranked-
Nodes approach to support the user in the construction of
the conditional probability tables. In Section 4.3 the pre-
sented concepts are evaluated by a series of four case stud-
ies. Finally, we conclude the paper with a summary in Sec-
tion 5, and point out interesting directions for future work.
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2 Background
In the following, we briefly introduce the concepts of
Bayesian networks, subgroup patterns, and set-covering
models. A Bayesian network [2] is a standard represen-
tation of uncertain knowledge. It describes the complete
probability distribution of a domain.

Definition 1 A Bayesian network B = (V,E,C) consists
of a set of nodes V , a set of directed edges E between the
nodes, and a set of conditional probability tables C as-
signed to the nodes.

The nodes correspond to random variables of a domain.
An edge e = (X, Y ) connecting the nodes X and Y im-
plies that Y is directly influenced by X . The graph struc-
ture of B is defined by the nodes V and the edges E.
The graph structure is acyclic, such that for every path
X1 → X2 → ... → Xn, X1 �= Xn. A conditional
probability table c(v) ∈ C specifies a probability distribu-
tion of the values of its node v given each possible value-
combination of the parent nodes parents(v) of v.

The focus of subgroup patterns [3] are the dependen-
cies of a given (dependent) target variable with a set of ex-
plaining variables. Essentially, a subgroup is a subset of
all cases of a database with an interesting behavior, e.g.,
with a high deviation of the relative frequency of a specified
value vs of the target variable. This relative frequency (the
target share) directly corresponds to the conditional proba-
bility of the target variable given the subgroup description.
Subgroup patterns are usually described as a conjunction
of variable-value-pairs called features.

Definition 2 A subgroup s is given by the set of all cases
of a database that fulfill each feature of its description. A
subgroup description sd(s) = {f1, . . . , fn} is given by a
set of features fi = (Vi, vij) for a variable Vi and a value
vij of this variable.

In contrast to subgroup patterns, an association rule,
e.g., [4], is given by a rule of the form sdB → sdH , where
sdB and sdH are subgroup descriptions; the rule body sdB

and the rule head sdH specify sets of items. A subgroup
pattern is thus a special association rule, namely a horn
clause sd → (Vt, vtj), where sd is a subgroup description
and the feature (Vt, vtj) is called the target variable.

Considering association rules, the main parameters of a
rule are given by its support and confidence, corresponding
to the joint probability of the variables in head/body and
the conditional probability of the head given the body. For
subgroup patterns, we additionally consider the subgroup
size n = |s| corresponding to the joint probability of the
features contained in the subgroup description. These pa-
rameters then need to be specified for each pattern in order
to include these into the constraint mapping process.

Another common knowledge representation are set-
covering models [5]. They describe relations between di-
agnoses and features (see above) caused by some diag-
noses.

Definition 3 A set-covering relation scr describes that a
diagnosis d evokes features f1, . . . , fN , and is noted as fol-
lows: scr : d → f1, . . . , fn . A set-covering model consists
of a set of set-covering relations between the given diag-
noses and features.

An extension assigns a covering strength to each relation.
The higher the covering strength, the stronger the diagnosis
indicates the feature of the set-covering relation.

3 Modeling and Data Generation Process
In the following section, we first present the process model
for data generation using Bayesian networks. This pro-
cess provides a general summary of the data generation
steps and also encapsulates the methodology for the net-
work modeling steps. These steps are then discussed in the
next section in more detail. After that, we discuss related
work.

3.1 Process Model
For the data generation process we use a Bayesian network
as our main knowledge representation. While generating
data from a Bayesian network is quite easy, the develop-
ment of an appropriate network can be complex and time-
consuming. Therefore, we aim to help the user in an in-
teractive and iterative process by offering him easy to use
techniques with proper tool support. These especially in-
clude advanced methods for the assignment of the proba-
bility tables and for constructing the graph structure. As a
complete process model for the data generation we propose
the following steps shown in figure 1:

Figure 1: Process Model for Data Generation
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1. Domain Definition: In the process we first define the
set of attributes and values for the generated data and
its domain. These will be used as random variables
for the Bayesian network.

2. Target Pattern Specification: Next, we specify
the knowledge patterns (e.g., subgroup patterns, set-
covering models or association rules) which describe
interesting data characteristics. The goal is to repre-
sent the characteristics in the generated data as close
as possible to their specification.

3. Bayesian Network Modeling: The development of
an appropriate network is the most difficult task in the
process. We divide it into four sub-steps, that are iter-
ated until a satisfying solution has been found:

4. a Modularization: The variables can be divided into
weakly interacting groups (modules) corresponding
to subproblems, which can be solved easier and im-
prove the reusability. An extension of modular net-
works are object-oriented networks (cf. [6]). These
feature information encapsulation, data abstraction
and inheritance hierarchy. However, those concepts
are only needed for very large domains.

b Construction of Graph Structure: The connec-
tions between the random variables are modeled in-
teractively based on specified target patterns and the
causal structure of the domain. Alternatively, sim-
ple structures can automatically be built from the
specified knowledge patterns. We discuss effective
strategies for this potentially difficult step in Sec-
tion 4.1.

c Specification of Conditional Probability Tables:
Some entries of the tables are assigned semi-
automatically using either expert or statistical
knowledge about the domain. Afterwards the pre-
specified knowledge patterns can be integrated us-
ing an optimization algorithm. We propose effec-
tive and intuitive techniques for this important step
in Section 4.2.

d Evaluation: For the evaluation it is checked au-
tomatically, if the specified target patterns match
the respective probabilities in the network. Further-
more, it is tested whether the network corresponds
to the modeled domain. This is done manually
or semi-automatically using additional formalized
probability constraints. Necessary extensions can
then be identified for the next iteration.

5. Data Generation: Finally, the data generation step
is performed using a sampling algorithm. Given the
network we apply the prior-sample algorithm [7] also
known as forward-sampling: In a top-down algorithm
for every node a value is computed according to the
values of its parent nodes. Starting with the root nodes
of the network these values are determined randomly
using the conditional probability tables. Then, a sam-
ple/instance is created according to the values of the
nodes.

3.2 Related Work and Discussion
Salzberg [8] gives a concrete motivation for the use of syn-
thetic data: in order to reliably evaluate a (new) machine
learning method in comparison with existing algorithms the
characteristics of the data sets need to be considered.

The UCI website [1] lists three simple data generators,
i.e., the quadruped animals data generator, the DGP/2

generator, and the waveform data generator. These gen-
erate data consisting of continuous attributes having ran-
domly assigned values. So, the data generators provide no
real control of the data generation process.

Agrawal and Srikant [4] use a data generator to cre-
ate synthetic transaction data. The generator is a special-
purpose tool, because it can only be used to generate trans-
action data with specific parameters for specifying the max-
imal size of transactions or the average size of the transac-
tions, for example. The QUEST [9] data generator is based
on the data generator described in [4].

The SCDS/DATGEN [10] generator uses a limited do-
main representation to generate the data: column (attribute)
types can be specified together with additional constraints.
However, no fine-grained specification of the relations be-
tween the attributes is possible.

Of course, as a general data generator the HUGIN [11]

system may be used. This system uses Bayesian networks,
but no approximate specification of the network is possible.

In contrast to the approaches for generating synthetic
data mentioned above the presented approach combines
two central ideas from the systems SCDS and HUGIN: we
can use simple patterns to develop the generator model, but
we can also use the advanced representation of Bayesian
networks with instant consistency tests. The mentioned
systems only use one of these mechanisms, i.e., rules
(SCDS) or Bayesian networks (HUGIN). In the proposed
process model we start with simple background knowledge
that can be interactively integrated in probabilistic domain
knowledge. Additionally, the presented approach includes
sophisticated modeling techniques that allow an intuitive
and simple specification, construction and refinement of the
data generation model. Using the methods discussed be-
low, i.e., the extended ranked nodes approach, the model-
ing of the network can be simplified significantly. Further-
more, this also increases the reusability and extensibility
of the model since the domain can be captured more con-
cisely; this should also result in more plausible evaluation
data.

4 Modeling Methodology
In this section, we first present several approaches for con-
structing the graph structure, especially focusing on semi-
automatic integration of pre-specified patterns and mod-
eling idioms. After that, we present methods for a semi-
automatic assignment of the probability tables. These con-
sider best-practices for an intuitive modeling experience,
especially focusing on an extended ranked-nodes approach
and optimization algorithms for fitting pre-specified back-
ground knowledge to the network.

4.1 Constructing the Graph Structure
There are several different approaches to model the struc-
ture of a Bayesian network (see Figure 2). We distinguish
constructive and descriptive methods: Constructive meth-
ods identify edges from the variable interaction in the mod-
eled domain and add the edges respectively in the graph
structure. The descriptive methods mainly consider proba-
bilistic knowledge, e.g., known subgroups or set-covering
models and extract necessary edges from these.

For the data generation task, descriptive methods are
a quick and easy solution for the graph structure devel-
opment. However, network structures build by construc-
tive methods usually correspond better to the modeled do-
main, thus improving the networks adaptability, extensi-
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Figure 2: Approaches for modeling the graph structure.

bility and leading to more consistent and maybe easier to
present data. We recommend therefore to build a skeletal
graph structure first using constructive methods and use de-
scriptive methods afterwards to identify missing necessary
edges.

Constructive Methods.
For small domains the network structure can often be man-
ually constructed. While a correlation between two vari-
ables can be expressed by different network configurations,
the edges should indicate direct causality between the ran-
dom variables where possible. As experience has shown,
this matches domain specialists way of thinking (cf. [12]),
reduces the network size and often leads to more under-
standable networks. However, identifying causalities one
by one is not sufficient for all types of relations and pro-
vides no reuse of constructed patterns. On the other hand,
large parts of the network can potentially be reused with
modular and object-oriented networks, e.g., [6].

Between these extremes lies the concept of idioms: Id-
ioms provide small generic fragments of a graph struc-
ture, which can be used as templates by users unfamil-
iar with Bayesian networks. In addition the according
network structure is well documented. Neil, Fenton and
Nielsen [13] describe several types of idioms:

• The Definitional/Synthesis idiom is used, if a variable
is completely defined by others, cf. Section 4.3. Then,
often a new "hidden" variable is introduced as the tar-
get variable.

• The Process-Product idiom describes a causal influ-
ence by production or transformation of an entity.

• The Measurement idiom is applied, if one variable can
be observed by another.

• The Induction idiom can be utilized in cases of statis-
tical correlation.

• The Reconciliation idiom is used, if two independent
models exist for one variable.

Descriptive Methods.
For the descriptive techniques we apply set-covering mod-
els and subgroup patterns: Set-covering models can easily
be mapped onto the graph structure. Each set-covering re-
lation d → f1, . . . , fn implies causality from a diagnosis
variable to the variables of the findings. Therefore, we add
edges from d to each fi.

The integration of known subgroups into the graph struc-
ture of a Bayesian network is a much more complicated
task. Subgroup patterns neither imply causality nor spec-
ify which of the describing variables Vi have a direct

or indirect influence on the target VT . Therefore, we
can conclude little more from a single subgroup pattern
(V1, v1k), . . . , (Vn, vnl) → (VT , vt) than the existence of a
path between each Vi and VT . Unfortunately, for each Vi in
such a subgroup the number of possibilities to connect a de-

scribing variable to the network (2|V |) grows exponentially
with the number of nodes of the network. For this reason,
we propose to either build a skeletal structure by construc-
tive methods first, or to arrange the variables in such a way,
that the adjustment of the probability tables gets as easy as
possible. A case study in Section 4.3 shows, how the auto-
matic assignment of the probability tables by a constraint
optimizing algorithm performs for various layouts of sub-
groups nodes.

One general problem in Bayesian network development
is the fast growth of the probability tables with the number
of parents. When we tried to integrate knowledge about
several subgroups with the same target variable T in our
network model, especially the size of the probability table
of T lead to a performance bottleneck.

In such cases variables with common influence can be
subsumed in a new hidden variable to reduce the size of
the targets probability table. This technique is also called
divorcing of the parents nodes (cf. [7]). We can use the
knowledge about subgroups to help identifying possible
common influence of the target variables parents. For the
identification we propose the following short algorithm:

1. For each subgroup s1, . . . , sn → (T, vt) intersect the
set of describing variables with the parents of the tar-
get variable parents(T ).

2. Apply the well known A-Priori-Algorithm to the re-
sults to identify frequent common occurences of the
variables.

3. Sort the variable sets by their frequency count.

4. Present the variable sets as candidates for common in-
fluence of T in descending order of their frequency
count.

Figure 3: An example network structure before and after
identifying a common influence of X1 and X2 on T .

The basic idea of this approach is as following: We
assume that particularly significant subgroups are given.
Combinations of variable assignments that have a common
influence on the target often appear together in the signif-
icant subgroups. Variables often found together in sub-
groups are therefore suggested as first options for a pos-
sible "‘divorcing"’ of T ’s parents. Please note, that this is
a semi-automatic procedure, the final decision must still be
made by the user, who also has to specify the new variables
values. Also, the size of T ’s probability table is only re-
duced, if the domain of the new variable N is smaller then
the cartesian product of the divorced variables.
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4.2 Assignment of the Probability Tables
In the following, we discuss effective strategies for deter-
mining the conditional probability tables of the Bayesian
network. To integrate the previously defined knowledge
patterns in a plausible model environment we propose the
following steps, that we discuss in more detail below:

1. Direct entry acquisition: First, we utilize qualitative
domain knowledge to acquire table entries for nodes,
where we try to depict a domain as precisely as pos-
sible. The acquired entries can be fixed to prevent
changes in the third step.

2. Constraint Integration: Next, we use the defined
knowledge patterns to extract constraints for the prob-
abilities in the Bayesian network.

3. Optimization: Finally we use an optimization algo-
rithm with the probability table entries not marked as
fixed as free parameters to minimize the error on these
constraints.

Direct entry acquisition.
The most simple way of acquiring the entries of the prob-
ability tables for a target node T is to elicit them one by
one from a domain specialist. However, if each variable

has k values, there are roughly k|parents(T )|+1 entries to
specify, usually a costly task. Techniques based on causal
independence can decisively reduce the count of necessary
elicitations from the user to about k2 ·|parents(T )|, cf. [2].

A recent approach that needs even fewer –
O(|parents(T )|) – inputs to construct a complete
probability table, is the Ranked-Nodes method presented in
[14], which is applicable for discrete and ordered variables:
We assume the parent nodes to be possible causes for
T , each weighted by a domain specialist. Parents with a
higher weight will have a stronger influence on T . We
start the construction process by mapping each variables
domain bijectively to the continuous interval [0, 1], keeping
the value ordering. Let dom(Vi) = {vi1, . . . , vik} denote
the ordered value range of the variable V . Then, the

value vij is assigned to the interval I(vij) = [ j−1
k , j

k ];
the mean of this interval is m(vij) = 2j−1

2k . In a next
step we will compute a continuous probability distribution
for the (discrete) variable T for each configuration of its
parents. For this purpose we use a variation of the normal
distribution, the doubly truncated normal distribution
TNormal , which is defined as:

TNormal(x, μ, σ) =

{
N(x,μ,σ)∫ 1

0
N(x,μ,σ)dx

, if 0 ≤ x ≤ 1

0 otherwise.

where N(x, μ, σ) is the normal distribution with expected
value μ and standard deviation σ. These two parameters
are determined considering the weights wi and the current
configurations values vij of the parent nodes:

μ =
∑n

i=1 wi · m(vij)∑
wi

, σ =

√
1∑n

i=1 wi
.

While this computation of σ ensures a lower deviation for
strongly influenced nodes, the weighted sum formula for μ
leads to a higher target value for higher values of the par-
ent nodes and also considers the influence of the weights
of the parents. In a final step the continuous distribution is
transformed into one column of the probability table by in-
tegrating over the intervals I(vij) corresponding to the tar-
get nodes values. It is easy to see, that the complete com-
putation can be done automatically with appropriate tool
support, given only the weights of the parent nodes.

The weighted average function for μ can be substituted
by other functions to model different interactions of the
parent nodes, e.g., by the weighted minimum function,
which is a mixture of both, the average and the minimum
function cf. [14]:

WMIN (X1, . . . , Xn) = min
i=1,...,n

wiXi +
∑

j �=i Xj

wi + (n − 1)

In our implementation of the Ranked-Nodes approach we
additionally provide a graphical user interface, which also
allows the user to quickly add offsets to the values of μ and
σ or invert the influence of a parent by reversing its value
ordering in the algorithm. The implementation returns the
results of the algorithm almost instantly, so the user can try
different sets of parent weights in short time and choose the
best fitting result.

Although the Ranked-Node approach proved to be very
useful in our studies, its applicability is limited to some
specific cases. Therefore we developed an adaptation that
allowed us to transfer the basic concept to target nodes with
unordered domains: We replace the target variable with k
boolean variables, each corresponding to one value of the
original target node. Since boolean nodes are ordered by
definition, the standard Ranked-Nodes algorithm can now
be applied with the boolean nodes as targets. As a result
we get a vector of pseudo-probabilities for the values of
T , which can easily be normalized to obtain a sum of 1,
i.e., a valid probability distribution for the node T . In or-
der to prevent very high standard deviations for boolean
nodes without any cause, we propose to adapt the algorithm
slightly by computing the standard deviation σ with the fol-
lowing formula:

σ =
1√∑k

j

∑n
i wij

.

Then the standard deviation takes into account all weights
specified for any boolean node substituting the target node.

Regardless of the chosen construction method, acquired
probability tables are marked as “fixed” to prevent changes
on these tables in the following steps. However, if too many
probability tables are fixed in this way, finding a satisfac-
tory solution for the constraints in the next steps may get
impossible. Then we need to release some nodes again.

Constraint Integration.
To integrate the target patterns specified e.g., by subgroups
or set-covering-models in the Bayesian network, we pro-
pose to transform knowledge predefined by human domain
specialists into constraints concerning conditional and joint
probabilities in the Bayesian network. This transformation
is straight forward for subgroup descriptions and associa-
tion rules: The conditional probability of the target given
the describing features (confidence), and the joint proba-
bility of the describing features (support) can be directly
integrated.

Given a set-covering relation d → f1, . . . , fn with
covering strength cs , n constraints can be derived, e.g.,
pmin(cs) < P (fi|D) < pmax(cs), where pmin(cs) and
pmax(cs) must be specified once by the user. Additional
constraints can be elicited manually, e.g., utilizing knowl-
edge about qualitative influences, cf. [15], or using case
cards, cf. [16]. A constraint can also be weighted with a
priority. The constraints can then be used for adapting and
evaluating the conditional probability tables.
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Figure 4: Screenshot of a conditional probability table generated using the Ranked-Nodes method.

Optimization.
To adjust the probability tables to the acquired constraints
we apply an optimization algorithm to minimize the global
error, which is computed as follows:∑
Constraint c

((goalVal(c) − currentVal(c))2 · priority(c) .

Each table entry of the network, that is not marked as
fixed explicitly, is used as a free parameter. We propose
a hill climbing approach, where in each step one param-
eter is modified by a fixed step size. Because computing
the global error is quite costly, parameters, which can not
improve at least a single constraint, are filtered out first.
Besides first choice hill climbing and steepest ascent hill
climbing we used two variations: (a) Adaptive step size hill
climbing, where the step size is dependent on the global er-
ror: step size = max (basic step size · global error, minimum
step size), and (b) Optimal step size hill climbing: Once
an improving modification is found, increasing step sizes
are considered until an optimum step size for an adaptation
of this parameter is reached. Due to local minima, a ran-
domized multistart approach is necessary. The efficiency
of these variations is evaluated in the case studies in the
section below.

4.3 Case Studies
The presented approach was evaluated in four case studies.

In the first case study we tested the usefulness of idioms
and assignments techniques for probability tables to create
a plausible model for the well-known restaurant domain,
cf. [2]. We start the modeling process with the identifica-
tion of idioms. For example, the variable "Fri/Sat", which
is true, if the event is on a friday or saturday is completely
determined by a second variable "Day of the Week". Thus,
we can identify a Definitional/Synthesis idiom here and add
the appropriate edge to the graph. As another example,
the variables "Patrons" and "Reservation" causally influ-
ence ("produce") the variable "Wait Estimate". This cor-
responds to the so called Product-Process idiom and again
we can add the respective edges. The complete resulting
network includes twelve nodes and probability tables with
up to 64 entries, see Figure 5.

A decisive advantage of building the network using the
idioms was its implicit documentation, since the result-
ing graph structure is explained very well by the applied
idioms. We expect this advantage to scale up strongly
when modeling a large domain in collaboration with sev-
eral knowledge engineers. The modeling of the probabil-
ity tables showed, that using advanced methods, especially
the Ranked-Nodes technique can save a large amount of
time even on smaller probability tables. For example the
24 probability table entries of "Wait Estimate" (see Fig-
ure 4) could be determined using our implementation by

only weighting the influence of "Patrons" with 20, the in-
verted Influence of "Reservation" with 10 and adding a μ-
offset of −0.1.

During the construction with the Ranked-Nodes algo-
rithm not only the number of needed inputs was reduced,
we found the elicitation more intuitive as each weight and
offset had an easy to understand, consistent effect for the
complete table. In several cases we could use the result of a
Ranked-Nodes algorithm directly, while it provided a base-
line for manual adaptations in other cases. The results thus
showed that the Ranked-Nodes approach is easy to apply
and also leads to more plausible results than those when
using methods based on causal independence. Even for
smaller tables the Ranked-Nodes algorithm was helpful to
create a plausible probability table very fast. However, we
also had to experience, that in some cases Ranked-Nodes
was not applicable at all, as the probability distribution in
the target node did not fit to the truncated normal distri-
bution implied by the algorithm. The resulting network
may not precisely depict a real-world restaurant domain,
but seemed absolutely sufficient for our task to generate
plausible testing data.

In a second case study we built a Bayesian network to
generate data including a set of 6 partially connected asso-
ciation rules of the well-known Wal-Mart domain. During
the case study we also evaluated the perfomance of differ-
ent optimization algorithms as constraint solvers.

Figure 5: Part of the graph structure for the restaurant do-
main case study
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We started with the manual construction of the graph
structure, adding edges from the association rules bodies
variables to the association rules heads variables. Next, we
extracted one probability constraint out of the rules con-
fidence and one additional out of the rules support from
each association rule. E.g., the conditional probability
P (Eggs|Bread ∧ Milk) = 0.5 was extracted from the
association rule Milk ∧ Bread → Eggs with confidence
0.5. As two rules featured the same variables, their support-
constraints were identical, giving us us a total of 11 con-
straints.

To the given graph structure and constraints we applied
our constraint solver, using different hill-climbing algo-
rithms to evaluate their performance on this problem set.
We tested first choice hill climbing (FC-HC), steepest as-
cent hill climbing (SA-HC), FC-HC with adaptive step size
and FC-HC with optimum step-size search. As a first re-
sult, every algorithm could find a solution in a reasonable
time, thus enabling us to generate data, that included the
specified association rules.

However, the performance of the different approaches
strongly diverged. The mean number of iterations and con-
sidered states of the test runs until constraint satisfying
probability tables were found can be seen in the following
table and in Figure 6.

Algorithm Iterations Considered States States/Iter.
SA-HC 124 9672 78
FC-HC 324 2048 6.3
Adapt-SS 263 1881 7.2
Opt-SS 31 489 15.8

Figure 6: Global error after iterations for different hill
climbing algorithms

Although SA-HC needed less iterations in comparison
to FC-HC, it had to consider almost five times more states
and thus was significantly slower. The adaptive step size
variation accomplished slight improvements. As Figure 6
shows, the adaption progress starts quite fast, but degener-
ates to the speed of the unmodified FC-HC, when the step
size is determined by the specified minimum step size due
to low global errors. For this task, the hill climbing algo-
rithm with search for the optimum step size performed best.

We explain this by the fact, that – compared to the other al-
gorithms – this variation can modify parameters by a larger
step size in one iteration, while still being able to do precise
adjustments on demand.

In our third case study we tested the integration of set-
covering models and evaluated the efficiency of the imple-
mented constraint satisfaction solver in a larger example.
To do this we built a Bayesian network from an imported
set of 30 set-covering relations. The constructed graph con-
sisted of three layers. The bottom layer contained all find-
ings, the middle layer all diagnoses. The top layer con-
sisted of one single node, which was connected with all di-
agnoses to disallow multiple diagnoses to apply at the same
time. For each set-covering relation we added edges from
the diagnosis to all findings. Findings had up to 5 incoming
edges which lead to probability tables with up to 32 entries.
A part of the resulting graph can be seen in Figure 7.

The used graph structure and algorithm could easily be
modified to integrate a-priori probabilities with only small
additional effort. Starting with random table entries the hill
climbing algorithm with search for optimal step size found
a global optimum very fast, needing less than 100 iterations
on average. We assume, that the simple, layered structure
of the network is very appropriate for the applied algorithm.

In a fourth case study we examined the effects, which
different graph structures for the same set of subgroups had
on the performance of the applied constraint solver. We
tried three node layouts: In the first test, we added all de-
scribing variables as children of the target node. In the sec-
ond experiment the describing variables were arranged as
parents of the target variable. In a third test we introduced
hidden variables between the parent nodes and the target
variable to reduce the size of the probability tables of the
targets by divorcing (see figure 8).

Figure 8: Different exemplary graph layouts for the fourth
case study.

In the first tested graph structure the constraint solver
could find a solution quite easily. For the complete set of
twelve subgroups it needed less than 2500 iterations and
had to search only about 37000 states on average.

In the second graph layout finding a solution was much
more difficult. To find a solution for the first five sub-
groups more than 200000 states had to be searched in more
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Figure 7: Part of the (complex) generated graph structure of the third case study.

roughly 6500 iterations. We explain this by the signifi-
cantly higher chance of local maxima that results from the
exponential growth of the probability table.

The third graph structure showed to be an even harder
task for the applied problem solver. For only four sub-
groups more than 10000 iterations were needed to find a
global optimum. The more complex structure of the graph
obviously made finding a solution more complicated. How-
ever, even in the last test run a state with only a very small
global error could be found quite fast, which may be satis-
fying for the generation of data considering the randomness
of the used prior-sample-algorithm.

5 Conclusions
In this paper, we have presented an approach for the gen-
eration of synthetic evaluation data especially focusing on
a simple and effective modeling methodology. We have
discussed the significance of using synthetic data for evalu-
ation of machine learning methods, and we have presented
a process how to construct a generation model in the form
of a Bayesian network.

Furthermore, we have described several approaches that
are especially appealing for inexperienced users, providing
a methodological view on the simple and effective model-
ing of Bayesian networks: We have discussed techniques
for determining the graph structure of the network. Addi-
tionally, we have presented advanced methods for a sim-
plified construction of the conditional probability tables,
especially considering the (extended) Ranked-Nodes ap-
proach and constraint-based integration of domain knowl-
edge. The effectiveness and benefit of the approach was
demonstrated by four case studies.

In the future, we are planning to consider additional
methods for including domain knowledge into the model-
ing process in order to further increase the effectiveness of
the approach. Another interesting option for future work is
given by evaluating more sophisticated optimization algo-
rithms for the solving of probability constraints.
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Abstract
One of the challenges that a computer game de-
veloper meets when creating a new game is set-
ting the difficulty “right”. Not only is it a com-
plicated task to balance all the game parameters,
but the developer also needs to cater for play-
ers with very different skill levels. Providing a
game with an ability to automatically scale the
difficulty depending on the current player would
make the games more engaging over longer time.
While a few commercial games boast about hav-
ing such a system, to the best of our knowledge
treating it as a machine learning problem has re-
ceived surprisingly low attention.

In this paper, we investigate the automatic diffi-
culty scaling problem from a more general per-
spective: how can agents learn to keep agents en-
gaged. After introducing the learning problem,
called Engagement Problem, we outline a frame-
work based on nested Markov Decision Pro-
cesses, called Engaging Markov Decision Pro-
cess, for solving it. Preliminary experiments in
a small grid world show the effectiveness of our
approach.

1 INTRODUCTION
One of the important questions that needs to be answered
during a (computer) game development process is how to
keep the game engaging for a wide spectrum of players and
for a long time. The “interestingness” of a game depends
on many different parts such as the storyline, the right
amount of interaction, the attractive presentation, and oth-
ers. The perceived difficulty of the game also contributes
to the time that any given player spends playing it. Games
that are too easy or too difficult become boring or frustrat-
ing fast. The traditional way of dealing with it is to provide
a player with a way to set up the difficulty level for herself.
Unfortunately this method is rarely satisfactory. Looking at
the problem from the point of view of developers, it is not
an easy task to map a complex gameworld into one vari-
able. When constructed, such mapping requires additional
extensive testing, producing time and money costs. Con-
sider also the fact that generally games require several dif-
ferent skills to play them. It is natural to assume that each

∗This is an extended version of “O. Missura, K. Kersting,
T. Gärtner. Towards Engaging MDPs. In A. Botea, C. Linares
Lopez, editors, Working Notes of the ECCAI-08 Workshop on
Artificial Intelligence in Games (AIG-08), Patras, Greece, July
22 2008”.

of these skills develops differently as the player progresses
through the game depending on her preferences and abili-
ties. Providing the computer with an ability to adjust the
game to all these skill levels automatically is more user-
friendly than offering several settings for the user to be set.

A (by now classic) example of an automatic difficulty
scaling in a computer game is provided by any good com-
puter role-playing game (CRPG): As soon as a player’s
character gains a new level, the monsters’ characteristics
(health, damage) or the areas (types and amount of mon-
sters) are adjusted accordingly, the “level” value being con-
sidered a universal indicator of a player’s strength. Un-
fortunately, even in the very numerical world of a typi-
cal CRPG, with all properties expressed in numbers and
their relations in formulas, this single value represents nei-
ther the character’s strength, nor the player’s skill with the
game. It is all too easy to create and develop a charac-
ter who is not fit for the gameworld and its leveling up
doesn’t mean it becomes any stronger, but the game fol-
lows its logic and becomes too difficult as it progresses.
On the other hand, give a strong character together with
the instructions on how to develop it during the game to a
newbie, and the game would be too difficult for this player,
even though the character can deal with it in potentia.

The problem of automatic difficulty scaling can be
viewed as an interaction between two agents. One of them,
the player, is a person (or a computer algorithm) who is
playing the game. The second agent represents the game
itself, tracking the player’s progress and attempting to keep
her interested, i.e.,

to provide the player with tasks that are neither
too easy, nor too difficult, but just right.

We call this agent the master. In this work we propose a
general framework for the player-master interaction. The
player’s task is to achieve her own goals, and the master’s
task is to provide an environment for the player that keeps
her challenged. In other words the master attempts to au-
tomatically adjust the difficulty of the player’s tasks. This
problem can be informally stated as follows.

Definition 1.1 (Engagement Problem). Given the player,
who pursues her own (possibly unknown) goals, the master
has to learn the policy to modify the player’s environment
to keep her engaged over the long time.

In this paper we focus on computer games as a motiva-
tion but would like to stress that there are several other sig-
nificant applications in particular within the field of human-
computer interaction such as electronic learning, or more
specifically computer-based learning and computer-based
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training 1, see e.g. [Nagy, 2005] for more details. Specifi-
cally, we focus on the following scenario:

An agent can play several instances P1, . . . , Pn

of the same game P , where each Pi differs in
difficulty, but consists of the same states. The
goal of the master is to select the “right” i, that is
the instance of the game that the agent enjoys the
most.

Note that it is not enough for the master to reach this goal
once and be satisfied with it. It is reasonable to assume that
as the agent’s knowledge and skills change, its preferences
about which i is “right” will also change. The master’s ac-
tions should reflect that. As we will show below, following
the ideas developed on multi-agent (reinforcement) learn-
ing the engagement problem can be formulated as a Markov
game. Unfortunately, the solution methods for Markov
games cannot be applied directly due to the partial observ-
ability the master faces. For this reason, we propose an
approximation based on two tested Markov decision pro-
cesses, called engaging Markov decision processes, which
is the main contribution of the paper. The basic idea is that
we model the learning problem of both the player and the
master as a Markov decision process. The reward function
of the Master’s MDP depends on the player’s sequences of
states, actions, and rewards. As this is the first attack of the
problem, we provide an empirical proof of the principle in
the experiments within a tiny grid world.

We proceed as follows. We start off with formulating
the engagement problem as a Markov game in Section 2.
After describing downsides of this approach, we introduce
the framework of engaging MDPs as an approximation in
Section 3. In Section 4, we will present the results of our
preliminary experiments that show the effectiveness of the
engaging MDP approach. Before concluding and listing
open questions, we touch upon related work.

2 Markov Games
Since we represent the engagement problem as a learning
problem in a two-agent setting, the question arises, into
which of the existing multiagent models it can fit. The most
general framework for a multiagent interaction is Markov
(stochastic) games [Littman, 1994]. A Markov game is a
tuple (n, S,A1, . . . , An, T, R1, . . . , Rn), where:

• n is the number of players.

• S is the set of states.

• Ai is the set of actions available to player i; A = A1×
. . . × An is the joint action space.

• T : S × A × S → [0, 1] is the transition function.

• Ri : S × A → R is the reward function for player i.

The environment is described by a set of states S, while
each agent has at its disposal a set of actions Ai. The agents
and the environment interact continuously over a sequence
of time steps. At time t all agents are in a particular state
st ∈ S and each of them executes an action ati ∈ Ai

1Computer-based learning refers to an environment, where
computers are used for teaching purposes (for example, replac-
ing a human teacher in some parts of the teaching process).
Computer-based training refers to the tutorials serving the pur-
pose of teaching the students how to use specific computer appli-
cations. In both cases keeping the student engaged over longer
time by providing her with adequate tasks improves the overall
effectiveness of the learning.

based on its knowledge of the environment; depending
on the current state st and the joint action of the agents
at = (at1 , . . . , atn) the environment presents the agents
with the new state st+1 with the probability T (st, at, st+1)
and rewards each agent with Ri(st+1, at) according to the
reward functions Ri.

Recall the scenario of several game instances Pi from
the introduction. Having this in mind, it is clear that we can
formulate the engagement problem as a Markov game: The
engagement game is a tuple (2, S,Ap, Am, T, Rp, Rm),
where there are exactly two agents, the player and the mas-
ter, S = ∪iPi is a set of all possible game states, Ap is the
player’s set of actions, Am = {i} is the master’s set of ac-
tions. In any given state s ∈ S the player and the master act
simultaneously, but with different intents. While the player
attempts to achieve whatever goals are presented to her on
the game level, the master’s ultimate task is to act upon the
gameworld in such a way as to keep the player engaged, i.e.
if the master somehow deduces from the information avail-
able that current Pi is no more engaging for the player, it
should change it to a “better” one.

Two extreme cases of Markov games have been well in-
vestigated in the literature: strictly competitive games and
strictly collaborative games. A Markov game is said to be
strictly collaborative, iff Ri ≡ Rj for all i, j. A Markov
game is called strictly competitive or zero-sum game, iff
n = 2 and R1(s, a)+R2(s, a) = 0 for all s, a. The engage-
ment game lies somewhat in between these two extremes.
It is obviously not competitive: the ultimate goals of the
player and the master correlate. Furthermore, in the ideal
case of the player’s reward function Rp modeling her en-
joyment of the game, the engagement game becomes coop-
erative, since it is then enough for the master to maximize
the player’s reward to maximize its own.

Solution approaches for Markov games typically com-
bine ideas from game theory and reinforcement learning
(RL). From a game-theoretic point of view Markov games
are an extension of strategic games to multiple states, there-
fore a Nash (and other forms of the) equilibrium can be de-
fined. Multiagent reinforcement learning (MA-RL) treats
Markov games as an RL problem and introduces notions
of agents’ policies and state and action value functions as
an extension of similar concepts used in a single agent RL
problem. Specifically, in terms of RL a policy πi of agent
i is a function πi : S × Ai → [0, 1], which defines actions
that agent i executes when it finds itselt in a particular state
s ∈ S. A joint policy π is a function π : S × A → [0, 1]n,
π(s) = (π1(s), . . . , πn(s)). The goal of each agent is to
maximise the total amount of reward it receives in the long
run or, formally, to maximise Eπ{

∑∞
j=0 γjrt+j |st = s},

which is the expected reward the agent will get if the game
starts in state s ∈ S and the agents follow the joint pol-
icy π. γ ∈ (0, 1) is a discount factor. On the other hand,
in game theory a Nash equilibrium is (informally) defined
as a set of strategies for all agents {σi}n

1 , such as no
agent can do better by deviating from its strategy given
that the other agents continue to follow their equilibrium
strategies [Fudenberg and Tirole, 1991]. The Nash equi-
librium is used in many approaches to solving the multia-
gent learning problem (for examples see [Littman, 2001;
Hu and Wellman, 2003; Greenwald and Hall, 2002]) as
an additional information for agent i constraining the be-
haviour of other agents.

Unfortunately, most MA-RL algorithms make the fol-
lowing two assumptions:
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1. The actions are observable among the agents.

2. The rewards are observable among the agents.

While the first assumption is typically true for the engage-
ment problem, the second one does not hold: The master’s
reward function should depend on the engagement level of
the player, but this is obviously a hidden parameter, which
has to be inferred from the available observations.

Hidden parameters and partial observability lead to the
idea of using a partially observable Markov decision pro-
cess (POMDP) as a framework for the engagement prob-
lem. In the next section we briefly review (PO)MDPs be-
fore introducing engaging MDP.

3 Engaging MDPs
Let us first briefly review the (PO)MDP framework, which
forms the basis of our work. A Markov Decision Process
(MDP) is a special case of Markov games, where there is
exactly one agent in the environment, i.e. an MDP is a
tuple (S, A, T,R), where A = A1, R = R1, and S and T
are defined as above.

The agent and the environment interact continuously
over a sequence of time steps. At time t the agent is in
a particular state st ∈ S and executes an action at ∈ A
based on its knowledge of the environment; the environ-
ment presents the agent with the new state st+1 accord-
ing to T (st, at) and rewards it with R(st+1) according
to the reward function R. The goal of the agent is to
maximize the total amount of reward it receives in the
long run. The agent’s actions are controlled by its policy
π : S × A → [0, 1]. Given the policy π each state ac-
quires a specific value Vπ(s) = Eπ{

∑∞
j=0 γjrt+j |st = s},

which is the expected reward the agent will get if it starts
from this state and follows the policy π. Values indicate the
long-term desirability of states under the given policy.

A process described above is called an MDP if it satisfies
the Markov property [Sutton and Barto, 1998]:

Pr{st+1 = s′|st, at, st−1, at−1, . . . , s0, a0} =

Pr{st+1 = s′|st, at}
That means that the environment’s response at time t + 1
depends only on its state and the actions executed at time
step t, and not on the full history of the process so far. Due
to the Markov property, there exist efficient techniques for
solving MDPs (for the definitions and detailed descriptions
see the book of Sutton and Barto [Sutton and Barto, 1998]).

The MDP framework assumes the full observability: At
any given time t the agent knows exactly the current state
st. In many situations this assumption is too restrictive, as
the agent can only observe its state partially. The POMDP
reflects this by adding two new parameters, observation
set and observation probability, which represent the agent’s
uncertainties [Kaelbling et al., 1996]. Formally, a POMDP
is a tuple (S, A, T,R, O, θ), where S, A, T,R are defined
as above and

• O is a set of observations;

• θ : S×O → [0, 1] defines the probability of observing
o ∈ O when in state s ∈ S.

The policy of an agent in a POMDP is a mapping from a
set of belief states into set of actions, π : Δ(S) → A,
where b ∈ Δ(S) is a probability distribution over states
representing a belief state of the agent.

Since we have two agents, we have to include them both
into a single POMDP. One way to do this is to compile a

partially observable Markov (stochastic) game [Hansen et
al., 2004] similarly to how a Markov game is an extension
of MDP: introduce separate sets of actions and observa-
tions and reward functions for each agent in the environ-
ment, formulate the joint action and joint policy, and define
a goal for each agent as maximizing its expected discounted
reward. The fully cooperative case, i.e. the reward function
is the same for all agents, can be solved efficiently under the
observability assumption [Bernstein et al., 2002]. The gen-
eral POSG are infeasible for all but the smallest problems
[Hansen et al., 2004]. On the other hand, let us assume that
at any given time the master knows the engagement level
of the player and, therefore, everything is observable for
the master. Then, solving the engagement problem would
be easy as we could apply known algorithms for Markov
games. Since the master does not have this information,
our idea is to introduce an episodic learning setting alter-
nating between player and master: the master observes the
player’s behaviour during the episodes for the purpose of
creating an estimate of the player’s engagement level.

More formally, let Ω be a set of environmental parame-
ters (e.g. in a computer game amount and types of mon-
sters, prices of the items, locations of resources). Let
Am = Ω. That means that by executing its actions the mas-
ter can change the values of the environmental parameters.
Note that S = ∪ω∈ΩSω, where Sω = S|ω. Furthermore,
Mpω

= (Sω, Ap, T, Rp) specifies an MDP, in which the
player operates when all parameters are fixed and equal to
ω.

Now consider the master’s MDP, which we call Engag-
ing MDP, defined as Mm = (Sm, Ω, T, Rm), where

• Sm = {(Mpω
, hω|ω ∈ Ω, hω is a history of player’s

action in Mpω
};

• Ω is the master’s actions set as defined above;

• Tm : Sm ×Ω → Sm is the master’s transfer function;

• Rm : Sm → R is the master’s reward function;

While Sm, Ω, and Tm are quite straightforward to for-
mulate for a given environment, the reward function is not
so obvious. In the ideal case it depends on the engage-
ment level of the current player, its policy and the MDP
it is currently in. Unfortunately, the information about the
player’s policy and her engagement level is not available to
the master. In the following we describe a way to construct
the master’s reward function from the player’s history the
master can observe.

3.1 The Master’s Reward Function
Given the history the master can build an approximated
player’s policy π′. Given π′ and the player’s current MDP

Mp, it is possible to calculate the state-value function V π′
Mp

of Mp for π′ using the Bellman equation for π [Sutton and
Barto, 1998], where the value of a state s in Mp under

a policy π′, V π′
Mp

(s), is the expected return of the player

when starting in s and following π′ in Mp.
Consider the neighbouring states of Mp in Mm (see

Figure 1), i.e. the states

M1
p = Tm(Mp, a1), M2

p = Tm(Mp, a2), . . .

that can be constructed using the master’s actions
a1, a2, . . . . Applying the same approximated policy π′ to
them, the master can determine the state-value functions of
these MDPs for π′,

V π′
M1

p
, V π′

M2
p
, . . . ,
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Figure 1: Schematic calculation of the master’s reward
function. From the observations in the state Mp an ap-
proximated policy π′ is constructed. Using π′ the master
calculates the state-value functions of Mp and adjacent

states M1
p,M2

p. The value of the reward function in the

adjacent states r1
m = Rm(M1

p) = Rm(V π′
Mp

, V π′
M1

p
), r2

m =

Rm(M2
p) = Rm(V π′

Mp
, V π′

M2
p
) is defined using the calcu-

lated state-value functions.

which essentially produce approximations of the player’s
performance in the modified environment. Recall that the
master’s task is to keep the player challenged, so we would
like it to apply an action that transforms Mp into M∗

p in

such a way that |f(V π′
Mp

) − f(V π′
M∗

p
)| > δ > 0, where f is

a (so far unknown) evaluation of the state-value function.
Therefore, the reward function Rm can be designed as a
function of the appropriate state-value functions: Rm =
Rm(V π′

Mp
, V π′

Mi
p
), and the master acquires its own learning

task, which can be solved using different methods available
for MDPs. In other words, defining this function is a part
of the problem specification.

In the experiments described below, we assume that the
master knows the player’s reward function Rp. We also
use the slope of the player’s policy state-value function V π

(which represents the learning curve of the player) to cal-
culate the master’s reward.

4 Experiments
The goal of the experiments described in this section was
to demonstrate the effectiveness of the framework outlined
above. To this aim the experiments were kept as simple
as possible. As a sample environment we have chosen a
rectangular maze 3 × 3, containing a treasure in one of the
cells. The player always starts in the top left corner and
attempts to find the treasure. As the test player we took a
Q-learning agent [Watkins and Dayan, 1992] with the fol-
lowing parameters:

• Learning rate α = 0.1;

• Discount factor γ = 0.9;

• Step δ = 1;

• Exploration rate ε = 0.1.

The master in its turn can move the treasure. In the initial
setup the master has only two actions: “Put the treasure in
the top right corner” and “Put the treasure in the bottom left
corner” (Figure 2(a)). In the second experiment we extend

(a) Initial setup:
Empty maze with
two possible posi-
tions for the treasure,
top right and bottom
left. The player starts
in the top left corner.

(b) Extended setup:
The master can put
the treasure into one
out of the three po-
sitions. The player
starts in the top left
corner.

Figure 2: Experimental setup.

(a) In the initial setup
the master learns
the “mean” policy:
Always misplace the
treasure.

(b) In the extended
setup the master
learns to put the
treasure into the least
difficult position, but
not the same one as
before.

Figure 3: Master’s learned policies in 3 × 3 maze.

this set of actions to allow the master to put the treasure
also in the center of the maze (Figure 2(b)).

To complete the master’s MDP we need to construct an
approximation of a player’s policy π′ and define the mas-
ter’s reward function Rm. To construct π′ the master keeps
record of the history of the player’s actions in the current
episode: H = {(si, ai)}i, where si ∈ Sp is a state encoun-
tered by the player during the current episode, ai ∈ Ap is
an action taken by the player in si. For every s ∈ Sp we de-
fine As = (as ∈ Ap|(s, as) ∈ H) = (as1 , as2 , . . . , asK

).
Then the policy approximation π′(s, asi) is defined as the
number of times that asi

occurs in As, normalised by the
length of As.

The reward function Rm is defined to encourage the
learning of the player. For a player’s learning curve with a
positive overall slope the master gets a reward of +1. Neg-
ative or close to zero slope results in a reward of −1. As
a learning algorithm the master uses Q-learning with the
following parameters:

• Learning rate α = 0.1;

• Discount factor γ = 0.9;

• Step δ = 1;

• Exploration rate ε = 0.1.

The master acts every time after the agent found the trea-
sure.

Figure 3 demonstrates the learned policies of the master
in both setups. The average actions probabilities are calcu-
lated over 20 runs. In every run the master converges on the
same (or similar in case of the extended setup) policy af-
ter approximately 20 iterations in the initial setup and after
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(a) With asymmetrical ac-
tions the master learns to
switch between two “easier”
actions and mostly ignore
the more “difficult” one for
the given player.

(b) With symmetrical ac-
tions the master learns a
smooth transitional policy.

Figure 4: Master’s learned policies in 4 × 4 maze.

approximately 55 iterations in the extended setup. As we
can see in the initial situation the master learns to place the
treasure at a different position every time, since the player
has enough time to learn its position. This behaviour co-
incides with a “mean” or competing opponent. But in the
extended setup (Figure 3(b)) the master learns a different
policy. This time it changes the treasure’s position as well,
but from two options it chooses the one that is closest to
the old treasure’s position, therefore producing a task that
is slightly more difficult, but not the most difficult one. In
other words, it is not mean but engaging.

Figures 4(a) and 4(b) show the policies the master learns
in an extended maze of size 4 × 4 when it has three and
four available actions respectively. Here we again have
two different setups: In the first the master has asymmet-
rical actions, two possible treasure positions are close to
each other, while the third one is further away. We can see
that the learned policy switches between two neighbouring
positions, while the distant one is mostly ignored. In the
second setup we give the master a set of actions that place
the treasure on any position on the diagonal of the maze.
Here the master learns a smooth transitional policy, mov-
ing the treasure from one neighbouring position to the next.
All these results reflect that since it is easier for the tested
player to find a treasure if it was moved not far away, the
master learns an appropriate policy.

In the further experiments we used the same setups, but
artificially restricted the player’s learning abilities by in-
troducing a limit on the amount of steps it was allowed to
make to find the treasure. In all setups the master learned
to leave the treasure where it was, when the player didn’t
manage to find it in the allowed time.

5 RELATED WORK
After M. Littman in [Littman, 1994] introduced the idea
of applying reinforcement learning to Markov games as
a way to tackle multiagent learning problems, MA-RL
received a lot of attention from researchers. While the
two extreme cases of strictly cooperative and zero-sum
games are very well researched (see e.g. [Littman, 2001;
Hu and Wellman, 2003; Greenwald and Hall, 2002; Bern-
stein et al., 2002]), multiagent systems not falling into these
two categories still pose a lot of open questions. The En-
gagement Problem 1.1 is obviously not a zero-sum game,
on the other hand it is also not a strictly cooperative game.
The master does not pursue its goal at the expense of the
player, instead it provides a type of assistance by producing

the tasks that are interesting for the player (neither boring,
nor overwhelming).

The question of assistance is investigated from the
decision-theoretic perspective in [Fern et al., 2007; Liao
et al., 2006]. Here, the goal is to learn the user’s inten-
tions and to use this knowledge to help him. The assistance
consists of replacing the user’s actions (or suggesting the
actions to the user) so that the new behaviour imitates that
of the user as good as possible. The assistant’s goal is to
minimize the expected cost of the user’s task. To achieve
this goal however the assistant first has to learn about the
user’s task. One approach to this problem is described in
[Fern et al., 2007]. The authors propose to constrain the
user’s policies using prior domain knowledge in the form
of hierarchical and relational constraints. This knowledge
is compiled into an underlying Dynamic Bayesian network
and with its help the distribution of user’s goals is inferred
given the sequence of their atomic actions. (For a defini-
tion and a tutorial on use of Dynamic Bayesian networks
for learning see the work of Zoubin Ghahramani [Ghahra-
mani, 1998].) For an alternative way also using Partially
Observed Markov Decision Processes see [Verma and Rao,
2006]. While decision-theoretic assistance focuses on sug-
gesting or replacing user’s action, the master’s goal in our
work is to learn from the player’s experience what kind of
tasks fit her the best, which differs significantly from assis-
tance problem and requires a different approach.

A similar problem is considered in a system of inter-
acting agents called teacher and follower(s) [Crandall and
Goodrich, 2005]. The follower algorithms concentrate on
learning how to play best against (typically) a stationary
opponent. Follower algorithms (mostly) ignore the pay-
offs of other agents. Teacher algorithms use the available
information about other agents’ payoffs to “teach” them a
“good” way of playing the game. The authors introduce
the notion of guilt, which numerically encodes the devia-
tions of an agent from the “good” strategy that the teacher
attempts to enforce. The teacher utility function depends
on the agents’ rewards and their guilt values. Before the
learning begins the teacher needs to calculate (or acquire
in some other way) the target actions sequence that repre-
sents the “good” strategy. The teacher-follower approach
concentrates on forcing the follower to modify its strategy,
while in our problem the master is required to change the
environment to adapt to whatever the player considers a
“good” strategy.

A possible approach to solve the Engagement Problem
1.1 is considered in the work of R. Herbich and T. Graepel
[Herbrich et al., 2006]. In this case difficulty adjustment
happens through creating and matching teams of players
in such a way that the skill ratings of resulting teams are
approximately the same. The authors propose and evalu-
ate a novel approach to estimate the skill ratings based on
the outcomes of multiple games. In this context the en-
gaging environment is created by carefully choosing the
“right” opponents of the player. In a single player (or non-
competitive multiplayer) game this approach could be used
if one could come up with a way to rank the possible game
settings according to how engaging they are for the given
player.

6 CONCLUSION AND OPEN
QUESTIONS

We have addressed the problem of automatic difficulty scal-
ing in computer games. More precisely, we have intro-
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duced the more general Engagement Problem, see Defini-
tion 1.1, and provided a clear mathematical foundation by
casting it as a (partially observed) Markov game. In or-
der to tackle the partially observability, we presented an
approximation based on engaging MDPs that allows to ef-
fectively solve the engagement problem. The results of our
preliminary experiments are encouraging. They show that
engaging MDPs can indeed be used to solve instances of
the engagement problem and produce interesting, engag-
ing behaviour. Since this is work in progress, more exper-
iments need to be conducted and several open questions
need to be addressed in the future such as:

How suitable is an MDP for solving the Engagement
Problem? Involving people in any environment automati-
cally turns it into a partially observable one. In the context
of adjusting a computer game to a particular player there
exist some parameters that are hidden from the master. One
of them is a skill level of the player: Even the player her-
self can usually make only an educated guess on how well
she will perform. Furthermore, above we assumed that
the master observes not only the states and actions of the
player, but also its reward function Rp. This assumption
is unrealistic when dealing with people and even artificial
agents, since in the ideal case Rp estimates the player’s
enjoyment of the current task, and as such is unknown to
anyone but the player (and even the player most probably
is unable to define it precisely). Taking this into account
we should formulate the master’s task as a Partially Ob-
servable MDP (for a definition and details see [Kaelbling
et al., 1996]). Nevertheless our model of Engaging MDPs
can be viewed as the approximation technique for solving
the Engagement Problem 1.1.

How to construct the master’s reward function? In
order for Engaging MDP to be a good approximation, an-
other question that needs further research is the specific
function used in the master’s reward and its influence on
the master’s performance. Recall that we constrained the
master’s problem by assuming that it knows the player
MDPs including the reward functions. This assumption al-
lows us to calculate the state-value functions and to use
them for constructing the master’s reward. Without the
player reward functions such construction is not possible.
In this case an alternative approach would be to consider
the master’s reward function Rm unknown and learn it us-
ing the methods of Inverse Reinforcement Learning [Rus-
sell, 1998; Ng and Russell, 2000].

How realistic is the episodic setting? When formu-
lating Engaging MDP framework we assumed an episodic
setting for the master-player interaction. This assumption
is also unrealistic, because in the ideal case the master’s
presence should be unobtrusive and its learning should be
online. Nevertheless, the episodic setting allows for an ap-
proximation of the ideal situation by letting the master to
gather experience during (artificially created, i.e. the player
does not need to know about them) episodes. In future
work we intend to research the question of incorporating
online learning in our framework.

The authors hope that this paper will inspire and moti-
vate researchers in the AI and games but also in the rein-
forcement learning communities to join investigating the
exciting new research question of engaging agents.
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Abstract
The analysis of clinico-genomic data poses com-
plex problems for machine learning. As high vol-
umes of data can be generated easily, selecting
the most suitable KDD-process for the problem
at hand becomes increasingly hard, even for ex-
perienced researcher. The main idea of this pa-
per is to facilitate process selection by represent-
ing each data set by a graph based on the on-
tology that describes data set attributes, and to
apply graph mining methods to perform a simi-
larity search. Some new measures for an effec-
tive comparison of a data set graph induced from
ontology are proposed. The effectiveness of the
proposed approach has been evaluated on three
datasets. The results show that using ontology-
based characteristics leads to improving the char-
acterization of a data set.

1 Introduction
In recent years, the rapid development of high through-
put genomics and post-genomics technologies has provided
clinicians fighting cancer with new discovery paths and
has opened the possibility to develop patient-specific treat-
ment strategies. However, the amount of information now
available for each patient (e.g. in microarray context from
10,000s to 100,000s of variables summarizing up to mil-
lions of array features) has rendered difficult the isola-
tion of the clinically relevant information from all avail-
able data. Considering the current size of clinical trials
(hundreds of patients), there is a clear need, both from the
viewpoint of the fundamental research and from that of the
treatment of individual patients, for a data analysis environ-
ment that allows the exploitation of this enormous pool of
data [Wegener et al., 2007]. This is the goal of the Advanc-
ing Clinico-Genomics Trials on Cancer (ACGT) project;
ACGT1 aims at developing an open-source IT infrastruc-
ture to provide the biomedical community with the tools
needed to integrate complex clinical information and make
a concrete step towards the tailorization of treatment to the
patient. The drawback of easily generating and managing
large volumes of data is that its analysis becomes increas-
ingly hard and that even experienced researchers are facing
problems to keep track of the state-of-the-art for a given

∗This paper has been accepted for the Workshop on Machine
Learning in Healthcare Applications at the 25th International
Conference on Machine Learning (ICML 2008). An extended
version of it has been submitted to Discovery Science 2008.

1http://www.eu-acgt.org

analysis problem. Instead of being supported by informa-
tion technology the user is overwhelmed by enormous vol-
ume of information. The user needs assistance in navigat-
ing the space of appropriate KDD processes. The problem
of extracting new knowledges from large amounts of data
has recently received a great deal of attention, especially
in the field known as Knowledge Discovery in Databases
(KDD). KDD is defined as the non-trivial process of iden-
tifying valid, novel, potentially useful, and ultimately un-
derstandable information from data. However the selection
of an appropriate KDD-process for a specific dataset is a
difficult problem. A KDD-process contains several steps
corresponding to various task, each task can be executed
by a different algorithms.

This work aims to develop an approach that assists the
user without specific data mining experience to select a
suitable KDD process. The fundamental idea that under-
lies this work is that ”similar objects should have similar
properties”. This conclusion is based on Aristotle’s prin-
ciple ”natura non facit saltus” (Latin for ”nature does not
make (sudden) jumps”). Applying to our work we formu-
late this principle in the following way: ”Data sets similar
in content can be analyzed with the same KDD processes”.

This assumption allows to reduce the problem of KDD
process selection to searching for similar data set. How-
ever, measuring the similarity between data sets is not a
simple task. What is needed is a description of data set that
allows efficient comparison. Each data set can be repre-
sented by a tuple D =(A,T) consisting of attributes (A) and
data (T). The current approach to describe a data set used
in meta-learning rely on a set of characteristics that can be
derived directly from data [METAL, 2002]. There is still
a need to improve the characteristics by developing more
informative ones. This work aims to extend the data set
description by involving new characteristics which focus
on attributes. We propose to describe a data set by using
the relationship between attributes captured in an ontology.
For each new data set based on the developed characteris-
tics can be find the most similar data set with known good
analysis process. The top k of these processes can be ap-
plied to the new data set. The next task is the method for
comparison two dataset based on the developed character-
istics.

This paper is organized as follows. The next sec-
tion presents the ACGT Project. Section 3 gives a brief
overview of previous research in dataset characterisation.
The ontology-based approach for characterising dataset is
presented in Section 4. KDD-process selection based on
the developed dataset feature is presented in Section 5.
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2 The ACGT Project
In this section, we give a short introduction to the ACGT
project, as we feel that it is necessary to understand some of
the implications of clinico-genomic knowledge discovery
to understand our approach.

The ACGT architecture can - for the purposes of this
paper - be described as a workflow enacting environment
for based on distributed computing and Grid technologies.
It will provide a large set of data analysis operators [We-
gener et al., 2007] from which suitable analytic workflows
can be constructed. Grid technology allows to securely ex-
ecute computational intensive, geographically distributed,
parallel workflows, which forms an excellent basis for con-
ducting knowledge discovery experiments. Note that while
it is infeasible to explore the complete space of possible
workflows, it is still very easy to execute and compare a
larger set (say, 20) of workflows in parallel. This simpli-
fies the problem of KDD process selection somewhat, as
we are no longer required to reliably identify the optimal
one. Instead, it suffices to identify a good set of candidate
workflows, such that the optimal one is among the top k.
This motivates our approach of viewing the process selec-
tion problem essentially as a top k ranking problem.

2.1 The ACGT Master Ontology on Cancer
Data access within ACGT is based on a semantic Grid
infrastructure to enable integrated access to multilevel
biomedical data [Tsiknakis et al., 2008]. The basis of
this approach is the ACGT Master Ontology on Cancer,
which can be used to describe and query stored data sets
[Brochhausen et al., June 17 19 2008]. The Master On-
tology consisting of 1109 classes and 121 restrictions. An
overview can be seen in Figure 1.

Figure 1: Excerpt from the ACGT Master Ontology

Note that while strict legal and ethical guidelines on pri-
vacy severely restrict the storage and processing of actual
patient data except for clearly defined purposes, much less
restrictions exists for meta data descriptions of these data
sets and statistics about KDD process executions. For this
reason, we base our algorithm on an analytic database of

ontologic data descriptions and process performance mea-
sures.

3 Related Work
Extensive research to develop characteristics describing
a data set has been performed in the context of Stat-
Log Project [Kalousis and Hilario, 2001]. Descriptions
were created using a number of simple, statistical and
information-theoretical measures estimated directly from a
dataset. Numerous other approaches exist in the literature.

[Engels and Theusinger, 1998] presents a tool for auto-
matic computation of dataset characteristics developed in
StatLog Project called DCT - Data Characterization Tool.
The METAL ”Meta-Learning Assistant” (DMA) available
under [METAL, 2002] is a web-enabled prototype provid-
ing support for the user of machine learning and data min-
ing space.

An alternative approach for a dataset description was
proposed by [Peng et al., 2002]. This strategy is based on
the idea to capture the information about the learning com-
plexity from a decision tree that can be induced directly
from a dataset.

3.1 Features for Data Set Description
The first problem that has to be solved is the definition of a
set of characteristics for describing a dataset that enables an
efficient comparison. Some basic strategies are presented
below. Here, we have analyzed in detail the characteristics
developed in the context of METAL Project [Engels and
Theusinger, 1998]. They are three basic sets of measures
that can be estimated directly from the data set. Recall that
the data set consists of a set of attributes and data D=(A,T).
The following characteristics were constructed using only
the data part of the given data set.

• Simple characteristics: number of classes, frequency
symbolic attributes, frequency numeric attributes, dis-
tribution of classes, accuracy of the default-class.

• Statistical characteristics: number of significant dis-
criminant functions, Willk’s Lambda.

• Information-theoretical characteristics: entropy of
classes, entropy of attributes, joint Entropy, equivalent
number of attributes, mutual information, noise.

These characteristics are concerned with only one aspect
of a dataset - data. In this work, we propose to concen-
trate on semantic information, extracted from the attributes
of the dataset. For this purpose we used an ontology de-
scribing a domain of attributes concepts. The relationships
between the dataset attributes can be used as an additional
information about the dataset providing effective KDD-
process selection. In order to understand how ontology can
be applied for characterization of the dataset we introduce
a briefly overview of it.

4 Ontology-based Features
As described above, we can reduce the problem of selecting
a suitable KDD process to the searching of the most simi-
lar dataset. The main idea of this work is the representation
the data set by a graph, where the graph is constructed by
finding each node in the ontology’s graph that corresponds
to a column in the data set and taking the appropriate con-
nected sub-graph. The connections of the graph nodes cor-
responds to the structural information of the dataset. The
graph-based comparison of data sets follows two different
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approaches: the first approach is based on the comparison
of topological graph properties, such as characteristic path
length, path length to the target attribute, diameter, connec-
tivity, edge distribution.

The second approach performs the direct comparison of
the data set graph. The following distance measures are
proposed:

• Relative size of maximal common subgraph

• Relative sum of common subgraphs

• Ontology-based similarity of target attribute and
ontology-based average similarity of data set at-
tributes

• Jaccard distance and Overlapp coefficient computing
for the sets of data set attributes

5 KDD Process Selection by Similarity
Measure Learning

The motivation of our approach was based on the assump-
tion that similar data sets are likely to have similar ranking
of KDD processes. In order to define a learning problem,
we turn this assumption around and actually define data sets
to be similar when they have the same ranking.

Definition: Given a set of KDD processes P = (Pi)n
i=1,

consider the set D of all data sets on which all Pi can be
applied. Let q be some real-valued quality measure on the
output P (D) of a process P on a data set D ∈ D. Two
datasets D and D′ are called similar, if the ranking of the
qualities of the processes in P on D and D′ is similar.
More specific, let the similarity measure σTRUE(D, D′)
be defined by the correlation of the rankings given by the
processes in P .

With this definition, we have reduced a problem of se-
lecting the most suitable KDD process for a given data set
to the search of the most similar dataset. A simple, but
computationally too expensive solution would be to sim-
ply calculate σTRUE . In order to find practically feasible
solution, we now address the learning task of finding a sim-
ilarity measure σ∗ that is defined on features of the data set
D only, i.e. that can be computed without the execution of
a KDD process, such that σ∗ mimics σTRUE as closely as
possible. The visualization of the learning process is shown
in Figure 2.

Figure 2: Data sets similarity learning.

In our case, σ∗ is implemented as a weighted sum of the
base similarity measures from Sections 3.1 and 4. Weights
are found using supervised similarity measure learning
[Xing et al., 2003] where a few data sets with known
σTRUE were used to define the truly similar or dissimilar
datasets.

For each new dataset, one can then use σ∗ to find the
most similar dataset with known good analysis processes,
and apply the top k of these processes to the new dataset.

Three independent experiments, each over a different
set of datasets, show that this approach can effectively ap-
proximate σTRUE . The average correlation between σ and
σTRUE was 0.845, which is far more than the random de-
fault of 0.579 and close to the theoretical optimum of 0.945
(using σTRUE to find the best known dataset).
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Abstract
Local pattern discovery, pattern set formation
and global modeling may be viewed as three con-
secutive steps in a global modeling process. As
each of these three steps have gained an increased
attention in recent years, a great variety of tech-
niques for each step have been proposed, but so
far there has been no systematic comparison of
the possible choices. In this paper, we survey
and evaluate several options for selecting a subset
of class association rules and for combining their
predictions into a global rule model. Our results
confirm that the commonly used Weighted Vot-
ing technique is, indeed, a good choice. We can
also see that pattern set selection does not seem
to have a large impact upon the performance of
the rule ensemble.

1 Introduction
Classification association rule mining is the integration of
the two key rule learning tasks: classification rule mining
and association rule mining. Classification rule mining ex-
tracts a small set of classification rules from the database
and uses them to build an accurate classifier. Most of the
times the rules are generated one-by-one in a separate and
conquer style exploiting the interaction with previous rules
[Fürnkranz, 1999]. On the other hand, in association rule
mining all rules in the databases that satisfy some mini-
mum interestingness constraints (typically minimum sup-
port and confidence) are generated exhaustively and with-
out regard of their interaction with other rules. Additionally
both methods differ in the rules they discover. Classifica-
tion rules have a predetermined target the so called class,
while association rules lack a predetermined target. The
integration of these two mining techniques has been pro-
posed by [Liu et al., 1998] and is done by concentrating on
a specific subset of associations, namely class association
rules (abbreviated CAR), which can be used for classifica-
tion.

Classification association rule mining may be consid-
ered as the prototypical example for the recently proposed
LEGO data mining framework for combining local patterns
into a global model [Crémilleux et al., 2007]. This model
essentially consists of three phases: The local pattern dis-
covery generates all class association rules satisfying pre-
defined constraints (e.g. a minimum support, closeness
etc.). The second phase, the pattern set formation, aims
at selecting an optimal subset of the previously generated
association rules, according to one or more arbitrary se-
lectable heuristics that estimate the usefulness of the subset

for future predictions. In most cases this task is accom-
plished by wrapper or filter approaches. Note that in the
first step only association rules are evaluated independently
of each other, while in the second step entire subsets are
evaluated. In both phases unsupervised or supervised eval-
uation measures can be employed.

Local pattern discovery has gained an increased atten-
tion [Morik et al., 2005] in recent years, resulting in a great
variety of techniques for the generation of frequent local
patterns, or frequent class association rules [Agrawal and
Srikant, 1994; Han et al., 2004]. Each of these implementa-
tions yield essentially the same result, influenced by the de-
fined external constraints (e.g. closeness [Zaki and Hsiao,
2002]). With this in mind we concentrate on the latter two
steps, the pattern set discovery and the global modeling.
The main goal of this paper is an empirical comparison of
different techniques for these steps, which we will briefly
recapitulate in the following sections. We will examine
how respectively two representative of these perform in li-
aison with each other and compare these results with the
performance of each technique if combined with a respec-
tive “neutral” technique for the other step (e.g., selecting
all class association rules, or using all selected patterns for
the prediction).

The paper is organized as follows: Section 2 and Sec-
tion 3 give a short introduction into class association rule
mining, global pattern discovery and the methods we apply.
Section 4 describes the experimental setup and Section 5
presents the results. Our conclusions from these experi-
ments are summarized in Section 6.

2 Class Association Rule Mining
Before we outline the principles of classification associa-
tion rule mining, some notions have to be introduced. Us-
ing terms of both classification and association rule mining,
we explain classification and association rule mining sep-
arately and show how these both techniques are fused for
class association rule mining and what modifications have
to be made.

In classification rule mining, a data set D is a relation
which is defined by a finite set of m distinct attributes
A1, . . . , Am and a set of class labels C, and consists of
n instances. Each attribute Ai belongs to a certain cate-
gory (for our purposes only nominal and numeric ones are
feasible) and therefore has either a finite (a category) or

infinite (a real number) set of possible values aj
i ∈ Ai.

Instances d ∈ D are described by a set of attribute val-
ues (for each attribute) and in our case a single label

(d = (aj1
1 , aj2

2 , . . . , ajm
m , c)). Note that in some cases mul-

tiple labels can be allowed. The body (or premise) of a

87

KDML



Figure 1: The LEGO framework [Crémilleux et al., 2007]

classification rule consists, similar to instances, of values
for a set of mutually exclusive attributes, which form a
condition that has to be met by the example. The head
(or conclusion) of the rule is a single class value, which
will be predicted for an example that satisfies the condi-
tions of the body of the rule. Thus, a rule is an implica-
tion of a conjunction of conditions that imply a class value

(d = (Ak = ajk

1 ∧ Al = aj2
2 · · · → c)). A rule cov-

ers an example if the example meets premise of the rule
which is then called a covering rule. How classification
rules are generated (e.g., separate-and-conquer-rule learn-
ing) and how the covering rules are used together for future
predictions (e.g., decision lists) depends on the employed
rule learning algorithm.

In association rule mining a data set is a set of transac-
tions. Each transaction t ∈ T contains a finite set of items
t ⊆ I , where I is the set of all items and |t| ≥ 1, and has
unique transaction identifier tid ∈ T , where T is the set of
all tids. A set X ⊆ I is called an itemset and a set Y ⊆ T
is called tidset. If an itemset contains exactly k items it is
called k-itemset. For an itemset X , its corresponding tid-
set is denoted as t(X), the set of all tids that contain X as a
subset. Analogous for a tidset Y , we denote its correspond-
ing itemsets i(Y ), the set items common to all the tids in Y .
Note that for an itemset X holds t(X) = ∩x∈Xt(x), and
for a transaction set Y holds i(Y ) = ∩x∈Xt(x). The com-
bination of an itemset X and its tidset is called IT − Pair
and is denoted by X × t(X). An itemset X is closed if
i(t(X)) = X holds. In other words an itemset is closed if
no item can be added to it without reducing the number of
transactions.

An association rule X → Y consists of two itemsets X
and Y . X forms the body or and Y is the head of the rule.
An association rule r has a support s(r) = s in D, if s
percent of the cases in D contain the head X and body Y .
A rule X → y holds in D with confidence c(r) = c if c
percent of the cases that contain the head X also contain
the head Y . Covering is here defined analogous to classi-
fication rule learning. If the support of an association rule
exceeds a minimum support threshold the association rule
is called frequent. Analogous for a minimum confidence
threshold an association rule is called confident. If the dis-
junction X

⋃
Y of the body and head of an association rule

is closed the association rule is also called closed. Note
that the set of all closed frequent itemsets can be used for
the generation of all frequent itemsets and therefore of all
frequent association rules.

Class association rule mining combines classification
and association rule mining. A class association rule (ab-
breviated CAR) r is an association rule of the form X → y,
where X ⊆ I is an itemset, and y ∈ Y a class label. A class
association rule r has a support s(r) = s in D, if s percent
of the cases in D contain X and are labeled with class y.
A rule X → y holds in D with confidence c(r) = c if c
percent of the cases that contain X are labeled with class y.

Classification association rule mining basically consists
of three steps. The first step employs an association rule
mining algorithms that generates frequent itemsets. At best
the algorithm generates only frequent itemsets which can
be used to generate class association rule. If this is not the
case an additional filtering of inappropriate rules has to be
applied before one can proceed to the next step. Obviously
classification data sets are not always viable for associa-
tion rule mining but can be transformed into a association
data set. For example, numeric attributes can be discretized
(e.g., [Fayyad and Irani, 1993]) in advance.

The second step selects the class association rules which
exceed a determined threshold for one or more given
heuristic values. These heuristics can be divided into two
groups. The first group considers only the properties of the
rule alone without regard of other rules (e.g. confidence).
The second group evaluates the usefulness of the rule in
interaction with other rules (e.g., cross entropy). In some
cases the selected rules are sorted descending according to
one or more heuristics. Note that the heuristics for the se-
lection and sorting can differ.

In the last step the selected rules have to be applied
for the classification of examples whose class is unknown.
There are many different approaches on how this is done.
One solution is the decision list. Here all rules are sorted
as above mentioned and only the prediction of the first cov-
ering is used. Other approaches like the combination of
the predictions of all covering rules will be described in the
next section.

3 Survey of Different Options for Class
Association Rule Discovery

The LEGO model for global modeling via local pattern
discovery consists of three phases: the local pattern dis-
covery, pattern set discovery and global modeling. These
task are described separately in the following subsections
considering closed frequent itemsets for the generation of
class association rules explaining some representatives and
the respective technique briefly. For further information
about these steps and their attendant examples we refer to
[Crémilleux et al., 2007]

3.1 Local Pattern Discovery
In this work, we concentrate on association rule mining
[Goethals, 2005] which is both the most basic and popu-
lar representative of local pattern discovery. Restricting us
to frequent itemset clearly leads to a biased result which
misses some aspects of the distribution of items and some
co-occurrences among the associations (e.g., infrequent,
but meaningful rules), but for the purpose of comparison
this will not have a severe consequences.

Itemsets can be considered as local patterns because
items describe only the instances of the database which are
covered by the respective individual pattern. Typically fre-
quent itemset discovery algorithms generate the pattern in
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Table 1: Data sets
Attributes Patterns (Mean)

Data set Instances Nominal Numeric Classes Default Total Confident

Balance-scale 625 0 4 3 46.08 118.3 65.1

Breast-cancer 286 10 0 2 70.28 2726.7 1793.1

Diabetes 768 0 8 2 65.1 563.6 392.7

Glass 214 0 9 7 35.51 208 187.3

Heart-c 303 7 6 5 54.46 12543.8 11981.9

Heart-h 294 7 6 5 63.95 2002.7 1802.8

Heart-statlog 270 0 14 2 55.56 3507.9 2485.3

Iris 150 0 4 3 33.33 31.1 27.6

Labor 57 8 8 2 64.91 370.8 347.4

Zoo 101 16 1 7 40.59 213.9 213.9

a exhaustive, top-down and level-wise search. Most of the
times the set of discovered itemsets is returned in a com-
pressed, but complete and reconstructable representation
by using elaborate data structures [Han et al., 2004] or by
exploiting specific characteristics [Zaki and Hsiao, 2002].

For our experiments we chose the local pattern discov-
ery algorithm CHARM [Zaki and Hsiao, 2002] which is
an effective algorithm for the enumeration of closed fre-
quent itemsets. Not going into detail, CHARM employs
several innovative ideas which include using a novel tree-
like search space capable of the simultaneous exploration
of the itemset and the transaction space, utilizing a hybrid
search that skips many levels in the tree structure and a
hash-based closeness checking. For further details we refer
to [Zaki and Hsiao, 2002] which provides a survey of this
specific type of global pattern discovery.

Note that the first phase of class association rule discov-
ery may also be considered as subgroup discovery [Wrobel,
1997; Klösgen, 2002].

3.2 Pattern Set Discovery
The local pattern discovery phase generates patterns which
are chosen on the basis of their individual properties and
performance. In practice, the resulting sets of local patterns
are large and show potentially high levels of redundancy
among the patterns. These two properties can be deroga-
tory to various applications. A manual inspection of local
patterns is only feasible for a small, manageable amount
of patterns. Additionally high redundancy can hinder the
performance of many, often redundant, features. Aiming to
alleviate this issues the pattern set discovery tries to reduce
the redundancy by selecting only a subset of patterns from
the initial large pattern set.

Several approaches have been proposed to reduce the
number of local patterns without regard of their future use.
Recent examples include constraint-based pattern set min-
ing [De Raedt and Zimmermann, 2007] and pattern teams
[Knobbe and Ho, 2006a; 2006b]. Both approaches assume
that the syntactic structure of the individual patterns is irrel-
evant at this stage, and that patterns can be fully character-
ized by a binary feature that determines for each example
whether it is covered by the pattern or not. For further de-
tails on these or alternate approaches we refer to the just
mentioned papers and to [Zaki and Hsiao, 2002]

For this work we will consider four representatives of
pattern set discovery. The first and most simple one is
not obviously a pattern set discovery, as it selects simply
all previously generated patterns for the global modeling.
Therefore this ”all selector” can be considered as the neu-
tral counterpart to the global modeling techniques. The sec-
ond one is a confidence filter which selects all items or class
association rules whose confidence exceeds a given mini-
mum confidence threshold.

The other two pattern set discovery heuristics, joint en-
tropy and exclusive coverage, are taken from [Knobbe and
Ho, 2006b] considering the implementation suggestion in
[Knobbe and Ho, 2006a]. For both heuristics we employed
a greedy wrapper selecting sequentially the patterns which
yields the highest reward for the given heuristic until a pre-
determined size for the pattern set has been achieved. Note
that both heuristics are unsupervised.

Joint entropy has been proposed for maximally informa-
tive k-itemsets (abbr. miki) [Knobbe and Ho, 2006a] but
can also be applied to the pattern set discovery task. Essen-
tially all patterns are treated as binary features so that the
joint entropy for each pattern set is equal to the joint en-
tropy of its features. The entropy measures the uniformity
of the distribution of instances over different contingencies
(by what patterns a instance is covered).

Exclusive coverage tries to reduce the amount of over-
lap between patterns. So pattern sets are favored if many
instances are covered only by a single pattern. Essentially
exclusive coverage counts the coverage that is exclusive for
each pattern.

3.3 Global Modeling
There are many choices for global modeling algorithms
that are based on pattern sets or sets of class association
rules. Essentially, any induction algorithm can be used at
this point. However, our primary focus are rule learning
methods, so we confine ourselves to methods that consider
the entire pattern set as a rule theory, and try to combine
the predictions of the individual rules.

In particular, we consider two groups of techniques: The
first group are voting methods which use the predictions of
all rules that cover an example as votes for the final predic-
tion. The vote of a single rule can be weighted based on
its heuristic value or on the ranking of all rules according
to their heuristic value. The second group are probabilis-
tic methods which use estimated probabilities as the final
prediction. In both cases, we estimate the value of a rule
with the commonly used Laplace-corrected precision, as
discussed above.

Voting Methods
Common ground of all voting methods is, as the name sug-
gests, the interpretation of individual predictions as votes
for the corresponding class. Different voting methods dif-
fer in the weights they assign to a vote of a rule. So, essen-
tially, the classification works as follows:

arg maxci∈C

∑
r∈Rci

weight(r),

where Rci
is the set of Rules covering the example and

predicting class ci (e.g. A1 = aj
1 ∧ A2 = ak

2 · · · → ci).
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Table 2: All Patterns: Accuracy
BR V WV LV IV BD

Data set Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev

Balance-s. 70.88 7.33 73.30 6.41 75.51 6.06 8.95 3.34 8.00 1.49 60.49 6.21

Breast-c. 70.32 9.40 70.30 6.76 74.14 6.91 29.69 6.88 29.35 6.69 70.31 6.88

Diabetes 74.35 7.28 75.13 7.09 74.35 5.88 42.31 9.36 29.82 7.98 73.44 5.20

Glass 55.24 10.85 52.84 9.74 58.59 12.00 39.44 15.21 16.54 12.81 58.42 14.24

Heart-c 83.15 7.41 78.85 5.34 83.82 6.38 53.47 8.96 17.48 8.57 74.56 6.36

Heart-h 63.59 30.12 66.1 26.23 69.08 29.10 30.18 22.28 22.33 20.37 78.70 21.54

Heart-s. 80.37 7.42 81.11 7.50 83.70 6.10 40.37 7.50 16.30 5.58 74.44 5.64

Iris 86.67 17.21 82.67 21.82 91.33 10.91 81.33 21.03 53.33 31.47 58.00 46.83

Labor 75.67 24.14 67.00 31.83 67.00 31.83 67.00 30.85 29.33 17.76 81.33 19.95

Zoo 92.00 11.35 93.00 10.59 92.00 11.35 90.00 10.54 87.00 14.94 90.00 10.54

Mean 75.22 13.25 74.03 13.33 76.95 12.65 48.27 13.60 30.95 12.77 71.97 14.34

The weight of the rule weight(r) depends on the chosen
voting method.

The first representative Best Rule (abbrev. BR) consid-
ers only the best rule which covers the example to pre-
dicted. At first sight BR does not seem to be a voting
method but it is possible to choose voting weights that sim-
ulate its behavior (by ordering the rules according to their
quality and using exponentially decaying weights). Essen-
tially, this method corresponds to using a decision list in
which the rules are sorted according to their weight.

The next representatives are Unweighted and Weighted
Voting (abbrev. V and WV accordingly). These methods
have in common that they use the weights of all covering
rules. V assigns a weight of one to all covering rules, es-
sentially this can be considered as the counting of covering
rules separately for each class. WV uses the Laplace value
(which will described at the end of this section) of each rule
as its weight, so basically the laplacian weights are counted
for each class.

weightV (r) = 1 weightWV (r) = Laplace(r)

The last two methods Linear Weighted Voting (LV) and
Inverse Weighted Voting (IV) [Mutter, 2004] differ from V
and WV as they do not use the Laplace value Laplace(r)
but the ranking for the weighting of a rule r. So each rule
r obtains a rank rank(r) according to the Laplace sorting.
The ranks are represented by integers beginning with one
for the best rule and ending with total number of rules for
the worst (rankmax).

weightLV = 1 − rank(r)
rankmax + 1

weightIV =
1

rank(r)
Bayesian Decoding
The Bayesian Decoding (abbrev. BD) is a probabilistic
approach to estimate the class of an example on the basis
of the rules by which it is covered. Contrary to the previous
voting method a rule influences directly the outcome not
only for the class it predicts but also for all classes of the
data set.

The goal of this method is the estimation of the probabil-
ity of a class ci under the observation of the conjunction of
the rules R = R1 ∧ R2 ∧ · · · ∧ Rs that cover the example,
namely Pr(ci|R),and the prediction of the most probable
class.

arg maxci∈C Pr(ci|R)
This probability can be translated in a determinable form

by applying the Bayes theorem. This leads to the following
formula:

Pr(ci|R) =
Pr(R|ci)
Pr(R)

As the denominator Pr(R1∧R2∧· · ·∧Rs) does not affect
the relative order of the estimated probabilities it can be

ignored. If we additionally assume that the observation of
one of the Rules Rj is (class-conditionally) independent
of the occurrence of the other we can make the following
naı̈ve assumption:

Pr(R|ci) = Pr(R1 ∧ R2 ∧ · · · ∧ Rs|ci) =
s∏

k=1

Pr(Rk|ci)

Finally the classification works as follows:

arg maxci∈C Pr(ci) ·
s∏

k=1

Pr(Rk|ci)

It remains to be explained how these probabilities can
be estimated. Pr(ci) can be estimated simply by count-
ing the training examples belonging to class ci and divid-
ing this number by the total number of training examples.
Pr(Rk|ci) can be estimated quite similarly, and simultane-
ously for all classes ci ∈ C. First, we determine the number
of training examples that are covered by the rule Rk sepa-
rately for each class and divide these numbers by their sum.
It is possible that some rules do not cover examples of some
classes, leading to a probability of zero for these classes as
a single zero probability will yield to a product of zero. To
avoid this problem, we apply the Laplace correction to the
estimated probabilities:

Laplace(r) =
pi + 1∑
pi + |C|

where pi is the number of covered examples that are of
class ci. Essentially, this means that the counting covered
examples for each class does not start at 0, but starts at 1.
So the number of examples that are covered by the rule Rk

is increased by one for each class, increasing the total sum
by |C|, the total number of classes.

4 Experimental Setup
In the local pattern discovery phase, we used CHARM for
the discovery of closed frequent itemsets. As all different
closed frequent itemset discovery methods yield the same
result and do only differ in their performance, we chose the
state-of-the-art algorithm CHARM [Zaki and Hsiao, 2002]

which features both a good time and space performance.
CHARM was adapted to multi-class rule induction as

follows: Each itemset holds the absolute support (as a list
of all examples containing the itemset) for each class of the
data set. CHARM was altered to manage this kind of item-
sets in the same way as handling the unsupervised itemsets
it was designed for. With this modifications we could apply
CHARM to the data of each class (referred as a segment)
operating on the data of the respective class normally but
also updating the supports for all other classes. Afterwards,
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Table 3: Confident Patterns: Accuracy
BR V WV LV IV BD

Data set Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev

Balance-s. 70.88 7.33 71.70 7.93 73.28 7.26 68.49 8.74 50.62 23.50 70.57 70.31

Breast-c. 69.96 8.80 74.50 7.92 74.50 7.92 74.86 7.66 74.86 7.17 70.57 9.00

Diabetes 74.35 7.28 71.09 6.30 72.13 5.91 68.22 6.46 67.58 6.93 73.31 5.09

Glass 55.24 10.85 52.40 9.29 58.59 11.13 44.98 13.73 34.63 11.67 63.79 16.98

Heart-c 83.15 7.41 83.16 5.32 83.82 6.38 73.25 6.25 22.43 5.76 74.23 6.52

Heart-h 63.59 30.12 68.40 29.01 69.43 28.80 50.57 23.85 22.32 17.68 61.78 47.10

Heart-s. 80.37 7.42 82.22 6.25 82.96 6.34 81.11 6.86 72.59 9.27 75.19 4.64

Iris 86.67 17.21 86.00 15.53 91.33 10.91 86.67 13.70 70.00 29.19 55.33 41.70

Labor 75.67 24.14 68.67 33.19 68.67 33.19 67.00 29.83 68.67 31.28 84.33 14.74

Zoo 92.00 11.35 93.00 10.59 92.00 11.35 90.00 10.54 87.00 14.94 90.00 10.54

Mean 75.19 13.19 75.11 13.13 76.67 12.92 70.52 12.76 57.07 15.74 71.91 22.66

we combined the results of each segment into a single set of
closed class association rules, merging (if necessary) rules
which are closed for different classes. For each segment the
minimum support was adjusted to 3% of its size. Addition-
ally we required that the respective itemset must contain at
least 2 instances. Note that the first phase has only to be
computed once, the results one obtains can be stored for
later use.

For the second phase, we implemented the pattern set
discovery algorithms we described briefly above, selecting
either all patterns, only those whose confidence meets some
confidence threshold, or wrapping a pattern set with joint
entropy or exclusive coverage. As the minimum confidence
should depend on the number of the classes each data set
contains and should preferably be significant but not too
restrictive, we set the minimum confidence to the recipro-
cal value of the number of classes. Thus, for most of the
data set we obtained different minimum thresholds. For the
wrapper approaches decided to use rather small pattern sets
consisting of 25 patterns. As in the first phase the results of
phase 2 can be stored for future use.

We implemented the global modeling techniques
(BR,V ,WV ,IV ,LV ,BD) described in the previous sec-
tion for the third phase. Analogous to the second phase the
unweighted voting can be considered the neutral method
for the third phase as it uses the unweighted and unbiased
information of each class association rule.

In all phases, we used the following rule properties for
tie breaking (in descending order of relevance): the heuris-
tic value (Laplace), the number of correctly predicted ex-
amples, the number of examples of the predicted class, and
the size of the rule. If these criteria did not discriminate
between two rules, we chose one of them at random.

For the evaluation of the resulting classifiers we em-
ployed a stratified ten-fold cross validation using the mean
value and standard deviation of the accuracies obtained for
comparison.

For our experiments we used data sets of the UCI repos-
itory. These data sets were chosen for a great variety of
the number of instances and classes, and of different ratios
between numerical and nominal attributes. For our exper-
iments numerical attributes have been discretized [Fayyad
and Irani, 1993] separately for each cross validation fold
using only the information contained in its training data.
Missing (numerical and nominal) attribute values were ig-
nored. The statistical properties of the used data sets are
displayed in Table 1 which contains the number of classes,
instances, attributes (separate for numerical and nominal
attributes) and the percentage of instances belonging to the
most represented class. Additionally, it includes the mean
of the number of all patterns and respectively of the confi-
dent patterns we obtained in our experiments.

5 Results
In this section, we present the results of our experimen-
tal study, organized by different pattern set selection tech-
niques.

5.1 Selecting All Patterns
First we will have a look at the results that we obtained
by applying the above-mentioned aggregation techniques
to all generated patterns (see Table 2). For the evaluation
of the results we used the Friedman test with a post-hoc
Nemenyi test if necessary as proposed in [Demsar, 2006].
The significance level was set to 95% for both tests. The
Friedman test showed that the employed techniques are not
equivalent. The corresponding Nemenyi test is depicted in
a CD chart (see Figure 2).

Regarding the chart we can identify three groups of
methods whose members do not differ significantly. The
best group consists of the methods WV, BR, V, and BD.
The remaining the methods IV and LV belong to the worst
group. The third group overlaps with both groups, but con-
tains only one member of the worst group. So we disregard
the third group and consider only the best and worst group
for our comparisons.

The first observation we make is that the methods BR,
V, WV, and BD are not significantly different, although the
method WV outperforms the other in most cases. Addition-
ally, all four methods significantly outperform the methods
IV and LV which are not significantly different.

So we come to the conclusion that the group of methods
BR, V, WV, and BD perform best, whereby the method WV
is the best choice. The other methods are in descending
order of performance are LV and IV.

6 5 4 3 2 1

IV

LV

BD

WV

BR

V

CD

Figure 2: All patterns: CD chart

5.2 Selecting only Confident Patterns
Next we will evaluate the results that we obtained employ-
ing only the confident patterns (see Table 3 and Figure 3).
For the evaluation of the results we used the Friedman test
with a Nemenyi test as described above.

This time, we can identify two groups of methods. The
first group consisting of BR, V, and WV is the best group
and is significantly better than the second group compro-
mising the method IV. We cannot tell to which one of these
groups the methods BD and LV belong. Nevertheless the
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Table 4: Joint Entropy: Accuracy
BR V WV LV IV BD

Data Set Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev Mean Dev

Balance-Scale 43.49 15.47 54.37 22.96 44.44 16.27 18.48 16.18 9.61 5.34 49.13 12.02

Breast-Cancer 68.58 7.47 68.20 8.60 67.51 8.68 47.80 12.54 47.41 12.91 68.58 7.47

Diabetes 67.83 6.58 64.59 8.15 68.23 6.17 42.46 8.97 39.21 7.58 66.66 6.99

Glass 50.54 16.38 44.00 14.35 49.13 14.59 33.81 14.82 19.37 15.22 49.55 12.71

Heart-C 63.92 14.36 61.00 12.30 64.25 14.89 38.96 12.78 36.66 14.09 60.32 11.41

Heart-H 72.17 30.67 58.97 37.88 74.62 25.46 28.49 28.80 29.92 31.12 79.72 20.96

Heart-Statlog 73.70 9.15 68.89 10.06 75.56 9.11 38.15 23.75 35.93 18.73 69.63 11.15

Iris 90.00 12.67 80.67 25.81 92.00 9.32 80.67 22.32 56.67 33.00 60.00 40.86

Labor 75.33 34.75 70.33 32.56 73.67 73.67 68.67 31.28 70.33 31.60 80.33 33.39

Zoo 48.27 23.77 48.27 23.77 48.27 23.77 48.27 23.77 48.27 23.77 48.27 23.77

Mean 65.38 17.13 61.93 19.64 65.77 20.19 44.58 19.52 39.34 19.34 63.22 18.07

method WV is the best representative of the better group
and so the best choice for this scenario.

So the conclusions of these experiments are very simi-
lar to the previous ones. The group of the methods BR, V,
and WV has the best performance. As before the best rep-
resentative is the method WV. The (descending) order of
performance remains unchanged: BD, LV and IV.

If we compare the results using all patterns and confi-
dent patterns respectively one can see that these depend
strongly on the employed global modeling methods. There
is a marginal decrease in performance for BR, WV and BD
if we use only confident patterns and a marginal improve-
ment respectively for the method V. The method IV and
LV benefit from confident patterns by an improvement of
22,3% and 26,1% in the mean.
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Figure 3: Confident patterns: CD chart

5.3 Selection by Joint Entropy
Next we will investigate the results obtained by using joint
entropy for pattern set discovery (see Table 4 and Fig-
ure 5). Like in the previous experiments the methods BR,
V, and WV do not differ significantly, WV dominates this
group slightly. This time BD is definitely comparable to
these methods. The methods IV and LV have equal perfor-
mances. They are significantly worse than the methods BR
and BD but they are comparable to V and in the case of LV
to BD.

Using joint entropy decreases the accuracy of all meth-
ods by about 10% to 15%, but in the light of the small num-
ber of patterns chosen the results are not as bad as it might
seem as it shows that the quantity is less import than the
quality of patterns.
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Figure 4: Joint Entropy: CD chart

5.4 Selection by Exclusive Coverage
Our last experiment considered the exclusive coverage for
global modeling (see Table 5 and Figure 5). As in the ex-

periment using joint entropy the methods BR, V, WV, and
BD are comparable, though this time BR and BD dominate
the group. In the mean BR has the higher accuracy, but BD
has the higher number of wins. Additionally all methods
are significantly better than the methods LV and IV. The
only exceptions are V and WV which are comparable to
LV.
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Figure 5: Exclusive Coverage: CD chart

6 Conclusions
In this paper, we separated class association rule mining
into three different steps: local pattern discovery, pattern
set discovery and global modeling. As there are several
exchangeable methods for each of these steps, we briefly
surveyed some of the more popular techniques, and exper-
imentally compared these different options.

For our experiments we extended the closed frequent
itemset mining algorithm mining CHARM and adapted it
for application to class association rule mining for multi-
class problems. Hereby we obtained sets of closed associ-
ation rules which were additionally filtered by a class-wise
minimum confidence threshold or wrapped using joint en-
tropy or exclusive coverage. These rules were then filtered
using confidence or joint entropy. The resulting pattern sets
were then combined with voting methods and a Bayesian
approach.

In our experiments the methods Best Rule, Voting,
Weighted Voting, and Bayesian Decoding were outper-
forming all other methods. Weighted Voting was in most
of the cases slightly better than the others, and we con-
sider it the best choice. Interestingly, these methods did not
profit of the filtering of confident patterns or of the wrap-
ping using joint entropy. Only the Bayes Decoding and the
remaining methods Inverse Voting, and Linear Voting saw
some improvement through these constraints.
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Abstract
With increasing complexity of manufacturing
processes, the volume of data that has to be eval-
uated rises accordingly. The complexity and data
volume make any kind of manual data analysis
infeasable. At this point, data mining techniques
become interesting. The application of current
techniques is of complex nature because most of
the data is captured by sensor measurement tools.
Therefore, every measured value contains a spe-
cific error. In this paper, we propose an error-
aware extension of the density-based algorithm
DBSCAN. Furthermore, we discuss some qual-
ity measures that could be utilized for further
interpretations of the determined clustering re-
sults. Additionally, we introduce the concept of
pre-analysis during a necessary data integration
step for the proposed algorithm. With this con-
cept, the runtime of the error-aware clustering al-
gorithm can be optimized and the integration of
data mining in the overall software landscape can
be promoted further .

1 Introduction
The impact of data analysis within the area of manufac-
turing processes is gaining in importance. To achieve the
goals of enhanced processstabilityand highquality of the fi-
nal products, advanced data analysis techniques must be
incorporated into product engineering. Important repre-
sentatives are manufacturing processes for the mask pro-
duction as described in [Habich et al., 2007]. In general,
manufacturing processes are characterized by a number of
different steps that are necessary before the final product
can be delivered to the customers; during these variouse
processes different tools are involved. While the overall
process in the manufacturing field can be easily modeled,
many influencing factors exist that effect the fine-grained
parameterization of the tools and the manufacturing pro-
cess. Typically, a base product can be manufactured with a
high yield and process performance. To produce customer-
specific products, the base product needs to be modified to
fit new customer requirements. With an increasing number
of customers and globalization, more diverse customer re-
quirements emerge. To create a sufficient customer-specific
manufacturing process, control circuits as depicted in Fig-
ure 1 are gaining more and more importance.

During the execution of manufacturing processes, each
single step is monitored and the captured data is stored
within a data warehouse. In the following step, the data

Figure 1: Typical control loop as found in the field of man-
ufacturing process

is analyzed and the result is used to influence further man-
ufacturing processes. This methodology, called Advanced
Process Control (APC), is applied in many fields of high-
tech manufacturing. A typical area for our purposes is the
manufacturing of photo masks and the production of mi-
crochips. The captured values are imprecise measurement
values due to physical effects occuring during the process
of measurement. Every measurement contains systematic
and statistical errors. While the causes of systematical er-
rors are known and can be compensated, statistical errors
cannot be compensated and hence they are the root cause
of measurement uncertainty. Systematic errors are, e.g.,
tool drifts over time, i.e. the measurement process drifts
at a specific speed. This can arise from expendable items
in the tool. With regular recalibration of the tool, the drift
offset can be determined and hence, it can be compensated
for non-calibrated measurements. Statistical errors arise,
e.g., from fluctuations in temperature or air pressure. These
factors might be known to affect the measurement but the
extent to which they do that is unknown and too complex
to be modeled in a production environment. Since these
measurements are key indicators for the performance of the
production process, this data must be taken into considera-
tion even with its uncertainty.

While customer-specific products introduce new mini-
mal process parameter adjustments compared to the base
product, cross-customer learning is necessary within this
area. Different customers might have fine-grained prod-
uct requirements that might show similarities to other cus-
tomer requirements. To determine equivalence groups be-
tween customer requirements and the effects of the require-
ments on the production process, the method of data clus-
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tering is used. Clustering algorithms create partitions of
data based on different measures as specified by the algo-
rithms. While the determination of equivalence groups is
important the timely availability of the results is also very
significant; this is particularly true when products need to
be shipped to the customer within a specified time. Hence
efficient algorithms and methods are invaluable.

Our Contribution:
In this paper, we introduce our error-aware density-based
clustering approach for the above described application.
This main approach consists of two techniques. First, we
present an extension of DBSCAN. Second, we use clus-
tering aggregation to determine a global partitioning result.
As an extension of the paper of [Habich et al., 2007], we in-
troduce the concept of pre-analysis during the always nec-
essary data integration process as depicted in Figure 1. The
aim of this pre-analysis step is to optimize the application
of the clustering algorithm within the considered applica-
tion area. Within this pre-analysis step, we use data stream-
ing clustering algorithms. Results of this pre-analysis can
be used for the parameterization of subsequent data analy-
sis steps.

Outline:
The paper is structured as follows: In the next section, we
review our error-aware density-based clustering algorithm,
which is similar to the description done in [Habich et al.,
2007]. The novel pre-analysis concept for the given cluster-
ing algorithm is proposed in Section 3. A more exhaustive
evaluation as done in [Habich et al., 2007] is presented in
Section 4 including a review of related work. The paper
closes with a conclusion.

2 Clustering of Uncertain Data
In this section, we present our error-aware density-based
clustering approach. We start with a formal specification
of the clustering problematic of uncertain data in Section
2.1. In the following section (Section 2.2), we propose
our error-aware extension of DBSCAN as a first technique
of our approach. The second technique—the clustering
aggregation—is described in Section 2.3.

2.1 Problem Specification
The specific application scenario for the clustering is char-
acterized by the following aspect: Each data object O is
represented by a number of n different captured sensor val-
ues Si (1 ≤ i ≤ n) including some error or uncertain range.
As a result, a data object is described not only by one sin-
gle feature vector as an n-dimensional data point but by an
n-dimensional region in which all points within this region
equally likely represent the object (Figure 2). In the on-
going description, we denote the n-dimensional region as
data region. More formally, a data object O is described by
the following vector:

O = {S1, . . . , Sn, E1, . . . , En}, (1)

where n represents the number of captured sensor values.
S1, . . . , Sn are the measured sensor values and each Ei

(1 ≤ i ≤ n) represents a complex function as error quan-
tification for each sensor value. These error functions de-
pend on several factors. Moreover, these error functions
may be independent of or dependent on several measured
sensor values. Figure 2(b) shows data objects where the

Figure 2: Representation of Data Objects

error functions are independent from each other, and there-
fore, the shapes of the data regions are hypercubes. How-
ever, shapes of the data regions may be arbitrary. Within
the data region, we assume that each possible data point
represents the data object with the same probability.

The starting point is now a data set D = {O1, . . . , Om}
containing a number of m different data objects Oj . The
goal of the clustering task is to determine groups of sim-
ilar data objects represented by data regions. However,
all well-known distance functions, like the Euclidean or
maximum-distance functions, require n-dimensional data
points. These distance functions idealize the data and do
not take the uncertainty into account. To analyze the im-
pact of imprecise measurement values on the clustering re-
sult with a traditional approach, we conducted a number of
experiments. In these experiments, we observed the fol-
lowing four effects: (i) clusters may split, (ii) clusters may
merge, (iii) data points may jump from one cluster to an-
other, and (iv) data points may fall out of or fall into a
cluster.

For the conducted experiments, we generated a synthetic
two-dimensional data set containing 5 clusters with a Gaus-
sian distribution around the centroids and 100, 000 data
points in total. As illustrated in Figure 3(a), four smaller
clusters are arranged as satellites around a center cluster.
Furthermore, we defined an uncertainty for each dimension
(±1 units as maximum error). From this original data set,
a number of different data sets were derived by changing
the position of the data point within the data region spec-
ified by the uncertainty. To investigate the uncertainty in
detail, each derived data set includes only points that are
moved by a certain percentage smaller than 100 percent of
the allowed maximum. Then, each data set was clustered
with DBSCAN, whereas the values of MinPts and ε were
determined using the proposed heuristic from [Ester et al.,
1996a].

In the first experiment series, the four satellite clusters
are very close to the center cluster in the original data set, so
that the resulting data regions according to the specified er-
ror range functions highly overlap. As we can see in Figure
3(b), the higher the percentage of the allowed maximum by
which the points are randomly moved, the more the cluster-
ing results differ from the clustering result of the original
data sets. The differences between two results are deter-
mined by measuring the disagreement between two clus-
terings C and C ′ as a pair of data points (v, u), such that
C places them in the same cluster, while C ′ places them
in a different cluster, or vice versa (according to [Gionis et
al., 2005]). The graph runs asymptotically against a fixed
number because some pairs of data points do not change
their behavior (always or never grouped together).

In the second experiment series, the four satellite clusters
are more remote from the center cluster. As we can see in
Figure 3(c), smaller uncertainty has less significant impact
on the clustering results than in the first experiment series.

95

KDML



(a) Data Set (b) Satellites dense to Center Cluster (c) Satellites more remote from
Center Cluster

Figure 3: Evaluation of Impact of Uncertainty

Figure 4: Min-Max Distances between P and Q (two-
dimensional example)

The impact increases with increasing uncertainty (higher
percentage). Again, the graph runs asymptotically against
a fixed number. To summarize, the presented experiment
indicates that the consideration of error information in the
clustering task could lead to very different clustering results
with traditional clustering algorithms.

2.2 Error-Aware Extension of DBSCAN
In this section, we present our error-aware extension of the
density-based clustering approach DBSCAN [Ester et al.,
1996a]. As already outlined, our starting data set D con-
sists of m data objects {O1, . . . , Om}. Rather than describ-
ing each object Oi (1 ≤ i ≤ m) by one single vector as
an n-dimensional data point, we use an n-dimensional re-
gion (data region) in which all points within this region are
equally likely to represent the object.

In order to be able to apply clustering algorithms to
such data regions, a distance model is required. In case
of data regions, we are always able to determine two ex-
treme distance values between two data regions P and Q:
a minimum distance dmin(P,Q) and a maximum distance
dmax(P,Q). Figure 4 illustrates the two distance measures
with an example. These two measures are only extremes
with regard to two data objects. If the two data regions
intersect each other, the minimum distance is equal to zero.

Fundamentally, the computation of the maximum dis-
tance and the minimum distance between two data objects
described by n-dimensional data regions of arbitrary shape
is not trivial. In our approach, we assume that we can ap-
proximate these measures either with a minimal bounding
rectangle (MBR) technique or via object sampling. Object
sampling is a common method in the computer graphics
field. A sample frequency defines the density for the sur-
face of data regions. The knots of the resulting meshes on
the objects are used to calculate the distances.

This distance model is now the foundation of our
error-aware DBSCAN clustering approach (DBSCANEA).

Moreover, our DBSCANEA approach is a seamless exten-
sion of the original DBSCAN [Ester et al., 1996a] approach
to process uncertain data. In a first step, DBSCAN checks
the ε-neighborhood of each data point in the database. If
the ε-neighborhood Nε(o) of a point o contains more than
MinPts elements, the data point o is a so-called core data
point. In our approach, we define a (ε, λ)-neighborhood of
a data region P as follows:

Definition 1 ((ε, λ)-neighborhood of a data region)
The (ε, λ)-neighborhood of a data region P , denoted by
N(ε,λ)(P ), is defined by

N(ε,λ) = {Q ∈ D|dist(P,Q) ≤ ε} (2)

with

dist(P,Q) = (1 − λ) ∗ dmax(P,Q) + λ ∗ dmin(P,Q) (3)

This (ε, λ)-neighborhood definition is of complex nature
and introduces a novel correlation parameter λ. Due to
our distance model, we have two extreme distance mea-
sures dmax(P,Q) and dmin(P,Q) between two data re-
gions P and Q. The first measure can be seen as a pes-
simistic distance, while the second measure is a very op-
timistic distance measure for the similarity of two consid-
ered data regions. In general, each value in the range of
[distmin(P,Q), distmax(P,Q)] is also a possible similar-
ity measure. Therefore, our newly introduced parameter λ
enables users to specify a correlation factor to be used in
the determination of the similarity.

Definition 2 (correlation factor λ) The correlation fac-
tor, denoted by λ, is defined as {λ ∈ �|0 < λ < 1}. In this
way, a correlation factor of λ = 1 corresponds to a high
(optimistic) correlation between two data regions, while a
correlation factor of λ = 0 signifies a low (pessimistic)
approach.

The idea behind this correlation factor is to give users a
specialized factor they can easily use to adjust the analy-
sis to their requirements. Furthermore, the complexity of
DBSCANEA is similar to the orginal DBSCAN approach.
The remaining definitions for the density-based clustering
are as follows:

Definition 3 (directly density-reachable) A data region
Q is directly density-reachable from a data region P with
respect to ε, λ and MinPts if

1. Q ∈ Nε,λ(P ), and

2. |Nε,λ(P )| > MinPts (core data region condition).
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Figure 5: Clustering Results with Different Values for λ

Definition 4 (density-reachable) A data region Q is
density-reachable from a data region P with respect to ε, λ
and MinPts if there is a chain of data regions Q1, . . . , Qk

such that Q1 = P and Qk = Q and Qi+1 is directly
density-reachable from Qi for 1 ≤ i ≤ k.

Definition 5 (density-connected) A data region Q is
density-connected to a data region P with respect to ε, λ
and MinPts if there is a data region R such that both Q
and P are density-reachable from R with respect to ε, λ
and MinPts.

Definition 6 (density-based cluster region) Let D be a
database of data regions. A cluster region CR in D with
respect to ε, λ and MinPts is a non-empty subset of D
satisfying the following conditions:

1. ∀P,Q ∈ D: if P ∈ CR and Q is density reachable
from P with respect to ε, λ and MinPts, then Q ∈
CR

2. ∀P,Q ∈ CR: P is density-connected to Q with re-
spect to ε, λ and MinPts.

Definition 7 (noise) Let CR1, . . . , CRk be the clusters of
the data set D with respect to ε, MinPts, and λ. Then we
define the noise as the set of data regions in the data set D
that do not belong to any cluster CRi:

noise = {P ∈ D|∀i(1 ≤ i ≤ k) : P /∈ CRi} (4)

Figure 5 depicts example results of our clustering with
four different values for the correlation factor λ. The er-
ror model was created as a hypercube (symmetric errors
for all dimensions). With an increasing correlation factor
(pessimistic to optimistic), the satellites around C2 (see
Figure5a) in the investigated data set turn into their own
clusters. Since the satellites represent major biasing effects
during a measurement, the clusters make sense. On the
other hand, a drift is recognized as a cluster C1 (see Figure
5(a,b)) with a correlation factor of 0 − 0.50. Beyond this
range, the drift splits into two clusters C1 and C4 (see Fig-
ure 5(c,d)). The parameters ε and MinPts are determined
according to the proposed heuristic in [Ester et al., 1996a].

2.3 Quality Measures
Our presented DBSCANEA algorithm has three input pa-
rameters: ε, MinPts, and λ. That means the clustering re-
sult depends on those parameters. In this section, we want
to explore the λ parameter in more detail.

Using the λ parameter, users are able to define the simi-
larity correlation between data regions used in the cluster-
ing. Therefore, this parameter has a strong impact on the
clustering result. On the other hand, the λ parameter allows
to derive further means of quality measures of clusters: the
cluster stability and the similarity measure.

Figure 6: Similarity Graph

Cluster Stability
In Section 2.1, we showed that data points change their
cluster association when we directly add error values to the
points within the error range. As a coarse-grained effect,
merging and splitting of clusters occur. The same effects
are observable in the clustering of data regions using our
DBSCANEA approach with different values of λ.

The cluster stability (CS) is a quality measure for clus-
ters determining the range of correlation factors in which
the cluster is stable. To calculate CS, our clustering al-
gorithm is repeatedly applied to on the data set. Every
time the algorithm is applied, the correlation factor λ is
increased by a constant factor �λ until the maximal corre-
lation factor λ = 1 is reached. For the first application of
the algorithm, the correlation factor is either set to an initial
value specified by the user or to zero. After each iteration,
the resulting cluster association is compared to the associ-
ation of the previous run with a lower correlation factor.
Two clusters are equal if the difference in the associated
data regions is not larger than δλ with respect to the total
number of data regions in the larger cluster.

In general, the interpretation of the cluster stability mea-
sure specifies the degree of robustness of the extracted clus-
ters with respect to the maximum error of the data.

Similarity Measure
Aside from cluster stability, we are able to determine a spe-
cific similarity measure between data regions. This quality
measure determines how close two data regions are asso-
ciated with each other in the clustering. To compute this
specific similarity measure, our proposed DBSCANEA

method is applied several times. With every new appli-
cation, the correlation factor λ is decreased by a constant
factor �λ from the maximum value λ = 1 to the mimi-
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Figure 7: Extended Error-Aware Clustering Approach

mum value λ = 0. The similarity measure between two
data regions P and Q is computed as follows:

1. During each application of the clustering algorithm,
we compute a local similarity measure. If both data
regions, P and Q, are in the same cluster for the cur-
rently considered correlation factor λ, the local simi-

larity LS is equal to (�λ)(1−λ). The smaller the cor-
relation factor λ (more optimistically), the higher the
local similarity. If the two data regions do not belong
to the same cluster, the local similarity is set to zero.

2. The global similarity between P and Q is the sum of
all local similarity values with respect to P and Q.
The higher the sum of the local similarity values, the
higher the similarity of the two data regions. The ad-
vantage of this global similarity measure is that this
measure is computed across several clustering results
considering the uncertainty in different ways.

Now, we are able to assign each pair of data regions
a global similarity measure. The higher the value, the
more similar the data regions are. At this point, we can
construct a graph as illustrated in Figure 6. Each ver-
tex of the graph represents a data object (data region) of
the data set. The weight of the edge (O1, O2) is the spe-
cific similarity between objects O1 and O2. Using algo-
rithms from the correlation clustering [Bansal et al., 2002]

or clustering aggregation area [Gionis et al., 2005; 2007;
Habich et al., 2006], a global clustering result based on
this similarity graph can be computed.

The advantage of the overall extended error-aware ap-
proach (see Figure 7) is that each uncertain data set is in-
vestigated with several local DBSCANEA algorithms con-
sidering the uncertainty in different ways. These local in-
formation are aggregated together to determine a global re-
sult.

3 Pre-Analysis Concepts
In this section, we illustrate how the application of pre-
analysis during the integration process can enhance the per-
formance of the data analysis. Within a production process
it is inevitable that data analysis is performed under timely
constraints. To ensure the most time-effective data analysis
the number of clusterings with different λ values needs to
be minimized. Every clustering with a new λ creates addi-
tional overhead to the complete data analysis path. While

the integration of data is a key component in a manufactur-
ing environment the data integration path is not leveraged
for data analysis. During data integration, data is avail-
able to be pre-analyzed. This pre-analysis can provide ad-
ditional meta data to the subsequent data analysis. Based
on this additional meta data, the data analysis can be op-
timized to reduce the time needed for data analysis. With
this optimization, the timely availability of data analysis
results can be improved. In this section, we present a con-
cept to reduce the total clustering time with support of data
pre-analysis.

With pre-analysis for DBSCANEA, it is possible to
reduce the sampling range for the λ parameter. For this
purpose, stream clustering is used during the integration
process. During data integration, the data can be consid-
ered as a stream. Specific data is continuously integrated
over a period of time. Stale times of specific data, e.g., if
a production tool is turned off for predictive maintenance,
can be considered as not existent, since the timely distance
of the data sets is not of interest and can therefore be ne-
glected. While pre-analysis is important to improve the
analysis performance, it is equally significant to find a bal-
ance between increase of data analysis performance and a
performance degradation of the integration process. Ev-
ery additional calculation, as suggested here, results in a
performance degradation of the integration process. There-
fore, the pre-analysis methods must take quality-of-service
parameters into consideration. In [Karnstedt et al., 2007],
an algorithm for data clustering on streams under consider-
ation of quality-of-service (QoS) parameters is introduced.
It adopts the original CLUStream clustering algorithm for
data streams from [Aggarwal et al., 2003] and introduces
mappings between CLUStream parameters and QoS re-
quirements. With this extension, it is possible to guarantee
QoS parameters of the complete system.

From [Karnstedt et al., 2007], the extension of the
density-based clustering algorithm DBScan [Ester et al.,
1996a] is used, since DBSCANEA uses the same base
algorithm. During integration, the density-based algorithm
from [Karnstedt et al., 2007] is applied. Over time, this
creates clusters over a sliding window. Let Fi be the i-
th time frame, |Ci| is the number of clusterings in the i-
th time frame and |Oi| is the number of outliers in the i-
th time frame. The density based stream clustering takes
minPoints and time is depicted by ticks created by a tuple
entering the integration system. When the frame is moved
from one item to the next, the following situations might
occur:

1. |Ci| < |Ci+1|AND|Oi| = |Oi+1| the removed tuple
from frame Fi+1 induced a cluster split

2. |Ci| > |Ci+1|AND|Oi| = |Oi+1| the tuple added to
Fi+1 creates a density-reachable bridge between two
clusters

3. |Ci| = |Ci+1|AND|Oi| < |Oi+1| the newly added
tuple in Fi+1 was marked as outlier

4. |Ci| = |Ci+1|AND|Oi| = |Oi+1| the newly added
point in Fi+1 was marked as a cluster member of an
existing cluster in Fi

5. |Ci| > |Ci+1|AND|Oi| < |Oi+1| the point removed
from Fi to Fi+1 reduced the density of a cluster in Fi

so that it can not be marked as cluster in Fi+1

6. |Ci| < |Ci+1|AND|Oi| > |Oi+1| the point added to
Fi+1 created a cluster from multiple points previously
marked as outliers
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The addition of Situations 1, 2, 5 and 6 can be used to
determine a reduced uncertainty range. While 1 and 5 rep-
resent cluster removal, 2 and 6 represent an adding of clus-
ters. Both situations can be handled similar to reduce the
range of λ for the actual clustering. For this, the above
illustrated situations are combined to a definition of a no-
ticeable cluster change.

Definition 8 (Noticeable Cluster Change) Let T be a
point in time of data integration. If in T + 1, the fol-
lowing conditions hold: |Ci| < |Ci+1|AND|Oi| =
|Oi+1| or |Ci| > |Ci+1|AND|Oi| = |Oi+1| or |Ci| >
|Ci+1|AND|Oi| < |Oi+1| or |Ci| < |Ci+1|AND|Oi| >
|Oi+1| the transition from T to T +1 is marked as a notice-
able cluster change.

Let Premove be the tuple that was removed from the data
set of the stream clustering; C1 and C2 be the newly created
clusters. At first, determine P1 in C1 and P2 in C2 that are
density-reachable to Premove. Then, calculate λmax and
λmin under which the clusters are unstable by equation 5
and 9.

distP1, Premoved < ε (5)

Equation 3 can be transformed into:

λ = − dist(P1, Premoved) − dmax(P1, Premoved)
dmax(P1, Premoved) − dmin(P1, Premoved)

(6)

To determine λmin, the smallest λ at which C1 and C2 are
still density-reachable with Premoved in the dataset, equa-
tion 5 is used in 6

λmin > − ε − dmax(P1, Premoved)
dmax(P1, Premoved) − dmin(P1, Premoved)

(7)
While the above equations consider the removed point in
the analysis, P1 and P2 might also be density-reachable
with a specific λ. Therefore, an upper bound of λ can be
determined with equation 8.

distP1, Premoved > ε (8)

Using equation 8 in 6, the maximum λ, at which P1 and P2

are still density reachable to each other, can be determined.

λmax < − ε − dmax(P1, P2)
dmax(P1, P2) − dmin(P1, P2)

(9)

Figure 8: Example of λ-range determined during the inte-
gration

With the help of equation 7 and 9, a minimum and maxi-
mum λ can be calculated for each noticeable cluster change
occurring during the data integration. Since the integration
process is performed over time and multiple points in time

can be marked with a noticeable cluster change multiple
λmin and λmax values are determined creating a graph as
illustrated in Figure 8. The actual clustering of the data can
leverage this information to reduce the number of differ-
ent λ values needed to ensure a high-quality clustering and
hence a higher performance, since not as many clusterings
must be performed as without this information. In the ex-
ample illustrated in Figure 8, DBSCANEA would only
create sub-clusterings in the λ range between 0.1 and 0.6.

4 Related Work and Evaluation
An overview of state-of-the-art data clustering approaches
is given by Jain et al. in [Jain et al., 1999]. Well-known
algorithms are k-means [E. Forgy, 1965] and DBSCAN
[Ester et al., 1996b]. K-means belongs to the class of par-
titioning algorithms, while DBSCAN is an example of a
density-based clustering approach.

However, most of the published data clustering tech-
niques do not consider data objects with imprecise val-
ues. Kriegel and Pfeile presented a density-based approach
[Kriegel and Pfeifle, 2005a], called FDBScan,and a hi-
erarchical density-based clustering approach [Kriegel and
Pfeifle, 2005b], called FOPTICS, for uncertain data.
They proposed a fuzzy distance function to measure the
similarity between fuzzy objects. This function does not
express the similarity by a single numerical value. Instead,
the similarity is expressed by means of probability func-
tions that assign a numerical value to each distance value.
Based on this fuzzy distance function, we proposed an ex-
tension of the DBSCAN algorithm. Ngai et al. [Ngai et al.,
2006] presented an extension of the k-means algorithm for
uncertain data, called UK-Means. In a recent publication,
an extension of UK-Means [Ngai et al., 2006] approach is
proposed. This extension [Lee et al., 2007] reduces UK-
Means to k-means.

Evaluation
This section evaluates the performance of DBSCANEA

from [Habich et al., 2007] compared to FDBSCAN from
[Kriegel and Pfeifle, 2005a] in terms of CPU time. The per-
formance tests were conducted on an IBM X-Series with
32GB RAM and four dual core Xeon CPUs with 2.66GHz
per core. Further, the tests were performed in a Java im-
plementation of DBSCANEA and FDBSCAN was ex-
ecuted on a Sun JDK 1.5. The test dataset consists of 5
multi-dimensional Gauss clusters with a varying number of
dimensions and instances. To measure the time needed for
clustering, the algorithms are applied to the same dataset
three times to reduce statistical errors during the time mea-
surement. Aside from the two uncertainty algorithms the
performance of the base algorithm DBSCAN is also ana-
lyzed on the same dataset as a baseline.

Figure 4 illustrates the results of the performance mea-
surement. It shows all three algorithms with two differ-
ent settings. The first setting contains two dimensions
and the second dataset contains four dimensions in the
data set that was used as input. Coordinates on the y-
axis represent the time and the x-axis shows the number
of examples in the example set. Clearly, in both graphs,
DBSCAN is the fastest for all datasets. This is obvious
since both modified algorithms modify the distance func-
tion to a more complex function But otherwise they use
the same base algorithm. Hence DBSCAN is the fastest
algorithm, which is the expected result, since DBSCAN
is the algorithm with the fasted distance function. The
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Figure 9: Performance comparison of algorithms

other two algorithms are based on DBSCAN . This ex-
plains the parallel performance graphs. Furthermore, it is
also clearly visible that with an increasing number of di-
mensions, the overall performance of the algorithms is de-
creasing. While DBSCANEA uses only the borders of
the PDF, FDBSCAN must scan the complete function to
find the membership probability. Hence, with an increas-
ing number of dimensions, FDBSCAN will show fur-
ther major performance degradation compared to the per-
formance degradation of DBSCAN and DBSCANEA.

5 Conclusion
In this paper, we presented our error-aware density-based
clustering algorithm DBSCANEA to cluster uncertain
data from the field of manufacturing. Moreover, we pro-
posed novel quality measures to interpret the clustering re-
sults. Additionally, we presented an idea on how to use
a resulting quality measure to determine a global cluster-
ing result. The first application on real data showed a
significant theoretical improvement for the manufacturing
yield in comparison to applications using the classic DB-
SCAN algorithm. DBSCAN has been extended to leverage
search trees for optimization of the overall clustering per-
formance. The newly introduced distance model requires a
new optimized solution to find the objects in the ε neigh-
borhood. We showed that the integration of pre-analysis
during data integration, as found in the field of manufac-
turing, can reduce the runtime of the proposed algorithm
by adjusted parameterization. Experiments show that our
approach leads to a significant performance enhancement
compared to the existing algorithm for clustering uncer-
tain data based on DBScan. To summarize, with this new
cluster algorithm, we can ensure that data from manufac-
turing processes is clustered with respect to its uncertainty
and that the concept of pre-analysis can increase the per-
formance of the clustering algorithms. The usage of pre-
analysis creates a better integration of data mining tech-
niques in an overall manufacturing IT infrastructure.
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Rüping, Stefan . . . . . . . . . . . . . . . . . . . . 84

Sattler, Kai-Uwe . . . . . . . . . . . . . . . . . . 57
Schmitz, Christoph . . . . . . . . . . . . . . . .61
Stumme, Gerd . . . . . . . . . . . . . . . . .18, 61
Sulzmann, Jan-Nikolas . . . . . . . . . . . . 87

Vanderlooy, Stijn . . . . . . . . . . . . . . . . . . 34
Volk, Peter Benjamin . . . . . . . . . . . . . 94

Wrobel, Stefan . . . . . . . . . . . . . . . . . . . . 84

KDML





FGWM 2008
Knowledge and Experience Management 

Editors
Normen Müller, Jacobs University
Joachim Baumeister, University of Würzburg





Preface

The workshop on Knowledge and Experience Management
is held as part of the LWA Workshop series and is organized
by the Special Interest Group on Knowledge Management
(FGWM) of the German Computer Science Society (GI).

Knowledge management involves a strategic commit-
ment to improving the organization’s effectiveness, as well
as to improving its opportunity enhancement. The goal of
knowledge management as a process is to improve the or-
ganization’s ability to execute its core processes more ef-
ficiently. Davenport et al. (1998) describes four broad ob-
jectives of knowledge management systems in practice: a)
Creation of knowledge repositories that will store knowl-
edge and information that will be documented; b) Promo-
tion and improvement of access to knowledge databases
to every individual and also facilitate its transfer; c) En-
hancement of knowledge environments, so that the environ-
ment is conductive to more effective knowledge creation;
d) Management of knowledge as an asset and to recognize
the value of knowledge in an organization.

The key to knowledge management is capturing intel-
lectual assets for the tangible benefits for the organiza-
tion. As such, imperatives of knowledge management are
to: 1) Transform knowledge to add value to the processes
and operations of the business leverage knowledge strate-
gic to business to accelerate growth and innovation; 2) Use
knowledge to provide a competitive advantage for the busi-
ness.

The aim of knowledge management is to continu-
ously improve an organization’s performance through the
improvement and sharing of organizational knowledge
throughout the organization (i.e., the aim is to ensure the
organization has the right knowledge at the right time and
place).

Knowledge management is the set of proactive activities
to support an organization in creating, assimilating, dissem-
inating, and applying its knowledge. Knowledge manage-
ment is a continuous process to understand the organiza-
tion’s knowledge needs, the location of the knowledge, and
how to improve the knowledge.

Experience Management is a through life process which
enables Organisational Learning by a) Replicating Suc-
cesses; b) Avoiding mistakes; c) Publicising and promot-
ing good practice; d) Keeping policy, processes and guid-
ance up to date and reflecting good practice. This field of
reasearch is closely linked to and on occasion confused
with Project Evaluation (formerly known as Post Project
Evaluation). Experience Management facilitates organisa-
tional learning whilst project evaluation assesses how the
outcome of a project accords with the initial investment ap-
praisal.

Experience Management is a key element of Knowledge
Management, concentrating on the aspects of Knowledge
Sharing. The Defence Industrial Strategy identifies it as one
of the key drivers of the business – “Central to this strat-
egy is the [Organisations’] ability to transform the knowl-
edge necessary for optimised decision making.” DIS also
states that the knowledge within the Organisation should –
“be managed, shared and re-used across applications, en-
terprise and community boundaries much more easily.”

Experience Management is recognised as a key business
process, ensuring that the project planning process takes
account of “experiences” throughout the project lifecycle.
The application of Experience Management will aid in an-

ticipating issues, risk and will increase the probability of
future success.

In particular, the Special Interest Group on Knowledge
Management addresses automated methods for the capture,
the development, the utilization, and the maintenance of
knowledge for organizations and networks of people. The
main goal of the workshop is the exchange of innovative
research ideas and experiences with practical applications
in the area of knowledge and experience management.

Thereby, it aims to provide an interdisciplinary forum for
researchers and practitioners for exchanging ideas and in-
novative applications with respect to knowledge and expe-
rience management. We encouraged submissions describ-
ing ongoing research efforts as well as demonstrations of
recent research software prototypes. The topics of interests
of the FGWM workshop series are:

– Experiences/ knowledge search and knowledge in-
tegration approaches (case-based reasoning, logic-
based approaches, text-based approaches, semantic
portals, etc.)

– Applications of knowledge and experiences man-
agement (corporate memories, e-Commerce, design,
tutoring/e-Learning, e-Government, Software Engi-
neering, robotic, medicine, etc.)

– (Semantic) Web Services with respect to. knowledge
management

– Agile approaches within the knowledge management
domain

– Agent-based & Peer-to-Peer knowledge management

– Just-In-Time retrieval and Just-In-Time knowledge
capturing

– Knowledge representation formats (ontologies, simi-
larity, retrieval, adaptive knowledge, etc.)

– Support of authoring and maintenance processes
(change management, requirement tracking, (dis-
tributed) version control, etc.)

– Evaluation of knowledge management systems

– Practical experiences (“Lessons-Learned”) on IT
aided approaches

– Integration of knowledge management and business
processes

Presentations
The following workshop proceedings include in total nine
original submissions reporting on basic and applied re-
search. Furthermore, we have included the abstracts of two
previously published papers that were also presented at the
FGWM Workshop.
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Fine-Granular Version Control & Redundancy Resolution

Normen Müller and Michael Kohlhase

Jacobs University Bremen
D-28759, Bremen, Germany

{n.mueller,m.kohlhase}@jacobs-university.de

Abstract

We propose an abstract theory of collabora-
tive content management and version con-
trol for collections of semi-structured docu-
ments. Our fs-tree model generalizes version-
controlled file systems and XML files alike,
which allows us to specify and implement ver-
sion control algorithms that seamlessly work
across the file/file system border.
An added value of this model which incor-
porates symbolic links and XML inclusions
as first-class citizens, is that we can signifi-
cantly enhance workflow consistency, space-
efficiency, and processing speed on working
copies by eliminating link copy redundancy.
To evaluate our model and algorithms we
have implemented a prototype Subversion

client based on the ideas put forward in this
paper. The locutor system has been heav-
ily used in day-to-day work and bears out
the expected space efficiency and consistency
gains.

If I had eight hours to chop down a tree,
I’d spend six sharping my ax.

— Abraham Lincoln
1 Introduction
In the last years we have seen sustainable growth in
mathematical content management systems [Franke
and Kohlhase, 2000; Allen et al., 2002; Asperti
et al., 2001], as well as publication and educa-
tion systems [Baraniuk et al., 2002; CNX, 2007]
for mathematics. Elaborated representation for-
malisms, such as MathML [Ausbrooks et al.,
2008], OpenMath [Buswell et al., 2004] or OM-

Doc [Kohlhase, 2006], have been established to re-
flect the well-structured formalized mathematical in-
formation. However, Mathematical Knowledge Man-
agement (MKM) techniques for building up reposito-
ries of highly hierarchical structured and semantically
interrelated mathematical knowledge lag behind. In
practice we make use of version control systems and
XML databases for this, since they promise to provide
distributed access to mathematical knowledge, and on
the other hand simplify the creation of mathemati-
cal knowledge, which is often a distributed and col-
laborative process. In this paper we concentrate on
version control systems: XML databases already pro-
vide static, non-versioned, “knowledge access”, but the
dynamic, i.e. chronological, “knowledge creation” sce-
nario is arguably more important for MKM systems,

as knowledge can only be accessed after it has been
created.

The core of most version control systems [Fogel and
Bar, 2003; Collins-Sussman et al., 2004; DARCS, 2008;
GIT, 2007] is a central repository, which stores infor-
mation in form of a file system tree. The question
for these systems is how to allow users to share in-
formation, but prevent them from accidentally step-
ping on each other’s feet? The most widely used solu-
tion is the copy-modify-merge model, where each user’s
client creates a private working copy, i.e. a local reflec-
tion of the repository’s files and directories. Users can
then work simultaneously and independently, modify-
ing their working copies. The private copies are pe-
riodically committed to the repository, allowing other
users to merge changes into their working copy to keep
it synchronized.

In this paper, we are interested in version control
for large and complex projects where it is often use-
ful to construct a working copy that is made out of a
number of different projects. For example, one may
want different subdirectories to come from different
locations in a repository, or from different reposito-
ries altogether. Most version control systems provide
support for this via external definitions.

In MKM this model only partially applies, though.
Version control systems (as well as XML databases)
neglect both ways in which mathematical theories are
organized: (1) logic-internally, i.e. by their highly hier-
archical internal structure, (2) logic-externally, i.e. by
their decomposition into various files. Thus, mathe-
maticians are facing the constantly recurring decisions
whether to model mathematical concepts internally or
externally. For example, one way of organizing mathe-
matical knowledge is by considering the mathematical
knowledge as a book, and splitting it in sections and
paragraphs, being included in and/or having links to
other “books”. The organization, however, can also be
logic-internal, i.e. depending on the mathematical con-
tent. We consider the external/internal distinction to
be a matter of taste. By making the change manage-
ment algorithms independent of this we want to give
the user freedom to choose.

In this paper we propose a mathematical data
structure (the fs-tree model) that generalizes version-
controlled file systems and XML files alike. This al-
lows us to specify and implement version control al-
gorithms that seamlessly work across the file/file sys-
tem border. For instance, we are going to provide so-
phisticated equality theories on top of fs-trees, which
are essential to provide notions of consistency and in-
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variants facilitating the propagation of effects of local
changes to entire document collections [Müller, 2006;
Müller and Wagner, 2007]. Our fs-tree model already
induces a non-trivial equality theory over file systems
and XML files. Elsewhere we have investigated adding
additional equality theories (e.g. to arrive at fs-trees
over OMDoc documents [Kohlhase, 2006]) to enhance
versioning and to arrive at less intrusive edit-scripts.

As a proof of concept for the generalized applica-
tion of our approach to a version control system, we
present the locutor system [locutor, 2007]. This is
a full reimplementation of the Unix svn client fo-
cussing on smart management of change. In addition,
the locutor client identifies relations between version-
controlled entries and uses them for redundancy con-
trol. In future we want to extend locutor to use se-
mantic knowledge about the document format to dis-
tinguish semantically relevant from irrelevant changes,
where Subversion just compares text files line by
line.

2 The Fundamental Data Structure
In this section we propose an abstract data structure
for modeling repositories and working copies. We uti-
lize a simple tree structure for the storage layer, and
model node sharing at a semantic layer via explicit
links.
Definition 1 (fs-tree). Let Σ be an alphabet and D a
data set. We call a tuple T = 〈V, E, τ, ν, λ〉 a fs-tree
if and only if
(1.1) G = (V, E) is a tree with root r ∈ V and leaves

L = {v ∈ V|η−(v) = ∅} where η−(v) denotes the
set of outgoing edges of v.

(1.2) τ : L �→ {f, s} is a node typing function, such
that Vf = {v ∈ L|τ(v) = f}, Vs = {v ∈
L|τ(v) = s}, and Vd = V \L form a partition on
V.

(1.3) ν : V �→ Σ is a node denomination function.
(1.4) λ : Vf �→ D, λ : Vs �→ Σ∗, and λ : E �→ Σ is a

encoding function, where ∀v, w ∈ V.w 	= w′ ⇒
λ((v, w)) 	= λ((v, w′)).

We denote the set of all fs-trees with FS.
Without loss of generality we assume that D con-

tains all of Σ∗, N and is closed under n-tuple, set con-
struction and function definition.

To traverse a fs-tree we define a lookup function
seeking a target node relative to a source node via a
tree path. A tree path is a sequence of edge labels, not
to be confused with a graph path being a sequence of
node labels.
Definition 2 (fs-tree lookup). Let T = 〈V, E, τ, λ〉 be
a fs-tree. We define a lookup function � : V×Σ∗ ⇀
V such that

v�ε = v (2.1a)

v�π�a =

⎧⎨⎩
w if ∃z ∈ V.v�π = z∧

(z, w) ∈ E ∧ λ((z, w)) = a

⊥ otherwise
(2.1b)

for all v ∈ V, π ∈ Σ∗ and a ∈ Σ. We naturally extend
the lookup function on fs-trees, such that

T�π = r�π if r root of T (2.2)

and call π a fs-lookup path, or fs-path, in T if T�π
is defined. We denote an empty fs-path with ε.

Note that � is well-defined: If a node w ∈ V(T )
is a descendant of a node v ∈ V(T ) then, because
G = (V, E) is a tree, there is a fs-path π such that
v�π = w. The uniqueness is directly entailed by (1.4).

To retrieve the data stored in a fs-tree we define a
fs-tree value function.
Definition 3 (Value function). Let T = 〈V, E, τ, λ〉
be a fs-tree. A value function γ over T is a strict
function such that

γT : Vf �→ D: γT (f) = λ(f) (3.1)

γ
T

: Vs �→ V: γ
T
(s) =

⎧⎨⎩
T�π if π = λ(s)

fs-path in T
⊥ otherwise

(3.2)

γT : Vd �→ P(Σ):
γ

T
(d) = {λ((d, w))|(d, w) ∈ E} (3.3)

for all v ∈ V(T ).
To simplify matters, we usually omit indexing γ un-

less the context requires. To fortify our intuition about
fs-trees we are going to investigate two applications.
Example 1 (File system). Let us assume the Unix

file system (UFS), i.e. a set of files F = {F1, . . . , Fn},
where each Fi represents any stored object, e.g., a di-
rectory, a regular file, or a symbolic link. All these
items are represented as “files” each having at least a
location within the file system, a name and other at-
tributes. This information is actually stored in the file
system in an inode (index node), the basic file system
entry. In general each inode contains the item’s type
(e.g. file, directory, or symbolic link), the item’s size,
and the location of the item’s contents on the disk, if
any. An inode stores everything about a file system
entry except its name. The names are stored in direc-
tories and are associated with pointers to inode num-
bers. A symbolic link is a file that points to another
file. Hence, the logical structure of a Unix-like file
system is a cyclic graph. For example, let us consider
the UFS structure presented on the left side of Fig. 1.
The root directory (/) contains three subdirectories (/
bin, /usr, and /tmp). The /bin directory contains
one regular file (pwd) and one symbolic link (@tcsh).
The /usr directory contains one subdirectory (/usr/
bin) which in turn contains one regular file (tcsh), the
link target of /bin/@tcsh. Up to here the underlying
data structure is an acyclic graph, however, the direc-
tory /tmp, in particular, the symbolic link @r turns the
UFS structure into a cyclic graph. The subdirectory
/tmp/nrm is empty.

The corresponding fs-tree T is displayed on the right
side of Fig. 1. According to the respective file system
type, directories are represented by gray colored nodes,
regular files by transparent nodes, and symbolic links
by rectangular nodes. Two nodes v, u ∈ V(T ) are con-
nected if u is in the list of content of v. Assuming an
adequate alphabet Σ and data set D, respectively, file
nodes are labeled by their corresponding file content,
symbolic link nodes by the symbolic link target path,
and edges are labeled by the names of the files they
are pointing to. For convenience we left out the node
labeling as for file system those are equal to the re-
spective incoming edge label, i.e. ν(u) = λ((v, u)) for
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/
/bin/
/bin/pwd
/bin/@tcsh −→ ../usr/bin/tcsh
/usr/
/usr/bin
/usr/bin/tcsh
/tmp/
/tmp/@r −→ /
/tmp/nrm/

v0

v1 v2 v3

v4 v5 v6 v7 v8

v9

bin
usr

tmp

pwd tcsh
bin

r nrm

tcsh

Figure 1: A fs-tree over a Unix-like file system

all v ∈ V(T ). Note as to UFS, root nodes are special,
though, i.e. the location of v0 is encoded into a mount
point.

Consequently, fs-trees allow us interpreting file sys-
tem graphs as trees without any information loss. In
the following example we demonstrate how to build fs-
trees over semi-structured documents. The basic idea
is that an XML file is an ordered tree and that redun-
dancy can be avoided by sharing fragments through
XInclude references. We will use a straightforward
analogy between XML files and Unix file systems in
our approach. In particular, a version control system
based on fs-trees would blow up a file system with
XML files into a big tree where files themselves are
expanded according to their structure so that each un-
structured textual content can be versioned individu-
ally.
Example 2 (XML documents). The left side of Fig. 2
presents the structure of this paper in an imagined
XML format. The header element specifies the cover
page. Constituent parts are the title and the authors.
The former one is represented by a title element and
the latter one by an authors element, where the in-
dividual authors are marked up by an explicit author
element. The actual text is specified by a body element
and included via an XInclude directive1.

Note that in contrast to file systems, XML doc-
uments are ordered trees therefore we encode the
child of relation using rational numbers annotated to
the respective tree edges. This always enables us
to insert new tree nodes. For example, to add a
third author between the first and the second one in
the fs-tree, we would simply add a node v17 where
λ((v14, v17)) = (λ((v14, v15)) + λ((v14, v15)))/2 = 3/2.
Similar to file system mappings, empty XML elements
are fs-tree leaves, where links like XInclude or other
kind of XML reference statements are of fs-tree type
s, and the remaining empty XML elements are of type

1
XInclude is a standardized XML vocabulary for spec-

ifying document inclusions.

<paper>
<header>

<title>fs-trees</title>
<authors>

<author>Normen Müller<author/>
<author>Michael Kohlhase<author/>

</authors>
</header>
<body><xi:include href="U"/></body>

</paper>

v10

paper

v11

header
v12

body

v13

title
v14

authors

v15 author v16

1 2

1 2

1 2

Figure 2: A fs-tree over an XML document

f . Content, represented in XML text nodes, is treated
like files and URIs in reference statements like sym-
bolic links on file systems.

Note, up to the xi:include element, the XML doc-
ument does not contain any XML attributes. Encod-
ing of XML attributes in fs-trees is modeled in Sec-
tion 3.

We conclude this section with the observation that
with this model we have obliterated the border be-
tween file systems and files as both can be mapped to
one fs-tree. For example, let us consider to store the
XML file represented at Fig. 2 in the /tmp/nrm/ direc-
tory. This would extend the fs-tree in Fig. 1 at node
v9 with the fs-tree rooted at v10. Consequently, with
fs-trees we have the freedom to structurally decom-
pose semi-structured files over file systems, but hold-
ing up the dependency graph. This generalization of
XML documents promotes versioning as well as au-
thoring processes. That is, regarding authoring pro-
cess self-contained XML documents are appreciated
to, for instance, realize consistent text replacements,
but regarding versioning small decomposed XML doc-
uments are preferred to manage small-sized revision
chunks.

Some of our ideas have already discussed in the con-
text of file systems, e.g. Reiser4 [reiser4, 2008], which
proposes to blur the traditional distinction between
files and directories introducing the concept of a “re-
source”. For example, a resource named kwarc.mp3

can be accessed as ./kwarc.mp3 to obtain the com-
pressed audio and as ./kwarc.mp3/ for a “directory”
of metata files. Our approach can model this behavior:
we would interpret resource kwarc.mp3 as a structured
XML file that contains both the compressed audio in
a CDATA section and the metadata in custom XML

markup. All aspects of the resource can be addressed
by standard XPath queries, e.g. fine-grained access
to document fragments, for example the title of the
third song can be obtained with the query./kwarc.
mp3/metadata/song[position()=3]/@title.
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3 Version-Controlled fs-trees

In the following we model the core notions of version
control systems, in order to map versioning workflows
to fs-trees. In general, a version control system is a
special file server, designed for concurrent editing and
to store history information. A normal file server (e.g.
NFS) can provide file sharing, but would keep only one
version of each file (the most recent one). The core of
a version control system, a repository, is a centralized
store for data. It stores data in form of a filesystem
tree, provides read/write access to the stored data2,
and remembers any modification made to it. A work-
ing copy is made up of two parts. A local copy of the
directory tree of a project and an administrative direc-
tory (e.g. .svn) in each directory, storing version con-
trol information. Users edit their working copy locally
and commit their changes to the repository. After a
commit, all other users can access the changes by up-
dating their working copies to the latest revision. For
each file the respective administrative directory stores
the working revision of the file and a time stamp of the
last update. Based on this information, version con-
trol systems can determine the state of the file. The
state of the repository after each commit is called a
revision. To each revision, an identifier is assigned
which identifies the revision uniquely. Without loss
of generality, we follow the Subversion model here,
which uses natural numbers as identifiers and assigns
revisions to the whole tree. A certain file can be left
unchanged through different revisions, i.e. files in a
working copy might have different revisions, but files
in the repository always have the same revision.

Definition 4 (Repository). A repository is a func-
tion � : N �→ FS. We denote the set of all repositories
with R.

To define a working copy, we need to capture the in-
tuition that every (versioned) fs-tree node comes from
a repository.

Definition 5 (Repository mapping). Let T be a
fs-tree. A repository mapping is a function
ω : V(T ) ⇀ R × Σ∗ × N and we define the operation

μω(v) :=

⎧⎨⎩
�(r)�π if r ∈ dom(�) and

ω(v) = 〈�, π, r〉
⊥ otherwise

(5.1)

that computes the corresponding repository node for
v ∈ V(T ). Note that μω ∈ V(ω1(v)(ω3(v))). For
convenience we write ω(v) =�/π@r instead of ω(v) =
〈�, π, r〉.

The correspondence μω is sufficient for versioning:
For a versioned node v in a fs-tree T , there has to
be a repository ω1(v) with a fs-tree at revision ω3(v)
such that ω2(v) is a valid fs-path in ω1(v)(ω3(v)) to
the corresponding node of v.

Definition 6. We call a node v ∈ V(T ) version-
controlled, or versioned, with respect to ω iff v ∈
dom(μω) and a fs-tree uniform iff there exists a � ∈ R
and a r ∈ N such that ω1(v) = � and ω3(v) = r for all
v ∈ V(T ).

2We neglect modeling of access control lists (ACL) for
convenience.

For working copy directories we also want to en-
force that all the contents of the directories are actu-
ally checked out. This ensures that all inode pointers
in a directory file are valid (cf. Example 1).

Definition 7 (Repository complete). Let T =
〈V, E, τ, ν, λ〉 be a fs-tree. We call a versioned node
v ∈ Vd(T ) with ω(v) =�/π@r repository complete
iff for all a ∈ Σ with e′ := (μω(v), w′) ∈ E(�(r))
and λ(e′) = a there exists a w ∈ V(T ) such that
μω(w) = w′, e := (v, w) ∈ E(T ) and λ(e) = a.

The next definition formalizes the previously de-
scribed notion of a working copy as a local reflection
of the respective repository directory tree.

Definition 8 (Working Copy). Let T = 〈V, E, τ, ν, λ〉
be a fs-tree. We call a tuple 〈S , ω, Δ〉 a working copy
iff

(8.1) S is a subtree of T (S � T )

(8.2) If v ∈ Vf (S ) then γ(v) = Δ(v, γ(μω(v))).

(8.3) If v ∈ Vs(S ) then λ(v) = Δ(v, λ(μω(v))).

(8.4) If v ∈ Vd(S ) then v is repository complete
and for all a ∈ γ

S
(v) we have a ∈ γ

S′ (μω(v))
and γ

S
(v�a) = Δ(v�a, γ

S′ (μω(v�a))) where S ′ =
ω2(v)(ω3(v)).

(8.5) Δ: Vf ×D �→ D, Δ: Vs×Σ∗ �→ Σ∗, and Δ: Vd×
P(Σ) �→ P(Σ).

(8.6) for all v ∈ V(S ) ∩ dom(μω) we have μω(v) =
ω1(v)(ω3(v))�ω2(v).

Equation (8.1) specifies a locality condition for
working copies. That is, working copies are “local”
in sense of accessible within the current fs-tree, e.g.
the current file system. Equations (8.2) – (8.4) en-
sure for each node the value is equal to the value
of the corresponding node modulo any local modifi-
cations. The difference function Δ may be consid-
ered as a parameterized collection of transformation
functions δv : D �→ D for each node v ∈ V(T ), such
that Δ(v, γ(μω(v))) = δv(μω(v)) = γ(v). For exam-
ple, think of Subversion: After a fresh working copy
synchronization we have δv = id for all v ∈ V . Equa-
tion (8.6) ensures that every versioned working copy
node corresponds to the correct repository node.

Lemma 9. Let T be a fs-tree. If 〈S , ω, Δ〉 is a working
copy in T, then 〈S |π, ω,Δ〉 is a working copy in T for
all fs-paths π in S.

Proof. Given that S |π � S � T and (8.2) – (8.6)
are universal, all conditions are inherited by S |π,
in particular, repository completeness. Consequently
〈S |π, ω, Δ〉 is a working copy in T .

Note that it is not all subtrees of working copies are
working copies themselves since they may run afoul of
directory completeness.
Example 3 (Working Copy). Let us consider the work-
ing copy structure depicted in Fig. 3. The fs-tree T
constitutes a local file system tree and the subtree
S � T a working copy 〈S , ω, Δ〉 in T at φ. Here
we have ω1(v) = �, ω2(v) = π/ψ where ψ ∈ Σ∗ such
that S�ψ = v and μω(v) = �(r)�π�ψ, and ω3(v) = r for
all v ∈ V(S). Hence 〈S , ω, Δ〉 is a working copy. Note,
working copies are not uniformly versioned. Hence,
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Figure 3: A working copy for�/π@r in T at φ.

switching repositories and/ or revisions within a ver-
sioned fs-tree is legal, however, invalid path label-
ings are restricted due to repository completeness and
equation (1.4).

We are now in a position to understand the how to
map common versioning commands like add, update
, remove, and commit to fs-trees: Recall that for a
file system entry f a Subversion add command adds
repository mapping information for the entry to the
respective administrative directory. An update com-
mand on a versioned file f retrieves from the repository
the difference δk

f between the working copy revision of
f and the specified revision k and merges it into f . A
remove command deletes the repository mapping in-
formation from the administrative directory. Finally,
a commit command communicates the differences be-
tween the repository revision of f (cached in the ad-
ministrative directory) and the potentially modified
working copy entry to the repository, where it is incor-
porated into the data store and updates the meta-data
in the administrative directory (for details about these
commands see [Collins-Sussman et al., 2004]).
Definition 10 (Version Commands on fs-trees). Let
〈S , ω,Δ〉 be a working copy and v ∈ V (S). The ver-
sion control command “add v” extends the repository
mapping ω by a new pair (v, ω1(v)/ω2(v)�a@ω3(v)),
where a is the name of v.

An “update -r k” changes ω3(v) to k, and merges
δk
f into Δ(v) so that (8.6) is maintained.
A “remove v” command deletes the pair (v, o) from

ω.
A “commit v” command communicates Δ(v) to the

repository ω1(v) which extends the repository �′ : =
ω1(v) with a new pair (k,S ′), where k = max(dom(�))
and S ′ is derived from �(k − 1) by replacing w : =
�(k − 1)�π with Δ(v, w).

The remaining versioning commands copy, or
switch are modeled accordingly.

4 Version Control with Properties
and Externals

The ability to mix various working copies with respect
to corresponding repositories and/ or revisions gives
us the notion of nested working copies. That is a
working copy n inside another working copy w , but
the respective fs-tree edge connecting the root node u
of n to a leave node v of w is not versioned in the cor-
responding repository �(r) of w , i.e. (μω(v), μω(u)) 	∈
E(�(r)).

However, as mentioned at the beginning, sometimes
it is useful to construct working copies made out of a
number of different subdirectories to come from differ-
ent locations in a repository, or from different reposi-
tories altogether. One could set up such a structure of
nested working copies by hand, but if this structure is

important for everyone else using the respective repos-
itory, every other user would need to perform the same
manual setup.

To support those structures of working copies with-
out the need for manual reconstruction, we are going
to formalize the well-known construct of external def-
initions (aka. externals). Basically, an external defini-
tion is a property defined on a working copy, mapping
a directory to a URL and a particular revision of an-
other versioned directory. Hence, externals themselves
are nested working copies, but with the decided ad-
vantage of being versioned themselves. That is, once
defined on a working copy, all other users benefit by
updating their working copies to the latest revision.
When we refer to a “nested working copy” we mean
nested working copies defined by external definitions.

To capture the notion of defined nested working
copies, we first extend fs-trees by properties to even-
tually adapt the definition of a repository and working
copy, respectively, through to external definitions.

Definition 11 (fsp-tree). Let P be an arbitrary set.
A fsp-tree is a fs-tree T together with a property
function β : V(T) × P ⇀ D. We call elements of P
property names and denote the set of all fsp-trees
with FSP.

Property functions, or “properties” for short, are
custom meta-data attached to an fs-tree. Note that
we cannot map fsp-trees directly to file system trees.
Version control systems solve this situation by admin-
istrative directories, though, we assume an equivalent
file system structure. Regarding XML documents, the
mapping is straightforward: properties become XML

attributes in the obvious way.
Most version control systems provide a distinguished

property for external definitions, we will assume the
existence of a property name ext ∈ P with a specific
signature: a symbol is associated with a repository
entry at a specific (remote) path and revision.

Definition 12 (External Definition). Let T be an
fsp-tree, and v ∈ V(T ). An external definition
is a property function ξ(v) := β(v, ext), such that
ξ(v) : Σ+ ⇀ R × Σ∗ × N. We call elements of ξ(v)
externals.

We consider an external 〈π�d,�/ρ@r〉 ∈ ξ(v) to be
well-defined iff �(r)�ρ is defined, otherwise dan-
gling.

An external 〈π�d,�/ρ@r〉 ∈ ξ(v) is admissible iff
well-defined and there is a u ∈ V(T ) such that u = v�π
and u�d = ⊥. We call ξ(v) admissible iff all e ∈ ξ(v)
are admissible.

The well-definedness criteria ensures that the repos-
itory referring to actually exists and admissible speci-
fies π�d is relative to v and the symbol d has not been
versioned yet.

External definitions are not local to a working copy,
but global in sense of all working copies of the respec-
tive repository obtain these properties. Thus external
definitions have to be stored in repositories. Note, in
case of Subversion’s external definitions, they extend
the working copy they are defined on. That is, the un-
derlying fs-tree of a working copy is extended by the
underlying fs-tree of the externally defined working
copy. In the following we naturally extend reposito-
ries and working copies to externals.
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Figure 4: A working copy for �/ε@r in T with an ex-
ternal forϑ/κ@k.

Definition 13 (Repository with Externals). A
repository with externals is a repository whose ex-
ternals are admissible.
Definition 14 (Working Copy with Externals). Let
T = 〈V, E, τ, ν, λ, β〉 be a fsp-tree. We call a working
copy 〈S , ω, Δ〉 a working copy with externals if
and only if
(14.1) β(v, k) = Δ(v, β(μω(v), k)) for all v ∈ V(S ) and

k ∈ P.
(14.2) for all v = S�ϕ with 〈ζ,Θ〉 ∈ ξ(v) we have

ω(S�ϕ�ζ) = Θ.
Similar to (8.2) – (8.4), equation (14.1) ensures for

each versioned node the property value is equal to the
property value of the corresponding node modulo any
local modifications with respect to property names.
This restriction does not refer solely to external def-
initions, but to properties in general. In the follow-
ing we will always assume that repositories and work-
ing copies, respectively, have externals without further
mention.
Example 4 (Working Copy with External). Let us
consider the working copy with externals depicted in
Fig. 4. The fsp-tree T constitutes a local file system
tree and the subtree S � T a working copy 〈S , ω, Δ〉.
The node node w = S�φ has an externals definition
with ξ(w) = 〈ζ,ϑ/κ@k〉. Here we have ω1(v) = ϑ,
ω2(v) = κ/ψ, and ω3(v) = k where ϑ(k)�κ�ψ = μω(v)
and v = S�φ�ζ�ψ. Hence 〈S , ω, Δ〉 is a working copy
with externals.

Thanks to version control systems, external defini-
tions are stored in administrative directories as well
and therefore we do not have to modify the previously
introduced mapping between file systems (with exter-
nals) and fsp-trees.

In case of XML documents, however, we have to
perform some adaptations: for each XML element in-
duced by a fsp-tree node, we have to identify the corre-
sponding node in the respective repository to guaran-
tee a fine-granular version control for XML fragments.
To encode the information about the components of ω
we propose to extend the elements in the respective
XML format by three attributes:
• the fsp:rep attribute3 specifies the repository

root URL

• the value of the fsp:path attribute is the respec-
tive remote path, and

3As most XML applications allow foreign namespaces,
we place the new attributes in our own name space fsp,
which we map to http://kwarc.info/projects/locutor.

• the revision is stored in the fsp:rev attribute.

The XML attributes fsp:rep and fsp:rev are inher-
ited by XML child elements, but may be individually
overwritten. This enables authors to mix XML frag-
ments within one XML document from various repos-
itories and revisions. In this case XML fragments act
like nested working copies. The fsp:path attribute
has to be annotated to the XML root element and
is implicitly defined for all descendants (relative to
the XML root). XML elements defined by external
definitions are specified by fsp:ext attributes in the
respective XML parent element. The value of a fsp

<paper fsp:rep="https://kwarc.info/repos/locutor"

fsp:path="/doc/mkm08" fsp:rev="@HEAD">
<header><title>fs-trees</title>...</header>
<body
fsp:ext="2 https://kwarc.info/repos/MiKo/impl.xml#ex1@512">
<xi:include href="U"/>
<example xml:id="ex1"> . . . </example>

</body>
</paper>

Figure 5: An XML document with externals.

:ext attribute is a semicolon separated list of tuples.
The first component represents the XPath position of
the “external” XML child relative to the XML par-
ent. The second component specifies the fully quali-
fied repository URL and the respective revision. For
example, Fig. 5 depicts our example XML document
enriched with versioning meta-data. In the XML root
element paper the repository root URL, the remote
path, and the revision are presented. The body ele-
ment is extended by an external definition. In contrast
to XInclude statements externals are copied into the
XML document. The fsp:ext attribute in the body

element assures the identification of the example ele-
ment to be an external. We assume, without loss of
generality, that XML elements externally linked do
not corrupt XML documents with respect to XML

validity.
We are now in a position to implement the version

control commands from Definition 10 to XML files to
achieve the seamless operation of version control across
the file/file system border.

Definition 15 (Version Control on XML files). Let X
be a versioned XML file that admits the fsp attributes
and e an element in X. Then the version control com-
mand “add e” annotates e by fsp attribute fsp:rev

="k", where k is current revision. Note that the fsp

:rep and fsp:path attributes are inherited from the
parent. Dually, a remove command just removes the
fsp attributes.

A “commit” command computes the XML-
differences δe (see [mdpm, 2008] for a XML-aware dif-
ferencing algorithm) between e and and the cached
repository copy e′4 communicates them to the repos-
itory in fsp:rep, which creates a new repository re-
vision by adjusting the fsp attributes in X ′ and its
original in the repository.

4For this, we assume that the underlying version control
stores a cached repository copy X ′ of X in the administra-
tive directory. From this, we can take the element e′ that
is the cached repository copy for e.
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˜/stex/ https://kwarc.info/repos/stex root@512
˜/stex/LaTeXML/ https://mathweb.org/repos/LaTeXML/trunk ext@815
˜/stex/stex/ local
˜/stex/stex/lib/ https://kwarc.info/repos/stexc/slides/lib ext@4711
˜/stex/stex/omdoc/ https://kwarc.info/repos/stexc/slides/omdoc ext@4711
˜/stexc/ https://kwarc.info/repos/stexc root@4711
˜/stexc/slides/ local
˜/stexc/slides/lib/ local
˜/stexc/slides/omdoc/ local
˜/stexc/stex/ https://kwarc.info/repos/stex ext@512
˜/stexc/stex/LaTeXML/ https://mathweb.org/repos/LaTeXML/trunk ext@815
˜/stexc/stex/stex/lib/ https://kwarc.info/repos/stexc/slides/lib ext@4711
˜/stexc/stex/stex/omdoc/ https://kwarc.info/repos/stexc/slides/omdoc ext@4711
˜/stexc/www/ https://kwarc.info/repos/www root@16676

Figure 6: Instance Structure of Working Copies

An “update -r k” changes fsp:rev to k, and
merges5 δk

f into e. The property versioning commands
like propset, propdel are modeled by the obvious fsp
attribute movements.

5 Redundancy Resolution

Version control systems allow us to manage files and
directories that change over time. This allows authors
to access older versions of files and examine the history
of how and when data changed. Unfortunately, all
features are restricted to individual working copies at
a time, so to keep several working copies in sync with
central repositories, authors have to update each one
by its own.

For example let us consider the structure of work-
ing copies depicted in Fig. 6. The first column rep-
resents the local working copy directories, the second
one the respective fully qualified remote working copy
URL, and the last one describes the checkout type
and revision. If a directory is the root of a work-
ing copy checkout the type is root, if a directory
is an external definition it is ext, otherwise local.
The revision is suffixed to the type separated by an
@ character. For instance, the directory ~/stex con-
stitutes the root directory of a working copy checked
out in revision 512 from the Subversion repository
at https://kwarc.info/repos/stex. The subdirec-
tories /LaTeXML, /stex/lib, and /stex/omdoc are ex-
ternal definitions. The directory ~/stex/stex is lo-
cal. Note, as to Definition 14 subdirectory /www, is
not an external definition but constitutes the root di-
rectory of a working copy manually checked out in
revision 16676 from the Subversion repository at
https://kwarc.info/repos/www. In the following we
call the first working copy root sTEX and the second
one sTEXC. Apparently, in order to keep sTEX as well
as sTEXC in sync with the central repositories, we have
to update both by invoking the respective version con-

5Note that we are not specifying here how the merge
actually works and appeal to the intuition of the reader.
In fact, we are currently working on an extension of XML

merge algorithms to include format equality information
and fs-tree property attributes. Note that given suit-
able merging algorithms, we can execute the merge on the
client, since Subversion (and thus locutor ) caches base
revisions in a private part of the working copy.

trol update command in each root directory. A simple
approach to solve this problem could be a shell script
updating all working copies within the respective di-
rectory. Redundant externals (LaTeXML, stex/lib,
stex/omdoc, and stex in our example), are updated
more than once, which wastes time, bandwidth, and
space. Moreover, we also have to perform local com-
mits to propagate changes. Otherwise, for example,
changes to sTEX are not immediately available in ~/

stexc/stex, a constant source of errors and confusion
in practice. Managing a structure of related working
copies is a complex task, and automating this would
foster logical separations of multiple repositories via
external definitions.

Definition 16 (Redundancy). Let T be a fsp-tree,
w = 〈S , ω, Δ〉 a working copy in T and v ∈ V(T ).
We call v redundant to S (v ≺ S ) iff there is a
w ∈ V(S ) such that ω(w) = ω(v). We call a working
copy m = 〈S ′, ω, Δ〉 redundant to w (m ≺ w) iff v ≺ S
for all v ∈ V(S ′).

Lemma 17. Let T be a fsp-tree and w = 〈S , ω, Δ〉 a
working copy in T.

(i) We have S ≺ v for all v ∈ V(S ).

(ii) If m = 〈S ′, ω, Δ〉 is a working copy, S ,S ′ are
uniform, and r is root of S ′ with r ≺ S then we
have m ≺ w .

Proof. Choose w = v for (17.i) and (17.ii) is a conse-
quence of Lemma 9.

Back to our example in Fig. 6, we can now identify
redundant working copies: the external definition stex

on ~/stexc/ is redundant to ~/stex due to equiva-
lent repository root URL, remote path and revision.
Note that this task is less trivial than it seems at first
glance. For instance, replacing redundant entries with
symbolic forced us to introduce update scopes to avoid
infinite loops inside svn commands. Indeed the exam-
ple in Fig. 6 already shows such a dangerous loop.

In the locutor system we have implemented re-
dundancy identification as well as resolution on file
system level via an XML registry. That is, redundant
externals are transformed to symbolic file system links
(transex) during an update or checkout versioning
command. To emphasize raison d’être of transformed
externals we performed the following case study: one
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of the authors has mirrored all of his local working
copies in two directories: ~/svn and ~/locutor. The
command du -sh ~/svn returned 6.8G and du -sh

~/locutor, however, returned only 3.7G after redun-
dancy resolution.

6 Conclusion & Outlook

We have presented an abstract theory of collabora-
tive content management and version control for col-
lections of semi-structured documents. In particular,
we have defined version control algorithms on our fs-
tree model and extended version control to arbitrary
XML formats that allow foreign-namespace attributes
thus extended them to seamlessly work across the file/-
file system border. Furthermore, we have shown how
to control redundancy and confusion induced by du-
plicate links and externals.

Currently we are developing the mdpm system, a
collection of model-based diff, patch, merge algo-
rithms. These are document format dependent algo-
rithm, comprising respective notions of dependency,
dependency and change types, and propagation based
on corresponding equality theories. The mdpm com-
ponents will identify Infoms for fine-granular change
identification, compute less intrusive edit-scripts, and
compute “long-range effects” of changes based on the
fsp-trees. The currently most finished mdiff compo-
nent is for LATEX and XML. In the former case vari-
ous LATEX coding styles are identified to be equal, e.g.
whitespace, line breaks and empty lines. The latter
one is an improvement of [Radzevich, 2006].

As the transformation of externals may also be per-
formed offline, we think of another sub-command like
transex. This sub-command would analyze all exter-
nals of local working copies and if applicable transform
these to symbolic links.
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Abstract

Enterprises are dealing with a huge amount of
structured and unstructured data from heteroge-
nous sources. A lot of effort is needed to manage
different kinds of information. Although a lot of
effective search algorithms have been developed
in the last decades, finding relevant enterprise in-
formation is still a real challenging task.
In this paper we present the usage of ontology-
based similarity as part of an Enterprise Know-
ledge Management Platform (EKMP). The main
focus is to increase the efficiency of the search
process in enterprise domains. Parts of the pre-
sented EKMP has reached a prototype stage.
Within this plattform Natural Language process-
ing (NLP) is used for automatic categorization
of unstructured resources while ontologies repre-
sent these resources in a taxonomical way with
arbitrary properties. The role of ontologies in
our case is twofold: firstly ontologies provide a
look-up table for NLP analysis and secondly they
are used for similarity calculation in order to find
also semantically relevant information. Thus the
implemented approach of similarity calculation
derives strongly from concrete business require-
ments. The aim is not to provide a new similarity
measure but rather to combine and adapt exist-
ing measures in a real world application under
consideration of additional background (context)
information.

1 Introduction
In the last decades the research results lead to more ef-
fective methods for retrieval of relevant information from
homogenous sources. However, at the same time the het-
erogeneity of information has increased enourmously. It
would bring massive economic benefits for companies if
they cope with these challenges. The IDC report [Feldman
and Sherman, 2003] in the year 2003 has already pointed
out the loss of productivity caused by poor quality search.
We still miss the new kind of application which provide an
adequate solution for this loss.

Since almost all enterprise data is related to each other,
a new mechanism is required in order to extend the current
data management and search systems. New Knowledge
Management systems have to provide an efficient and in-
tegrated enterprise data handling. A fundemental baseline
of these systems should contain both an adequate fraction
of semantics and automatic text analysis tools.

Ever since Tim Berners-Lee outlined his vision for the
Semantic Web software applications leveraging semantic
technology have gained much attention. The technologies
developed originally for the Web are also applied to com-
pany intranets and enterprise information systems [Albert-
sen and Blomqvist, 2007]. Although semantic applications
in theory can be compared to any other software system
with respect to size and complexity, it is still a real chal-
lenge to adapt semantic technologies in real world enter-
prise applications. What is still missing are enterprise ap-
plications that demonstrate the benefits of Semantic Web
technologies altogether.

In this paper we present the usage of ontology-based
similarity within a business use case which is part of an
EKMP. In order to be successful an EKMP should auto-
mate the capture and distribution of information and facil-
itate the understanding of that information for the purpose
of making good business decisions across an entire enter-
prise. To achieve this a combination of NLP and ontologies
is necessary.

1.1 Challenges in Business Search
The use of Google-style search techniques is good, but
not enough for business-oriented search. These search
techiques are mainly based on the syntactical key words
and do not consider the semantics behind them. However,
this kind of search techniques are time and money consum-
ing and reduce the scale of enterprise operations.

For example in a Human-Resource domain, persons with
skills like C++ and Java have nothing in common for a
syntax-based search engine beside they are members of
programming language. They are not considered as sim-
ilar languages since no further information is considered
beside the syntax. In these cases some human-reasoning is
needed in order to define that two candidates which have
C++ or Java skills are in a programming language domain
similar.

One approach toward improving Enterprise Search is to
increase the number of structured information. This can
be done mostly by using some metatagging strategies. Al-
though metatagging is quite popular in internet, to make all
the users in a business domain to tag each document is from
our point of view quite cumbersome and time consuming.
Using NLP tools to get structured data from unstructured
ones has already been partially realized in business domain.
However both metatagging and NLP need a formalism in
order to set all the structured data in relations.

1.2 Use Case: Expert Finder
The EKMP is designed to handle different application ar-
eas. One of them is theExpert Finder with the main focus

FGWM

9



Figure 1: Job description

on human resources. The proposed information access task
includes people finding, which is concerned with the re-
trieval of individuals that meet some criteria. In our case
the idea is to match applicants’ profiles to a claimed pro-
file in a job description. The analyze of the claimed profile
in the job description can be done either by a user, where
he can analyze the job description and select the skills in a
given user interface or automatically using NLP to get the
same infomation. Usually job descriptions contain a list
of general items, like job summary, required professional
skills or roles and responsibilites(see fig. 1). Considering
the job description in fig. 1 existing solutions only deliver
candidates with Java skills. In very often cases there are
less candidates with a certain required skill than job offers.
In this case it is essential to support the HR professional by
finding also candidates with similar skills automatically.

2 Background and Related Work
Knowledge management (see also [Davenport and Prusak,
1998]) is the set of systematic and disciplined actions that
an organization can take to obtain the greatest value from
the knowledge available to it [Marwick, 2001]. A knowl-
edge management system provides the possibility to find
knowledge sources which are relevant for the current way
of looking at a problem. According to [Stojanovic and
Handschuh, 2002] these knowledge sources can be divided
into two categories : formal expert rules and (multi-media)
documents. Since a more efficient searching for the knowl-
edge being contained in the second category is essential,
some ontology-based statements can be used for the in-
dexing procedure. Using an ontology knowledge can be
collected from various sources, different formats processed
in order to compute interdependencies between knowledge
items. [Staab et. al., 2001] identify five subprocesses that
constitute the Knowledge Process: knowledge creation,
knowledge import, knowledge capture, knowledge retrieval
and knowledge use. In this process ontologies constitute
the glue to tie together all these subprocesses. The chal-
lenges to the knowledge management vision of the Seman-
tic Web are twofold: implementing semantic knowledge
management systems on the one hand due to their com-
plexity and making them work in an enterprise on the other
hand.

Although searching for enterprise data is not a really new
area, it is still a challenge to get the relevant data within an
organisation. By enterprise data we mean a centralized data
store that is shared by many users throughout the organiza-
tion. Hawking [Hawking, 2004] has provided a definition
which aspects Enterprise Search includes, namely search
of the:

• organisation’s external website

• organisation’s internal website

• search of other electronic text held by the organisa-
tion, e.g. email, database, documents, files etc.

[Fagin et. al., 2003] introduce why search techniques for
internet are insufficient for intranet. To improve the in-
tranet search they make use of rank aggregation. [Xue et.
al., 2003] propose a method to generate implicit link struc-
ture based on user access patern mining from Web logs. In
an enterprise intranet the structure of information is mainly
hierarchical, where are a very few links between the infor-
mation [Demartini, 2007]. [Fisher and Sheth, 2004] present
an approach where Semantic Web technologies have been
applied to the context of enterprise. However in this ap-
proach ontologies are used only to improve the knowledge
management and not improve the search effectiveness. The
usage of ontologies for similarity calculation is from our
point of view one main aspect how Semantic Web can im-
prove the search process.

Hefke et. al. [Hefke et. al, 2007] calculates the simi-
larity of two entities called complex entities following the
local-global- principle. The assumption behind this is that
two complex objects are built up from smaller units. Al-
though they combine taxonomic similarity, set similarity
and relational similarity they do not consider the impor-
tance of the context information, which influence the sim-
ilarity. The work done by Biesalski and Abecker [Biesal-
ski and Abecker, 2006] uses the similarity for skill profiles
within a project staffing module. The idea is the ontology-
based modelling of employees’ skill profiles. To support
the project staffing they match position skill requirements
with employee’s skill profile. Mochol et. al. [Mochol et.
al., 2004] uses some Semantic Web technologies to match
job postings and applications. They cluster the information
about competencies and skills and calculate the similarity
of these thematic clusters. However this approach is also
restricted to the recruitment domain and does not consider
the dependency of similarity with additional context infor-
mation.

3 The Approach
The main idea behind our approach is to combine existing
and matured NLP tools with ontologies in order to improve
the efficiency of the search process.

• Ontology An ontology is according to [Gruber, 1993]
and [Studer et al., 1998] defined as “specification of
conceptualization”. Unlike the glossary or dictionary
which provide definitions for terms, an ontology is fo-
cussed on concepts. A concept is something that is
relevant to the domain of interest. It is essential that
these concepts should be defined as precise as possible
and are processable by other computer systems. En-
terprises process great amount of data and information
(structured, semistructured or unstructured). All these
information are usually prepared for local applications
within a certain context. However, one challenge is to
integrate information from different applications and
locations, which is caused by the semantic differences
between the applications and not like mostly assumed
by the different formats.
The role of ontologies within our platform is to pro-
vide a mechanism in order that all the systems within
an enterprise communicate to each other. Like in
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Figure 2: EKMP Architecture

[Uschold et. al., 1995] or [Fox et. al, 1993] the main
purpose is to provide a shared collection of terms and
definitions related to business enterprises in a single
enterprise taxonomy with arbitrary properties. In the
Exper Finder application we developed ontologies to
represent applicant related informations, e.g: techni-
cal skills, soft skills, education or working experi-
ence1. Having these ontologies, we can realize a sim-
ilarity calculation beside a syntactical one.

• NLP The purpose of NLP here is to structure incom-
ing applicants’ documents or job descriptions in an
automatic way. For example in the Expert Finder use
case it is used to categorize the applicants’ data. From
the curriculum vitae the NLP extracts the personal
data, skills, projects, education etc. and maps them
to the HR ontology which is the base for the search
process.
In order to extract the right entities the NLP tool needs
data in order to create a model. We use for this pur-
pose existing comercial NLP tools2.

3.1 Architecture

The platform consists of different modules. The goal is to
provide a lightweighted platform for the execution of the
business processes. We designed the platform to be the
base for building the specialized ontology and event driven
system components. These components are developed for
certain tasks and grouped into system modules that are dis-
played in Figure 2 and described briefly below:

• Workflow Engine: The workflow engine is the core of
the platform. It obtains the executional infrastructure
for the processes and activities.

• Information Extraction: The component is responsi-
ble for the structuring of an unstructured text content.
In HR project information extraction has been used
in two different scenarios. The first one gathers the
information from submitted documents and the sec-
ond one extracts the context information from the job
description. The both scenarios are realized with the
help of the existing NLP frameworks. The informa-
tion extracted from the applicants documents will be
submitted to the knowledge base and in second case
extracted information will be used to define the search
request.

1based on OWL
2NLP tools Mindset by living-e:

http://xtramind.com/de/Produkte/mindset/Mindset.php

• Index and Search: The Index and Search subsystems
are designed to provide the optimal search perfor-
mance. To reach optimal search performance we are
using a specialized index engine that enables fast in-
dexing and search.

• Semantic Platform: Semantic Platform is a set of
specialized components. It obtains the mechanism
for grouping and manipulating ontology modules and
provides the binding environment for specialized rea-
soners. Further it provides the connection to the differ-
ent data stores, obtains the infrastructure for the data,
updates and implements N-Triple storage for submit-
ted facts.

3.2 Expert Finder Process
Expert Finder consists of extraction or categorization of
relevant information from unstructured documents and
matching of the job description profile with the applicants’
profile in order to find the most suitable job candidate.

• Categorization (see Fig. 3): For the categorization
the NLP component needs the applicants data in or-
der to extract entities from that. The extracted en-
tities are added to the knowledge base. During the
categorization ontologies are use to recognize the en-
tities correctly. This process is fully automatic except
the cases where new entities has been recognized or
a misspelling is detected. For example if the NLP
component recognizes that the analyzed part contains
programming languages and an entity C+ has been
recognized which is not yet in the ontology, the next
step is to look into the programming language ontol-
ogy and calculate the syntactical similarity(based on
levenstein-distance). In this case the user is contacted
in order to select the right programming language or
add the new entity as a new one into the ontology.
In cases where we have disambiguation regarding the
sense, the user is contacted as well. Once the catego-
rization is successful, an index will be generated and
provided.

• Search process (see Fig. 4): The search process starts
with a certain job description which is for example put
on the company web site or in an email. The first step
is to extract the information from the unstructered job
description. Considering the job description in fig. 1
the result of NLP analysis which ends up in the fol-
lowing programming skills search profile:

searchPersonProfile(java & webApplica-
tion & objectOrientedMethodologies)

For the similarity calculation this search profile is con-
verted into an entity:

e:= 〈mainEntitiy, [context]〉
in our case
e:= 〈java,webApplication,objectOriented 〉

We define context as an optional and additional back-
ground information which are property values of an
ontology instance. In our case the programming lan-
guage Java has arbitrary properties like hasUsage or
hasType which has the values webApplication or ob-
jectOriented. Therefore the terms in the searchProfile
are recognized as additional background information.
The result of this similarity calculation delivers addi-
tional ranked programming languages which are sim-
ilar to the programming language java.
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Figure 3: Capturing relevant information

Figure 4: Find relevant information

C# 0.93, C++ 0.85, ObjectiveC 0.83

The programming language C# is higher ranked than
the others, since it fullfills also the contextual informa-
tion that it is used for developing of web application
which is modeled in the ontology.
Using these results, a new search query is gener-
ated which delivers also candidates with similar skills,
which are not explicitly given in the job description
profile.

3.3 Nested Similarity Using Context
As we described above one aim of the enterprise search
should be to detect the similarity between two entitities in
order to deliver similar results if no exact matches are avail-
able. Thus the objective is to derive a function sim(e1, e2)
that measures the distance between the entitities e1 and e2.
We assume that the similarity function maps instances of
an ontology O into the unit interval:

sim(x, y) : I × I → [0, 1]
where I is the ontology instance which represents the pos-
sible entities. The extreme value 1 occurs only if x = y,
which is an exact match. In case the two instances have
nothing in common the value 0 is derived. Since the ob-
jective is a more general similarity framework for search
processing, it is necessary to combine more than one sim-
ilarity measure for the calculation in a single aggregated
similarity function:

simA(e1, e2) :=
∑n

i=1
ωi∗simi(e1,e2)

n

At the moment two different types of similarity measures
are used, namely similarity based on the skill taxonomy
simtx -based on [Andreasen et. al., 2003] and [Maedche et.
al., 2001]- and similarity based on the instance properties
simpr. It is important to manage the importance of each
calculated similarity differently. This can be controlled via
the parameter ω . The default value is 1, which means all
similarity measures have equal importance.

In order to calculate simtx it is necessary to look into
the taxonomy and identify which concepts connect e 1 and
e2. In a simple way this can be considered as the shortest
path between the two event instances.

simtx(e1, e2) = |UCpathe1(e1)∩UCpathe2 (e2)|
|UCpathe1(e1)∪UCpathe2 (e2)|

This measure is able to handle different connections be-
tween the two instances and to select the shortest one if
many paths are available. One drawback of the shortest
path calculation is the increase of complexity because we
consider all possible paths in the taxonomy between two

instances. However, since the similarity calculation in our
case is executed at design time, it has no influence to the
overall event processing performance at run time. For
the calculation of similarity the reachable superconcepts
shared by e1 and e2 are normalized by the union of the
superconcepts.

One major shortcoming of computer-based similarity
judgement is that the results do not fulfill all users’ require-
ments [Janowicz, 2008]. This is mostly due to the lack of
context information. Since the context is to be the crucial
factor of the “intelligent” EKMP, it also must be considered
in the similarity calculation. Within the similarity calcula-
tion contextual information can influence the ranking list
of the most similar events. In our approach the contextual
information are considered in the feature-based similarity
simpr. This context information is captured from our NLP
framework.

simpr(e1, e2) :=
ωf∗ αctx∗vrcc+α∗vrc

αctx∗vrcc+α∗vrc+δdisv
∗vr−c+δdisc

∗vc−r

k

The function simpr calculates the similarity for every
equivalent property in e1 and e2 under consideration of ex-
isting context information. The similarity is calculated by
considering not only properties and the values but also the
type of the property values. The calculation of similarity
consists of elements which increase the similarity, vrcc and
vrc, and elements which decrease the similarity, vr−c and
vc−r. The context information is considered in vrcc.

vrcc expresses how many values e1 and e2 have in
common with respect to the context for each property

vrc expresses how many values e1 and Ie2 have in
common for each property

vr−c expresses how many values are in e1 and not in
e2 for each property

vc−r expresses how many values are in e2 and not in
e2 for each property

The result of the calculation is normalized by the value k
whereby k represents the number of distinct properties in
both instances. Like the weight-value used by the aggre-
gation function we define a weight ωf which expresses the
importance of a property. The parts of fdist which increase
or decrease the similarity also have weights. For these it
applies the following:

1 ≥ αctx ≥ α >δ disv ≥ δdisc ≥ 0

Since αctx and α influence the similarity they have a higher
value than δdisv and δdisc . With δdisv and δdisc we can
determine how important properties and their values should
be considered which occur in e1 and not in e2 and vice
versa.

4 Conclusion and Future Work
We presented in this paper a real world example where
ontology-based similarity can improve the search process.
Expert Finder is part of an EKMP which has already
achieved a prototype implementation stage. An essential
part of the platform is to improve the search results in or-
der to deliver also similar results. The necessity of sim-
ilar results is derived from business demands. From our
point of view ontology-based similarity has the potential
to leverage the existing enterprise search mechanism. The
similarity calculation uses both the the taxonomy and the
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properties of an an ontology instance. Since the calcula-
tion of similarity is context dependent we consider also ad-
ditional background information. Ontologies are essential
for enterprise applications since all enterprise data is an hi-
erarchical nature, and an Ontology provides a formal tax-
onomy to handle this hierarchy. In the near future there will
be a release version of the platform which is considered to
be used by industrial companies. For this reason we will
carry out user and expert evaluations of the system. Perfor-
mance and scalability tests are also planned. Further work
will be, beside the improvemet of the general platform, to
improve the similarity calculation for example implement-
ing additional measures w.r.t contextual information or to
improve the parametrization and further modularization of
implemented measures.
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Abstract

In this paper, we present preliminary work on
the evaluation of tool extensions we built based
on our semantic desktop framework X-COSIM.
We discuss different experiments for evaluating
tools of a semantic desktop and present our tool
extensions COSIMail, COSIFile, and SAM. We
explain in detail the setup of a laboratory study
designed to gain summative results that enable a
comparison of our tools to conventional desktop
counterparts with respect to user effectiveness,
efficiency, and satisfaction.

1 Introduction
Semantic meta data as a means for the integration of appli-
cations is commonly accepted as a major pre-requisite for
building a semantic desktop1[Decker, 2006]. Integration by
semantic meta data means that meta data describing people,
documents, to-do items, and their classifications by user-
defined structures (e.g. folder hierarchies) can be (re)used
across tools built on top of a semantic desktop. By such
reuse, entities become interlinked instead of occurring as
redundant copies in multiple tools. Various exploitations
to improve personal knowledge management can be envi-
sioned on top of the integrated meta data (e.g. semantic
desktop search) and several research prototypes of a se-
mantic desktop (including our own) have been developed
[Cheyer et al., 2005; Sauermann, 2005; Quan et al., 2003;
Franz et al., 2007]. However, to the best of our knowledge,
evaluations on the benefits of semantic desktop tools have
not been published so far.

In this paper, we present our current work towards an
evaluation of semantic desktop tools we built upon our
framework for cross-context semantic information man-
agement (X-COSIM) [Franz et al., 2007]: Namely, we built
COSIFile, an extension for the KDE file manager Dolphin,
COSIMail, an extension for the Thunderbird email client,
and SAM, a plugin for the instant messenger Spark. The
evaluation is intended to verify the hypothesis that seman-
tic desktop tools as built by us are beneficial for personal
knowledge management, resulting in improved user effec-
tiveness, user efficiency, and user satisfaction in the setting
of common personal knowledge management tasks.

1Throughout this paper we refer to desktop as the tools that are
part of a desktop system and the data manipulated with them. We
do not refer to the desktop metaphor, i.e. the plain on the screen
where commonly files, folders, shortcuts to applications can be
arranged and stored.

Before we introduce our extensions in Section 3, we
present an overview of related work about the evaluation
of personal information management (PIM) tools in Sec-
tion 2. In Section 4, we present different evaluation designs
and discuss their suitability for the evaluation of Semantic
Desktop tools as presented here. Afterwards, we explain
the setup and conduction of a laboratory experiment that is
intended to verify the hypothesis mentioned before (Sec-
tion 5). We provide a conclusion and outlook of ongoing
work in Section 6.

2 Personal Knowledge Management:
Applications, Studies and Evaluations

In the following, we present works from three different
research fields that are relevant for research on personal
knowledge management. First, research on technologies
to build novel tools for personal information management.
Second, research on human computer interaction with re-
spect to personal information management tools. Third,
research dealing with the evaluation of software tools for
personal information management.

2.1 Semantic Desktops and PIM Tools
Haystack [Karger et al., 2005] is an approach to a seman-
tic desktop that provides a monolithic application for per-
sonal information management tasks such as email man-
agement and calendaring. Accordingly, Haystack provides
a graphical user interface for enabling users of the system
to deal with the information that can be manipulated with
Haystack. An evaluation of Haystack towards user effec-
tiveness, user efficiency, and user satisfaction has not been
published.

Unlike Haystack, IRIS [Cheyer et al., 2005] integrates
legacy applications, e.g. the Mozilla suite for web browsing
and email management, into one user interface. IRIS con-
nects some of the metadata available by the integrated ap-
plications and provides additional PIM features in separate
panels of its user interface. As it is the case with Haystack,
an evaluation of such features with respect to user needs
has not been published.

Our approach X-COSIM [Franz et al., 2007] resembles
the Gnowsis semantic desktop [Sauermann, 2005] in that it
provides a desktop middleware for integrating desktop ap-
plications. While prototypical user interfaces for Gnowsis
are available, a summative evaluation of their applicability
and suitability to personal information management has not
been published.

UMEA [Kaptelinin, 2003] is a personal task manager
that supports the association of documents, folders, URLs,
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and contacts to projects. The user interface provides list-
ings of the associated resources and enables to open them
in the corresponding PIM tools. UMEA is motivated by the
need to support “higher-level user activities” where users
deal with multiple resources in the context of a task or
project. The association of resources to projects can be
done manually but also automatically: UMEA receives
events from Microsoft Office applications and automati-
cally adds resources opened in those applications to the
currently selected project. UMEA was evaluated by eight
users that worked with it from two to six weeks. Seven
users responded positively about the general idea behind
UMEA, however, criticized its implementation. The au-
tomatic association of resources to projects was seen as a
major drawback of UMEA as that feature lacked precision
and added too many and irrelevant resources to projects.

Bellotti et al. built TaskMaster [Bellotti et al., 2003], a
prototypical email client that adds task management fea-
tures to email management . TaskMaster was evaluated in
a formative evaluation by means of questionnaires and in-
terviews of seven test persons that have used TaskMaster
for at least one week.

2.2 Designing PIM Software
Boardman and Sasse present a cross-tool study in [Board-
man and Sasse, 2004] to provide recommendations for
cross-tool design. Among others, they found significant
overlap between created email folders and file system fold-
ers while less efforts are put into organizing bookmarks.
Such findings also influenced the development of our com-
ponents as explained in Section 3.

Ravasio et al. [Ravasio et al., 2004] interviewed a
heterogeneous group of 16 computer users including re-
searchers, secretaries, students, programmers, and business
managers. They focussed on the problems these users en-
counter with document classification and retrieval when us-
ing conventional desktop systems. Their findings support
the hypothesis that interlinked information as established
by semantic desktops is beneficial: Interviewed users con-
firmed that the separation of files, emails, and bookmarks
is “inconvenient for their work”. They also realized that it
leads to “unwanted redundancy”. Furthermore, they found
that people are reluctant to use search tools. As also found
in [Boardman and Sasse, 2004], users prefer the manual
search by browsing through folder hierarchies as that en-
ables them “to brush-up on their knowledge of the general
organization of their information space while searching”.
As mentioned before, such findings motivated the devel-
opment and evaluation of our components we present in
Section 3.

By a study with 14 participants, Blanc-Brude et al.
[Blanc-Brude and Scapin, 2007] investigated on document
attributes that humans recall, particularly comparing users’
precision with different attributes. They found out that
many document attributes available in desktop search tools
are not considered by humans while others that are not
available are recalled with higher precision, e.g. associ-
ated people, documents, emails. They also state that search
functionalities were only employed as a last option to find
documents while browsing was the preferred means for
document retrieval. The file manager extension presented
in this work (cf. Section 3) has been developed to match the
requirements derived in [Blanc-Brude and Scapin, 2007],
i.e. it is targeted to enhance explorative search by provid-
ing more relevant document attributes.

In [Katifori et al., 2008], Katifori et al. present their find-
ings on the usage of the desktop area provided by graphical
operating system interfaces. They investigated how partic-
ipants use the desktop area, e.g. to provide shortcuts to
frequently used folders and applications, to support recall
by arranging items to groups and particular positions on the
screen.

2.3 Evaluating PIM Tools
The authors of [Chernov et al., 2007] elaborate on the ne-
cessity for desktop data to evaluate desktop search tools.
They discuss approaches to establish a desktop testbed and
associated tasks on which to evaluate search tools. For lab-
oratory experiments as we discuss in Section 4, the creation
of a corpus is crucial not only for the evaluation of search
tools but (semantic) desktop tools in general.

In [Kelly, 2006], the point is stressed that personal infor-
mation management is an idiosyncratic task that requires
thorough definition of metrics to study and evaluate PIM
tools. Different approaches, as we discuss in Section 4 are
also presented in brief.

The authors of [Elsweiler and Ruthven, 2007] present a
methodology for designing task-based evaluations for PIM
tools that support re-finding. In particular, the methodology
addresses how to design such evaluations considering the
uniqueness of personal information collections.

2.4 Towards proper Evaluations of Semantic
Desktops

There exist a number of works analyzing the use of
the computer desktop, in particular focussing on desktop
search tools and the desktop metaphor. Such research mo-
tivates our work and gives hints on proper tool design. Sev-
eral prototypes of a semantic desktop have been developed,
however, no publications on their evaluations are known to
us so that their benefits are unclear. Instead, many appli-
cations have been evaluated in research on PIM, however,
those evaluations had different evaluation targets due to the
different nature of the tools implemented: They were pri-
marily built to evaluate hypotheses about particular PIM
strategies of users and had been evaluated as stand-alone
tools, independent of further desktop applications. The
claim of semantic desktop tools is to foster information
linkage and reuse across PIM tools. Naturally, evalua-
tions testing that hypothesis must include multiple tools.
Research on how to evaluate PIM tools while addressing
the idiosyncratic nature of PIM started only recently. Re-
sults of that research influence the design of evaluations we
present in Section 4.

3 X-COSIM Tools
In this section, we introduce the extension we seek to eval-
uate. Their development is motivated by findings of prior
studies as mentioned in Section 2. For instance, we decided
against the development of a semantic desktop search tool
but developed an extension that supports manual search, i.e.
supporting searching by browsing. Prior studies [Board-
man and Sasse, 2004; Ravasio et al., 2004] claim that users
prefer manual search over the use of desktop search tools.
We also decided to implement extensions that are tightly in-
tegrated into existing desktop applications to provide novel
PIM features in an unintrusive manner. The extensions aug-
ment the functionalities of their “host-applications” and are
strongly integrated into the user interfaces of them. We be-
lieve that such an integration reduces the learning effort of
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Figure 1: COSIMail Extension for Thunderbird Email

users to familiarize with functionality provided by our ex-
tensions as they do not need to familiarize with new user in-
terfaces and interaction paradigms. Conversely, most prior
tools built to improve support for personal information
management (PIM) have been implemented as stand-alone
applications (cf. Section 2). All our tools built upon our
framework X-COSIM to deal with metadata about commu-
nications, document storage, user-defined tasks, and user-
defined annotations (e.g. by means of folder hierarchies)
with formal consistency [Franz et al., 2007].

3.1 Contributors of Communication Meta Data:
COSIMail and SAM

The SAM2 and COSIMail3 extensions contribute meta data
about messages sent and received via their host applica-
tions (Spark or Thunderbird4) and the agents occurring as
senders and recipients of those messages. Additionally,
both extensions create meta data about files transferred (as
email attachment or by instant messaging file transfers), in
particular, they intercept the file-save operation of the host
application to store meta data about where transferred files
have been stored on the file system of the recipient. The
CosiMail extension exploits such created metadata show-
ing for each email message, if an attachment was stored
on the hard disk and enables to open that file directly or to
open the folder that contains it (see Figure 1).

3.2 COSIFile: The File Manager Extension

File managers play a central role in personal information
management as they are used to organize, retrieve, and ini-
tiate the modification and creation of information. Accord-

2http://isweb.uni-koblenz.de/Research/sam
3http://isweb.uni-koblenz.de/Research/

cosimail
4http://www.mozilla.com/thunderbird/

ingly, we also implemented COSIFile5, an X-COSIM ex-
tension for the file manager Dolphin6 that is part of the
KDE desktop system7. Figure 2 shows a screenshot of Dol-
phin with the COSIFile extension. As indicated, COSIFile
enhances the detail view of Dolphin enabling users to se-
lect additional file properties that provide supplementary
contextual information about a file, namely Sender, Re-
cipient, and Subject. The values shown for these proper-
ties correspond to the sender, recipient and subject of the
messages associated to the files and are contributed by the
COSIMail and SAM extensions based on the X-COSIM
framework. Like any other file attribute, they can be used
for sorting files, a strategy that users commonly employ in
manual search [Boardman and Sasse, 2004]. Findings pre-
sented in [Blanc-Brude and Scapin, 2007] claim that con-
ventional file attributes like file size or access permissions
are not useful for information re-finding. We believe that
the COSIFile extension improves support for information
re-finding enabling users to identify information more eas-
ily based on the added context information.

4 Evaluation Design
As discussed in Section 2, little work exists with respect to
the evaluation of semantic desktops and tools building upon
a semantic desktop. In the following, we present different
candidate-experiments for evaluating desktop tools before
we discuss each of the experiments in more detail.

4.1 Experiment I

One option is a laboratory experiment that can be briefly
described as follows:

5http://isweb.uni-koblenz.de/Research/
x-cosim

6http://dolphin.kde.org/
7http://kde.org/
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Figure 2: COSIFile Extension

1. Two desktop systems are used where one provides a
standard desktop while the other provides the exten-
sions and tools to be evaluated.

2. Both systems are loaded with a data corpus including
emails, instant messages, and files.

3. Test persons execute a number of typical tasks on both
systems.

4. The evaluation is based on the comparison of mea-
sured indicators for user effectiveness and efficiency
(e.g. time to solve a task) as well as subsequent inter-
views.

4.2 Experiment II
In contrast to the previous experiment stands a field exper-
iment where tools are evaluated based on realistic usage in
everyday work:

1. Our components are installed on the desktops of se-
lected test persons.

2. They use them over time in their everyday work.

3. Evaluation based on i) interviews conducted after or
within the period of the usage, and ii) by the inter-
pretation of logging-data produced by the evaluated
components.

4.3 Experiment III
The following is another variation of a laboratory experi-
ment:

1. Test persons are interviewed about their work domain,
common tasks, and working style.

2. Based on information gathered in the interview, a set
of tasks for each user is created that can be executed
on the user’s own desktop system, e.g. “find the form
sent by the interviewee prior to the interview”.

3. A test system is setup featuring a semantic desktop
and containing the user’s data.

4. The test person executes another, yet similar task set
on the test system

5. Task execution on both systems is observed and com-
pared, e.g. by screen recordings and measured exe-
cution times. User feedback is collected in question-
naires and interviews.

4.4 Experiment IV
Another option is to observe test persons while they work
on a pre-defined complex task, e.g. the organization of a
summer party. The task is aligned with a scenario that in-
cludes multiple persons and defines certain requirements
that are to be met. For instance, it could be stated that fly-
ers should be produced, that sound equipment needs to be
rented and so on.

1. Test persons are responsible for different sub-tasks
and are required to collaborate in order to achieve the
high-level task (summer party organisation).

2. The experiment is conducted in several separate ses-
sions that are timely separated (e.g. including breaks
of one or two weeks).

3. Test persons work physically separated.

4. Test persons are provided with desktop systems that
feature semantic desktop extensions.

5. The evaluation is based on log files, screen, and mouse
recordings that are used to measure the utilization
and adoption rate of semantic desktop tools. Addi-
tional interviews and questionnaires are conducted af-
terwards to gain subjective user feedback.

4.5 Experiments Compared
A major challenge in the evaluation of desktop compo-
nents is given by the fact that each user’s desktop represents
a unique collection of data that is individually organized
reflecting the user’s way of working and thinking [Kelly,
2006]. Moreover, the conduction of field experiments is
complicated by the fact that a semantic desktop and its tool
extensions as presented before are highly dependent on the
operating system, and desktop choice.

Experiment II and Experiment III enable to observe test
persons on their own desktop. For Experiment II, however,
it is required that each user’s personal desktop runs on a
linux operating system and that the user commits at least
to the KDE file manager and the Thunderbird email client.
Thus, finding a suitable number of test persons for such an
experiment is difficult. Experiment III includes an obser-
vation of the user on her own desktop. Thus, any user of a
desktop system can take part in the study. The drawback of
the experiment is that the transformation of a user’s desk-
top data to a test system is difficult: Information linkage as
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established by the use of the evaluated components would
have to be established manually for each participating test
person and may even be impossible in some cases. More-
over, test persons may not be familiar with the components
of the test system so that the comparison of observations
will be less meaningful.

Compared to experiments like Experiment II and Experi-
ment III, Experiment I provides better control on the evalu-
ation process and less disturbing variables. It enables com-
parable observation results and more precise observations.
A drawback of such an experiment is that it requires test
persons to work on a desktop environment they are not fa-
miliar with. They will not be able to rely on individual in-
formation management strategies (e.g. folder hierarchies,
naming conventions) as they use on their own desktop sys-
tem. Accordingly, they may employ different strategies for
solving tasks on the test systems compared to their behavior
on their own desktop environment. Experiment IV stands
for a compromise between control on the experiment and
the artificiality of laboratory experiments. On the one hand,
test persons have to work with a desktop system they are
not familiar with. On the other hand, they are free to em-
ploy individual information management strategies.

5 Setup for a Laboratory Experiment
At the time of this writing, we are preparing the conduction
of a field study and a lab experiment to gather complemen-
tary results about the influence on effectiveness, efficiency,
and satisfaction in the conduction of typical personal infor-
mation management tasks. In the following we describe the
setup for the lab experiment.

5.1 Goal, Questions, Metrics
The primary goal of the laboratory experiment is to find out
i) whether our tools that exploit integrated semantic meta
data provide benefits for users when compared to standard
desktop tools. Accordingly, we plan to conduct a summa-
tive evaluation [Gediga et al., 2002], i.e. targeting the ques-
tion whether our extensions provide an improvement com-
pared to the conventional tools. Being research prototypes,
we expect the tools to have large potential for improvement,
however, the primary target of such an evaluation is not to
improve tools, but to compare them to standard tools.

Following the goal-question-metrics approach [Basili et
al., 1994] we defined the following questions in order to
evaluate the goal statement from before:

1. User effectiveness: How effective is a test person in
completing a common PIM task, i.e. how many and
which tasks can test persons complete successfully us-
ing System I compared to using System II.

2. User efficiency: How efficient are test persons in com-
pleting a task, i.e. what is a test person’s effort for
completing a task using System I compared to using
System II.

3. User satisfaction: Which test system is preferred by
test persons and why. Are test persons satisfied with
the usability and functionality of our extensions.

We considered the following metrics for answering the
above questions:

1. Success rate, i.e. how many tasks are completed suc-
cessfully by a test person. (Effectiveness)

2. Amount of time spent to complete a task successfully.
(Efficiency)

3. Distance of mouse movements made to complete a
task successfully. (Efficiency)

4. Number of clicks made to complete a task success-
fully. (Efficiency)

5. Number of application switches to complete a task
successfully. (Efficiency)

6. Preference statements of test persons. (Satisfaction)

5.2 Test Systems and Test Persons for a
Within-Subject Test

We set-up two test systems (called System I and System II
in the following), both run the KDE desktop (version 4) and
have the Thunderbird mail client, the Dolphin file browser
and the Spark instant messenger installed. Additionally, we
installed our extensions on System I, i.e. COSIMail, SAM,
COSIFile. Both systems are loaded with a data corpus ex-
plained in Section 5.4. They are created as images to be
run on a virtual machine. Mouse movements are recorded
using Kodo, an odometer measuring the distance of mouse
movements. Mouse clicks are recorded using the software
XNee8.

Two different procedures for comparing tools are pos-
sible: “Between-subject” tests and “within-subject” tests.
We plan to conduct a “within-subject” test [Nielsen, 1993],
i.e. each test person executes similar tasks on both test sys-
tems that are to be compared. In comparison to a “between-
subject” test, less test users are needed as experience and
skill levels will be the same for the users testing the dif-
ferent tool sets. The disadvantage, however, is that the ex-
perience from working with the first tool set influences the
test of the second tool set. In the following, we explain the
counter measures we introduce to decrease the influence
of that effect on our evaluation results based on [Nielsen,
1993].

The test systems are to be evaluated by test persons with
different backgrounds ranging from frequent and profes-
sional users of computers to users that use a computer
rarely and not for work. Test persons will include stu-
dents persuing a certificate for primary school teaching at
the University of Koblenz and persons working in our re-
search department for computer science. To interpret re-
sults also with respect to user experience, we gather infor-
mation about a test person’s experience level by an addi-
tional questionnaire that each test person is required to fill-
in before the test. In the questionnaire we ask for weekly
hours of computer usage, distinguishing between profes-
sional and leisure usage. We also ask for a rating of their
computer skills on a scale from 1 to 5.

The questionnaire is used to create two groups of test
persons with mixed experience levels to face issues of
“within-subject” tests mentioned before: We use the in-
formation of the questionnaire to assign test persons to
groups so that both groups contain equally many highly
experienced but also less experienced test persons. For
each user we calculate an experience level by combining
answers from the questionnaire and a rating given by the
interviewer.9 Those persons associated to Group1 are ob-
served on System I first while persons in Group2 start with
System II.

8http://www.sandklef.com/xnee/
9The inclusion of a rating from the interviewer has been

adapted from [Ravasio et al., 2004]
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5.3 Methods
As recommended in literature [Oppermann and Reiterer,
1994; Gediga et al., 2002], we plan to combine i) objec-
tive and ii) subjective evaluation methods. As an objective
method we observe the behaviour of test persons when in-
teracting with the tools and employ the facilities of a soft-
ware usability lab. For each test person and for each task,
we record the screen and measure the time a test person
works on a task (we stop the time when the person suc-
cessfully completes a task or indicates to give up). We also
measure the distance of mouse movements and the number
of clicks made within that time.

As subjective methods, we conduct opinion-based user
evaluations. We developed a questionnaire by selecting
questions from the IsoMetrics inventory [Gediga and Ham-
borg, 1999], more specifically the IsoMetricsS version that
supports a summative evaluation of software systems. Ad-
ditionally, we record further remarks and opinions in short
user interviews.

5.4 Scenario and Corpus
As a laboratory experiment requires comparable desktops
including the data available on those desktops, we devel-
oped a corpus that contains emails and files. To reflect a re-
alistic PIM setting, we built the corpus based on emails and
files from two persons that organized a public event at the
computer science department of the University of Koblenz.
The event is dedicated to non-expert visitors and includes
presentations of research labs and industrial partners, work-
shops, and invited talks on prominent topics in computer
science. The corpus consists of more than 100 emails and
more than 100 files and contains data around the following
activities:

• Advertisement activities: Including correspondence
with media agencies and print shops, preparation of an
advertisment poster and a newspaper advertisement.

• Scheduling of guided tours through research labs.

• Preparation of a leaflet that presents guided tours, re-
search labs, workshops, and invited talks.

• Planning of stands for industrial partners.

5.5 Tasks
Four major PIM tasks have been identified in [Barreau,
1995], namely aquisition, organization, maintenance, and
retrieval. The tools presented in Section 3 are specifically
designed to support retrieval and organization tasks as well
as PIM processes where email and file management tasks
are interweaved.

In [Elsweiler and Ruthven, 2007] three different types
of re-finding tasks are distinguished: Lookup tasks, known-
item tasks, and multi-item tasks. Based on the corpus men-
tioned in Section 5.4, we created tasks for each of these
task types. For retrieval tasks where the item sought-after
is a file that was received by email or instant messaging, we
distinguish three different cases:

1. Received only: The received file is only accessible by
use of a communication client (email client or instant
messenger) as it has not been stored on the file system.

2. Received and Stored: The received file has also been
stored on the file system but not modified afterwards
so that exactly the same information can be accessed
by means of a communication client and a file man-
ager.

3. Received and Modified: The received file has been
stored on the file system and then modified afterwards
so that not both instances of the file may be valid can-
didates for a retrieval task.

Based on an analysis of the corpus and related work on
email utilization [Bellotti et al., 2005; Whittaker and Sid-
ner, 1996], we created further complex tasks that resem-
ble specific work practice related to email and file manage-
ment. We also include the task of organization that plays a
specific role in the evaluation process (cf. Section 5.6). In
the following we describe the different task types in detail.
For each task type, we indicate task-variations and how to
accomplish the task.

Task: Organization
Description: The task of creating a folder hierarchy

for assigning emails and files from the corpus to
the created folders.

Accomplishement: Utilization of the email client
and file manager to i) create folders (file sys-
tem and email folders) and ii) to move files and
emails into those folders.

Task: Lookup
Description: The task of finding a piece of informa-

tion, e.g. a phone number, that is contained in an
item such as an email or file. For lookup tasks
the item sought-after may or may not be known
[Elsweiler and Ruthven, 2007].

Variations: Task instances differ in the attributes
known about the item sought-after, e.g. sender,
file name, creation date, folder name. The varia-
tions received only, received and stored, and re-
ceived and modified are created as well.

Accomplishement:
1. Utilization of the search and browse function-

alities of the email client to identify candidate
emails.

2. Utilization of the detail-view in the file man-
ager to identify candidate files.

3. Inspection of candidate items to search for the
required piece of information.

Task: Known-Item
Description: The task of finding an item as a whole,

i.e. tasks where a part of an item is requested but
where the finding of the complete file or email is
sufficient. Examples could be to find last years
budget report, or the offer from a certain print
shop.

Variations: Task instances are created for emails and
files including the cases received only, received
and stored, and received and modified.

Accomplishement: Executing known-item tasks fol-
lows the procedure of lookup tasks, except that
the last step of item inspection can be skipped.

Task: Multi-Item
Description: Multi-item tasks require to gather

pieces of information from multiple items, e.g.
to report about project activities in the last quar-
ter. Accordingly, they are described by more
complex processes than known-item and lookup
tasks.
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Variations: Multi-item tasks have been created that
require several lookup and known-item tasks or
combinations of them including cases of received
only, received and stored, and received and mod-
ified.

Accomplishement: Being a combination of known-
item and lookup tasks, the procedures for these
tasks are to be executed.

Task: Document-Driven-Collaboration
Description: Such tasks resemble email utilization

for collaborative work on documents, e.g. when
writing a document with multiple authors that is
sent back and forth between authors.

Variations: We created tasks where attachments are
to be modified according to comments in an
email, where additions to documents need to be
communicated or where changes made across
different versions of a document are to be recon-
structed.

Accomplishement: Document-driven-collaboration
requires the use of the email client and file
manager to identify, read, and create files and
emails. Some features of our extensions are
considered as shortcuts for such sub-tasks.

5.6 Evaluation Process
The evaluation process is separated into three phases: In-
troduction, observation, and feedback. To become familiar
with the work domain of the data used in the evaluation,
test persons are introduced into the scenario presented in
Section 5.4. Next, test persons are introduced into the tools
for solving the tasks in the following observation phase.
They receive an overview of the functionalities (e.g. search
in Thunderbird, detail view of Dolphin).

The observation phase takes place in our software us-
ability lab. First, each test person is asked to do the orga-
nization task for files and emails. This initial task has two
purposes: First, to familiarize test persons with the corpus.
Second, to enable test persons to employ their individual
strategies for information organization and to evaluate the
tools based on that individual organization.

Afterwards, two rounds of observations follow where
test persons work on two sets of tasks that contain the same
number of task instances for each task-type as defined in
Section 5.5. For the assignment of a task set to an observa-
tion round we alternate the assignment of task sets to ob-
servation rounds among users. In each round a test person
works with System I or System II, ordered according to the
person’s group membership (cf. Section 5.2). Each system
is ran on the same computer inside a virtual machine us-
ing the full-screen mode so that the impression of using a
“real” machine is given.

For the whole observation phase, we record the test per-
son, the computer screen, mouse movements, and mouse
clicks. The conduction of the evaluation is supported by a
tool we built. The tool works like a wizard that guides test
persons from one task to the next, gives explanations and
hints for a tasks, and initiates the recording and measuring
of user actions (cf. Figure 3). Clicking on a start button
for a task, the applications to be used for solving a task
are opened and the input field for entering the solution be-
comes available. Once the user clicks to the next task, the
person’s solution is stored and measures such as elapsed
time are stored and reset for the next task. Test persons

Figure 3: Screenshot of the Evaluation Wizard

cannot switch back and forth between tasks. One round of
observation is finished when a test person has completed
(successfully or unsuccessfully) all tasks presented by the
wizard.

The feedback phase follows the observation phase and
is partly executed by the use of the wizard. The last page
of the wizard presents the questionnaire (as explained in
Section 5.3) where users can state their opinions to gather
subjective feedback about our extensions and users’ satis-
faction. Afterwards, we conduct a short interview to collect
further feedback not captured by the questionnaire. The in-
terview is video recorded for later analysis.

6 Conclusion
In this paper, we developed issues in conducting evalua-
tions of semantic desktop prototypes. We discussed differ-
ent options for experiments and presented one option, that
of a summative study, in detail. However, we believe that
multiple kinds of experiments are needed to gain meaning-
ful answers to the question whether certain tools are bene-
ficial for users or not. At the time of this writing, we are
continuing the preparation of further experiments and start
the conduction of the laboratory experiment explained in
Section 5.
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Abstract
Efficient retrieval algorithms are crucial for
experience-based systems. For case-based rea-
soning the well-established Case Retrieval Nets
(CRNs) are compared with a relatively new ap-
proach used for case retruieval called Decision
Diagrams (DD). The comparison is driven by a
real world application scenario dealing with in-
surance claims. In this paper we will compare
both retrieval methods distinguishing several set-
tings with different amounts of attributes and size
of case base to investigate the performance de-
pending on the structure of value range of dif-
ferent attributes. Afterwards we analyse the re-
sults of the comparison and investigate reasons
for differences. We sum up the differences be-
tween both approaches and give advice for the
decision of which retrieval method to use.

1 Introduction
Retrieval as one of CBR processes can be realised through
different approaches. Besides linear algorithms only suit-
able for small case bases some methods exist belonging to
the index-oriented approaches. Fast retrieval is crucial for
user acceptance of case-based reasoning systems handling
a large amount of cases.

Using Decision Diagrams (DD) for retrieval in case-
based reasoning is a relatively new approach [Nicholson
et al., 2006] compared to the well-established Case Re-
trieval Nets (CRNs) [Lenz, 1999] or kd-Trees [Wess, 1996;
Bergmann, 2002]. Here we want to compare Decision Di-
agrams (DD) with CRNs because they are similar in some
points concerning their index structures. Both divide cases
into their atomic parts, which are furthermore elements of
graphs used for retrieval. Additionally both avoid redun-
dancies in the graph.

A drawback of all index-oriented approaches is the addi-
tional time (and main memory) for the preprocessing, the
build-up of the index structure. Therefore the build-up time
is taken into this comparison. Retrieval performance as
well as build-up time usually degrades with rising size of
the case base. Therefore all measurements are repeated for
many different amounts of cases and different amounts of
attributes to investigate the kind of rising in time. Another
aspect is the incremental adding of new cases to the re-
trieval structure while the system is running. This should
also be investigated.

The following section describes the application domain.
The Decision Diagrams are explained in section 2 followed

by Case Retrieval Nets in section 3. Section 4 describes the
results of the measurements, sum up the differences and
gives advice to using which of CRNs ans DDs. This paper
concludes with a short summary and outlook.

1.1 Application domain
The application domain used to evaluate both retrieval al-
gorithms consists of insurance claims. Pristinely 9’500
cases consist of several passages of free text. In prepara-
tion for the retrieval the relevant attributes are classified,
consolidated and transformed into structured and numeric
attributes [Ringe, 2007]. Hence the retrieval could work
with structured case representation. Originally each case
describes an insurance claim, often with a bunch of several
affected technical devices. To perform an appropriate re-
trieval on similar technical devices such claims are split up
into more cases each containing a single technical device
[Ringe, 2007]. Now the case base contains 18’086 cases.
Some more investigation concerning text parts of this cor-
pus is described in [Bach and Hanft, 2007].

2 Decision Diagrams
Decision Diagrams as well as Case Retrieval Nets belong
to the index-based retrieval methods. Compiling cases into
Decision Diagrams for retrieval is described in [Nichol-
son et al., 2006]. There a decision diagram is described
as directed graph with two distinguished nodes sink and
source. Cases are assumed as a list of fixed attribute-value
pairs (AVP). For m attributes Decision Diagrams have m+1
layers of nodes. Except the sink each node is associated
with an attribute whereas the edges are labelled with the
occurred values in the corresponding case. Each case of
the case base is represented as a path from source to sink
with the corresponding values on the edges. The order of
the attributes in the graph is determined by the amounts of
different values for each attribute. For the retrieval in De-
cision Diagrams the distance for each case to the query is
assigned with the help of the calculated values for f and
g[Nicholson et al., 2006].

2.1 Example
As mentioned above for a case the following 13 relevant at-
tributes are considered for retrieval, in brackets the amounts
of different values for each attribute are:

• plausibilitaet (engl.: plausibility) [2]

• schadensursache (cause of loss) [7]

• eingang datum (date of receipt) [7], only year

• zustand (condition) [9]
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• zeitwert bis (present value to) [13]

• typ (type) [18]

• schadensobjekt (claim object) [34]

• reparaturkosten bis (cost of repair to) [35]

• geraetealter in jahren (object age) [41]

• anschaffungswert bis (acquisition value to) [102]

• zeitwert von (present value from) [140]

• reparaturkosten von (cost of repair from) [317]

• anschaffungswert von (acquisition value from)
[4730]

In figure 1 an excerpt of the case base (with only 5 at-
tributes) from the described application is given.

Figure 1: An excerpt from case base with 5 attributes

For these cases the corresponding decision diagram can
be seen in figure 2. The path for the first case consists of
the edges at the top. The second case has the same path
like the first case except for the edge from object age to
acquisition value from, where the lower labelled with 3
(for object age = 3) belongs to this case. The values inside
the boxes describe the so-called slices [Nicholson et al.,
2006].

Figure 2: example for an decision diagram

2.2 Retrieval in Decision Diagrams
The retrieval works as stated in [Nicholson et al., 2006]. In
figure 3 the f- and g-values for a query ”cause of loss: wa-
ter damage, claim object: washer, acquisition value from:
799” are shown. The case #2 with the path at the top has
the smallest distance of 0.1 (f-Value in sink or g-values in
source).

Figure 3: example for an decision diagram with local simi-
larities

Figure 4: a CRN with three cases

3 Case Retrieval Nets
Case Retrieval Nets are a well established retrieval method
[Lenz et al., 1998]. Each (different) attribute-value pair is
represented as an Information Entity node (IE). Together
with a case descriptor node for each case a case is repre-
sented as a sub-graph of the CRN. Similarities between IEs
are arcs between IEs [Lenz, 1999]. So a CRN has except
the case descriptors less nodes than a DD. Figure 4 gives
an extract of the CRN build from the cases 1, 6 and 7 (at-
tribute object age not displayed). The Retrieval in a CRN is
done through an initial activation of IEs found in the query,
which is propagated over the similarity arcs to other IEs and
then over the relevance arcs to the case descriptors. At the
end the activation of each case descriptor reflect the simi-
larity of certain case to the query.

4 Comparison
4.1 General Comparison
According to the fact, that in CRNs the local similarities
are calculated and inserted in the CRN while build-up, the
build-up should be slower. In opposite by the retrieval
performance advantages are expected due to the fact that
DDs calculate the local similarities during retrieval. Hence,
build-up and retrieval cannot assessed completely indepen-
dent from each other.

NULL (unknown) values can easily omitted in CRNs.
NULL values as well as incomplete cases are not consid-
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ered in [Nicholson et al., 2006], but to comply with incom-
plete cases it is imaginable to add extra nodes and edges
into the DD to reflect NULL values (they cannot omitted
because a case should be a path from source to sink). This
obviously results in additional memory acquisition for the
index structure and lower performance. Therefore CRNs
are better suited for handling incomplete cases.

Access to the original cases is relatively expensive be-
cause to determine a case a SQL query with so many ele-
ments in the where clause as attributes exist is necessary.
In opposite the case descriptor in CRN contains the ID of
the corresponding case.

CRNs have an IE node for each different AVP, an case
descriptor node for each case and so many relevance arcs
as AVPs in the case base exist. Furthermore the similarity
arcs are added. The DD have so many different path as
cases with different values exist. Or in other words: DDs
have an extra node for each different slice. The real amount
of nodes and edges dues to the redundancy of the cases
itself. So its not obvious which index structure is bigger or
has more nodes and edges.

Another difference between both approaches is the de-
termination of similar cases. DDs work with distances,
whereas CRN use similarities. But with an appropriate
transformation function similarity measure can be trans-
formed into a distance measure if they are compatible
[Richter, 1992]. These described features are summed up
in figure 5.

Figure 5: common and differences between DDs and CRNs

4.2 Measurements and Results
First we will compare the build-up time of both retrieval
methods. Afterwards we compare the retrieval time, fol-
lowed by measurements of inserting new cases in the exist-
ing index structures. For all measurements we do 6 runs.
During the first run the Just-In-Time Compiler of the used
.net Framework compiles the MSIL Code into the exe-
cutable, which extends the necessary time. Hence, we omit
the first run and take the average of the last 5. The tests run
on an ordinary PC with Intel’s Core2 CPU with 1.83GHz
and 2GB of RAM under Windows XP. To investigate the

dependency from the amount of the case base each test se-
ries contains the measured time for a case base of 1’000 up
to 18’000 cases in steps of 1’000. All measurements are
described more detailed by Ringe in [Ringe, 2008].

Build-up
To investigate the dependency of the build-up time from the
amount of attributes (where the path length in DDs depends
on) the measurements are processed for 5, 10 and all(13)
attributes. The following attributes were used:

5: plausibility, cause of loss, condition, type,
claim object

10: plausibility, cause of loss, condition, type,
claim object, object age, present value to,
present value from, cost of repair to,
acquisition value to

13: plausibility, cause of loss, condition, type,
claim object, object age, present value to,
present value from, cost of repair to,
acquisition value to, cost of repair from,
date of receipt, acquisition value from

Figure 6: duration for buildup DDs with 5, 10 and 13 at-
tributes

For these three test series the DD and the CRN are build
up, whereas CRNs need an additional column id for the
identification in case descriptors. The (order of the ) chosen
attributes have ascending amount of (different) values and
were selected according to the fact that in DDs the first
attribute is the one with the smallest amount of different
values.

The results for the test series with 5, 10 and 13 attributes
for DDs can be seen in figure 6 as well as for CRNs in
figure 7.

In both diagrams can be observed that the duration for
build-up rises up for 13 attributes more than for 10 or 5 at-
tributes. The reason for that is that the 11th–13th attributes
have the most different values. From first to 10th attribute
exist 725 different AVPs, but from first to 13th 5’455 dif-
ferent AVPs appear, which is 13.60 times more. For the
DDs the build-up time is at most 9.01 times higher. Hence,
the time for build-up doesn’t rise exponentially with the
amount of different attribute values. For the CRNs the
build-up time is differs from the factor 1.92 up to 26.59
comparing 10 and 13 attributes. Hence, the time for build-
up rises sub-linear only up to certain amount (9’000 cases),
after that it goes up more exponentially. For a more formal
relationship between amount of attributes and the duration
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Figure 7: duration for buildup the CRNs with 5, 10 and 13
attributes

Figure 8: duration for build-up the retrieval structures of
both approaches

other uniformly distribution of amount of attributes values
should be investigated.

The results for the test series of both approaches for all
attributes can be seen in figure 8. Building a CRN needs
from 1.31 sec for 1’000 cases up to 41.34 sec for 18’000
cases (17.8 sec at average). The curve looks like a parabola,
but by 5 and 10 attributes it looks almost linear. Building
DDs for the same case bases take 0.6 sec up to 22.35 (11.8
sec at average). We could observe the sigmoidal form of
the curve only here by 13 attributes, by 5 and 10 attributes
it is nearly linear.

Comparing both, build-up of DD is always faster and
take 65% of the time in average used for CRNs, which is
obvious, because during CRN build-up the local similari-
ties are inserted additionally. It is noticeable that for CRNs
time doubles only from 1’000 to 18’000 cases which dues
to the insertion of similarity arcs. However build-up time
for DDs starts in contrast to CRNs nearly by zero.

The trend in each test series was the same, a roughly
linear gradient with the amount of cases. This holds true
for CRNs up to a certain amount of attributes. After this
”border” the incline in time is more exponential by CRNs.

Retrieval
For the test series the following existing cases are used as
queries to obtain the 10 most similar cases:

5 attributes: (plausibility: true; cause of loss:
overvoltage; condition: used and draggled; type: test
report; claim object: SAT Receiver)

10 attributes: (plausibility: true; cause of loss:
overvoltage; condition: used and draggled; type: test
report; claim object: SAT Receiver: object age: 6;
present value to: 400; zeitwert von: 200;
cost of repair to: 440; acquisition value to: 1800)

13 attributes: (plausibility: true; cause of loss:
overvoltage; condition: used and draggled; type: test
report; claim object: SAT Receiver; object age: 6;
present value to: 400; zeitwert von: 200;
cost of repair to: 440; acquisition value to: 1800;
acquisition value from: 590; date of receipt: 2004;
acquisition value from: 1200)

If best m cases should delivered, DDs need an extra algo-
rithm (described in [Nicholson et al., 2006]).

The results for the test series for DDs with 5, 10 and
13 attributes can be seen in figure 9. It can be observed
that the retrieval time rises with ascending case base size
for every amount of attributes to nearly 10’000 cases and
remain then constant. This could be explained with the fact
that from 9’000 most of the cases are created during the
consolidation process, where claims with more than one
technical device are split into more than one case. This
implies much redundant data which the DDs avoids, hence
the index structures doesn’t grow any more and the search
effort sticks constant.

Figure 9: duration for the retrieval in DDs with 5, 10 and
13 attributes

The results for the test series for CRNs with 5, 10 and 13
attributes can be seen in figure 10. The retrieval time grows
nearly linear for all amounts of attributes. The two outliers
in each curve are most likely caused through the used inter-
nal data structures of the .net framework. By repeated test
series they occur again at other place.

The Retrieval in a CRN needs with 13 attributes from
2.1 msec for 1’000 cases up to 17.48 msec for 18’000 cases
(11.6 msec at average). The retrieval time for DDs with the
same case bases were around 0.33 to 2.55 seconds (1.94
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Figure 10: duration for the retrieval in CRNs with 5, 10 and
13 attributes

sec at average) in the first tests, which is much more than
in CRNs. The reason for that are a lot of parser calls ac-
cording to the calculation of similarities in taxonomies. A
second test series which eliminates the parser calls simu-
lates the situation that the similarity model is simpler and
has no taxonomies. It shows a more comparable perfor-
mance and can be seen in figure 11 together with the CRN
test series. This implies that the complexity of the similar-
ity modelling especially by taxonomies should be consid-
ered for the retrieval performance.

Comparing both, retrieval in CRNs is always faster and
take 27.5% of the time in average used for DDs without tax-
onomies, and 0.6% with taxaonomies. This is in a certain
kind obvious, because DDs needs extra time for calculating
f- and g-Values during retrieval.

Insertion of a case
Figure 12 shows the time for insertion a single case into a
running index structure during lifetime. According to the
fact that the cases in DDs are not directly accessible the ad-
dition of new a case cause more effort than by CRN. Hence,
inserting a case in CRN is always faster except small case
bases (1’000 cases).

5 Related Work

The Decision Diagrams used here and in [Nicholson et al.,
2006] are described in [Wilson, 2005] as semiring-labelled
decision diagrams (SLDD), which itself is as an extension
of [Amilhastre et al., 2002]. They are also applied for Con-
straint Satisfaction Problems(CSP).

Some performance tests are done by Nicholson itself
[Nicholson et al., 2006], but they investigate only smaller
corpora from 210 to 1470 cases at most. Additionally they
compare the retrieval in Decision Diagrams only with one
other technique: knn (nearest neighbours).

Some more investigation concerning text parts of this
corpus are described in [Bach and Hanft, 2007].

Figure 11: duration for retrieval of both approaches

Figure 12: time for insert a new case

6 Conclusion & Outlook
This paper describes the comparison of a relatively new ap-
proach used for retrieval in CBR called Decision Diagrams
with the well-established Case Retrieval Nets. Therefore
we measure the build-up time and time for retrieval in dif-
ferent settings: cases with different amounts of attributes
as well as different amounts of cases.

The fact that in CRNs the local similarities are calcu-
lated and inserted into the CRN while build-up, while DDs
calculate the local similarities during retrieval rules most
of the duration differences between DDs and CRNs. Fur-
thermore build-up and retrieval cannot assessed completely
independent. During build-up DDs are faster, but during re-
trieval and insertion of new a case CRNs are faster. So if
the complete build-up should not proceed so often CRNs
have a higher performance.

For a domain with a relatively static similarity modelling
the CRNs perform better because their retrieval is faster
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due to the similarities compiled into the CRN during build-
up. On the other hand if the similarity modelling is dy-
namic, for instance attribute weights could changed for ev-
ery query, DDs win because the CRNs must be recompiled.

In future work we will repeat the tests with the same
dataset travel domain as done in [Nicholson et al., 2006]

to have a better possibility to compare the strength of the
implementation. Some code optimisations could be done
after perform code profiling. Furthermore we will investi-
gate the dependency of the duration time for build-up and
retrieval from the amount and distribution of the values of
the attributes. In mid-term future we are aiming at its appli-
cation in systems based on CoMES [Althoff et al., 2007],
because those applications will for example process contri-
butions on community platforms needing fast retrieval.

References
[Althoff et al., 2007] Klaus-Dieter Althoff, Kerstin Bach,

Jan-Oliver Deutsch, Alexandre Hanft, Jens Mänz,
Thomas Müller, Regis Newo, Meike Reichle, Mar-
tin Schaaf, and Karl-Heinz Weis. Collaborative
multi-expert-systems – realizing knowlegde-product-
lines with case factories and distributed learning sys-
tems. Technical report, University of Osnabrück, Os-
nabrück, September 2007.

[Amilhastre et al., 2002] J. Amilhastre, H. Fargier, and
P. Marquis. Consistency restoration and explanations
in dynamic cspsapplication to configuration. Artificial
Intelligence, 135(1-2):199–234, 2002.

[Bach and Hanft, 2007] Kerstin Bach and Alexandre
Hanft. Domain modeling in tcbr systems: How to
understand a new application domain. In David C.
Wilson and Deepak Khemani, editors, Proceedings
of the 7th International Conference on Case-Based
Reasoning (ICCBR) 2007, Workshop on Knowledge
Discovery and Similarity”, pages 95–103, Belfast,
Northern Ireland, 2007.

[Bergmann, 2002] Ralph Bergmann. Experience Man-
agement: Foundations, Development Methodology, and
Internet-Based Applications, volume 2432 of LNAI.
Springer-Verlag, 2002. Habilitation.

[Lenz et al., 1998] Mario Lenz, André Hübner, and Mir-
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Abstract
In this paper, we present a case study on ap-
plying our novel, agile workflow technology
in a process-oriented knowledge management
approach to Silicon Image’s real chip design
project MARVIN. The subjects of interest are
whether the technology is powerful and flexible
enough to represent the design flow of MAR-
VIN, whether the prototypical implementation
can handle MARVIN’s change requests, and how
the chip design experts assess the benefits and
potentials of applying such a technology to their
area of expertise.

1 Introduction
According to Moore’s law, the number of transistors on a
chip should double in each technology generation [Jansen,
2001, p. 1]. For more than 30 years, the market devel-
opment is in full compliance with this law. The rapidly
growing number of components (design units) that can be
integrated on a single chip has a strong impact on the de-
sign process, which is getting increasingly complex. At
the same time, chip design processes are on a tight time-to-
market schedule. Each delay of delivery causes raised costs
or even the danger to forfeit a market segment. A large
number of people and tools is required in order to remain
on schedule. Under the constraints of process complexity
and time pressure, it is a very difficult task to handle change
requests, i.e. to deal with modifications of the customer re-
quirements or of the internal goals and conditions of a chip
design process. Conventional change request documents
alone are not any more a good instrument for not loosing
control over the processes. A process-oriented knowledge
management approach that employs novel, agile workflow
technology [Minor, 2008] promises relief. It supports the
team members of chip design projects by enacting a struc-
tured workflow based on a step to step description of the
design process called design flow. In contrast to a conven-
tional workflow, the agile workflow remains flexible when
being enacted so that it can be adapted structurally when-
ever change requests occur.

In this paper, we present the results of a case study that
we conducted on applying agile workflow technology at
Silicon Image GmbH in spring 2008. The paper is orga-
nized as follows: In Section 2, we briefly introduce the
novel, agile workflow technology based on our previous
work. In Section 3, we describe the setup of the case study
including a description of the regarded chip design project
MARVIN. Furthermore, the results of the case study are
given. Finally, Section 4 discusses the results.

2 Agile workflow technology
Workflows are ‘the automation of a business process, in
whole or part, during which documents, information or
tasks are passed from one participant to another for ac-
tion, according to a set of procedural rules’ [WFMC, 1999,
p. 8]. A workflow management system ’defines, cre-
ates and manages the execution of workflows through the
use of software, running on one or more workflow en-
gines, which is able to interpret the process definition,
interact with workflow participants and, where required,
invoke the use of IT tools and applications’ [WFMC,
1999, p. 9]. Agile workflow technology [Weber, 2005;
Minor, 2008] is a novel workflow technology that allows
the adaptation of ongoing workflows. Our approach fo-
cusses on ad-hoc changes and late modelling of already en-
acted workflow instances that have been derived from pro-
cess templates called workflow definitions.

Figure 1: Clipping of a workflow definition for a chip de-
sign flow.

Figure 2: Clipping of the ongoing MARVIN design flow.

Figure 1 depicts a clipping of our prototypical workflow
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modelling tool with a part of a sample workflow defini-
tion that specifies the design flow. It is in UML activity
diagram notation [Stoerrle, 2005]. The sequential activ-
ities ’Project planning’ and ’Customer requirement spec-
ification’ are followed by the activities for designing the
building blocks of a chip (design units) in parallel to those
for integrating the design units on a single chip (’Top-level
project execution’). The ’Dummy design unit’ is a place-
holder for a sub-workflow that is supposed to be replaced
later on. Figure 2 shows the real design units of the sam-
ple chip design project MARVIN (see Section 3.1). MAR-
VIN’s design units have been specified during the ’Project
planning’ activity. This replacement of the ’Dummy de-
sign unit’ is a sample for late modelling. Typical ad-hoc
changes are, for instance to re-order some parts of a work-
flow instance or to insert an additional activity.

2.1 Workflow modelling language
We have specified a control-flow-oriented workflow model-
ing language for agile workflows. The language has the five
basic control flow elements sequence, AND-split, AND-
join, XOR-split, and XOR-join, and also loops. We regard
loops as structured cycles with one entry point to the loop
(the control flow element LOOP-join) and one exit point
from the loop (the control flow element LOOP-split).

For adaptability reasons, we have created two more con-
trol flow elements: breakpoints and placeholder for sub-
workflows. Breakpoints are necessary for the control of
modifications in a workflow instance concurrently to the
execution. Setting a breakpoint prevents the workflow en-
gine from overrunning activities that are about to be mod-
ified. Placeholder for sub-workflows stand for a reference
to another workflow instance that is enacted when the con-
trol flow reaches the placeholder. For further details on the
modeling language, we refer to the literature [Minor, 2008].

2.2 Workflow management system
The workflow modeling language facilitates the agility
within workflows. This leads to new requirements for the
workflow execution that can not be met by traditional work-
flow enactmentservices. The two additional control flow
elements introduced for breakpoints and for sub-workflows
need to be handled. Furthermore, the loop blocks require
a special treatment since an adaptation of an ongoing loop
may lead to different iterations of the same loop.

We implemented a prototype of an agile workflow man-
agement system (WFMS) supporting the above require-
ments. Its architecture is depicted in Figure 3. The WFMS
consists of three parts: the user interfaces, the workflow en-
actment service with the underlying data access layer, and
the test engine.

The user interfaces are the following:

• The modelling tool provides a graphical user interface
to create and adapt agile workflows.

• The work list shows the activities that have been as-
signed to a particular user and notifies the workflow
enactment service when an activity has been finished.

• The admin tool is for administrative purposes like
restarting the workflow enactment service.

The workflow enactment service consists of the follow-
ing sub-components:

• The communication broker uses Web technology for
bi-directional message transfer.

Figure 3: Architecture of the WFMS.

• The core of the workflow enactment service consists
of an agile workflow engine and an engine manager.
They control the execution and adaptation of the agile
workflows.

• The persistency management cares for the consistent
and persistent storage of the workflow instances at
run-time.

• The work list handler manages a role model.

• The workflow definition handler provides workflow
templates.

The test engine for the left hand side of the architecture
contains the following sub-components:

• The introspection tool monitors the internal execution
and control flow of the agile workflow engine. It al-
lows also to modify a workflow instance for debug-
ging purposes.

• The JUnit tests are for further testing activities.

The prototypical implementation has been used for con-
ducting the case study. Additionally, it has been one of the
subjects of interest during the case study.

3 Setup and results of the case study
Proof of concept is the primary goal of the case study. This
includes a first assessment of the benefits and potential of
applying agile workflow technology to chip design.

The research questions cornerning the novel, agile work-
flow technology have been the following:

• Will the workflow modelling language be powerful
and flexible enough to describe the design flow of a
real chip design project?

• To what extent will the prototypical implementation
of the agile WFMS be able to deal with the process
adaptations due to change requests?

• How will the chip designers appraise the benefits and
future potential of agile workflow technology?

We investigated the first two topics by means of the real
chip design project MARVIN that will be described in the
following. The third question was answered by the chip
experts via a subsequent questionnaire.
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3.1 MARVIN
The Megapixel Camera Interface DesignObjectTM (MAR-
VIN) is a camera interface supporting up to 12.6 megapixel
video and still picture input data. It is mass-produced,
for instance for mobile phones with integrated cameras.
MARVIN can easily be adapted to lower or higher im-
age resolution, for instance for saving gate count or mem-
ory. Different MARVIN implementations (MARVIN-
3MP, MARVIN-5MP, MARVIN-12MP) are available. For
our experiments, we have chosen a MARVIN adaptation
project with a duration of twelve months. Five developers
worked part-time at this project with an overall effort of
about three man-months.

Figure 4: Block diagram of the MARVIN camera interface.

Figure 4 depicts a block diagram with MARVIN’s de-
sign units. The chain contains image processing, scaling
and compression functions: The Image Signal Processing
(ISP) block samples the image received via the camera in-
put. The Color Processing module (Color Proc) is designed
for color adjustments. A set of image effects (Img Eff) is
supported like sepia, grayscale, negative, or sketch. The
superimpose (SI) module overlays an image with a bitmap
from the main memory in order to give resize support. The
Y/C Splitter module (Y/C split) separates the pixel data into
their luminance and chrominance components. The scaler
(Scale) down-scales the image to the resolution needed for
capturing, viewfinding or encoding. The scaler uses sep-
arate scaling engines for luminance and chrominance pro-
cessing. The hardware JPEG encoder (JPEG Enc.) pro-
duces a JPEG data stream. The control unit (Ctrl) allows
the host CPU access to a set of configuration registers. The
memory interface (MI) is responsible for writing the image
data stream color component separated into system mem-
ory.

3.2 Change requests
We investigated the initial design flow and the seven change
requests that occurred during the MARVIN adaptation
project. A sample change request was that during run-
ning the validation software it turned out that a lookup ta-
ble has been designed too small. The real test data from
the customer required a bigger table than he had specified
before. The validation happens quite late during project
execution namely when preliminary syntheses results (syn-
thesis = transformation of the logical description into a chip
layout including the placement of gates) of all design units
are available. So, integrating this change request with the

nearly completed design process was a difficult task. The
ongoing design steps refining the particular design units
had to be coordinated with the augmentation of the lookup
table. We studied for all change requests including this
sample whether it could be handled by both the modelling
language and the prototypical WFMS.

3.3 Results of the case study
The results of applying the agile workflow technology to
MARVIN’s change requests have been the following: The
workflow modeling language is powerful enough to repre-
sent the initial MARVIN design flow and its multiple adap-
tation due to the change requests (compare the dark bars
in Figure 5). The light grey bars show to what extent the
prototypical WFMS is able to deal with the workflow adap-
tations. The above sample change request was solved by
an additional parallel branch in the AND block depicted
in Figure 2. This branch describes the activities in order
to resize the lookup table. As these activities have not been
blocking the ongoing refinement of design units, a synchro-
nisation of the results was not necessary explicitly but was
done in conjunction with the second run of the validation
software. As Figure 5 shows, the implementation was not
fully able to handle the changes in two cases: In change
request 6, the implementation of the modelling GUI had
problems to display the second iteration of a loop correctly
so that it could not be adapted appropriately. However, the
introspection tool was able to modify the second iteration,
and the workflow enactment service executed it correctly.
In change request 7, a modeling mistake in the template led
to a missing loop. Instead of repeating a part of the work-
flow, it had to be copied. This turned out to be a laborious
task as copy and paste is not yet supported by the modelling
tool.

Figure 5: Powerfulness of language and capability of
WFMS to handle change requests.

The expert answers to the questionnaire led to the fol-
lowing main insights:

a) There is a potential of the agile workflow technology
to decrease the efforts for coordinating large teams.

b) There is a potential of the agile workflow technol-
ogy to improve the inter-organisational co-operation
in longtime collaborations.

c) The technology is not yet mature enough to handle all
change requests without any problems.

ad a): The estimated time spent for coordination in chip
design projects is 10 to 20 % of the overall efforts. A chip
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expert saw a potential for the agile technology to reduce
these efforts especially for large teams and for the integra-
tion of new staff members.

ad b): The application of agile workflow technology for
the collaboration with customers was assessed positively
for longtime relationships only. For shorttime customers,
the efforts were expected to beat the benefits.

ad c): The experts criticized the maturity of the proto-
type concerning unexpected loops. This was in accordance
to the above observations with the missing copy and paste
support for handling change request 7. Alternatively, we
will think about a new feature to insert loops that go to
the past. However, this would require major implementa-
tion efforts as our prototype does not allow changes of the
’past’ except for inserting an additional branch into an ac-
tive AND block.

4 Discussion and conclusion
The results of applying agile workflow technology to the
chip design project MARVIN in a case study are satisfac-
tory. The case study including the handling of real change
requests and a subsequent questionnaire to the experts has
been successful. It has shown that our concepts of novel,
agile workflow technology are applicable to chip design
processes and have promising potentials. The prototypi-
cal implementation is working in principle but should fur-
ther mature, for instance requires an increased usability by
a copy and past support. The chip experts identified the
biggest, potential benefits of our approach in a) an increas-
ing productivity by decreased coordination efforts and b)
an improvement of the position in competition by better
longtime customer relationships.

The case study is an important step towards a commer-
cial development of an agile WFMS based on the above
presented concepts, towards the transfer of our approach
from the chip design area to further application areas, and
towards the development of further methods and concepts
of agile workflow technology. For first extensions con-
cerning the support of change reuse we refer to the liter-
ature [Minor, 2008]. Our future vision includes an auto-
matic adaptation of workflow instances based on experi-
ences from handling previous change requests.
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Abstract
The problem of information overload has been
addressed by several systems. However, many
approaches are limited to informal artifacts and
need to refer to the user for reference on the qual-
ity or usefulness of retrieved information. We
make use of semantic technologies, which facil-
itate the reification and extraction of scientific
practice. Based on semantic differences and sim-
ilarities of semantically marked up artifacts, we
identify clusters of users with shared practice,
i.e. virtual communities of practice. The com-
mon context and preferences of these commu-
nities can help users to cope with the selection,
structuring, and adaptation of information.

1 Motivation
The rise of modern technology has resulted in numerous
specialized tools that support various scientific activities,
but none of these tools provides an all-surrounding func-
tionality. An all-embracing implementation even seems
impossible since the requirements of scientists are very
diverse and even contrary. In particular, the choice of
tools often depends on the scientist’s basic assumptions and
foundations, which depend on his “personal preferences
and the character of the current problem” [Rab08]. Con-
sequently, efforts are made to integrate existing scientific
tools and their corpora of scientific artifacts1.

But integration is only one side of the story, since sci-
entists also need support to cope with the explosive growth
of scientific information available online: They have to se-
lect relevant content, structure it, and potentially want to
adapt it into convenient presentations. These activities can
be influenced by a number of factors: For example, the cur-
rent problem, the user’s individual preferences, the area of
application, national conventions, the level of sophistica-
tion, the audience, and the historical period are potential
criteria. However, the problem of information overload is
not new, but has been addressed by several contributions
across various research areas such as information retrieval,
bibliometry, knowledge management, eLearning (cf. Sec-
tion 3). However, many approaches are limited to informal
artifacts and need to refer to the user for reference on the
quality or usefulness of retrieved information.

We believe that semantic technologies facilitate the reifi-
cation and extraction of scientific practice, which is in-
scribed into scientific documents (cf. Section 4 and 5).

1Please note that the integration of specialized scientific tools
is still highly challenging and visionary. For further information
for the course of our work see [MK08a].

Based on the markup of practice, we compute semantic dif-
ferences and similarities between scientists, which eventu-
ally facilitates the clustering of users with shared practice,
i.e. to compute virtual Communities of Practice (cf. Sec-
tion 2). These virtual communities provide common con-
text and preferences, which potentially facilitate a more se-
mantic and context-aware selection, structuring, and adap-
tation of information and, thus, means to cope with the in-
creasing amount of information (cf. Section 6).

2 Scientific Communities of Practice
In the late 80s [LW91] coined the term Communities of
Practice (CoP) referring to natural social structures that
have been around since the beginning of humankind: The
concepts refers to informal groups of people who share a
concern or a task and learn to improve their skills by inter-
acting regularly. Continuous participation allows the mem-
bers of the CoP to develop shared practices, while reifi-
cation of knowledge facilitates a more efficient exchange.
Nowadays, the concept is a well-known and widely ac-
cepted theory with an impact on various disciplines: Meant
to be useful for the debate on education, the concept has
been applied to domains such as government, science, as
well as industry and is of interest to both, researchers and
practitioners.

We apply the theory of CoPs to the Science, Technology,
Engineering, and Mathematics (STEM) disciplines. We
view STEMicians as mathematical practitioners, who un-
derstand mathematics as the language of science and as the
basis for several disciplines. The STEM and other scien-
tific community are more heterogeneous than their indus-
trial counterparts and join researchers with different spe-
cialities and background (cf. [KW05]). Moreover, deep-
ening knowledge and learning takes place as scientists par-
ticipate in various communities, while frequently “switch-
ing the role of novice and expert depending on the current
situation” [KW05]. We believe that CoPs provide common
context and preferences, that help their members to cope
with different communities’ repertoires, which is particu-
larly helpful for novice and new members. Moreover, as
CoPs act as “platforms for building a reputation” [Wen05],
they provide a notion of trustworthiness, relevance, and
quality on which less-experienced scientists can build on.

We observe that STEMicians primarily interact via their
artifacts including documents in a more traditional under-
standing such as conference proceedings, journal papers,
and books as well as documents in a wider interpretation
such as forum postings, ratings, and tags. We assume that
scientific interactions, and more generally mathematical
practice, are inscribed into artifacts and aim at extracting
the inscribed scientific practice to model scientific commu-
nities and their common preferences.
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3 State of the Art for CoP Modeling
In the following, we list research that addresses the infor-
mation overload and adaptation of information wrt. to se-
lecting, structuring, and presenting artifacts. Most of these
approach focus on the computation of informal documents
using statistical techniques such as citation, co-word, and
keyword analysis to model users, social relations, or con-
struct social networks for a personalized and context-aware
information access.

[CC08] view scientific activities as complex process that
involves heterogeneous actors, who collaborate and pub-
lish articles that “synthesize a state of knowledge at a
given time” [CC08]. Scientific publications are thus prod-
ucts of scientific communities and the main communica-
tion medium for scientists. [CC08] emphasize that publica-
tions and, particularly, the interrelation of their inscribed
concepts (terms) form the scientific landscape or structure.
Building on Kuhn’s notion of paradigms [Kuh96], the au-
thors assume a strong correlation between the structure of
science and the structure of terms co-occurrence across the
massive collection of online publications. As a case study
the authors aim at reconstructing and representing the evo-
lution of the complex system community. [CC08] contribute
to a more intelligent scientific database management by fa-
cilitating the browsing of relevant articles based on key-
word sets. The authors relate their work to the area of
scientometric research, i.e. the study of science or tech-
nology based on quantitative data and point out two main
methods: Citation-based analysis and co-word analysis,
whereas they build on the latter.

Citation analysis is based on bibliometric coupling,
building on the frequency with which two documents are
cited together, or bibliography coupling, based on the
shared set of references of two documents . For exam-
ple, [KW05] model the participation of the Computer Sup-
ported Collaborative Learning (CSCL) community by ap-
plying a citation analysis on the CSCL conference proceed-
ings. The authors use citation analysis as social network
approach, i.e. as representation of social relation among
CSCL scientists. Considering data such as name, coun-
try and continent, discipline, conference, co-authors, and
referenced authors, their model focuses on the interna-
tional distribution and continuity of authors, participants,
and program committee to describe how stable and global
the CSCL community is.

[KM07] describe the computation of social networks for
document sharing among like-minded people. Each user
organizes his documents in a collection of folders using
his own topic hierarchy or classification schema. For each
folder, the user’s personal software agent provides a sum-
mery, i.e. a keyword-list based on the description of the
folder’s documents. In order to identify relevant documents
wrt. to that summery, the agent applies a community forma-
tion algorithm and sends its request to all members (agents)
of the computed community. The respective agent then re-
turns all documents in the highly correlated folders of its
user’s folder collections. The approach was applied to a
collaborative bookmark management system, in which doc-
uments are represented by bookmarks, i.e. a tuple of the
document’s ID and a set of keywords describing the doc-
uments. The similarity of documents is based on the sim-
ilarity of their bookmarks, which is defined as a weighted
sum of two basic similarities defined over URLs and key-
word lists. Recommendations are approved by the users
providing a feedback loop to allow agents to learn.

[ZYAQ07] propose seeking expertise and information
along social network, which “has proven a more personal-

ized, context-based, interactive hence more efficient way to
accomplish the task [of information seeking] compared to
a web or formal document search” [ZYAQ07]. The Infor-
mation via Social Network (SISN) Java toolkit is describe,
which integrates multiple communication channels, such
as email or Instant Messages (IM). SISN extracts social
networks based on communication patterns of users. The
resulting social networks are referred to as ego-networks,
in which the user is located at the center and his social con-
tacts are directly linked to him. These ego-network are con-
nected via certain distance and similarity calibration, re-
sulting in peer-to-peer topologies along which search for
expertise and information can be propagated. To build
user profiles, SISN generates keyword vector by indexing
different types of documents such as PDF, Word, HTML,
bookmarks, and emails taking privacy issues into account.
These vectors are used to categorize documents into differ-
ent categories, which combined constitute the user profiles,
also referred to as category level profile.

Content-Based Recommender System [AT05] recom-
mend items similar to the ones users preferred in the past.
They work well on text documents and are mostly measur-
ing the frequency of specific keywords appearing in docu-
ments. However, these system cannot distinguish between
well written and badly written text; require prior invest-
ments to initialize user models; and neglect items that do
not match against the user profiles. Collaborative Rec-
ommender Systems [AT05] recommended items that peo-
ple with similar tastes and preferences liked in the past and
measure the similarity of relations between users instead of
keyword frequencies in documents. Thus, they can be ap-
plied to any kind of content, even to items that are dissim-
ilar to those known by the user. However, the initialization
problem remains.

All approaches above focus on informal documents to
extract social relations and behavior. We believe that se-
mantic technique allow a more reliable markup and ex-
traction of scientific practice such as the user’s basic as-
sumption and background knowledge or his notation prac-
tice. We refer to [KK08], who provide a detailed discussion
on semantic knowledge management and point out that al-
though powerful software system for document manage-
ment exists, they “cannot interpret the documents on the
web and therefore cannot support knowledge work at a web
scale” [KK08]. The authors call for intelligent content, i.e.
“semantically enhanced learning objects and active docu-
ments that carry machine-interpretable unambiguous ac-
counts of their meaning” [KK08] and claim that “only if
computers can understand semantics, then data can become
reified knowledge” [KK08].

For example, the eLearning system ACTIVE-
MATH [Act07] makes use of semantic technologies
to model the user’s background and knowledge to generate
user-specific courses. These learner models [Mel01]

include concepts, technically pointers to a collection
of educational semantically marked up artifact in the
XML-based Open Mathematical Document Format (OM-
DOC) [Koh06], as well as competencies and are used to
select and structure appropriate course fragments to com-
pile individualized study material. However, user model
have to be initialized which requires prior interaction and
manual specification of preferences.

[WM07] propose CoP support in the interactive mathe-
matical mediator PLATΩ. The authors follow a document-
centered approach and consider the notation contexts of
documents as a dynamic parameter separate from the doc-
ument’s content. By processing the marked up notations
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in a document, the PLATΩ system is able to extract the se-
mantics of the mathematical notations contained in the doc-
ument and, thus, can model the author’s notation practice.
Moreover, the document can be automatically adapted in
the case of notational changes to the author’s preferences.
The individual practice of authors is compared and used to
identify CoPs that share specific notation preference. Once
having identified CoPs, PLATΩ can actively support the
community members e.g. by suggestion the CoP’s standard
notation, by notifying about conflicts or even by translating
documents between CoPs.

4 The Semantics of Documents
As we call for the markup of artifacts for more intelligent
and machine-processable content, we first need to under-
stand the semantics of these artifacts, in particular, docu-
ments. In the following we discuss different document lay-
ers, which introduce our notion of documents and seman-
tic markup [Koh06; KMM07b; KK08]: The content layer
consists of knowledge-centered fragments that contain the
knowledge conveyed in the artifact. In contrast, the narra-
tive layer is used to reference these content fragments and
add the narrative and didactic structure of the artifact. The
presentation layer is used to specify presentation-specific
contexts such as the preferred notation system [KMR08],
layout, or output format.

In addition to the three document layers, we introduce
a social layer, which encodes the social relation between
users and, thus, represent their social network. Moreover,
we introduce a meta layer, which pervades all four layers
and includes artifacts that define the social, presentational,
structural, and content relations.

Figure 1: Document layers

Figure 1 illustrates the layers of a technical document.
On the content layer, we distinguish knowledge concepts
such as example, definition, proof, or refinement. These
concepts are interrelated via ontological relations such as
refutes, supports, illustrates, or refines. On the narrative
layer we distinguish structural concepts such as report, sec-

tion, subsection, and paragraph which reference the frag-
ments on the content layer and provide a narrative struc-
ture. We can think of a tree, whereas the nodes repre-
sent the narrative structure, and the leaves point to frag-
ments in the content layer. For example, section 1 includes
two child-nodes, namely example 1 and definition 1, which
point to the fragments example x and definition x, respec-
tively. Cross edges in the tree are relations on the narrative
layer, such as citations within and across documents. On
the presentation layer, a specific output format, e.g. PDF,
LATEX, or HTML, layout settings, such as textwidth, color,
or fonts, and mathematical notations are selected. The so-
cial layer models the relations between users by extracting
information from the artifacts: For example, relations, such
as knows, trusts, or collaborates with, can be based on user
roles such as author, coauthors, referenced authors, and
readers. On the meta layer, we find various artifacts that
pervade all layers. For example, notation, output, and lay-
out specification influence the presentation of the report;
while ratings, postings, bookmarks, and tags can be used to
select relevant and trustworthy content as well as to struc-
ture it, respectively. In contrast, artifacts such as emails,
chats, postings, or IMs define social relations.

The document and meta layer form the artifact layer.
The relations between social layer and artifact layer, such
as writes, reads, implements, watches, or subscribes to, al-
low the bidirectional propagation of information between
the layers, that is bottom up and top down: By analysing
the content, structural, presentation, and metadata of a doc-
ument, we can identify similarities that eventually propa-
gate to the social layer, i.e. the artifacts interrelation can be
used to construct social networks or to predict similarities
between users. In contrast, a top down approach allows to
use the information on users and their social relation in or-
der to define the adaptation, selection, and structuring of
artifacts.

The bottom-up approach is used in the previous intro-
duced work of [CC08], who use a co-word analysis to re-
construct the structure of the complex system community;
[KW05], who use citation analysis to describe the CSCL
community; [KM07], who compute communities based on
keyword-description of documents, or [ZYAQ07], who ex-
tract social networks from emails and IMs.

The top-down approach refers to user or group model-
ing approach such as demonstrated by the ACTIVEMATH

group, who base the generation of courses on user models,
which point to the artifact layer as well as collaborative rec-
ommender system, which based recommendations on the
similarity of relations between users. The top down ap-
proach also refers to the wide area of Web2.0 technologies,
such as social bookmarking or tagging.

A combination of bottom up and top down approach has
been proposed in [WM07]: Semantic markup of notation
facilitates the modeling of users and the computation of
CoPs (bottom up). These social structures are then used to
provide services on the artifact layer, such as a consistant
use of notations, resolution of conflicts, or the translation
of notations (top down). Alternatively, [CC08] emphasize
that their approach can be used for keyword-based brows-
ing of relevant articles; [KM07] provide recommendation
and document sharing based on the computed communi-
ties; and [ZYAQ07] provide an infrastructure for seeking
expertise and information along the constructed social net-
works. However, none of these approaches makes use of
the full power of semantic markup.
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5 The Power of Semantic Markup
Instead of focusing on informal documents as most ap-
proaches in Section 3, we build on the semi-formal seman-
tic representation format OMDOC2. In the following we
point out the strength of semantic markup:

5.1 Semantics & Context
[KK08] introduce the semantics of a knowledge object3 as
“determined by its structure (how is the object built up from
already known objects, how is it defined in terms of other
objects) and its context (what do we already know about
these objects, how are these objects defined, what is their
relations to other objects)” [KK08]. The authors explore
contexts that build on the content as well as on the learner.
Our notion of adaptation, is denoted by the recontextual-
ization of artifacts, which depends on the context depen-
dencies of content as well as the human ability of accom-
modation, i.e. the ability to adjust to new circumstances.
In contrast, previously mentioned approaches in Section 3
are limited in that they only refer to term occurrence and
frequency and cannot compute dependencies or represen-
tations of human abilities.

In this sense, semantics provides a better notion of trust-
worthiness, relevance, usefulness, and quality. This im-
proves existing approaches, which base recommendation
on keywords or citations and cannot distinguish between
e.g. well written and badly written documents or rele-
vant and useless information. For example, semantic ap-
proaches elaborate citation-based recommendation by the
mark up of (content) relations and can distinguish whether
a reference signifies the refutation, refinement, or support
of other artifact.

5.2 Reification of Practice
Semantic technologies enhance informal information to-
wards meaningful and machine-interpretable representa-
tions, which facilitate the reification of scientific practice.
In the following, we illustrate how we use OMDOC to reify
scientific practice, such as the background knowledge and
basic assumption of scientists, their choice of motivating
examples, or notation preferences:

OMDOC distinguishes four level of markup: the object
level, the statement level, the theory level, and the docu-
ment level (cf. [Koh06]). Mathematical objects, such as
functions, groups, or differential equations, are represented
by markup formats such as MATHML [W3C03] or OPEN-
MATH [Ope07], which are integrated on the OMDOC ob-
ject level. Since mathematical practitioners use e.g. defi-
nitions, theorems, lemmas, or proofs as main communica-
tion means, these statements are represented on the OM-
DOC statement level. The large-scale structure and con-
text in mathematics can be found in networks of mathemat-
ical theories, which are marked up on the OMDOC theory
level. The OMDOC document level provides the markup
of the content, narrative, and presentation layer of docu-
ments; whereas the content layer subsume the three previ-
ously mentioned markup levels.

Other (mathematical) markup language provide fully for-
malized artifacts, which can be computed by formal sys-
tems such as mathematical libraries and theorem provers.

2Please note that we are not restricted to the OMDOC for-
mat but emphasize on the OMDOC functionality. This ap-
proach can be applied to other powerful markup formats, such
as sTEX [Koh05] or CNXML [HG07].

3We view knowledge objects as “tangible/visual information
fragment potentially adequate for reuse, which constitute the con-
tent of documents” [Mül06]

However, full formalization is tedious work and not appro-
priate for capturing scientific practice. In contrast, OM-
DOC provides means to annotate the structural semantics
of artifacts, that is “the structure, the meaning of text frag-
ments, and their relations to other knowledge” [Koh06] on
all levels and layers. This markup facilitates the automatic
processing of scientific artifacts, while allowing authors to
choose the level of formality: Formal fragments, program-
ming code as well as informal but human-oriented formats
can be included, promoting OMDOC towards a hybrid for-
mat. Consequently, OMDOC does not require the full for-
malization of content and can be used to reify scientific
practice.

Reifying Background and Basic Assumption
The markup on theory level provides the reification of a sci-
entist’s interest, background, focus, or basic assumptions
and, thus, elaborates expertise models based on document
metadata. In the context of CoPs, common pointers or use
of OMDOC theories facilitate the computation of similar-
ities among scientists and eventually the identification of
CoPs with shared interest and domains. Figure 2 illustrates
a statement and theory level in which a definition y points to
theory x; while definition x points to theory xx. Assuming
that both definitions are used in separate documents of user
A and B; a similarity measure based on the theory pointers
would define them to be unequal. However, we are able
to relate theories, e.g. via (iso)morphism and logic transla-
tion [Rab08]. Given that a mapping from theory x to theory
xx can be identified, both users would be equal with respect
to their common theoretical assumptions.

Figure 2: Reification of Theoretical Assumptions

Reifying the Choice of Examples
In order to provide the reification of choice, we draw on
the notion of variants, i.e. alternative choices on the con-
tent layer of documents, in particular the statement layer.
We draw on our previous work on the representation of
variants in OMDOC [KMM07a]. For example, users can
be facilitated to create rather abstract documents, which
include alternative examples or illustration. These vari-
ant documents can be adapted or substantiated depend-
ing on specific variants specifications such as the language
(German, English), the area of application (mathematics,
physics, computer science), or the level of detail (short or
long version). In Figure 3, the example 1 node points to
four possible example on the content layer. These are an-
notated with their variant values: For example, example x
is in English and a short variant; while Beispiel xx is in
German and a long variant. All variant examples are inter-
related via a variant dimensions such as translation or level
of detail. The selection of a concrete example depends on
the given variant specification, e.g. English and short. In
our case, example x is selected.
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Figure 3: Reification of Choice

Reifying Notation Practice
In [KMR08; KMM07b] we reified notation preferences of
scientists into notation specifications [KMR08], which are
applied to the meaning of artifacts, i.e. the content layer, to
generate user-specific presentation of documents. For ex-
ample in Figure 4, two different notation specifications are
applied to the definition of the binomial coefficient. The
resulting fragments differ in the notation for binomial co-
efficient, i.e. Cn

k versus
(
n
k

)
, the highlighting of symbols

and the layout of variables (cf. Section 6.1).

Figure 4: Reification of Notation Practice

Reifying Structural Preferences
We can reify the structure (or outline) of artifacts based
on our narrative-content model [KMM07b] or, alterna-
tively, by integrating other outline markup language such
as [OPM08] (cf. Section 6.2).

5.3 Granularity
The previously mentioned approaches in Section 3 are lim-
ited to computations on document-layer. In contrast, se-
mantic markup facilitates a more granular computation of
document fragments and, thus, opens up new spaces for
knowledge management on the web.

We make use of the module system MMT [RK08; Rab08]

to provide a web-scalable naming scheme: Documents and
their fragments (on all layers and levels) do not have to
be stored in the same memory or on the same machine,
but are accessibly via globally unique URIs. This allows
for a granular addressing and referencing of documents and
document fragments stored in MMT-aware databases of the
WWW.

The granular naming scheme also facilitates the granu-
lar markup of relations as well as annotations of fragments.
Consequently, we elaborate approaches, which are limited
to relations or metadata on document-level and can refine
existing methods, such as citation analysis, to compute re-
lations between document fragments on arbitrary granular
levels. For example in Figure 5, the granular references be-
tween the fragments inside the technical report and slides
as well as across both documents are illustrated.

Figure 5: Granular Referencing and Addressing

5.4 Novel Services
The semi-formal markup allows mathematical software
systems to provide novel services: For example, [Rab08]

provides the translation of logics, [Lan08] and [pan08]

build on the ontological relations to support collabora-
tive editing, review, and discussion of documents, [loc07;
MK08b] makes use of semantics to provide granular
change management, and ACTIVEMATH provides seman-
tic learner models. Our vision is to interpret collections
of semantically marked up artifacts to model virtual CoPs,
their common repertoire, and, particularly, their common
preferences, which eventually facilitate the selection, struc-
turing, and adaptation of information.

6 Virtual CoPs for CoPing
We propose the interpretation of semantically marked up
artifacts to compute the differences between user (or rather
between the user’s artifacts and their interrelations) to even-
tually build parametrized clusters of similar users, hence-
forth referred to as virtual CoPs. The parameters define dif-
ferent dimensions for the clustering, e.g. the common basic
assumptions or background, the common choice of exam-
ples, or the common notation preferences. We do not claim
that the computed clusters (or virtual CoPs), are CoPs wrt.
to Lave and Wenger [LW91] as they only consider selected
dimensions. However, they provide initial means for other
users to cope with information without prior interactions.

6.1 Semantic Differencing and virtual CoPs
parametrized by Notation Practice

In the following sections, we compute the similarity of no-
tation preferences of two users and compute their virtual
CoP’s common notation practice.

Listing 1: The Representation for
(
n
k

)
<notation name=”binomial”>

<prototype>
<om:OMA>

<om:OMS cd=”combinat1” name=”binomial”/>
<expr name=”arg1”/>
<expr name=”arg2”/>

</om:OMA>
</prototype>
<rendering context=”language:German”>

<m:mfrac linethickness=”0”>
<render name=”arg1”/>
<render name=”arg2”/>

</m:mfrac>
</rendering>

</notation>
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Representation of Notation preferences
Notation preferences are tuples of the meaning of a notation
(denoted by the prototype) and the actual presentation
(denoted by the rendering). For example, the notation
of a binomial coefficient is a tuple of the meaning, i.e. the
number of ways of picking k unordered outcomes from n
possibilities, and a potential presentation, e.g.

(
n
k

)
.

Listing 1 provides the XML-presentation of the notation
specification of the binomial coefficient: The prototype
element includes the content-representation of the nota-
tion in OPENMATH4, while the rendering element
provides the mapping from the OPENMATH representa-
tion to Presentation-MATHML [W3C03]. Moreover, the
rendering element has an optional context-attribute
to specify the context of the notation.

The Figure to the right il-
lustrates the notation prefer-
ences of two users A and B.
A’s notation specification in-
cludes a notation for the bi-
nomial coefficient

(
n
k

)
, a no-

tation for multiplication ∗, a
notation for addition +, and
a notation for the cross prod-
uct ×. B’s notation specifica-
tion comprise a different no-
tation for the binomial coef-
ficient Cn

k , two notations for
multiplication × and ∗, no no-
tation for addition and cross
product, but a notation for
substraction − and the carte-
sian product ×. In the follow-
ing section, we compute the
similarity of A’s and B’s no-
tation preference.

Semantic Difference of Notation Preferences
To compute the difference between notation preferences,
we make use of the model-based diff, patch, and merge sys-
tem (mdpm) [mdp08]: The system takes as input two nota-
tion specifications in XML as well as user-defined equal-
ity relations and returns a semantic difference (semantic
diff) [LM08]. The equality relations of mdpm allows to
parametrize the differencing, i.e. permits the definition of
equality based on different dimensions: For example, two
notation specifications are equal, if their concepts (proto-
types) and notations (rendering) are equal, ignoring the
context annotations. Moreover, the equality relation may
ignore or define an order of elements, as e.g. notation spec-
ifications are unordered lists of notation elements.

Listing 2 provides the semantic diff of the notation spec-
ification from A to B, which we interpret to describe the
differences in A’s and B’s notation practice: For example,
a remove-statement can indicate that A knows a concept or
notation that B is not aware of. Vice versa, and append-
statement or insert-statement signifies that A is still miss-
ing certain background in order to understand B’s notation
system. Moreover, difference in concepts (prototypes) are
more severe than difference in notations (renderings). The
former means that a users is missing the meaning and un-
derstanding of a mathematical object, while the latter only
states that he is used to different notations but might be
able to transfer his previous experiences to adjust to other
notations.

4Prototypes can also include Content-MATHML [W3C03]

representations.

Listing 2: Semantic Diff based on notation practice

<?xml version=”1.0”?>
<xupdate:modifications version=”1.0”

xmlns:xupdate=”http :// www.xmldb.org/xupdate”>
<!−−remove notation of A for binomial coefficient −−>
<xupdate:remove select=”/ notations / notation [1]/ rendering” />
<!−−add notation from B for binomial coefficient −−>
<xupdate: insert−after select =”/ notations / notation [1]/ prototype” >

<xupdate:element name=”rendering”>
. . .

</xupdate:element>
</xupdate: insert−after>
<!−−add notation from B for multiplication −−>
<xupdate: insert−before select =”/ notations / notation [2]/ rendering” >

<xupdate:element name=”rendering”>
. . .

</xupdate:element>
</xupdate: insert−before>
<!−−remove addition−−>
<xupdate:remove select=”/ notations / notation [2]” />
<!−−remove cross product−−>
<xupdate:remove select=”/ notations / notation [3]” />
<!−−append substraction and cartesian product−−>
<xupdate:append select=”/ notations ” child=” last ()”>

<xupdate:element name=”notation”>
<xupdate: attribute name=”name”>substraction</xupdate:attribute>

</xupdate:element>
<xupdate:element name=”notation”>

<xupdate: attribute name=”name”>crossProd</xupdate:attribute>
</xupdate:element>

</xupdate:append>
</xupdate: modifications>

However, missing entries in the notation specification of
A do not necessarily mean that A doesn’t know a concept
or notations, but could also be interpreted as different in-
terest or focus, i.e. A simply doesn’t like or uses a specific
notation but very well knows about it. The interpretation of
semantic diff therefore depends on the users as well as his
current context and needs careful considerations.

In addition to our interpretation of the semantic diff, we
also need a mapping to a numeric similarity measure to use
our computed difference in a standardized clustering al-
gorithm [BSMG02] and to eventually compute clusters of
similar users, which we want to call virtual CoPs. For illus-
tration we use the formulae below to compute a similarity
measure d, which considers the number of actions5 as well
as their weighted type and depths in the semantic diff.

d =
n∑

k=1

w(type(ak))
depth(ak)

A value of d = 0 signifies the full equality of two nota-
tion specifications. By dividing an action’s value with its
depth, we weight modification of deeper elements in the
notation specification tree, e.g. the inserting of additional
notations for a known concept, lower than modification on
higher level e.g. the appending of an unknown concepts.
For our example, we compute a numeric difference based
on n = 6 actions:

d =
w(rm)

3
+

w(i)
3

+
w(i)

3
+

w(rm)
2

+
w(rm)

2
+

w(app)
1

Given that all actions are equally weighted with w(ak) =
1, we result in a measure d = 3. However, please note that
the previous computation is for illustrative purpose only
and needs to be evaluated.

Common Notation Preferences of CoP’s
In order to compute the common preference of A and B
we make use of a semantic similarity: For this we compute
the similarity between two XML-representation based on

5Actions are all activities in the semantic diff from A to B that
are required to update A towards B. In our example, these include
remove, insert-after, insert-before, and append statements.
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a given equality relations. For our example the common
notation practice comprises one specifications, since A and
B only share the understanding and notation of the multi-
plication concept. However, the equality relations for the
semantic similarity could be based on equal prototypes, ig-
noring different renderings and context annotations. In this
case, we simply consider all equal prototypes and merge
the respective renderings. Consequently, the common nota-
tion specification would include the concepts binomial co-
efficient and multiplication with two notations each.

6.2 Semantic Differencing of Structures
In the following section we illustrate our (revised)
narrative-content model [KMM07b] and the semantic dif-
ferencing of narrative structure. We then point to other
structures that are suited for the description of a CoP’s
shared interest or expertise.

Representation of Narrative Structures
Listing 3 provides the representation of the lecture notes on
General Computer Science of user A. The narrative
elements are used to structure the course material into sec-
tions and subsections. They include metadata as well as
ref elements, which point to course content on the web.

Listing 3: Narrative Structure of the GenCS Lecture

<omdoc xml:id=”gencs07” type=”lecture”>
<metadata><dc:title>General Computer Science</dc:title></metadata>
<narrative type=”section”>

<metadata><dc:title>Discrete Math</dc:title></metadata>
<narrative type=”subsection”>

<metadata><dc:title>Natural Numbers</dc:title></metadata>
<ref xref=”http :// panta−rhei.kwarc. info / slides /natnums−intro” />

</ narrative>
<narrative type=”subsection”>

<metadata><dc:title>Naive Sets</dc:title></metadata>
<ref xref=”http :// panta−rhei.kwarc. info / slides / native−sets” />

</ narrative>
</ narrative>
<narrative type=”section”>

<metadata><dc:title>Computing Functions</dc:title></metadata>
<narrative type=”subsection”>

<metadata><dc:title>Datatypes</dc:title></metadata>
<ref xref=”http :// panta−rhei.kwarc. info / slides / datatypes ” />

</ narrative>
<narrative type=”subsection”>

<metadata><dc:title>Abstract Datatypes</dc:title></metadata>
<ref xref=”http :// panta−rhei.kwarc. info / slides / adt” />

</ narrative>
</ narrative>

</omdoc>

Semantic Difference of Narrative Structures
The user B restructures the material for her course on Gen-
eral Computer Science as follows: (1) Computing Func-
tions, (1.2) Abstract Datatypes, (1.3) Datatypes, (2) Dis-
crete Math, (2.1) Natural Numbers, and (2.2) Naive Sets.

Listing 4: A Semantic Diff of Course Structures

<?xml version=”1.0”?>
<xupdate:modifications version=”1.0”

xmlns:xupdate=”http :// www.xmldb.org/xupdate”>
<!−−remove subsection ”abstract datatypes” from B −−>
<xupdate:remove select=”/omdoc/narrative [1]/ narrative [1]” />
<!−−insert subsection ” abstract datatypes ” after ” datatypes ” −−>

<xupdate: insert−after select =”/omdoc/narrative [1]/ narrative [1]” >
<xupdate:element name=”narrative”>
. . .

</xupdate:element>
</xupdate: insert−after>
<!−−remove section ”discrete math” from B −−>
<xupdate:remove select=”/omdoc/narrative [2]” />
<!−−insert section ” discrete math” of A −−>
<xupdate: insert−before select =”/omdoc/narrative [1]” />

<xupdate:element name=”narrative”>
. . .

</xupdate:element>
</xupdate: insert−before>

</xupdate: modifications>

We apply mdpm to compute the semantic diff from
A’s to B’s structure (cf. Listing 4), which is mapped
to a numeric similarity measure. The equality relation
ignores metadata elements, but considers the order of
narrative elements.

We consider n = 4 actions to reorder B’s structure
towards A’s outline. Given that all actions are equally
weighted we result in the following numeric measure:

d =
w(rm)

3
+

w(i)
3

+
w(rm)

2
+

w(i)
2

= 1.67

Common Structures of virtual CoPs
Instead of using metadata of an author’s documents, we can
extract the concepts he is using in order to model his ex-
pertise. Our expertise models include pointers [Mel01;
KBB08] to the OPENMATH content dictionaries [OMC08]

and the concepts extracted from a user’s documents, such
as his notation specification file. For example, a pointer
to http://www.openmath.org/cd/combinat1.
xhtml#binomial represents a user’s familiarity with
the concept binomial coefficient. Since expertise model
of A and B are simple lists of pointers and, thus, trivial
structures, the computation of differences is rather a count-
ing of pointers that are not shared by A and B; while their
virtual CoP would be describe by the intersection of their
pointer-lists. However, the discussion of expertise is more
exciting if we think back to our example in Figure 2. A
similarity measure based on the matching of theory point-
ers identified A and B as unequal wrt. to their familiarity
of the two theories theory x and theory xx. However, with
our semantic markup we are able to relate theories. Given
that a mapping from theory x to theory xx exists, A and B
would be equal with respect to their common theoretical as-
sumptions. Although our illustrations is based on expertise
model, our approach can easily be applied to other (simple)
structures such as bookmarks or news.

7 Conclusion & Outlook

We have illustrated how semantic technologies facilitate
the reification and extraction of scientific practice. More-
over, we discussed how our approach facilitates the prop-
agation of similarities on content, structure, and presenta-
tion layer to the social layer: For example, similar notation
preferences or the use of the same mathematical concepts
allow to identify similarities among users and the clustering
of virtual CoPs.

Vice versa a user’s or CoP’s representation can define
the content, structure, and presentation of artifacts: For ex-
ample, a notation specification of A can be applied to a
document of B, allowing A to more easily understand B’s
illustrations. Alternatively, expertise and narrative repre-
sentation can be used to select or structure a user’s arti-
facts. Moreover, the common preferences of CoPs allow
new users to select, structure, and adapt presentation with-
out prior investments or initialization of their user models.

For the future, we want to substantiate our approach by
extending and testing our visionary ideas in concrete use
cases. We also want to evaluate whether semantics elabo-
rates existing approach based on informal documents. For
example, most citation management approaches are limited
to only one type of document interrelations, i.e. the cite re-
lation, on document-level. In contrast, semantic markup
explicates several types of relations and document frag-
ments on granular level.
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Abstract
In informal collections of collaboratively created
knowledge like wikis, there is no well-defined
way of reporting issues with knowledge items.
When something is wrong or needs improvement,
users are hardly supported to communicate this in
a focused way: discussing about an issue, coming
up with ideas on how to solve it, agreeing on the
best idea, and finally putting this idea into practice
in a retraceable way. This workflow is sometimes
standardised in terms of best practices and social
conventions, but not supported by the system in
terms of knowledge management.

We present an approach to improving this in a
semantic wiki, where not only the articles con-
tain structured knowledge, but also the discus-
sions about this knowledge are structured using
an argumentation ontology. We show how, by
domain-specific extensions of this ontology, the
wiki system can not only support a focused dis-
cussion about issues but also assist with putting
solutions approved by the community into prac-
tice in many common cases. This is demonstrated
on the prototype of the SWiM system in a use
case from mathematical knowledge management.

1 Introduction
This article deals with issues with knowledge items in col-
laborative knowledge management systems – how to report
them, how to argue about them, and how to resolve them1.
Examples of issues could be that a knowledge item is hard
to understand or consists of wrong facts, that redundancies
with other knowledge items are identified, or that a subpart
of one knowledge item is considered to deal with a topic of
special interest, deserving to be promoted to a knowledge
item of its own. Users of the system report issues and ar-
gue about them, propose solutions that are again subject to
discussion, until finally a solution is approved and imple-
mented. Such a discourse can be lengthy and hard to keep
focused, as issues can be “wicked problems”, exposing traits
like not allowing for a “defininitive formulation”, having
solutions that are “not true-or-false but good-or-bad”, and
the nonexistence of an “immediate and [. . . ] ultimate test of
a solution” [Rittel and Webber, 1973]. A solution is usually
materialised in an improved version of the affected knowl-
edge item or a new knowledge item. Later, other users, who

1We will henceforth refer to a piece of knowledge about any
distinct subject of interest as a “knowledge item”.

want to understand why some knowledge item is modelled
in a particular way, can trace back the discourse that led
to its creation or modification. Thus, the discussions about
issues with knowledge items become part of the collective
experience of the community.

We investigate a model for structured argumentation
about issues with knowledge items and present a system
that can assist users with the implementation of solutions in
common cases. We try to keep our model general but partic-
ularly investigate it in the setting of a wiki for mathematical
knowledge. In a wiki, one page usually holds knowledge
about one distinct topic, or about a set of closely related
topics [Ebersbach et al., 2008]. Some typical knowledge
items in mathematics are definitions of symbols or con-
cepts, theorems, and proofs. Issues with them can be that a
knowledge item is wrong, incomprehensible, presented in
an uncommon style, or redundant (cf. section 4.2).

We continue with a motivation why issue handling is in-
sufficient in existing wikis, an introduction to semantic wikis
and argumentation ontologies, which we consider helpful
in that regard, a theoretical outline of our approach, and
a description of a prototypical implementation. Then, we
walk through a typical use case to demonstrate the approach
in our implementation.

2 Motivation: Wikis and Wikipedia

In unstructured collaborative knowledge bases, such as con-
ventional wikis, there is no well-defined way of reporting
issues with knowledge items. Many systems allow for tag-
ging knowledge items (e. g. as “needs improvement”), or
for commenting on them in more detail. In wikis, users can
insert a warning message directly into a page affected by an
issue, and probably add a detailed explanation or justifica-
tion to the discussion page that is usually associated with
every content page. Technical support is mostly limited to
the possibility of creating building blocks for such warning
messages, which can then be transcluded into pages, and to
a button that allows for adding a new section to a discussion
page which otherwise does not enforce any structure – see,
e. g., MediaWiki [MediaWiki, 2008]. The discourse itself
proceeds without technical support. The community is left
alone with devising reasonable issue warning messages and
establishing a workflow of reporting, discussing, and solv-
ing issues and documenting the solutions. This is mostly
done by jointly agreeing on best practices in conflict reso-
lution and authoring, and making them official policies for
the community [Kittur et al., 2007].

As a concrete example, consider a Wikipedia article
that violates the Wikipedia principle of a neutral point of
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view [Wikipedia, 2008d]2. Some author who is concerned
about this can tag the article by inserting the building block
“Neutralität” (neutrality [Wikipedia, 2008b]). It is then rec-
ommended to justify why the neutrality of the article is
debated by adding a respective section to the discussion
page of the article. Within that section, the general con-
ventions for discussions pages apply [Wikipedia, 2008c]:
The author has to make clear what section of the article his
discussion post applies to, he has to verbalise his report in a
comprehensible way, and finally has to append his signature
(a link to his user profile with a timestamp). An author who
wants to discuss an existing issue has to look up the cor-
responding section on the discussion page and then indent
his reply by one more level than the post he is replying to.
Solutions to issues would be proposed in natural language
only, and if users come to vote on proposals, they would do
it in an ad hoc manner, e. g. using list items prefixed with
“yes” or “no”. A solution for restoring the neutrality of a con-
troversial article could be citing reliable arguments in favour
of the view that has been less represented so far. Eventually,
one author who is trusted by the community would judge
whether there is a consensus about a particular solution, or
simply count the votes, and then implement the solution
approved by the community, again without any assistance
from the system. A justification for the resulting revision
of a page can be given by a descriptive editing comment
that links to the section of the discussion page where the re-
spective issue was discussed [Wikipedia, 2008a]. However,
authors do not always do this, which sometimes makes it
hard to retrace decisions.

Note that for procedures with a more serious effect, above
all the deletion of an article, it is more highly regimented
who may implement a solution. Only users with adminis-
trative permissions, which are awarded by public vote, may
technically do so. However, in the remainder of this arti-
cle we will not assume any such technical restrictions but
assume well-behaved and cooperative users. Encouraging
or enforcing orderly behaviour is an interesting research
question in itself but not considered here.

In large knowledge collections like Wikipedia, these pro-
cedures work sufficiently thanks to the large user base; in-
deed, the quality of articles has been found to strongly cor-
relate with the number of authors [Brändle, 2005]. We are
aiming at knowledge collections that probably have a small
user base but are operated by a system capable of certain
knowledge management tasks: a system that has a basic un-
derstanding of what types of issues are reported with what
types of knowledge items, what solutions are proposed, and
whether people agree or disagree with these proposals.

3 Foundations
3.1 Semantic Wikis
In a semantic wiki, the knowledge is more structured than
in a non-semantic one. Other than employing a knowledge
representation based on semantic web technologies such as
RDF [W3C, 2004] or ontologies (see e. g. [Fensel, 2003]),
semantic wikis are quite diverse: In some systems, shallowly
annotated text prevails, whereas in others, formal knowledge

2As the audience of this article is mainly German and the
different language editions of Wikipedia have developed slightly
different conventions, we give references to the German Wikipedia.
Pointers to related information in other Wikipedias can be found
on the respective pages by following the links to other languages
(“Andere Sprachen”).

prevails and unstructured text only appears in comments
or labels that describe formal concepts [Oren et al., 2006;
Buffa et al., 2008]. Even others mix annotated text and
highly formalised problem-solving knowledge [Baumeister
and Puppe, 2008]. The most common approach is, how-
ever, to represent knowledge about one subject of interest
– a “knowledge item”, in the terminology of this article, –
by one wiki page and to annotate pages and links between
pages with types defined in an ontology. In this kind of se-
mantic wikis it is advisable to keep pages small and refactor
them if they tend to describe more than one knowledge item.
The graph of typed pages and links is commonly represented
in RDF [W3C, 2004]. Existing ontologies, such as Friend
of a Friend [FOAF, 2008], are either preloaded into the wiki
or imported later, or a new, custom ontology is built collab-
oratively during the annotation of the wiki pages. Semantic
MediaWiki, for example, prefers the latter approach, where
an ontology is implicitly extended whenever a page or a link
is assigned a new type [Völkel et al., 2006].

3.2 Semantic Discussion Threads with SIOC
To the best of our knowledge, there is currently only one se-
mantic wiki where discussions are semantically structured,
too. In IkeWiki [Schaffert, 2006], the relationship between
the knowledge item represented by a page and the discussion
about it is represented in the RDF graph, and the associated
discussion page itself is not an opaque block of text, but a
self-contained discussion forum. It consists of threads and
posts, with RDF links to the user profiles of their authors.
This is achieved using the SIOC ontology (Semantically In-
terlinked Online Communities [Breslin et al., 2006]), which
models generic aspects of various forms of discussion fo-
rums. SIOC itself does not yet allow for typing discussion
posts as issues, proposed solutions, agreements, etc., but is
meant to be extended by dedicated ontologies that assign
more specific types to discussion posts [Bojārs and Breslin,
2007, sect. 4.2]. Indeed, making every post a distinct RDF
resource and preserving the threaded structure of a discus-
sion serves as a basis for adding an argumentative layer, as
we will show in the following.

3.3 Argumentation Ontologies
An early approach at formalising argumentation about is-
sues was IBIS (Issue-Based Information System [Kunz and
Rittel, 1970]), which particularly aimed at wicked prob-
lems [Rittel and Webber, 1973]3 The DILIGENT argumen-
tation ontology was conceived in the context of the ontology
engineering methodology of the same name as an extension
of IBIS that makes arguments more focused, thus making
design decisions more traceable and allowing for inconsis-
tent argumentations to be detected [Tempich et al., 2005;
2007]. We found the DILIGENT vocabulary suitable for our
setting of structured knowledge engineering. But note that
our understanding of an issue differs from the DILIGENT
methodology: There, issues are issues of conceptualising
new aspects of a domain, and ideas refer to the formalisation
of these conceptualisations, according to the well-known
definition of an ontology [Gruber, 1993], whereas in our
case issues are issues with more or less formalised knowl-
edge items that already exist.

3Note that not all characteristics of wicked problems apply
in our case, as they were originally investigated in governmental
planning [Rittel and Webber, 1973], a domain that lends itself less
well to formal modelling than knowledge engineering.
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Figure 1: In the middle of a discourse

A discourse in terms of the DILIGENT argumentation
ontology is structured as follows: When an issue has been
raised, collaborators can express their agreement or disagree-
ment with it, i. e. whether they consider this issue important,
justified, and legitimate. An issue can be resolved by im-
plementing a proposed and – again by posting agreements
– approved idea in the space of knowledge items (called
“ontology entities” in DILIGENT) and concluding the dis-
cussion thread with an explanation of the decision taken.
This decision will link to the issue that has been solved and
to the idea i that was realised. If that idea was to create
or modify a knowledge item k, a link “i resolves into k”
will be created. Besides merely agreeing or disagreeing
with an issue or idea, collaborators can also argue about it,
i. e. justify it by examples or evaluations, or challenge it by
alternative proposals or counter-examples, and others can
again agree or disagree with these arguments.

Our approach is to enhance SIOC discussions in a seman-
tic wiki based on IkeWiki with the DILIGENT argumenta-
tion ontology and domain-specific extensions to it, as we
will show in the following.

4 Approach
4.1 Domain-Specific Ontology
We assume that every knowledge item has at least one princi-
pal type and that these principal types are disjoint with each
other. Concrete types heavily depend on the application
domain; in this article, we focus on mathematics and con-
sider mathematical statements as atomic knowledge items,
a statement being a definition, theorem, proof, etc. We
take these types from the OMDoc ontology [Lange, 2008b;
2008c] that we have modelled for representing mathemati-
cal knowledge originating from documents in the OMDoc
semantic markup language [Kohlhase, 2006] on the seman-
tic web. This ontology abstracts from the syntax of the
OMDoc language and aims at formally modelling aspects
of its semantics that cannot be expressed in an XML schema
(e. g. that the target of a link from a proof to the resource
that is proven must be a theorem, and that certain links be-
tween knowledge items constitute dependencies) but on the
other hand are too informal for being meaningful to, e. g., an
automated theorem prover. Additional types of knowledge
items, e. g. its status in terms of project management (e. g.
“draft”, “under review”, “published”), will not be taken into
account for reporting and resolving issues.

We assume that there can be a threaded, SIOC-structured
discussion about every knowledge item and that the discus-

sion posts can be typed as instances of classes from the
DILIGENT argumentation ontology. In our current model,
we consider the classes Issue, Idea, Agree, Disagree, and
Decision (fig. 2). To establish a bridge between the domain
of knowledge and the argumentation about it, we created
an ontology of domain-specific subclasses of DILIGENT’s
Issue and Idea class (fig. 2). A particular type of issue is
considered applicable to certain types of knowledge items;
we model this in the ontology as well. For example, an issue
with a mathematical proof can be that it is wrong, whereas
the notation of a symbol cannot be wrong but inappropriate,
misleading, or hard to read or write. Furthermore, we as-
sume that to a pair of a knowledge item type and an issue
type, certain types of ideas can be applied. For example, if a
proof is wrong, it could be deleted and replaced by a correct
proof, or it could be kept as an instructive bad example.
Obviously, we do not expect to cover all possible cases with
a finite set of predefined issue and idea types, but the most
common ones.

4.2 A Survey on Issues in Mathematics
To get an understanding of common issues and solutions
in mathematical knowledge management, we are currently
conducting a survey among domain experts4. We collect in-
formation about the previous experience of the participants
with mathematical knowledge bases, the support for track-
ing and solving issues in the tools they have used, types of
knowledge items they have dealt with, types of issues they
have encountered, how these issues were solved, and rea-
sons why issues remained unsolved. So far, 48 people have
participated, 24 having answered all questions. A majority
is experienced in contributing to libraries of software tools
like automated theorem provers, but many participants have
also contributed to wiki-like knowledge bases. The most
commonly experienced granularity of knowledge items is
either a course unit, a mathematical theory (i. e. a few re-
lated definitions and axioms), or a mathematical statement.
Only in a few cases there was support for automated issue
tracking and solving. The prevalent type of knowledge item
that the participants have ever found affected by issues was a
definition – theorems, proofs, examples, notation definitions
for rendering symbols, and theories also being quite com-
mon. The most common issue was that a knowledge item
was simply wrong, followed by being incomprehensible, its
truth being uncertain, being underspecified, or redundant. Is-
sues were mostly solved by directly improving the affected
knowledge item (as opposed, e. g., to creating another one),
by splitting it into more than one, or by deleting it altogether.
Still, some participants have experienced issues being un-
resolved and mostly attributed this to an insufficient tool
support for restructuring knowledge items.

4.3 Automated Assistance
Whenever there is a discourse about a knowledge item,
the system will check whether there is an issue that is
both unresolved (meaning that no decision on it has been
posted yet) and not challenged as invalid by the exis-
tence of a majority of disagreement replies to it. If ideas
have been posted on how to resolve this issue, the most
popular in terms of the ratio of agreements to disagree-
ments will be selected. Formally, any issue s satisfying
D(s) = ∅ ∧ (

P−(s) 	= ∅ ⇒ ∣∣P+(s)
∣∣ >

∣∣P−(s)
∣∣) is consid-

ered legitimate, and the idea i in arg max
i∈Id(s), P+(i) �=∅

|P+(i)|
|P−(i)|+1

4See http://tinyurl.com/5qdetd
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Figure 2: The DILIGENT/OMDoc argumentation ontology

wins, where Id, D, P+, and P− denote sets of ideas, deci-
sions, agreements and disagreements with an issue or idea,
respectively5. The system will provide assistance to any vol-
unteering author to implement the winning solution in the
space of knowledge items, e. g. by automatically creating a
template for a new knowledge item that the author can then
complete. If an author follows the steps proposed by the
system, the system will conclude the respective discourse
by posting an automatically generated decision. Still, we
leave the freedom to the community to implement solutions
manually, when users feel that the automatic support is not
adequate to the wickedness of the current problem. In this
case, the author to resolve an issue has to document this
decision manually. Any thread that has been concluded by
a decision will no longer be considered by the system.

5 Implementation
We have implemented a proof of concept in the mathe-
matical semantic wiki SWiM. SWiM extends IkeWiki (cf.
section 3.1) with mathematical semantic markup. It sup-
ports editing, viewing, and importing/exporting mathemati-
cal knowledge that is represented in the OpenMath [Buswell
et al., 2004] and OMDoc markup languages [Kohlhase,
2006] and has ontologies corresponding to these languages
built in. One SWiM page usually holds one mathematical
statement. From a saved or imported page, SWiM extracts
an RDF outline in terms of these ontologies and uses this
RDF graph to support semantic navigation through mathe-
matical knowledge items and to offer an infrastructure for
more sophisticated semantic services [Lange, 2008c].

We have extended the user interface for discussions by the
possibility to make not just untyped comments but to post
issues or ideas of specific types and to state one’s agreement
or disagreement (fig. 1). The OWL-DL implementation
of the DILIGENT argumentation ontology, in the current
prototype without the classes for fine-grained argumenta-
tion about issues and ideas, but enhanced by mathematics-
specific issue and idea types (cf. fig. 2), is preloaded into
SWiM; discussion posts are represented in RDF as instances
of these types. Thus, the structure of the argumentation

5It is not yet clear what idea should be preferred when there is
more than one such i.

forms an overlay network on top of the raw structure of the
threads represented in SIOC. On the top level of a discus-
sion page, the user is invited to post issues of types that are
applicable to the type tk of the knowledge item to be dis-
cussed; a reply to an issue tis can have one of the idea types
that are applicable to (tk, tis). Thanks to IkeWiki’s built-in
ontology editor, privileged members of the community can
even dynamically and interactively adapt the argumentation
ontology to the community’s needs. The formulæ for deter-
mining unsolved legitimate issues and “winning” ideas are
implemented as sequences of SPARQL [Prud’hommeaux
and Seaborne, 2008] queries to the RDF graph of the dis-
cussion about the knowledge item currently viewed. The
assistance with implementing a solution is hard-coded into
SWiM for now. Some functions, such as deleting an article,
had been available before, whereas the creation of a related
knowledge item (e. g. an example) has been implemented
as a first proof of concept for additional assistance.

To demonstrate the system, we consider the situation that
there is an incomprehensible theorem. The user Alice wants
to report that issue. She opens the discussion page for the
theorem and posts a new issue. As a type of the issue, she
can select any type that is applicable to theorems. Then,
Bob replies by clicking the “Idea” reply button in the issue
post and selecting an idea type; any type of idea that is
applicable to incomprehensible theorems can be selected.
Cecil disagrees with the idea, Dan agrees (fig. 1). Now
assume that Eric replies to the idea with another agreement
and that, after that, Frank visits the theorem: By then SWiM
will have identified the idea to provide an example for the
theorem as the best one to resolve the issue and display a
message that proposes this, offering a link to start a semi-
automatic assistant (fig. 3). If Frank decides to provide
the example and clicks on the link, a new example page,
pointing to the original theorem, would be created, and he
can fill out the template (fig. 4).

6 Evaluation and Discussion
As this work is still in progress, we focus our evaluation on
discussing the extent of argumentation and assistance that
our ontology and the implementation support. In section 8,
we will provide an outlook to domain-specific case studies
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Figure 5: RDF graph of a sample use case

Figure 3: Warning about an issue and the offer to solve it

Figure 4: Editing the newly created example

that we are planning to conduct ourselves. Further feedback
is anticipated from users of IkeWiki, where we have recently
integrated the basic argumentative discussion functionality
without domain-specific extensions.

For the sake of simplicity, arguments about issues and
ideas have been left out in our first prototype in favour of
simple agreement or disagreement, but we are planning to
complete the coverage of the DILIGENT argumentation
ontology. Following the findings of the DILIGENT authors,
we do not, however, consider the currently restricted set of
available domain-specific issue and idea types an obstacle;
we think it just has to be refined to cover the most common
situations in mathematical knowledge management. Con-
cerning their restricted set of argument types (e. g. “chal-
lenge” and “justification”), the DILIGENT authors have
found out in their case studies that this made discussions
more effective and focused [Tempich et al., 2005]; we as-
sume that the same will turn out for our issue and idea types.
Note that our current formula for selecting the best idea
is quite simplistic. Once arguments will have been intro-
duced, it will no longer suffice and should be replaced by a

more sophisticated weighting function like the one proposed
in [Gordon and Karacapilidis, 1997].

As issues in our model refer to knowledge items, and
the assistance the system can offer depends on the type of
knowledge item, the knowledge must already be structured
to some extent. In two situations, this is likely not to be the
case: When knowledge about some new topic has not even
been conceptualised, or when it has been conceptualised and
put on a wiki page, but not yet formalised (here: annotated
with a type). To improve on this, we consider providing a
global discussion space, where conceptualisation issues can
be raised, as it was originally intended with DILIGENT (cf.
section 3.3), and to introduce a generic issue type “needs
formalisation”, which can be filed with any knowledge item
that does not yet have a type from the domain-specific on-
tology. Assistance in the latter case would likely require
techniques like natural language processing (NLP), which
we have not yet considered: Once a knowledge item or
discussion post has been given a type, we base all further de-
cisions about assistance exclusively on this type. Obviously,
this is only meaningful if the informal text of a knowledge
item does not contradict its formal type. Currently, we hold
the users responsible for that, but NLP would help here, too.

Finally, we object that, while the model that we adopted
allows for arguing on wicked problems, those issues for
which our system is actually able to offer semi-automatic
assistance are not really wicked ones by definition. For a
solution to be supported by the system, users are, first of all,
required to clearly pinpoint the issue using a type from the
domain-specific extension of the argumentation ontology
– contradicting the traits of a wicked problem to have “no
definitive formulation” and to be “essentially unique” in the
sense that no pattern of solution could be applied to a whole
class of problems [Rittel and Webber, 1973]. For every type
of issue, we support a set of predefined solution patterns, but
a wicked problem does “not have an enumerable (or an ex-
haustively describable) set of potential solutions” [Rittel and
Webber, 1973]. In supporting solutions we currently focus
on one issue with one knowledge item and neglect the previ-
ous history or related issues and knowledge items; however,
“every wicked problem can be considered to be a symptom
of another problem” [Rittel and Webber, 1973]. Then, our
system currently assumes that an issue has definitely been
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solved once a “decision” reply exists – contradicting the def-
inition that “wicked problems have no stopping rule” [Rittel
and Webber, 1973]. However, a user who considers an ex-
isting solution inadequate is always free to file a new issue
on the affected knowledge item.

7 Related work
Several projects are related to ours, in different aspects: the
Foucault@Wiki study [Pentzold and Seidenglanz, 2006]

about Wikipedia discourses, Lekapidia [Tempich et al.,
2007] and the Cicero system [Dellschaft et al., 2008] about
DILIGENT argumentations in a wiki, Collaborative Pro-
tégé [Tudorache and Noy, 2007] for collaborative ontology
engineering, Drupal as a content management system with
a plugin for issue tracking [Drupal, ], and finally panta
rhei [panta rhei, 2008] as a different approach towards a
discussion platform for structured mathematical knowledge.

Foucault@Wiki was a study that analysed Wikipedia dis-
courses: how edit summaries and discussion posts related
to changes made to Wikipedia articles, and what types of
changes occurred [Pentzold and Seidenglanz, 2006]. From
this, a model for Wikipedia argumentations – in fact an in-
formal site-specific argumentation ontology – was derived.
This analysis had to be made without machine support, as
Wikipedia articles are largely unstructured, and discussions
and edit summaries are given in natural language, and the
space of possible arguments is unrestricted, as opposed to
the finite set of types in a formal argumentation ontology.
Note that the goal was not to design software support for dis-
courses or for improving knowledge items, i. e. Wikipedia
articles. We consider that hard to achieve, as Wikipedia arti-
cles frequently contain multiple sections that do not focus
on one knowledge item only, which makes it hard to express
what part of an article a discussion post refers to.

Lekapidia was a case study in which the authors of the
DILIGENT argumentation ontology preloaded a semantic
wiki (coefficientMakna) with the argumentation ontology.
Then, they replayed the collaborative engineering of a sim-
ple dessert recipe ontology, which had earlier been devel-
oped using the DILIGENT methodology, in their wiki, and
found out that the wiki “significantly reduces the effort to
capture the arguments in a structured way” [Tempich et al.,
2007]. Special attention was paid to detecting inconsistent
argumentations (e. g. when one user first votes in favour
of one argument a but then introduces a new one that con-
tradicts a [Tempich et al., 2005]) and fostering consensus,
both of which we have not yet investigated in detail.

A collection of semantically structured mathematical
knowledge can be considered an ontology, particularly if it
contains formal definitions of mathematical concepts. The
argumentation ontology in SWiM is particularly enhanced
for the domain of mathematics, which allows for creating
more specific issues and ideas in a machine-understandable
way and for implementing semi-automatic assistance in im-
plementing certain of these specific ideas into the system.

Cicero is an extension for Semantic MediaWiki that al-
lows for a DILIGENT-like argumentation about issues in
projects (not issues with knowledge items) [Dellschaft et
al., 2008]. Cicero offers versatile options for voting and
deciding. Before a first deadline set by a project adminis-
trator, users can propose solutions for an issue and argue
about them; then, voting on the issues – single vote or mul-
tiple choice – takes place until a second deadline is reached.
The ontology is currently only available in the wiki, not
implemented externally.

Collaborative Protégé is a collaborative ontology editor
featuring a “change and annotation ontology” [Tudorache
and Noy, 2007]. This is not an argumentation ontology
in the strict sense, but also allows for documenting design
decisions. Two ways of voting on change proposals are
available: a “5-star” rating and a “yes/no” vote.

Drupal is a modular framework and content management
system [Drupal, ]. Thanks to its great variety of modules,
Drupal can be adapted flexibly to different requirements.
Knowledge mainly consists of nodes, comments, and tax-
onomy vocabularies, each of which can easily be enhanced.
The primary type of content is a node. Out of the box, Dru-
pal can let users comment on the content of the node, or
reply to other comments resulting in threaded conversations
– which is unsupported by most wikis. Drupal also offers
many hooks to let developers jump in during the page gen-
eration, validation or submission process and that way react
precisely according to the input of the user. The project
issue tracking module is already using these features, along
with some categorisation6.

panta rhei is an interactive and collaborative reader for
mathematical documents, currently being evaluated in the
educational context of a computer science lecture [panta
rhei, 2008; Müller, 2008]. With SWiM, it shares the same
domain of application – in fact, either system can import
OMDoc – and in the possibility to create typed discussion
posts about knowledge items; differences lie in the use
of knowledge items – arranged for reading in panta rhei,
whereas the main concern of SWiM is to edit them – and
the different knowledge representation: SWiM relies on
an underlying RDF model and an ontology for browsing,
searching, and editing workflows, whereas panta rhei uses
hand-made SQL database queries.

A panta rhei page usually contains one exercise or a se-
quence of one to a few lecture slides, mostly containing
some related mathematical statements, such as the defini-
tions of a few symbols with an example where they can
occur, or a theorem followed by its proof. However, con-
tent authors can assign identifiers to any subitem of a page
to make it annotatable. SWiM is less flexible here: Only
knowledge items that have their own wiki page are anno-
tatable. While imported documents are automatically split
into pages of statement size, authors would have to do this
manually to achieve a finer granularity.

In panta rhei, threaded discussion items can be posted
on any annotatable knowledge item; in addition, there is a
global forum. Each post has to be typed as, e. g., “advice”,
“answer”, “comment”, “example”, or “question”7. The set
of possible types of a post is not restricted by the type of
the knowledge item nor the post it replies to. Compared to
SWiM’s use of an argumentation ontology, which encour-
ages a targeted discussion towards solutions, this potentially
makes discussion threads less focused. panta rhei currently
uses the types of posts for statistical purposes and for search.
Statistics are currently not computed in SWiM; semantic
search is possible and powerful thanks to the support for
inline SPARQL queries, but not yet friendly to users who
do not know SPARQL. Another annotation-related feature
of panta rhei without a SWiM counterpart is the ability to
rate knowledge items on a scale from 0 to 10 w. r. t. several
measures like their difficulty or helpfulness. While the argu-
mentations in SWiM implicitly rate knowledge items, there

6http://drupal.org/project/project_issue
7This is a custom vocabulary made for panta rhei, not an argu-

mentation ontology.
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Figure 6: The Exhibit timeline view of fig. 5, starting at a
hard theorem and ending at a helpful example.

is no agile, one-click user interface for this.

8 Conclusion and Outlook
We have justified the need for structured and annotated
discussions in a collaborative structured knowledge base.
With a domain-specific argumentation ontology, we have
covered common types of issues that can occur with mathe-
matical knowledge items, common types of ideas on how
to solve these issues, and a semi-automatic assistance in
implementing a solution approved by knowledge engineers.
The discourse that led to the implementation of a solution
can be traced back transparently from the affected knowl-
edge items, which supports the experience management of
the community. We have implemented and demonstrated a
first proof of concept in the OMDoc-based semantic wiki
SWiM but consider the methodology easily transferable to
other collaborative knowledge management systems, as it is
largely based on an abstract ontology.

As our system is built on RDF, semantic web technologies
can be used for integration with other systems. For example,
the Exhibit framework [Huynh et al., 2007] can consume
RDF data and provide us with a timeline visualisation of
the argumentation process (fig. 6). If we follow the linked
data guidelines for semantic web publishing, the knowledge
items and discussions in our system will be visible to linked
data crawlers such as Sindice [Tummarello et al., 2007] and
browsers such as Tabulator [Berners-Lee et al., 2006]. If
we can crosslink with other sites, discussions can refer to
knowledge items across system boundaries.

Two practical settings, where we will evaluate our system,
are the Flyspeck and OpenMath projects. Flyspeck is a large-
scale proof formalisation effort concerned with developing
a machine-verifiable representation of a proof of the Kepler
sphere packing conjecture [Lange et al., 2008a]. We have
gathered first requirements for supporting this project with
a wiki and consider support for discussing formalisation is-
sues and for refactoring formal structures highly important.
In OpenMath, SWiM will be used for editing content dictio-
naries (collections of definitions of mathematical symbols).
Conceptualisation and formalisation of symbols and their
notations need to be supported [Lange, 2008a].

A key question that we anticipate these case studies will
answer is to what extent the automated identification of
“winning” solutions and the support offered for implement-
ing them will be found satisfactory by knowledge engineers
– whether the 80/20 rule will apply (i. e. 80% of the every-
day issues will be solvable with semi-automatic assistance
implemented for 20% of all possible solutions), or whether
a large percentage of issues turns out to be too wicked. In

the latter case we still hope that the argumentation ontology
will support a more focused and productive discussion about
wicked problems than in a system with unstructured discus-
sions and thus facilitate finding and implementing solutions
even without further automatic assistance.
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Abstract

Spreadsheets are heavily employed in ad-
ministration, financial forecasting, education,
and science because of their intuitive, flexible,
and direct approach to computation. They
represent examples for “active documents”
which are considered very worthwhile in the
field of Knowledge Management. But these
activity traits also lead to usability and main-
tenance problems, as spreadsheet-based ap-
plications grow evermore complex and long-
lived. We argue that these difficulties come
from a fundamental bias of spreadsheets to-
wards computational aspects of the concep-
tual models underlying the applications, i.e.,
a semantic bias. Concretely, we present the
software architecture of the SACHS project
geared towards a semantic enhancement of
MS Excel spreadsheets that aims at compen-
sating this semantic bias.

1 Introduction

In 1979 Dan Bricklin and Bob Frankston co-
authored the famous first spreadsheet program: “Visi-
Calc” [BF79]. Terry Winograd considers the key
innovation of spreadsheet programs to be that they
virtualize ledger sheets. In particular, “spreadsheet
virtuality combines the regular structure of the famil-
iar ledger sheet with an underlying structure of inter-
linked formula” [Win06, p. 230]. Ledger sheets have
been well used in financial accounting scenarios and
as spreadsheets they obtain the additional quality of
being computational: the spreadsheet user can manip-
ulate data directly or via the abstract level of formulas
in order to appropriate the data setting, to forecast de-
velopments, and to test financial scenarios.

The management qualities led to wide spread use
and reuse of spreadsheets (see [AE06] and its refer-
ences for a discussion). But unfortunately, the inten-
sity with which they were used yielded more and more
complex documents intended to be shared among peo-
ple who needed to understand the same (or similar)
data sets. In turn, this very complexity now often re-
sults in errors on the data level and misinterpretation
or misapprehension of the underlying model.

The work reported here originates in the SACHS

project (Semantic Annotation for a Controlling Help
System) at the German Center for Artificial Intelli-
gence (DFKI), Bremen. It addresses the usability

problem that even though MS Excel spreadsheets have
the potential to serve well as an interface for a financial
controlling system, DFKI employees experience them
as too complex in practice — even longtime users can-
not interpret all data and are not certain about its
origin. A controlling system is a means for the orga-
nization to control finances, i.e., to understand prof-
its and losses and draw conclusions, thus a lack of
overview hampers the process: if users are not suf-
ficiently informed they cannot optimize the next data
to be gathered.

A key observation in our approach to solving these
usability problems is that spreadsheets are active doc-
uments, we take this to mean that they are documents
whose surface structure can adapt to the environment
and user input. “Activeness” in documents can only
be realized by making some of the relations between
the underlying objects explicit to the software layer
presenting the document. In the case of spreadsheets
these relations are given as the spreadsheet formulae.
In this paper we take a foundational stance and an-
alyze spreadsheets as “semantic documents”, where
the formula representation is only the computational
part of the semantic relations like how values were
obtained. In this sense the focus on the computa-
tional aspects constitutes a semantic bias in spread-
sheets. In particular, spreadsheets disregard other se-
mantic relations that are important for understanding
and relegate them to informal treatment, which we
claim accounts for a good part of the usability prob-
lems lamented above.

To compensate the diagnosed semantic bias we pro-
pose to augment the two existing semantic layers of
a spreadsheet — the surface structure and the formu-
lae by one that makes the intention of the spreadsheet
author explicit. In the SACHS project we encode the
intention as an accompanying OMDoc [Koh06] docu-
ment and can thereby provide multi-layered, semantic
help services.

2 Semantic Layers in Spreadsheets

Instead of developing the general theory, we will
expose the salient parts of our approach using
Winograd’s example spreadsheet from [Win06] (re-
represented in MS Excel in Figure 1) as a running ex-
ample. We will differentiate the three semantic layers
in turn and draw conclusions viewing this spreadsheet
as both an active and a semantic document.
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Figure 1: A Simple Spreadsheet after [Win06]

2.1 Active and Semantic Documents
We call a document semantic, iff it contains an infras-
tructure that distinguishes between content and form.
Note that such an infrastructure can range from super-
ficial styling information in PowerPoint slide masters
or LATEX document classes, over RDFa annotations in
web pages to formal logic specifications of program be-
haviors. The idea is that this infrastructure makes re-
lations between the objects described in the document
explicit, so that they can be acted upon by machines.
In particular, semantic documents can be interpreted
by “presentation engines” that operationalize the se-
mantic relations by allowing the reader to interact with
various aspects of the semantic properties. We call
the combination of a semantic document with a pre-
sentation engine that can adapt the surface structure
of the document to the environment and user input
an active document. Our definition is between the
concept of embedding semantic networks into hyper-
documents employed by Gaines and Shaw in [GS99]
and the rather visionary notion of documents that can
answer arbitrary questions about their content pro-
posed by Heinrich and Maurer [HM00]. Crucially
both presuppose some kind of content representation
in or near the document and a suitable “presentation
engine”.

For the purposes of this paper, we will neglect the
fact that most presentation engines also incorporate
editing facilities and concentrate on the interaction
with active documents for reading and exploration.
This view is similar to what [UCI+06] call “intelligent
documents”.

A paradigmatic example of an active document is
a Mathematica notebook [Wol02], where equations
and mathematical objects can be inspected, visual-
ized, and manipulated by the user. Here, the seman-
tic document is written in the Mathematica markup
language which includes a content markup scheme for
mathematical formulae and a high-level programming
language. The presentation engine is the Mathemat-

ica front-end which presents interactive documents to
the user and calls the Mathematica kernel for evalu-
ation of program fragments and computation of math-
ematical properties.

Spreadsheets are another paradigmatic class of ac-
tive documents. Here the semantic document contains

representations of the cell values or formulae together
with display information like cell color, font informa-
tion, and current viewport. The presentation engine is
a spreadsheet program like MS Excel, which presents
the semantic document to the user by giving it a grid
layout and recalculates values from formulae after each
update. But what is the underlying semantic model,
i.e. what is the “activeness” of spreadsheets based on?

2.2 The Surface/Data Layer
If we look at the example in Figure 1, we see that the
grid of cells can be roughly divided into three areas.
The darker, ochre area in the center contains values
of actual and past expenses and revenues, the lighter,
yellow box on the right contains values projected from
these. The white region that surrounds both boxes
supplies explanatory text or header information hat
helps users to interpret these numbers. Generally, non-
empty cells that do not contain input or computed
values usually contain text strings that give auxiliary
information on the cells that do; we call these cells
collectively the legend of the spreadsheet, since in this
respect they serve the same purpose as the legend of
a map.

Observe that row 17 displays the central values of
the spreadsheet: the profit/loss situation over time
(i.e., in the years 1984-1988 as indicated by the val-
ues in row 4). Moreover note that the meaning of
the values in row 17 is that they represent profits and
losses as a function π of time: remember that a func-
tion is a right-unique relation — i.e., a set of pairs of
input values and output values. In our example the
pair 〈1984, 1.662〉 of values of the cells [B4] and [B17]
is one of the pairs of π. We will call such a grid region a
functional block, and the function it corresponds to
its intended function. Empirically, all non-legend ,
semantically relevant cells of a spreadsheet can be as-
signed to a functional block, so we will speak of the
functional block and the intended function of a cell.

In the general case a functional block consists of
multiple rows and columns, then it represents a binary
(i.e., two-argument) function, i.e. its values depend on
two (main) parameters which are usually in the cells
of the column on the left and the row on top of the
block. We will call the cell ranges of arguments of
the function of a block its input row/column. In
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Figure 2: The Spreadsheet from Figure 1 with Formulae

our example the block with cells [B9:D13] ranges over
expense types (given in [A9:A13]) and years (given in
[B4:D4]) and therefore represents a binary function.

Of course the actual values can also depend on more
parameters, but these are given lower salience by the
restriction to a two-dimensional grid. Alternatively,
an n-ary function is split up into a sequence of binary
functions and the spreadsheet grid contains blocks for
all of these. If a functional block has only one row or
column, then it represents a unary (i.e. one-argument)
function, and in the case where it only consists of a
single cell, it represents a constant (i.e., a function
without arguments.)

Our notion of a functional block is related to,
but different from Abraham and Erwig’s of a “ta-
ble” [AE04; AE06], which also contains row and col-
umn header and footer blocks. Our functional blocks
roughly correspond to their “table core”, whereas we
would consider their header blocks as input blocks or
legend cells (but there may be non-header input blocks
in our model) and their footer blocks which contain ag-
gregation cells as separate functional blocks.

2.3 The Formula Layer

A spreadsheet cell c may not only be associated with
a simple data item (or value) [[c]], it may also be con-
nected with a formula [[[c]]], i.e., an expression built
up from constants, an extended set of arithmetic op-
erators, and references to other cells, which evaluates
to the cell value. Without loss of generality we assume
that cells with a constant value given by the spread-
sheet author carry the pseudo-formula input.

In our example, the value of π can be computed from
the yearly revenues in R: = [B6:F6] and the total ex-
penses in E : = [B15:F15] by a simple subtraction, the
total expenses can in turn be computed by summing
up the various particular expense types listed in cells
[A9:A13]. In Figure 2 we have exposed the respective
formulae in the example spreadsheet.

Note that the formulae of cells in a functional block
have to be “cp-similar” [BSRR02], i.e., they can be
transformed/copied into each other by adjusting the
respective rows and columns. We call a functional
block computed if all of its formulae are cp-similar.
In our example, the functional block P: = [B17:F17]
is computed: let γ range over the columns B to F in
P. Note that the formulae [[[γ17]]] = γ6− γ15 in cells
[γ17] are indeed cp-similar. Together, they make up

the function

F(P): = {〈[[γ6]], [[γ15]], [[γ17]]〉|γ ∈ {B, . . . , F}}
We call F(P) the function induced by the (formulae
in) block P. But we also observe that not all func-
tional blocks in a spreadsheet are computed, for in-
stance the block [B9:D13] only has be pseudo-formula
input, since all the values are provided by the spread-
sheet author. We call such blocks data blocks and
note that the property of being a functional block only
depends on a functional correspondence (a conceptual
aspect of the data) and not on the existence of formu-
lae (a property of the spreadsheet).

With spreadsheet formulae, users can express data
dependencies on a generic level, so that the spread-
sheet program can do much computational work in
the background. By this virtualization of the tradi-
tional ledger sheet (see above), the user’s role is lifted
to a layman programmer and offers according poten-
tial. But Abraham and Erwig report an error rate
of up to 90% (!) in spreadsheets [AE06], which shows
that this potential comes with a substantial risk. They
analyze the source of many of these errors to be in a
mismatch between what the spreadsheet author wants
to express and the formulae he writes. They try to ad-
dress this situation by static analysis techniques (type
checking) of the formulae and supplying the author
with “spreadsheet templates”. To understand this mis-
match better, let us now turn to model the author
intends to convey.

2.4 The Intention Layer
Note that even though F(P) and π compute the same
values, they are completely different functions. π is
defined via the actual or projected profits or losses of
an organization, while F(P) is a finite, partial binary
arithmetic function. Even when we compose F(P)
with F(R) and F(E) and restrict them to the years
1984-86 yielding F : = F(P) ◦ 〈F(R),F(E)〉∣∣

[[B4:D4]]
,

the functions F and π are only extensionally equal
(they are equal as input/output relations) and still dif-
fer intensionally .

Surprisingly, only F is explicitly represented in the
spreadsheet of Figure 1, moreover, this explicit repre-
sentation is invisible to the user if she doesn’t look at
the formula box — thus, leaving the user to figure out
the ‘intention’ (the function π) from the implicit infor-
mation given in the white part by herself. This is why
we speak of a semantic bias towards computational
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aspects of spreadsheet program, as some layers of the
semantics are explicated but others are not.

Generally, we can assume that spreadsheet pro-
gram authors use spreadsheets to express and compute
(measurable) properties of situations; if we look a little
closer then we see that these are not properties of the
world as such, but of a high-level, abstract, or men-
tal model of the world, which we subsume under the
term intention of the spreadsheet. In our exam-
ple, the function π could be seen as a concept from the
intention, whereas the function F can be seen as its
implementation. In our simple example the intention
is easy to deduce from the text in the legend and basic
financial accounting knowledge.

But even here, some parts of the spreadsheet’s in-
tention remain unclear: e.g. for what company or de-
partment are the profits and losses computed or what
are the methods of projection for the years 1987/8.
Let us now take stock of what the cells in the spread-
sheet mean and what information we need infer from
this. As we already remarked above, the values of cells
[B17:D17] are (the scalar parts of) the actual prof-
its/losses of a company in the years 1984-1986. We
need information from cell [A3] for the unit of mea-
surement, from cells [B3:D3] that they are actual, and
from [A17] for the interpretation as a ‘profit/loss’. To
understand the full meaning of these cells, we also need
to know about profits and losses of companies — e.g.
that high profits of a company I am employed by or
that I own stock in are good for me, the fact that
the company is based in the USA and therefore calcu-
lates finances in US$, and that values that are actual
are computed from measured values. Finally, we need
to know that the profit/loss of an organization over a
time interval is defined as the difference between its
revenues and expenses over this interval. This knowl-
edge allows to compute the values of cells in P with
the respective formulae from the values of cells in R∪E
(i.e., using the function F). The values of the cells in
E can be similarly computed from the values of the
cells [B9:D13]. Note that while the definition of prof-
its and losses above is general accounting knowledge,
this definition is probably particular to the particu-
lar company, as the applicable expenses vary with the
organization.

A similar account can be given for the projected
profits/losses in cells [E17:F17], only that the inter-
pretation of the cells wrt. the intention is even more
difficult — even though the situation is simple if taken
at face value. Cell [[E17]] is the projected profit in the
year 1987, which is computed from the revenue and
expenses in column E. But in contrast to the values
in the actual block [B6:D6] ∪ [B9:D13], the values in
the projected block [E6:F6] ∪ [E9:F13] are not mea-
sured, but projected from the actual values by some
financial forecasting method that is reflected in the re-
spective formulae. Note that the correspondence of
the formula need not be as direct as in the case of
the total expenses above. It might be that the fore-
casting method is defined abstractly, and the concrete
formula is derived from that making some simplify-
ing assumptions. Furthermore, we need to know what
assumptions the forecasting method makes, what pa-
rameter values are employed and why, how reliable it
is, etc. to fully understand the values. All of these

concerns are not addressed at all in the spreadsheet as
an active document. Abraham and Erwig describe
this as follows:

There is a high level of ambiguity asso-
ciated with spreadsheet template inference
since spreadsheets are the result of a map-
ping of higher-level abstract models in the
user’s mind to a simple two-dimensional grid
structure. Moreover, spreadsheets do not im-
pose any restrictions on how the users map
their mental models to the two-dimensional
grid (flexibility is one of the main reasons
for the popularity of spreadsheets). There-
fore the relationship between the model and
the spreadsheet is essentially many-to-many
[...]. [AE06, p. 5]

3 Compensating the Semantic Bias

Our analysis of the example above has shown us that
large parts of the intention of a spreadsheet is left im-
plicit, even though it is crucial for a user’s comprehen-
sion. In particular, a user needs to know the following
for a spreadsheet:

• The ontology1, i.e., background information
about relations between concepts and objects
from the intention. The objects in the intention
include the functions represented in the spread-
sheets e.g. π, their properties, e.g. the units of
their arguments and values, and thus of the values
in the cells.

• The provenance of data in a cell, i.e., how the
value of this data point was obtained, e.g. by
direct measurement, by computation from other
values via a spreadsheet formula, or by import
from another source; see [MGM+08] for a general
discussion of provenance.

• The interpretation, i.e., a correspondence be-
tween functional blocks and concepts or objects
of the intention. We distinguish three parts here

– The functional interpretation, that spec-
ifies the intended function of the functional
block.

– The value interpretation, i.e. a bijective
function that specifies how to interpret the
values of the block cells as ontology objects.

– The formula interpretation that links the
formulae of a block to an object in the ontol-
ogy. This mapping must be a refinement in
the sense that the interpretations of proper
formulae compute the same value as the for-
mulae itself and the pseudo-formulae input

is mapped to a provenance object.

In some spreadsheets that are the digital equivalent
to “back-of-the-envelope calculations”, the interpreta-
tion, provenance, and ontology information is simple
to infer, so that the un-documented situation is quite

1In this paper we use the word “ontology” in its gen-
eral, philosophical meaning as the study of the existence of
objects, their categories and relations amongst each other,
and not in the computer science usage, where it is restricted
to formal systems with tractable inference properties (de-
scription logics).
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Figure 3: An OMDoc Ontology and Interpretation for the Spreadsheet from Figure 1

tolerable. Indeed this shows the cognitive strength
of the table metaphor, in our example it is no prob-
lem for the human reader to interpret the legend item
“(in Millions)” as a specification of the value inter-
pretation of the cells [B6:F17] (but not of the years
Y: = [B4:D4]).

In many cases spreadsheets have developed into
mission-critical tools that are shared amongst whole
departments, because encapsulate important, non-
trivial, institutional knowledge. The intention of such
spreadsheets is much harder to infer, a fact that is wit-
nessed by the fact that companies spend considerable
energy to train employees in the usage (and intention)
of such spreadsheets.

In this situation, it would be natural to extend the
activity of spreadsheets to support the user’s compre-
hension of the spreadsheet intention. Thus, in light of
the discussion of Section 2.1, we suggest to compensate
for the semantic bias diagnosed above by extending
the underlying semantic document of a spreadsheet.
Concretely, we propose to represent the intention (as
the provenance and ontology) and to tie the cells in
the spreadsheets to concepts in the intention (via an
interpretation function).

3.1 Fixing the Ontology
We have (at least) two possibilities to extend spread-
sheets with an ontology and provenance component:
we can either extend spreadsheets by ontology and
provenance facilities or we can extend them by inter-
pretation facilities that reference external representa-
tions of the intention. As we have seen above, the
intention contains quite a lot of information, and mak-
ing it explicit in a software framework means a large
investment. Therefore we contend that an external
representation of the intention is more sensible, since
it can leverage pre-existing tools and profit from inter-
operability.

We use the OMDoc format (Open Mathematical
Documents, see [Koh06]) to represent the intention
model. OMDoc is an XML-based format for rep-
resenting semi-formal, semantically structured docu-
ment collections. It allows to factorize knowledge
into “content dictionaries” that serve as constitutive
contexts for knowledge elements. OMDoc provides
a mathematically inspired infrastructure for knowl-
edge representation: document fragments are classi-
fied by their epistemic role as e.g. axioms, defini-
tions, assertions, and proofs and mathematical for-
mulae are represented in the OpenMath [BCC+04]
or MathML [ABC+03] formats. Furthermore, OM-

Doc provides a strong, logically sound module system
based on structured “theories” (content dictionaries
extended by concept inheritance and views) [RK08].
Finally, the language has been extended to deal with
units and measurable quantities [HKS06] as a prereq-
uisite for interacting with the physical world. We make
use of all of these features for modeling the intentions
of spreadsheets. In contrast to other ontology mod-
eling languages like Owl [MvH04], the OMDoc for-
mat does not commit to a formal logical language, and
therefore lacks a native concept of inference but also
does not force the author to fully formalize the spread-
sheet intention and to work around the expressivity
limitations of the underlying logical system. Instead,
OMDoc allows to locally formalize elements — and
thus provide partial inference — with whatever formal
system is most suitable; in our application, we mainly
use an formal system for arithmetics as a counterpart
for spreadsheet formulae.

For the intention model in our example we divide the
background knowledge into theories that inherit func-
tionalities from each other via the imports relation.
At the very basis we would have a content dictionary
Revenues that defines the concept of the revenue of an
organization over a time interval. This theory defines
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the concept of a binary revenue function ρ, such that
given an organization o and a natural number n the
value ρ(o, n) is the revenue (as a monetary quantity)
of o over the span of the year n (AD) in the Grego-
rian calendar. Note that we use this very naive notion
of revenues for didactic purposes only. For instance ρ
was chosen as a binary function to highlight that there
is no automatic agreement between functional corre-
spondences in the table and objects of the intention.
We would be perfectly free to analyze the concepts
more thoroughly, embarking into representing mone-
tary systems, theories of time, etc. For the purposes
of this paper, we assume that we can either appeal to
the intuition of the user or inherit these representa-
tions from a suitable foundational ontology.

In the same way we proceed with a content dictio-
nary Expenses, which imports from a content dictio-
nary Salaries. Finally, we build a content dictionary
Profits that imports from both. In the OMDoc doc-
ument pictured in Figure 3 we have summarized some
of the relevant content dictionaries and the concepts
they introduce.

3.2 Fixing the Provenance
We enrich our ontology with provenance information:
As we have required the formula interpretation to be
a refinement, we need to represent an abstract no-
tion of spreadsheet computation in the ontology. This
can be readily done making use of e.g. the Casl li-
braries [CoF04]. For modeling the provenance of user
inputs in spreadsheets, we can be extremely minimal-
istic, just establishing a stub content dictionary that
lifts the concept of “user input” to the ontology level.
But in our example we can already see what a more
elaborate provenance model could give us: We could
specify that the salary values in [B9:F9] are not only
user inputs, but really manually copied over from an-
other spreadsheet — the top spreadsheet “Salaries” in
Figure 3. To take advantage of this (see details in the
next section) we have to develop content dictionaries
for provenance, adapting and extending first formaliza-
tions reported on in [MGM+08]. As this goes beyond
the scope of this paper, we leave this to future work.

3.3 Fixing the Interpretation
To interpret the cells in P for example, we need to
• fix the functional interpretation: Identify that P

and R form functional blocks with input row Y.
In Section 2.2 we have already discussed the func-
tional interpretation of P: it is just the intended
function π. Similarly, we link the revenues block
R with a unary function ρ(c, ·), where c is the
representation of our example company. Then we
have to express the semantic counterpart of the
spreadsheet formulae. In our OMDoc format we
can simply represent this function as λy.ρ(c, y) in
OpenMath or MathML.

• fix the value interpretation: In our example we
observe that the values in P are actually only
the scalar parts of measurable quantities, in this
case measured “in millions” (of US$ presumably)
according to the spreadsheet legend. Similarly,
the (string) values Salaries, Utilities, . . . in
[A9:A13] have to be interpreted as objects in
the ontology. Thus in our example, we choose

i: = {y �→ y(AD)} as the value interpretation of
block Y and j: = {x �→ 106xUS$} for block P;
obviously both are bijective.

• fix the formula interpretation: our example the
formulae γ6− γ15 in the functional block P
would be linked to the formula π(year) =
ρ(year) − ε(year) in the FMP element of the
Profit/Year definition. Furthermore, we would
link R to a semantic provenance object “imported
from Salaries.xsl”.

In Figure 3 we show the functional interpretation map-
pings as red, dotted arrows and the formula interpreta-
tion as purple, dot-dash-arrows. The totality of cell in-
terpretations induces a set of content dictionaries that
is associated with a spreadsheet, we call these content
dictionary the intention model. Note that we can
see the intention model as a representation of the in-
tention of this spreadsheet.

We can think of the value interpretations as
parser/generator pairs that mediate between the scalar
function represented by the formulae in the spread-
sheet and the intended function in the intention —
which is usually a function between measurable quan-
tities. In particular the functions F and π are re-
lated via the following commutative diagram, where
the function F is induced by the spreadsheet formulae
as discussed in Section 2.4 above.

intention

spreadsheet

year profit

Y P

π

F

i j−1

We see that the three components of the interpreta-
tion fully specify the correspondence between func-
tional blocks in the spreadsheet and objects induced
by the intention model. To see the strength of this
construction let us return to our example and look at
the import of salaries from Salaries.xsl. There we
have a different value interpretation for the functional
block [F6:F6]: this spreadsheet does not calculate in
millions, so we chose k: = {x �→ xUS$} and get the im-
port functions k ◦ j−1 = {xUS$ �→ 10−6xUS$} in the
intention and j−1 ◦ k = {x �→ 10−6x} in the spread-
sheet.

In conclusion we observe that setting the ontology,
provenance, and the interpretation of a cell gives us a
full and explicit account of its intention, and we can
relegate all further semantic services to the intention
model. For instance we can verify (using inference in
the intention model) this part of the spreadsheet by
establishing the equality of j−1 ◦ F ◦ j and ρ(c).

3.4 Semantic Services in SACHS

The SACHS system is a work-in-progress add-in for MS
Excel (written in Visual Basic for Applications) that
aims at providing semantic help facilities for spread-
sheets. Though it has been developed for the DFKI
controlling system, it works for any spreadsheet whose
intention has been encoded as an OMDoc document,
e.g. our running example. We have designed SACHS as
invasive technology that extends well-used (and there-
fore well-known) software systems from within to over-
come usage hurdles — see [Koh05b] for a discussion.
Following [BWK00] we design the SACHS interface as a
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Figure 4: Theory Graph Example for the Spreadsheet from Figure 1

multi-view interface, where semantic services in SACHS

allow the user to explore the intention of a spread-
sheet. In the rest of the section we will present actual
and envisioned services and discuss their realization in
SACHS.

A very basic service that is missing in MS Excel is
an overall visualization of the formulae in the spread-
sheet together with the computed values. SACHS pro-
vides this as a multi-view interface — see Figure 2.
For services that visualize the intention, the cells in
the spreadsheet must be interpreted, i.e., linked to
elements of the accompanying OMDoc document as
e.g. shown in Figure 3. Generally, all cells in a func-
tional block are linked to an OMDoc definition — the
definition of its intended function, while OMDoc as-
sertions justify their formulae. This assignment is in-
ternally represented by an extra worksheet within the
spreadsheet we call the “SACHS interpretation”. This
is manually maintained by the spreadsheet author. In
the case of the DFKI controlling system, spreadsheets
are not hand-authored but generated from a control-
ling database, therefore the interpretation in the SACHS
system is mediated by a level of symbolic keywords
that insulate the setup against changes in the concrete
spreadsheet generation scheme.

Once the interpretation is established we can di-
rectly make use of the various elements of the OMDoc

information for the respective objects (see the dashed
arrows in Figure 3). For instance, the Dublin Core
metadata element dc:subject of a definition can be
used as a SACHS label for the cell it interprets.

Moreover, MS Excel’s comment functionality is hi-
jacked to create SACHS comments that draw on the
respective dc:description element, which contains
a concise description of the object in question. In
contrast, the CMP element of the OMDoc definition
contains a detailed explanation using semantically
marked up representations of objects from the inten-
tion model. These can be mathematical formulae en-
coded as OpenMath objects like the revenue function
ρ or technical terms like “difference” which we have
decorated in angle brackets in Figure 3. The added
value of semantic annotation here is that the meaning
of both can be further explored: The frontend item
“SACHS explanations” allows this by providing “jump

points” from within the text to those cells that are as-
signed to the definitions of those symbols via the SACHS
interpretation sheet. Once jumped the user can look
up the available semantic information of that particu-
lar cell and so on.

A formula underlying a cell is mirrored in the for-
mula element FMP of the respective definition in the
semantic document (see Figure 3) in the OpenMath

format, this allows us to present it to the user in
math notation:

∑5
i=1 εi(1984) is more readable than

“=SUM(B9:B13)”.
From a semantic point of view, the possibility of

offering contextual views as the one in the blue pop-
up in Figure 4 is the most interesting and probably
helpful one. Such views allow a user to understand the
connections between spreadsheet cells and background
information. This view aggregates information about
• the intention of a cell in terms of the intended

function of its functional block, and the intended
arguments.

• how the cell value is computed from the values of
its arguments.

• and the intentions of the arguments.
All information points in the pop-up are hyperlinked
to their respective sources in the OMDoc document or
in the spreadsheet. In a future version of SACHS, these
hyperlinks could pre-instantiate the intention model
with the argument values and allow an exploration
from the view of the current cell — in our exam-
ple in Figure 4 the intention specialized to the year
1984. Note that our example here only shows the sit-
uation for a formula-computed cells. For other prove-
nances, the pop-up would visualize the provenance ob-
ject given by the formula interpretation. For instance,
for cell [B9] the provenance object is “imported from
Salaries.xls[B5]”, so we can visualize the data from
that cell using the existing SACHS pop-up.

As OMDoc is organized by theories, the provision
of multi-level theory graphs as in the CPoint system
[Koh05a] are nice-to-have services one can think of.

4 Conclusion and Outlook
We have analyzed the reasons for users’ difficulties
in understanding and appropriating complex spread-
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sheets, as they are found e.g. in financial control-
ling systems. We claim that the ultimate cause is
that spreadsheets are weak as active documents, be-
cause their underlying semantic documents are biased
to computational aspects and fail to model the prove-
nance, interpretation, and ontological relations of the
objects and concepts operationalized by the system.
To remedy the situation we propose to explicitly model
the intention of a spreadsheet as an intention model
in a collection of OMDoc content dictionaries which
serve as an explicit knowledge base for the spreadsheet.
Finally, we present the work-in-progress SACHS system
that draws on such an intention model to offer various
semantic services that aid the user in understanding
and interacting with the spreadsheets.

In essence, our approach makes double use of the
following duality identified by Fensel in [Fen08]

• Ontologies define formal semantics for
information, consequently allowing in-
formation processing by a computer.

• Ontologies define real-world semantics,
which makes it possible to link machine
processable content with meaning for hu-
mans based on consensual terminologies.

In the analysis we look at the formal semantics of
spreadsheets and find a semantic bias that hampers
understanding since it fails to model consensual ter-
minologies and therefore leads to real-world usability
problems. In our proposed solution we extend the for-
mal semantics of spreadsheets to draw on explicitly
represented consensual terminologies.

While a semantic help system for a spreadsheet-
based controlling system was the original motivation
for our analysis, we feel that an explicit representa-
tion of the intention model of a spreadsheet has many
more applications: it can be used for verification of
the formulae, for change management along the lines
of [MW07], and automated generation of user-adapted
spreadsheets.

Our approach seems to be related to “Class
Sheets” [EE05] introduced by Engels and Erwig.
Their class descriptions can also be counted as an ex-
ternal, structured intention model, which is referenced
by an interpretation mapping. We will have to study
the relation to our work more closely, but it seems
that their work suffers the same semantic bias towards
computational issues as the spreadsheets themselves.
But classes with extensive documentation or UML di-
agrams might go some ways towards generating a help
system like SACHS.

In the future we plan to extend the repertoire of
semantic services of the SACHS system. For instance,
we envision a dual service to the one in Figure 4 which
could visualize where the value of a cell is used to get
an intuition for the relevance of a cell value.

At the moment, our approach presupposes that the
spreadsheet author documents the spreadsheet inten-
tion as an OMDoc document and also annotates the
spreadsheet with interpretation information. Both
tasks place a heavy burden on the author and cur-
rently restrict our approach to mission-critical or ex-
tremely complex spreadsheets. But we expect the bur-
den of specifying the ontology to decrease as more
and more OMDoc content dictionaries for common

models (e.g. standard accounting techniques) ap-
pear. For the interpretations, we plan to adapt tech-
niques of header, unit, and template inference [AE04;
AE06] to partially automate the annotation process
via suggestions.

But future extensions are not limited to spread-
sheets. Note that the semantic analysis in Section 2 is
largely independent of the computational information
that is at the heart of spreadsheets. The semantic in-
formation we are after only pertains to the use of data
grids as a user interface to complex functions. In the
future we plan to generalize the intention model archi-
tecture presented in Section 3 to the case of data grids
— e.g. tables of experimental results or raster data
from satellite images. Moreover, we want to develop
a native infrastructure for representing “data grids”
as a user interaction feature in OMDoc: In accor-
dance with the format, the provenance and interpre-
tation functionality would allow to link grid presenta-
tions to their intention without leaving the language.
OMDoc-based systems could then pick up the seman-
tics and offer complex interactions based on them.
This would lead to much more general active docu-
ments. We could even turn the approach presented
in this paper around and generate SACHS spreadsheets
from OMDoc documents as active documents.

As a theoretical extension, we conjecture that the
interpretation mappings can actually be seen as logic
morphisms [RK08], which would allow us to re-use
much of the higher-level OMDoc functionalities based
on these.

Finally, we admit that we are still at the very be-
ginning of understanding the repercussions of viewing
spreadsheets as active and semantic documents. We
were quite surprised at the depth of meaning in even
our very simple example and are looking forward to
further spelunking.
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Abstract
How does someone react when he faces a critical
situation in his life? The reactions differ not
only depending on the persons, but also on their
environment. Predicting people’s reactions has
long been a concern in psychology and many
theories have been developed for that purpose.
Our goal is to develop a simulation tool, based on
a theory developped by our cooperation partner,
that will be used (primarily by experts) in order
to predict human behaviours in critical situations.

The paper presents an initial implementa-
tion architecture of our simulation. The system
is based on a simulation model described in a
previous paper. The model used was developed
while primarily taking the psychological inter-
actions into account. We mainly consider the
interactions between the person concerned and
factors like his environment and his own abilities.

We are currently implementing the system
by means of a multiagent system approach,
realized by distributed knowledge-based systems
with a specific focus on case-based reasoning
technology while following the CoMES ap-
proach, which was developed in our research
group. We are using the empolis Information
Access Suite for that purpose. Actually we are
developing the needed knowledge base (of the
simulated person) for a given example.

Resubmission The original paper will be published in:
Proceedings of the fourth Workshop on Knowledge Engi-
neering and Software Engineering (KESE 2008) at the 31st
Germain Conference on Artificial Intelligence (KI-2008) in
Kaiserslautern, Germany.
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Abstract. A couple of semantic wikis have been proposed to serve as
collaborative knowledge engineering environments – however, the knowl-
edge of almost all systems is currently based on the expressiveness of
OWL (Lite/DL). In this paper we present the concept of a semantic
knowledge wiki that extends the capabilities of semantic wikis by strong
problem-solving methods. We show how problem-solving knowledge is
connected with standard ontological knowledge using an upper ontol-
ogy. Furthermore, we discuss different possibilities to formalize problem-
solving knowledge, for example by semantic knowledge annotation, struc-
tured text and explicit markups.

(a)

(b)

(c)

Fig. 1. Possible interfaces for a problem-solving session: interview mode (a) and in-
place answers (b). Derived solutions are presented immediately in the wiki (c).

Resubmission: The original full paper has been published in: Proc. of
SemWiki 2008 - The Wiki Way of Semantics, Workshop co-located with the 5th
European Semantic Web Conference, Tenerife, Spain (2008).
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