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1. Introduction 
 
Generalized partial global planning (GPGP) was developed as a domain-independent 
framework for online coordination of the real time activities of small teams of 
cooperative agents working together to achieve a set of high-level goals. GPGP is a 
family of coordination mechanisms, which is used in task structuring in a multi-agent 
environment. According to [2], GPGP’s development was influenced by two factors: 
one was to generalize and make domain independent the coordination techniques of 
the partial global planning (PGP) framework; the other was based on viewing agent 
coordination in terms of a distributed search of a dynamically evolving goal tree as 
pictured in Figure 1. 
 

 
Figure 1: A goal tree that specifies a set of subgoals that need to be solved in order to solve the 

top-level goal. 
 
PGP approach to distributed coordination improved the coordination of agents in a 
network by scheduling the timely generation of partial results, avoiding redundant 
activities, shifting tasks to idle nodes and indicating compatibility between goals. 



GPGP extends as well as generalizes the PGP algorithm. Unlike PGP, GPGP is not 
tide to a single domain, allows more agent heterogeneity with respect to agent 
capabilities and reacts appropriately to real-time deadlines. 
GPGP is a planning oriented approach to coordination of behaviors among agents 
which requires three things: specification (creating shared goals), planning 
(subdividing goals into subgoals/tasks, i.e., creating the substructure of the evolving 
goal tree) and scheduling (assigning tasks to individual agents or groups of agents, 
creating shared plans and schedules and allocating resources). 
GPGP coordination is about exchanging the information for a group of agents to 
analyze their activities and solve their local problems based on an understanding of 
the relevant activities of other agents. GPGP contains protocols that define the 
exchange and flow of information between agents or group of agents. However, its 
emphasis is not on specifying protocols but on the content and timeliness of the 
information that must be exchanged in order to achieve (group) performance that will 
benefit all agents involved. 
Dealing with GPGP means dealing with TAEMS (Task Analysis, Environment 
Modeling and Simulation). TAEMS (also known as TÆMS) was designed as a 
modeling language for describing the task structure of agents. It focuses on the 
problem of representing the interdependencies between activities of agents in a 
formal, domain independent way. GPGP coordination protocols allow agents use 
TAEMS structure to represent their knowledge to easily exhibit sophisticated 
behavior. In other words, GPGP uses TAEMS to represent its task structure 
environment. For more details on TAEMS see [5]. 
There are number of applications, where GPGP style of coordination can be used. For 
example: distributed patient scheduling in hospitals [4], dynamic supply chain 
management [6] and aircraft service team coordination [7].  
The intention of this paper is to make a short introduction to GPGP coordination 
approach. For more details see the references at the end of the paper. Following this 
introduction, section 2 explains basic fundamentals and mechanisms used in GPGP. 
Section 3 describes GPGP in a detailed example. The paper ends with conclusions and 
future work in section 5. 
 
2. The fundamental GPGP Approach 
  
2.1 Coordination Problem 
 
As mentioned in introduction, GPGP deals with the coordination of agents. Let us 
look at the coordination problem in more detail. In a multi-agent environment, each 
agent has its own incomplete and possibly changing view of the current episode. The 
problem of coordination arises when any or all of the following situations occurs: the 
agent has a choice in its actions within some task, and the choice affects performance; 
the order in which the actions are carried out affects the performance; the time at 
which actions are carried out affects performance. When the potential actions of one 
agent are related to those of another agent (because there is a choice about what to do 
or who to do it, or because the order of actions or the time they occur matters), the 
relationship between these agents is called the coordination relationship. 
The basic question is what type of knowledge about the current state of the problem 
solving search in one agent would be helpful to another agent in deciding in which 
order to solve its subgoals and how the decisions among the two agents should be 
coordinated. For example, should they simultaneously pursue alternative ways of 



achieving some subgoal or should one agent delay executing its subgoal until it gets 
the results of another subgoal being solved by the other agent. This scheduling 
problem becomes significantly more complex if the agents are pursuing more than 
one high-level goal due to the large number of possible combinations. 
The key problem for coordination is that there exists uncertainty in non-local tasks, 
which can lead to bad schedules, low efficiency and resource misuse. 
In order to operate effectively, decisions need to be made about what subgoals an 
agent will try to achieve, when it will attempt these goals and how much effort it will 
spend on each goal. GPGP is a planning oriented approach, which makes these kinds 
of decisions and thus attempts to solve the coordination problem among the agents. 
 
2.2 The Agent Architecture 
 
GPGP makes few assumptions about the architecture of the agents [1]. The agents 
have a database that holds their current beliefs about the structure of the tasks in the 
current episode. This information is represented using TAEMS. Hence, each agent has 
a declarative representation of tasks, methods, interdependencies, and parameters 
affecting duration, deadlines, and quality. 
The GPGP family of coordination mechanisms also assumes the presence of a local 
scheduling mechanism (or a local scheduler) that can decide what method execution 
actions should take place and when. Each GPGP agent contains such a local scheduler 
that takes three types of input information and produces a set of schedules and 
alternatives. The first input is the information the agent believes about the task 
structure. Using this information the local scheduler chooses and orders executable 
methods. The second input is a set of commitments. These are commitments are 
produced by the GPGP coordination mechanisms (described in 2.3). They further 
constrain the schedules that are produced by the local scheduler. The third input to the 
local scheduler is the set of non-local commitments made by other agents. This 
information can be used by the local scheduler to coordinate actions between agents. 
Finally, the GPGP family approach requires domain dependent code to detect or 
predict the presence of coordination relationships in the local task structure. In [1] 
authors refer to that domain dependent code as the information gathering action called 
detect-coordination-relationships (see [1] for more details). 
The agents can do three types of actions: execute methods from the task structure, 
send direct messages to one another and do information gathering. Information 
gathering actions model how new task structures or communications get into the 
agent’s belief database. Communication actions are used to send the results of method 
executions. 
 
2.3 GPGP Coordination Mechanisms 
 
So far we have a multi-agent environment with its task structure (task tree or goal 
tree), assumptions regarding each agent’s architecture and coordination problem(s) 
among agents. As mentioned in 2.1, the key problem for coordination is that there 
exists uncertainty in non-local tasks. In other words, our key concern is that the 
scheduling and execution of methods by one agent (in service of a task) may impact 
the quality or completion of another task by another agent elsewhere in the "task 
tree”. GPGP’s general idea is to build a coordination module to provide information 
to the local scheduler, remove the uncertainty in task execution and thus allow 
construction of better schedules. Providing better schedules for each agent will 



eventually improve the quality of the overall goal and the performance to achieve that 
goal.  
As mentioned in introduction, GPGP is a family of coordination mechanisms. The 
solution is that a specific GPGP coordination mechanism is applied to remove the 
uncertainty, which often results in information sent from a remote agent. 
The idea is to alter the agent’s architecture by inserting a GPGP coordination module 
in between the planner and the scheduler [8]. This is shown in Figure 2. 
 

 
Figure 2: The relationships among the planner, the scheduler and the coordination module. 

 
The information flow among these components in our agent’s internal structure is as 
follows: The planner, which subdivides goals into sub goals/tasks, i.e., creating the 
substructure of the evolving goal tree, provides uncoordinated plans (with 
uncertainty) to the GPGP coordination module; the GPGP coordination module takes 
the uncoordinated plans as input, applies one or a combination of appropriate 
coordination mechanisms to the uncoordinated plans and produces coordinated plans, 
which are the input to the scheduler; the scheduler uses the coordinated plans to make 
better schedules. The arrow from the scheduler to the coordination module indicates 
that the coordination module takes advantage of the local scheduler’s scheduling 
ability to evaluate and estimate the features of actions of the remote agents. 
The role of the coordination mechanism is to provide information to each agent’s 
local scheduler to make better schedules. [1] describes some possible coordination 
mechanisms in the context of the application domain. The mechanisms differ in the 
kinds of information passed around among the agents. One mechanism, updating non-
local viewpoints, exchanges information among agents about their non-local effects 
(each agent learns more about how its own tasks affect other agent’s tasks). Another 
mechanism, communicate results, has number of possible policies: communicate 
results when they are available or as they become available; communicate results to 
all agents within a task group or just to those with specific commitments etc. A third 
mechanism handles redundant methods, which can occur in several places in a task 
structure. Other mechanisms handle so called hard and soft coordination relationships 
among agents. Hard coordination relationships include relationships like enables(task 
1, task 2) that indicate that task 1 must be executed before task 2 in order to obtain 
quality for task 2. Soft coordination relationships include relationships like 
facilitates(task 1, task 2) that indicate that executing task 1 before task 2 decreases the 
duration of task 2 and increases the overall quality. 
Essentially, the GPGP coordination mechanisms simply define what information is 
communicated among agents (made available to them) and when. 
Note that different agents can be following different coordination mechanisms. A 
given coordination mechanism can be available for some tasks or some classes of 
tasks and unavailable for others. The agents assigned to those tasks will then act 
accordingly.  
 



3.  A detailed GPGP Example 
 
To illustrate how GPGP operates, consider the task structure shown in Figure 3. The 
task structure represents a global view of all of the activities being carried out by three 
cooperative agents A, B and C, and the interactions between these activities. 
 

 

 
Figure 3: The hypothetical global view. 

 
In this structure, task A1 facilitates task C1 and task A2 facilitates task B1. In other 
words, agent A’s tasks interact with tasks being carried out by each of the other 
agents. In GPGP does not assume that a global view exists, so, initially, each agent 
has a view of only its own local problem-solving activities. Figure 4a shows agent A’s 
initial view, Figure 4b shows B’s initial view and Figure 4c shows C’s initial view.  
 

 
Figure 4: (a) Agent A’s initial view; (b) agent B’s initial view; (c) agent C’s initial view. 

 
In this example, the agents are autonomous and operating on their own local task 
structures. None of the agent’s activities require input from any other agent. Each 
agent’s tasks also have quality, cost, and duration characteristics, as well as potential 
local constraints such as deadlines and earliest start times. In this example, tasks have 
the following durations and deadlines: A1 has a duration of 6, A2 a duration of 5, B1 
a duration of 5 and a deadline of 10, C1 a duration of 4 and a deadline of 10. For 
simplicity, other tasks will be ignored.  
Each agent constructs a local schedule based on its local view. The local scheduler 
analyzes the agent’s task structure and its constraints, and evaluates the trade-offs of 
different possible courses of action and custom tailors a schedule for the agent. Given 
that the agents’ initial views are only of their local problem-solving activities and 
their local constraints, the initial schedules of the agents are shown in Figure 5. Note 
that time 10, which is the deadline for tasks B1 and C1, is identified in all of the 
schedules. 
 

 
Figure 5: The agents’ initial schedules. 

 



In this example, it is assumed that there is domain-dependent knowledge residing at 
each agent that indicates which agents are likely to have activities that are interrelated 
to the agent’s current activities or have resources that could be helpful in performing 
these activities.  
If agent A encounters agent B during the course of problem solving, the agents may 
then engage in a dialogue during which they compare their activities, or portions 
thereof, and look for interactions between the activities. In this way an agent 
incrementally constructs a partial global view of the coordination episode. In GPGP, 
the mechanism used to exchange and compare task structure is called exchange-no-
local-views. It is during this dialogue that the facilitation relationship between agent 
A’s task A2 and agent B’s task B1 is discovered. If the agents were information-
gathering agents, the facilitation might model agent A providing a URL to agent B so 
that agent B does not need to search for said URL. After the exchange, agent A and 
agent B have views of each other’s activities as shown in Figure 6.  
 

 
Figure 6: Agent A’s and B’s view after the information exchange. 

 
After A and B detect the facilitation relationship they can then compute that 
performing A2 before B1, and sending agent B the result from agent A, will improve 
the overall utility of their problem solving. Thus, to improve problem solving the 
agents deploy the GPGP handle-soft-interactions mechanism and agent A reschedules, 
using the local scheduler, and offers agent B a commitment to produce a result for A2 
by time 5 so that agent B can execute task B1 between time 5 and 10 and still meet its 
deadline. Agent B then reschedules, again using the local scheduler, to take advantage 
of this result. Their respective schedules after the commitment is formed are shown in 
Figure 7. 
 

 
Figure 7: Agents A and B revise schedules to leverage positive task interaction. 

 
The example thus far illustrates a single exchange, discovery, and commitment 
formation between two cooperative agents. However, GPGP was designed to operate 
in an open environment where this type of activity occurs frequently as agents 
discover one another and as the environment changes or the tasks being performed by 
the agents change. 
Let us now assume that agent C encounters agent A. As with the exchange between A 
and B, agents A and C will now exchange their local views. Agent A’s revised view is 
shown in Figure 8 and agent C’s in Figure 9. Note that agent C does not have a view 



of agent B’s activities. Only agent A now has a full view of the activities happening at 
the other agents. 
 

 
Figure 8: Agent A’s revised view. 

 

 
Figure 9: Agent C’s revised view. 

 
Let us assume that when task C1 is facilitated by A1 it will produce greater utility 
than B1 when it is facilitated by A2. Note that because of the time 10 deadline held by 
both C1 and B1 agent A is unable to facilitate both tasks. In this case, agent A must 
break its commitment with agent B, and then reschedule in cooperation with agent C 
to form a new commitment to provide the result of task A1 to agent C by time 6 so 
that agent C can perform C1. The act of decommitting from agent B may involve a 
penalty depending on how the decommitment is structured. In the original GPGP 
work, decommitment penalties were not used. According to [2], an alternative, more 
qualitative mechanism was used to make decisions about what commitments could be 
decommited from and in what circumstances. The revised schedules for the agents are 
shown in Figure 10. 
 

 
Figure 10: The final schedules of agents A, B, and C. 

 
This example shows the basic style of coordination in the original formulation of 
GPGP, which involves an incremental, dynamically evolving process. It also indicates 
the close interplay between the local scheduler and coordination mechanisms. 
 
4. Conclusions 
 
The objective with GPGP coordination is to achieve coordination results that are as 
close as possible to optimal but to do this in a distributed, approximate, soft real-time 
fashion without significant agent communication. GPGP should not communicate 
solely to maintain some explicit model of teamwork. However, team members should 
communicate when they believe that the object of a joint persistent goal has been 
achieved, found to be unachievable, or irrelevant. Besides, there is no guarantee that 



an agent will solve its part of a jointly shared goal even though it knows of its 
existence. However, what is of concern is if the following situation occurs: an agent 
solves its part of a jointly shared goal while another agent chooses not to solve a 
critical part of the jointly shared goal, thus making the other agent’s effort worthless. 
According to [2] there are number of plans for further extending GPGP. These 
include: to explore the interplay between local, environment-centered coordination 
mechanisms, to expand the range of possible coordination mechanisms, to experiment 
with different coordination protocols, to allow for multiple coordination mechanisms 
to operate concurrently etc. 
When we look at this kind of framework, we see that the emphasis is on scheduling 
inter-dependent activities. There are local and global objectives that each agent is 
trying to juggle. It seems that precisely these interdependencies among tasks make 
this environment a shared one. The agents can be viewed as cooperative in the sense 
that they can behave according to one or more coordination mechanisms. They do not 
choose to follow a particular coordination mechanism; they are programmed to 
behave according to one or more of them.   
 
Author’s Note: 
Although, GPGP was first mentioned nearly a decade ago, it still is a new kind of 
coordination problem solving approach in multi-agent environments. 
It is very hard to find a good source about GPGP. There seems to be not many 
researchers, who are currently working on this kind of problem. 
There are number of questions, which remain unanswered, such as the connection 
between GPGP and TAEMS. There seems to be a very strong connection between 
these two. However, as mentioned in introduction, the intention of this paper is to 
make a short introduction to GPGP. Dealing with TAEMS, in this case, is a different 
kind of issue, which needs extra research. For further interests, recommended papers 
are listed in the reference below. 
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